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Artificial intelligence 
systems are 
increasingly being

005

used to support human decision-making. AI can 
help doctors make sense of millions of patient 
records, farmers determine exactly how much 
water each individual plant needs and insurance 
companies assess claims faster. And while AI 
holds the promise of delivering valuable insights 
and knowledge across a multitude of applications, 
broad adoption of AI systems will rely heavily on 
the ability to trust their output. 

Human trust in technology is based on our 
understanding of how it works and our assessment 
of its safety and reliability. We drive cars trusting 
that the brakes will work and we undergo laser 
eye surgery trusting the laser to make the right 
movements. In both cases, trust comes from 
confidence that the system will not make a mistake 
thanks to extensive training, exhaustive testing, 
experience, safety measures, standards, best 
practices and consumer education. While the 
principles of safety design are essential in building 
AI systems, they are not enough; entrusting AI with 

decisions that matter will require much more than 
the proof of accuracy and rigorous testing.  To trust 
a decision made by an algorithm, we need to know 
that it is reliable and fair, that it can be accounted 
for, and that it will cause no harm. We need 
assurance that it cannot be tampered with and that 
the system itself is secure. We need to understand 
the rationale behind the algorithmic assessment, 
recommendation or outcome, and be able to  
interact with it, probe it – even ask questions. And 
we need assurance that the values and norms of 
our societies are also reflected in those outcomes. 
Fairness, robustness, explainability, accountability 
and value alignment are the underpinnings 
of trusted AI. Moving forward, “build for 
performance” will not suffice as an AI design 
paradigm. We must learn how to build, evaluate 
and monitor for trust. 

In this collection of papers we explore how to 
do that. We start by defining the dimensions of 
trusted AI as scientific and engineering objectives, 

and then outline diverse approaches for how 
to achieve fairness, robustness, explainability, 
accountability and value alignment and, most 
importantly, how to integrate them throughout the 
entire lifecycle of an AI application. “Do no harm,” 
“be honest and trustworthy,” “be fair and do not 
discriminate” – it is the universal code of ethics 
that distinguishes humans from other species. 
In our research, we aspire to create AI solutions 
that rise to such expectations. Another universal 
ethical principle is to perform good works for 
society and contribute to our well-being. Hence, 
we conclude this chapter by showcasing a range of 
innovative AI applications toward addressing social 
and humanitarian challenges. Promoting and 
advancing such usage is as important as arming AI 
for trust, and it is our responsibility to pursue them 
both -- as technologists, lawmakers, policymakers 
and members of society. Only then we will achieve 
a broad adoption of AI and enable solutions that 
truly represent the future of this technology.

Introduction
Trusting AI
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“On two occasions I have 
been asked, ‘Pray, 
Mr. Babbage, if you put 
into the machine wrong 
figures, will the right 
answers come out?’ ”

Charles Babbage

The explosion of digital information coupled with 
advances in machine learning drive today’s AI 
renaissance. Computers now have the ability  
to learn, detect patterns, and inform decisions.  
Yet, whether we want to acknowledge it or not, we 
live in a world that contains biases and prejudices,  
and these biases can easily enter AI systems 
through training data we create, collect or process. 
The systems pick them up, encode them, and have 
the potential to scale them. 

This is why instrumenting AI for fairness is 
essential. Properly calibrated, AI could assist 
humans in making more informed choices,  
process and evaluate facts faster and better, or 
allocate resources more fairly -- giving us an 
opportunity to break the chain of human biases.

This section highlights our work toward creating  
fair and just AI systems. We present a diverse 
selection of papers that address bias mitigation 
across the entire lifecycle of an AI application, 
as well as across different bias and data types, 
including individual techniques to detect and 
mitigate bias in datasets and models [1,2],  
a comprehensive bias mitigation and education 
toolkit [3], understanding and removing gender 
stereotypes [4] and rating AI services for bias [5].

1 __ AI Fairness 360: An Extensible Toolkit for 
Detecting, Understanding, and Mitigating Unwanted 
Algorithmic Bias
p __ 010

2 __ Automated Test Generation to Detect Individual 
Discrimination in AI Models 
p __ 032

3 __ Data Pre-Processing for Discrimination 
Prevention: Information-Theoretic Optimization 
and Analysis
p __  042

4 __ Analyze, Detect and Remove Gender Stereotyping 
from Bollywood Movies
p __ 058

5 __ Towards Composable Bias Rating of AI Systems
p __ 074



Section _ _ 1
Fairness

011



Section _ _ 1
Fairness

013

Publication _ _ 1
AI Fairness 360: An Extensible Toolkit for Detecting, Understanding, and M

itigating Unw
anted Algorithm

ic Bias



Section _ _ 1
Fairness

015

Publication _ _ 1
AI Fairness 360: An Extensible Toolkit for Detecting, Understanding, and M

itigating Unw
anted Algorithm

ic Bias



Section _ _ 1
Fairness

017

Publication _ _ 1
AI Fairness 360: An Extensible Toolkit for Detecting, Understanding, and M

itigating Unw
anted Algorithm

ic Bias



Section _ _ 1
Fairness

019

Publication _ _ 1
AI Fairness 360: An Extensible Toolkit for Detecting, Understanding, and M

itigating Unw
anted Algorithm

ic Bias



Section _ _ 1
Fairness

021

Publication _ _ 1
AI Fairness 360: An Extensible Toolkit for Detecting, Understanding, and M

itigating Unw
anted Algorithm

ic Bias



Section _ _ 1
Fairness

023

Publication _ _ 1
AI Fairness 360: An Extensible Toolkit for Detecting, Understanding, and M

itigating Unw
anted Algorithm

ic Bias



Section _ _ 1
Fairness

025

Publication _ _ 1
AI Fairness 360: An Extensible Toolkit for Detecting, Understanding, and M

itigating Unw
anted Algorithm

ic Bias



Section _ _ 1
Fairness

027

Publication _ _ 1
AI Fairness 360: An Extensible Toolkit for Detecting, Understanding, and M

itigating Unw
anted Algorithm

ic Bias



Section _ _ 1
Fairness

029

Publication _ _ 1
AI Fairness 360: An Extensible Toolkit for Detecting, Understanding, and M

itigating Unw
anted Algorithm

ic Bias



Section _ _ 1
Fairness

031

Publication _ _ 1
AI Fairness 360: An Extensible Toolkit for Detecting, Understanding, and M

itigating Unw
anted Algorithm

ic Bias



Section _ _ 1
Fairness

033

Automated Test Generation to Detect
Individual Discrimination in AI Models

Aniya Agarwal, Pranay Lohia, Seema Nagar, Kuntal Dey, Diptikalyan Saha
IBM Research AI

India
Email: {aniyaagg,plohia07,senagar3,kuntadey,diptsaha}@in.ibm.com

Abstract

Dependability on AI models is of utmost importance to en-
sure full acceptance of the AI systems. One of the key as-
pects of the dependable AI system is to ensure that all its
decisions are fair and not biased towards any individual. In
this paper, we address the problem of detecting whether a
model has an individual discrimination. Such a discrimina-
tion exists when two individuals who differ only in the val-
ues of their protected attributes (such as, gender/race) while
the values of their non-protected ones are exactly the same,
get different decisions. Measuring individual discrimination
requires an exhaustive testing, which is infeasible for a non-
trivial system. In this paper, we present an automated tech-
nique to generate test inputs, which is geared towards finding
individual discrimination. Our technique combines the well-
known technique called symbolic execution along with the
local explainability for generation of effective test cases. Our
experimental results clearly demonstrate that our technique
produces 3.72 times more successful test cases than the exist-
ing state-of-the-art across all our chosen benchmarks.

1 Introduction
Model Bias. This decade marks the resurgence of Artificial
Intelligence where AI Models have started taking crucial de-
cisions in a lot of systems - from hiring decisions, approving
loans, etc. to design driver-less cars. Therefore, dependabil-
ity on AI models is of utmost importance to ensure wide
acceptance of the AI systems. One of the important aspects
of the dependable AI system is whether decisions are fair
and not biased. Bias may be inherent in a decision-making
system in multiple ways. It can exist in the form of group
discrimination (Feldman et al. 2015) where two different
groups (e.g., based on gender/race) gets a varied decision
or an individual discrimination (Galhotra, Brun, and Meliou
2017).

Individual discrimination. In this paper, we address the
problem of detecting whether a model discriminates be-
tween two individuals having the values of all their attributes
other than the protected ones exactly the same and if such a
model yields different decisions for such two individuals.
Such cases of bias have been previously noticed in mod-
els such as (Galhotra, Brun, and Meliou 2017) and caused

Copyright c© 2019, Association for the Advancement of Artificial
Intelligence (www.aaai.org). All rights reserved.

derogatory consequences to the model generator. Therefore,
detection of such cases becomes crucial and is of utmost im-
portance. Even though the training data may not contain two
instances where such discrimination is noticed, the model
can still show such an unintended behavior. The challenge
is, therefore, to evaluate and find that for which all values
of non-protected and protected attributes, the model demon-
strates an individual discrimination behavior.

Existing Techniques and their drawbacks. Measuring in-
dividual discrimination requires exhaustive testing, which is
infeasible for a non-trivial system. The existing technique,
such as THEMIS (Galhotra, Brun, and Meliou 2017) gen-
erates a test suite to determine if and how much individ-
ual discrimination is present in the model. Their approach
selects random values from the domain for all attributes to
determine if the system discriminates amongst the individ-
uals. Even though such techniques are applicable for any
black-box system, our experiments demonstrate that they
miss many such combinations of non-protected attribute val-
ues for which the individual discrimination may exist. Some
of the random inputs may follow the same execution path in
the system having the same effect on the output.

Our approach. There exists symbolic evaluation (Gode-
froid, Klarlund, and Sen 2005; Sen, Marinov, and Agha
2005; Cadar et al. 2006) based techniques to automatically
generate test inputs by systematically exploring different ex-
ecution paths in the program. Such methods avoid genera-
tion of such inputs which tend to explore the same paths.
Such techniques are essentially white-box and leverage the
capabilities of constraint solvers (de Moura and Bjørner
2008) to create test inputs automatically. Symbolic execu-
tion starts with a random input and analyzes the path to gen-
erate a set of path constraints (i.e. conditions on the input
attributes) and iteratively toggles (or negates) the constraints
in the path to generate a set of new path constraints. It then
solves the resultant path constraints using a constraint solver
to generate a new input which can possibly take the control
to the new path as explained using an example in Section 2.
Our idea is to use such a dynamic symbolic evaluation to
generate test inputs which can potentially lead to uncover-
ing individual discrimination. However, existing such tech-
niques have been used to generate inputs for procedural pro-
grams which are interpretable. Our main challenge is to ap-
ply such technique for un-interpretable models. Note that,

ar
X

iv
:1

80
9.

03
26

0v
1 

 [c
s.A

I]
  1

0 
Se

p 
20

18



Section _ _ 1
Fairness

035

similar to THEMIS, our goal is to build a black box and
scalable solution, which can be applied efficiently on varied
models.

Challenges. There exists a few works which try to use
symbolic evaluation-based techniques for un-interpretable
models such as deep neural networks, although they do not
address the problem of finding individual discrimination in
the model. Such techniques are essentially white-box and
try to approximate the functions (ReLu/Sigmoid) that exist
in the network. Therefore, they are catered towards a specific
kind of networks and are not generalizable. Other test-case
generation techniques (Sun, Huang, and Kroening 2018;
Sun et al. 2018) use coverage criteria (like neuron cover-
age, sign-coverage, etc.) which are structure dependent and
therefore such techniques suffer from scalability.

Solution overview. In this paper, our key idea is to use the
local explanation as the path in the symbolic execution. The
local explainer can produce the decision tree corresponding
to one input. The decisions in the decision tree are toggled
to generate new constraints. Below we list several advan-
tages/salient features of our approach.

• Black Box. Unlike other techniques (Gopinath et al. 2018;
Sun et al. 2018), our method is black box as the local
explainer like LIME (Ribeiro, Singh, and Guestrin 2016)
handles black-box models. This enables us to operate on
various types of models including deep neural networks.

• Constraints. It is possible to use an off-the-shelf local ex-
plainer to generate a linear approximation to the path. The
linear constraints obtained from the local explainer can be
used for the symbolic evaluation which won’t require any
specialized constraint solver such as in(Sun, Huang, and
Kroening 2018).

• Data-driven. We use training data as a seed to start the
search.

• Directed and Undirected Search. Once an individual dis-
crimination is found, We perform directed search to
uncover many input combinations which can uncover
more discrimination. Otherwise, we perform an undi-
rected search using symbolic execution to cover paths in
the model.

• Optimizations. The local explainer preserves the impor-
tant constraints for the decision and omits the unnecessary
ones. This removes the need for unnecessary toggling of
constraints. Our algorithm performs the selection of con-
straints for toggling based on its confidence.

• Scalability. Our algorithm systematically traverses paths
in the feature space by toggling feature related constraints.
This makes it scalable, unlike other techniques (Sun,
Huang, and Kroening 2018) which consider structure-
based coverage criteria.

Contributions. Our contributions are listed below:

• We present a novel technique for finding individual dis-
crimination in the model.

• We developed a novel combination of dynamic symbolic
execution and local explanation for generating test cases
of uninterpretable models.

• We demonstrate the effectiveness of our techniques for
several open source classification models containing
known biases. We compare our technique with the pre-
vious algorithm (THEMIS) and demonstrate that we per-
form better than their approach.

Outline. Section 2 presents the background on dynamic
symbolic execution and local explainability. The follow-
ing section presents the algorithm concentrating on various
other challenges in successfully combining the idea of sym-
bolic execution with the local explanation. Section 5 con-
tains the experimental results. This is followed by the related
work in Section 6. Section 7 contains the summary, discus-
sion and future work.

2 Background
2.1 Dynamic Symbolic Execution
Dynamic symbolic execution (DSE) (Godefroid, Klarlund,
and Sen 2005; Sen, Marinov, and Agha 2005; Cadar et al.
2006) for automated test generation consists of instrument-
ing and running a program while collecting path constraint
on inputs from predicates encountered in branch instruc-
tions, and of deriving new inputs from a previous path con-
straint by a constraint solver in order to steer next executions
toward new program paths. We explain the technique using
a simple program, shown in Figure 1.

f(x, y)

z = x + y

if (z > 0)

p = x - y

else

p = x + 2 * y

if (p> 0)

return 1;

else

return 0;

Figure 1: DSE
Example

The technique instruments the pro-
gram such that the instrumented code
performs operation on the symbolic
memory which has symbols corre-
spond to all the variables. The sym-
bolic memory is initialized with sym-
bols for the inputs, say X for x and
Y and y. The other variable values
are expressed as the expression over
input variables. The symbolic con-
straints along the path generates the
path constraints. For example, when
started with input (x = 2, y = 3),
generates the path constraint ((X +
Y > 0)∧!(X − Y > 0)). It then se-

lects the last constraint (depth-first way of path exploration)
and creates the path constraint ((X+Y > 0)∧(X−Y > 0))
which it solves to get an answer X = 3, Y = 2. This input,
as expected, will go through then branch of the correspon-
dong toggled condition. In the resultant path, it will toggle
the first branch condition (X + Y > 0) and will therefore
generate inputs (X = −2, Y = 1) which will take the else
branch of the first condition. This will generate a path con-
straint !(X + Y > 0)∧!(X + 2 ∗ Y > 0). It will then solve
!(X + Y > 0) ∧ (X + 2 ∗ Y > 0) to generate the fourth
input (X = −2, Y = 2).

2.2 Local Explainability
Local Interpretable Model-agnostic Explanations (LIME)
(Ribeiro, Singh, and Guestrin 2016) consists of explanation
techniques that explains the predictions of any classifier or
regressor in an interpretable and faithful manner, by approx-
imating it as an interpretable model locally around the pre-

(A) (B)

Figure 2: LIME Explanation (A) and decision tree (B) for an
instance on German Credit Data

diction. It generates explanation in the form of interpretable
models, such as linear models, decision trees, or falling rule
lists, which can be easily comprehended by the user with vi-
sual or textual artifacts. For generating explanation of an in-
stance, it first converts the representation to an interpretable
representation by converting it to a binary vector (0 repre-
sents absence of word/image patch). Then it generates data
points in the vicinity of the instance by perturbation and
learns an interpretable model by minimizing unfaithfulness
of the model in approximating the locality of the instance
and maximizing local-fidelity and interpretability.

We use LIME to explain a prediction instance for a model
and generate a decision tree as interpretable model by com-
bining the explanations across multiple instances. Figure 2
shows an example of LIME explanation for an instance of
German Credit Data (Hofmann ). The data contains bias
against young people. It is evident from the figure for ex-
planation that age is an important attribute in the prediction
for credit risk of a person. Figure 2 shows a snippet of the
decision tree we build using LIME for the German Credit
Data. The decision tree is built by combining the explana-
tions for a set of instances from the data.

3 Algorithm
In this section, we present the algorithm for individual dis-
crimination in an uninterpretable model. We present the al-
gorithm in two steps. First, we present a skeleton algorithm
of the symbolic execution which generalizes the symbolic
evaluation algorithm from a procedural program to inter-
pretable models. In the next step, we present the full algo-
rithm of generating test inputs for uninterpretable models
geared towards discovering different inputs for finding indi-
vidual discrimination.

3.1 Generalized Symbolic Execution
Algorithm 1 presents the algorithm for symbolic execution
such that it can be generalized from programs to models.
We explain the changes in this subsection and in the next
subsection explain explicit changes are required for models.

The first change is related to the inputs to start with. In-
stead of starting from a random input, the algorithm finds

Algorithm 1: Generalized Dynamic Symbolic Execu-
tion

1 count = 0;
2 inputs = seed test inputs()
3 priorityQ q = empty; q.addAll(inputs,0);
4 while count<limit && !q.isEmpty() do
5 t = deque(q)
6 check for error condition(t)
7 Path p = getPath(t)
8 prefix pred = true
9 foreach predicate c in order from top of path do

10 path constraint = prefix pred ∧ toggle (c)
11 if !visited path.contains(path predicate) then
12 visited path.add(path predicate);
13 input= solve(path constraint)
14 r = rank(input,S,p)
15 q.add(input,r)

16 end
17 prefix pred = prefix pred ∧ c

18 end
19 count++

20 end

Figure 3: Generation of path constraints

one or more seed inputs to start with (Line 2). The sec-
ond change (Lines 3, 14, 15) is related to the abstraction
of the ranking strategy of selecting which test inputs to exe-
cute next. Note that, now the Rank function will determine
which inputs should be taken next. In the example illustrated
in Section 2, we presented a depth-first strategy for selecting
a branch to toggle. And such a decision is taken after each
path is executed. Here, for each path, we consider all the
conditionals to be toggled and associate ranks to them. The
third change is the addition of the check whether the path
is already traversed or not (Line 9). Such checks are not re-
quired in symbolic execution for programs as the selection
of predicates for toggling ensures that an already traversed
path will not be traversed again.

Note that, the goal of symbolic execution is to explore
as much as paths in the decision space. The generation of
constraints (Lines 8-17 is illustrated in the Figure 3. Note
that, the other variables, not present in the constraint, can
take any value from the domain.

3.2 Test Case Generation for Uninterpretable
Model

In this subsection, we describe the various functions that are
kept undefined in Algorithm 1.
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Path Creation. We start with the case of getPath func-
tion. As illustrated in Section 1, our key idea is to use a local
model generated from a local explainer - LIME (Ribeiro,
Singh, and Guestrin 2016). Our algorithm generates the de-
cision tree instead of the linear classifier as in LIME.

Algorithm 2: getPath(Model m,Input in)
1 Set<In,Out> inout = localexpl(m,in)
2 return genDecionTree(inout);

There are a few differences between the decision tree and
a program path. 1) Approximation: the decision tree path
approximates the actual execution path in terms of inter-
pretable features. 2) Confidence: there is no confidence as-
sociated with the predicates in a program path, whereas a
decision tree path has such confidence associated with it. 3)
Slice: decision tree may not contain some predicates which
do not have any effect to the resultant class. This is analo-
gous to dynamic slicing (Agrawal and Horgan 1990) in pro-
gram analysis literature. Such dynamic slicing removes the
redundant state in dynamic symbolic execution (Bugrara and
Engler 2013). 4) Non-repeatable: the local explainer is not
incremental in nature. In other words, it will not try to pre-
serve the predicates that have occurred in the same path. In
symbolic execution for software, predicates in the same path
will remain same. The effect of these differences is seen in
our algorithm, described subsequently.

Seed Input Selection. Symbolic execution in program
testing suffers from the path explosion problem (Godefroid
2007), especially the depth-first-search of explanation. It can
keep on exploring paths in the depth of the program tree,
without exploring the paths in the other parts of the program.
Researchers have explored various techniques to address this
problem - applying demand driven or directed technique
which generates test cases towards a particular location in
the program, and compositional techniques which try to an-
alyze various functional modules separately before combin-
ing them to generate longer paths in the whole program.

To resolve the path explosion problem, we exploit
the distribution present in the training data (Function
seed test input()). Each training data instance can be
a good starting point of the symbolic search. However, the
order of training data instances become important in search
when there is a limit to the search due to which executing all
training instances is not possible. Therefore, to increase the
diversity in search, we cluster the training data and take seed
inputs in round-robin fashion from each cluster.

Ranking. Automated test case generation procedure is
limit based. It is therefore important to generate non-
redundant and effective test cases. We use a ranking scheme
based on the confidence of predicates in the decision tree
to select which test input to execute next. The confidence
of the path is determined by the average confidence of the
predicates in it. Therefore, when we toggle a predicate p,
we consider the average confidence of the predicates in the

Algorithm 3: check for error condition()
1 i = 0
2 clusters=KMeans(data,NumberOfClusters)
3 while i < max(size(clusters)) do
4 if q.qsize() == limit then
5 break

6 foreach cluster ∈ clusters do
7 if i ≥ get cluster size(cluster) then
8 continue

9 row = cluster.rows.next
10 rows.add(row)

11 return (rows)

prefix of the path leading to and including p. This ranking
scheme orders the test inputs generated through the undi-
rected symbolic execution. In the next section, we discuss
another place in the algorithm for generating input (other
than seed inputs and undirected symbolic) and present rela-
tive ranking among them.

4 Checking Individual Discrimination
Here we discuss few more changes to the generic algorithms
above: 1) checking the error condition, 2) directed search,
and 3) relative ranking.

Checking Individual Discrimination. We begin with the
case of checking individual discrimination. Such check will
occur in function check for error condition. The
pseudo code for this function is shown below. The algo-
rithms make the check as per definition of individual dis-
crimination i.e. if a combination of protected attribute values
(from the domain) would result in any different class for the
non-protected attribute values contained in the test case.

Algorithm 4: check for error condition(t)
1 class = model.test(t)
2 foreach 〈val0, . . . , valn〉|vali ∈ protected attributei.vals do
3 tnew=Replace value of protected attributei in t with vali

4 class1 = model.test(tnew)
5 if class1 != class then
6 return Individual Discrimination Found

7 return Individual Discrimination Not Found

Directed Symbolic Search. The undirected symbolic
search (discussed previously) tries to find test inputs which
can cause individual discrimination. Once such a test case
(say t) is found, we try to generate more test inputs which
can lead to the individual discrimination. The key idea is to
negate the low confidence non-protected attribute constraint
of t’s decision tree to generate more test inputs. Low con-
fidence constraints are less prone to change the behavior of
the test case and therefore can have the same effect on pro-
tected attributes as in t.

Algorithm 5: Individual Discrimination
1 count = 0;
2 inputs = seed test inputs()
3 priorityQ q = empty; q.addAll(inputs,Rank1);
4 while count<limit && !q.isEmpty() do
5 t = deque(q)
6 found = check for error condition(t)
7 Path p = getPath(t)
8 if found then
9 // directed search

10 foreach predicate c in order from top to bottom of path do
11 path constraint = p.constraint If c is of protected attribute then

continue
12 if c.confidence < T2 then
13 path constraint.remove(c) path constraint.add(not(c))
14 if !visited path.contains(path constraint) then
15 visited path.add(path constraint);
16 input= solve(path constraint)
17 r = average(path constraints)
18 q.add(input,Rank2-r)

19 end
20 end
21 end
22 end
23 // undirected search
24 prefix pred = true
25 foreach predicate c in order from top to bottom of path do
26 If c is of protected attribute then continue
27 If c.confidence < T1 then break
28 path constraint = prefix pred ∧ not (c)
29 if !visited path.contains(path constraint) then
30 visited path.add(path constraint);
31 input= solve(path constraint)
32 r = average conf(path constraints)
33 q.add(input,Rank3+r)

34 end
35 prefix pred = prefix pred ∧ c

36 end
37 count++

38 end

The entire algorithm for individual discrimination is pre-
sented in Algorithm 5. Lines 7-22 describe the directed
search whereas Lines 24-35 describe the undirected search.
There are two major differences between the directed and
undirected search. The first difference is that in a directed
search only low confidence constraints are selected for tog-
gling because of the reason described above (Line 12).
In contrast, in undirected search, the high confidence con-
straints are chosen for toggling. This is because high confi-
dence constraint toggling will result in more chance of di-
verse coverage of paths. The second difference is that, in
undirected search, no constraint exists for suffix of the path,
whereas in directed search, all constraints, except the se-
lected low confidence one to toggle, remain as it is.

Relative Ranking. In the consolidated algorithm three
reference ranks are presented for seed input, directed search,
and undirected search. They are chosen in such a way that,

Benchmark Size Source
German Credit Data 1000 UCI Machine Learning Repository
Adult census income 32561 UCI Machine Learning Repository

Bank marketing 45211 UCI Machine Learning Repository
US Executions 1437 data.world - US Executions since 1977

Fraud Detection 1100 Kaggle - Fraud Detection
Raw Car Rentals 486 yelp.com - raw-car-rentals

credit data 600 modified German Credit used in THEMIS
census data 15360 modified Adult income used in THEMIS

Table 1: Benchmark Characteristics

the highest priority is given to directed search followed by
seed input and finally the undirected search based on their
ability to uncover discrimination causing inputs.

In the next section, we experimentally show the effective-
ness of various optimizations described in this section.

5 Experimental Evaluation
5.1 Setup
Benchmark Characteristics. We have used 8 open source
fairness benchmarks from various sources (see Table 1).

Configurations. Our code is written in Python and exe-
cuted in Python 2.7.12 compiler. All experiments are per-
formed in a machine running Ubuntu 16.04, having 16GB
RAM, 2.4Ghz CPU running Intel Core i5. We have used
LIME (Ribeiro, Singh, and Guestrin 2016) for local ex-
plainability. We have used KMeans clustering in training
data with cluster size = 4. For each benchmark, we have
created Logistic regression with the default configuration
in scikit-learn. The selection of the model is inspired by
THEMIS. The two thresholds used in our algorithm T1=0.3
and T2=0.2 as shown in Algorithm 5.

5.2 Experiments
Goals. Our experiments have two goals, given below:
• Comparison with the existing work. How well we perform

compare to existing work in finding individual discrimi-
nation in models? We compare our system with the exist-
ing system called THEMIS (Galhotra, Brun, and Meliou
2017) which checks the individual discrimination by ran-
dom test case generation.

• Effect of Algorithmic Features. How well each algorith-
mic feature (Directed and Undirected symbolic execution,
training data) contributed to finding individual discrimi-
nation?

Comparison to THEMIS. To Compare with THEMIS,
we got the code from their GitHub repository and analyzed.
It seemed that there is an unintended behavior. THEMIS ac-
tually produces duplicate test cases and the result that is re-
ported contains duplicate test cases. We changed THEMIS’s
code to remove duplicates. Table 2 shows the result of the
comparison to THEMIS. Gen refers to the set of unique
test cases generated. For each such test case, more test cases
are generated and executed to check the discrimination by
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Bench. Prot. Attr. THEMIS Symbolic
#Gen #InDi #Gen #InDi

German Credit gender 999 166 1000 598
German Credit age 999 90 1000 359
Adult income race 999 70 1000 175
Adult income sex 990 1 1000 462
Fraud Detection age 999 3 656 0
Car Rentals Gender 680 198 1000 801
credit i/gender 598 44 1000 420
census h/race 999 57 1000 609
census i/sex 999 7 1000 176
Bank Marketing age 999 0 1000 1
US Executions Race 999 2 1000 6
US Executions Sex 999 8 1000 31

Table 2: Comparison with THEMIS

Bench. Data Directed Symb. UnDirected
Gen InDi Gen InDi Gen Indi

German Credit(gender) 2 1 998 597 0 0
German Credit(age) 27 2 973 357 0 0
Adult Income(race) 313 24 687 151 0 0
Adult Income(sex) 77 12 923 450 0 0
Fraud Detection 1000 0 0 0 0 0
Car Rentals 18 15 982 786 0 0
credit 20 1 980 419 0 0
census(race) 1 1 999 608 0 0
census(sex) 41 2 959 174 0 0
Bank Marketing 984 1 16 0 0 0
US Executions(Race) 877 0 22 4 101 2
US Executions(Sex) 877 0 74 29 49 2

Table 3: Contribution of different features

changing the value of protected attributes. InDi denotes the
subset of the generated test cases (Gen) which results in in-
dividual discrimination. Note that, except in one case our
algorithm produces better results than THEMIS.

THEMIS has an average success score (#Indi/#Gen) of
6.4% whereas our symbolic algorithm has 30.3% average
success score. It is evident that across 12 benchmarks,
our algorithm generates 3.72 times more successful (that
resulted in discrimination) test cases than THEMIS. This
demonstrates advancement in the published state-of-the-art
in individual discrimination.

In Table 3, we report the contribution of the test case
generation feature (training data, undirected symbolic, di-
rected symbolic) contributed to the above success. The re-
sult evidently shows the effect of our relative ranking strat-
egy which specifies the decreasing order of preferences as
Indirect, Data, and Direct. Note that, on average, the suc-
cess percentage for Data and Indirect Symbolic execution
are 23% and 37%, respectively.

Importance of Training Data. We conducted two exper-
iments for determining the importance of training data by
changing the seed input function which instead of taking
training data, takes random data from the domain. In the first
experiment (shown in Table 4) we switch off the directed and
undirected symbolic execution so that all the test cases are

Bench. Training Data Random
Gen InDi Gen InDi

credit 500 56 500 25
German (Age) 1000 70 1000 46
Census (Sex) 500 20 500 5
Car 500 394 500 190

Table 4: Training data as seed (w/o Symbolic)

Bench. Random
Total Seed Dir. UNdirect.

credit 310/1000 1/21 309/979 0/0
German (Age) 365/100 4/49 361/951 0/0
Census (Sex) 195/1000 3/87 192/913 0/0
Car 803/1000 14/21 789/979 0/0

Table 5: Random seed data (with symbolic) (#InDi/#Gen)

generated from the seed data. In this second experiment (Ta-
ble 5, we keep both the symbolic searches. In the first exper-
iment, we see that just by getting that training data we get
an average improvement of 108% (25% to 12%). The sec-
ond experiment shows the effectiveness of symbolic evalua-
tion even if we start with the random input. In the credit
data (Table 5), we see that random data got 310 successful
test cases and is less effective than training data which has
got 421 successful test cases. However, it’s much better than
THEMIS (44).

Importance of Directed Search Based on the previous
experiments we notice that directed symbolic search has
high percentage (37%) of effectiveness. We conduct another
experiment to see how we directed search affects the overall
execution of the algorithm given a limit on the number of test
cases (1000). The results by switching off the directed search
feature is presented in Table 6. We should compare this re-
sult with the results in Table 3 for the 4 benchmarks. We see
that the average effectiveness drops from 43.9% to 25.2% for
these 4 benchmarks by removing the directed search feature.
This shows the importance of the directed search technique.

Importance of Clustering Figure 4 shows the use of di-
verse seed data ordering got getting individual discrimina-
tion. When the number of test cases is limited then we expect
that diverse ordering (round-robin) will fetch more discrimi-
nation than iterative ordering. It is evident from the Figure 4
that, for most number of test cases, the number of discrim-
ination found is higher for round-robin selection from clus-
ters is more effective than iterative selection. For example,

Bench. Random
Total Seed Dir. Un-direct.

credit 66/603 66/600 0/0 0/3
German (Age) 70/1000 70/1000 0/0 0/0
Census (Sex) 45/994 45/992 0/0 0/2
Car 231/295 91/114 0/0 140/181

Table 6: Without directed search (#InDi/#Gen)

Figure 4: Importance of clustering (German-age)

Bench. Random
Total Seed Dir. Un-direct.

credit 66/607 66/600 0/0 0/7
German (Age) 18/1000 0/1 0/0 18/999
Census (Sex) 45/1000 45/996 0/0 0/4
Car 254/325 75/97 0/0 179/228

Table 7: Undirected search (w/o directed) (#InDi/#Gen)

in the execution of 600 test cases, the round-robin found 45
discrimination compared to 35 for iterative.

Importance of Undirected Search We performed an ex-
periment by giving highest priority for undirected search and
removing directed search feature. We see that in two cases
(German-age and Car) the undirected search extracted suc-
cessful test cases (see Table 7). In the other two cases, very
fewer test cases are even generated 4 and 7 as the confidence
of predicates is not high for toggling.

Overall, our experiments demonstrate that directed search
uncovers many bias instances after finding the fault. For ini-
tial fault finding, training data works better than the undi-
rected symbolic search.

6 Related Work
We present the related works in two categories - testing of
models and detecting individual discrimination.

Automated Test Case Generation of AI Models. We dis-
cuss the works which perform symbolic/concolic based test
case generation of AI models. DeepCheck (Gopinath et al.
2018) uses a white box technique which performs symbolic
execution on deep neural networks with the target of gen-
erating adversarial images. DeepCheckτ translates the net-
work N to an imperative program P that has the same be-
havior as the neural network N . DeepCheckImp executes
the program P and for the execution path I , taken in P ,
finds the important pixels by 1) first finding a linear expres-
sion in terms of the input variables and 2) assigns scores
to the input pixels based on the coefficient in the expres-
sion, 3) selects the important pixels from the top threshold.
A new image is created by changing the t important pixel
such that the label changes. The problem with the technique
is that the semantic preserving translation mechanism only

works for a specific network. Concolic execution (Gode-
froid, Klarlund, and Sen 2005) (Concrete and Symbolic)
on deep neural networks is performed by (Sun et al. 2018).
Their technique is white box and goal is to perform cover-
age of deep neural network by systematic test case genera-
tion. They model the network using linear constraints and
use a specialized solver to generate test cases. Wicker et
al. (Wicker, Huang, and Kwiatkowska 2018) aim to cover
the input space by exhaustive mutation testing that has theo-
retical guarantees, while in (Pei et al. 2017; Tian et al. 2018;
Ma et al. 2018) gradient-based search algorithms are applied
to solve optimization problems, and Sun et al. (Sun, Huang,
and Kroening 2018) apply linear programming.

All of the above techniques are white box compare to our
black box technique. We use an off-the-shelf solver to gen-
erate test cases. Compare to other approaches which try to
consider test generation for creating adversarial input in the
image space, our technique addresses a new problem trust
and ethics domain.

Individual Discrimination THEMIS (Galhotra, Brun,
and Meliou 2017) uses the causality to define individual dis-
crimination. Even though they use a black box technique,
their test case generation technique uses random test gener-
ation instead of any systematic test case generation. In fact,
they envision the use of systematic test case generation tech-
niques in their paper. FairTest (Tramr et al. 2017) uses man-
ually written tests to measure four kinds of discrimination
scores. Their idea is to use indirect co-relation between at-
tributes (e.g., salary is related to age) to generate test cases.
FairML (Adebayo and Kagal 2016) uses an iterative proce-
dure, based on an orthogonal projection of input attributes,
for enabling interpretability of black-box predictive models.
Through an iterative procedure, one can quantify the relative
dependence of a black-box model on its input attributes. The
relative significance of the inputs to a predictive model can
then be used to assess the fairness (or discriminatory extent)
of such a model.

None of the existing individual discrimination technique
uses systematic test case generation, even though all such
methods are black box techniques. Our is the first method
which uses systematic test case generation for individual dis-
crimination with the advantage of black box method.

7 Conclusion
In this paper, we present a test case generation algorithm for
checking individual discrimination in AI models. Our ap-
proach combines the idea of symbolic evaluation which sys-
tematically generates test inputs and local explanation which
approximates the path in the model using linear models. The
resultant technique is black box. In future, we would like to
apply this technique in various domains including text and
images. We would also like to measure the efficacy of sym-
bolic execution in models using the structural metric like
neuron coverage, boundary value coverage, etc.
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Abstract—Non-discrimination is a recognized objective in al-
gorithmic decision making. In this paper, we introduce a novel
probabilistic formulation of data pre-processing for reducing dis-
crimination. We propose a convex optimization for learning a data
transformation with three goals: controlling group discrimination,
limiting distortion in individual data samples, and preserving util-
ity. Several theoretical properties are established, including con-
ditions for convexity, a characterization of the impact of limited
sample size on discrimination and utility guarantees, and a con-
nection between discrimination and estimation. Two instances of
the proposed optimization are applied to datasets, including one on
real-world criminal recidivism. Results show that discrimination
can be greatly reduced at a small cost in classification accuracy and
with precise control of individual distortion.

Index Terms—Machine learning, ethics, optimization.

I. INTRODUCTION

THIS paper relates to the problem of discrimination in
the sense of prejudicial treatment of individuals based on

membership in a legally protected group such as a race or gen-
der. Making decisions explicitly on the basis of such protected
attributes is referred to as direct discrimination or disparate
treatment. More pervasive nowadays is indirect discrimination,
in which protected attributes are not used but reliance on vari-
ables correlated with them leads to significantly different out-
comes for different groups. The latter phenomenon is termed
disparate impact. Indirect discrimination may be intentional, as
in the historical practice of “redlining” [1] in the U.S. in which
home mortgages were denied in zip codes populated primar-
ily by minorities. However, the principle of disparate impact
applies regardless of actual intent.

Discrimination has become an increasingly recognized prob-
lem in supervised machine learning as algorithms play larger
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roles in making decisions with major consequences on human
lives, in areas from consumer finance to criminal justice. While
supervised learning algorithms may appear at first to be fair
and devoid of inherent bias, they in fact inherit any bias or
discrimination present in the data on which they are trained
[2]. Furthermore, simply removing protected variables from the
data is not enough since it does nothing to address indirect
discrimination and may in fact conceal it. The need for more
sophisticated methods has made discrimination discovery and
prevention an important research area [3]. One of the goals of
this paper is to bring the problem to the attention of the signal
processing and information theory communities in the hope of
inspiring innovative solutions.

Algorithmic discrimination prevention approaches can be cat-
egorized as modifying one or more of the following to reduce
the bias in decisions made by supervised learning methods: (a)
the training data, (b) the learning algorithm, and (c) the ensuing
decisions themselves. These are respectively classified as pre-
processing [4], in-processing [5]–[7] and post-processing [8]. In
this paper, we focus on pre-processing since it is the most flexi-
ble in terms of the data science pipeline: it allows any learning
algorithm of choice to be used and can be integrated with data
release and publishing mechanisms. In our view, pre-processing
is also particularly amenable to signal processing and informa-
tion theoretic ways of thinking. Traditionally, the processing of
signals (data) in their original domain has been very much in the
purview of signal processing, often referred to as “filtering” in
its general sense. Pre-processing for fairness is one of the latest
incarnations of this paradigm.

Researchers have also studied several notions of discrimina-
tion and fairness. Disparate impact is addressed by the principles
of statistical parity and group fairness [9], which seek similar
outcomes for all groups. In contrast, individual fairness [10]
mandates that similar individuals be treated similarly irrespec-
tive of group membership. For classifiers and other predictive
models, equal error rates for different groups are a desirable
property [8], as is calibration or lack of predictive bias in the
predictions [11]. The tension between the last two notions is
described in [12], [13]; [14] is in a similar vein. Corbett-Davies
et al. [15] discuss the trade-offs in satisfying prevailing notions
of algorithmic fairness from a public safety standpoint. Since
the present work pertains to pre-processing and not modeling,
balanced error rates and predictive bias are less relevant criteria.
Instead we focus on achieving both group and individual fairness
where the latter is realized through constraints on distortion.

1932-4553 © 2018 IEEE. Personal use is permitted, but republication/redistribution requires IEEE permission.
See http://www.ieee.org/publications standards/publications/rights/index.html for more information.
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Fig. 1. The proposed pipeline for supervised learning with discrimination prevention. Learn mode applies with training data and apply mode with novel test
data. Note that test data also requires transformation before predictions can be obtained. The right-hand side figure provides a closer look at how the randomized
mapping is used in practice.

Existing pre-processing approaches include sampling or re-
weighting the data to neutralize discriminatory effects [16],
changing the individual data records [17], and using t-closeness
[18] for discrimination control [19]. A common theme is the
importance of balancing discrimination control against utility
of the processed data. However, this prior work neither presents
general and principled optimization frameworks for trading off
these two criteria, nor allows connections to be made to the sta-
tistical signal processing and information theory literature via
probabilistic descriptions. Another shortcoming is that individ-
ual distortion or fairness is not made explicit.

In this work, we (i) introduce a probabilistic framework for
discrimination-preventing pre-processing in supervised learn-
ing, (ii) formulate an optimization problem for producing pre-
processing transformations that trade off discrimination control,
data utility, and individual distortion, (iii) characterize theoret-
ical properties of the optimization approach (e.g., convexity,
robustness to limited samples), and (iv) benchmark the ensuing
pre-processing transformations on real-world datasets. Our aim
in part is to work toward a more unified view of existing pre-
processing concepts and methods, which may help to suggest
refinements. While discrimination and utility are defined at the
level of probability distributions, distortion is controlled on a
per-sample basis, thereby limiting the effect of the transforma-
tion on individuals and ensuring a degree of individual fairness.
Figure 1 illustrates the supervised learning pipeline that includes
our proposed discrimination-preventing pre-processing.

The work of Zemel et al. [20] is closest to ours in also pre-
senting a framework with three criteria related to discrimination
control (group fairness), individual fairness, and utility. How-
ever, our formulation more naturally and generally encodes these
desiderata. In [20], discrimination control is posed in terms of
intermediate features rather than outcomes, making parameter
selection less clear, and individual distortion does not take out-
comes into account (being an �2-norm between original and
transformed features). In addition, the proposal of [20] is a
combination of pre-processing and in-processing since both the
intermediate representation and the utility measure are specific
to a particular cluster-based classifier. Lastly, [20] does not con-
sider non-binary or multiple protected attributes.

The optimization approach is inspired by the information-
theoretic privacy literature [18], [21]–[24] and, more broadly,

rate-distortion theory [25], [26]—in fact, randomized pre-
processing transformations for discrimination prevention share
similarities with test channels in rate-distortion theory. The con-
nection between privacy and discrimination control was noted in
[10]. Whereas in privacy the output of an adversary’s estimator
is made (approximately) invariant to the private information for
any estimator chosen by the adversary, in discrimination con-
trol the output of a classifier is made invariant to the protected
variable. Since in the data pre-processing setting we do not as-
sume any specific model used for classification, the invariance
guarantee should hold for all classifiers, harking back to privacy.
Other constraints in discrimination control (e.g. individual fair-
ness) do not exactly translate to those found in privacy settings.
Nevertheless, there are many information-theoretic metrics and
techniques that can be shared by both areas.

We consider our approach “information-theoretic” in the
sense that it requires at least partial knowledge of the distribution
of the data, and focuses on characterizing randomized mappings
(channels) directly in this setting instead of more algorithmic
aspects. The information-theoretic route enables the creation of
an optimization formulation that quantifies operational trade-
offs between distortion and fairness. This optimization can be
solved in practice to determine perturbation mappings for as-
suring fairness in supervised learning, with generalization guar-
antees provided by standard finite-sample analysis found in the
information theory literature. One of the main strengths that
information theory can provide to the area of fairness in learn-
ing is its ability to look at problems at a more conceptual and
fundamental level, rather than focusing immediately (and per-
haps too soon) on all the practical issues. Information theory
can shed light on the fundamental trade-offs and limits involved
in preventing discrimination in machine learning, whereas sig-
nal processing can inform the design of methods that approach
these limits.

In Section II, we present our formulation for discrimination-
preventing pre-processing. Given its novelty, we devote more
effort than usual to discussing its motivations and potential vari-
ations. In Section III, we discuss several theoretical properties,
including conditions under which the proposed optimization
problem is convex, the generalization of discrimination and dis-
tortion guarantees from training to test data, and a connection
between discrimination and estimation. We also characterize the
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possible degradation in discrimination and utility guarantees in
terms of the training sample size under the common scenario
where the true data distribution is estimated empirically from
the training sample.

In Section IV, we demonstrate our framework by applying
specific instances of it to a prison recidivism dataset [27] and the
UCI Adult dataset [28]. This shows that discrimination, distor-
tion, and utility loss can be controlled simultaneously with real
data. Of note, the proposed pre-processing method is observed
to reduce discrimination when training standard classifiers, par-
ticularly when compared to using the original data with and
without removing protected variables. The decrease in discrim-
ination is achieved with only a small loss in accuracy and strict
bounds on individual distortion. We also show examples of pre-
processing transformations, their effects on the datasets, and the
demographic patterns that they reveal. Section V concludes the
paper.

II. GENERAL FORMULATION

We are given a dataset consisting of n i.i.d. samples {(Di,Xi,
Yi)}n

i=1 from a joint distribution pD,X,Y with domain D ×X ×
Y . Here D denotes one or more protected (discriminatory) vari-
ables such as gender and race, X denotes other non-protected
variables used for decision making, and Y is an outcome random
variable. We use the term ‘discriminatory’ interchangeably with
‘protected,’ and not in the usual statistical sense. For instance, Yi

could represent a loan approval decision for individual i based
on demographic information Di and credit score Xi . We fo-
cus in this paper on discrete (or discretized) and finite domains
D and X and binary outcomes, i.e. Y = {0, 1}. There is no
restriction on the dimensions of D and X .

Our goal is to determine a randomized mapping pX̂ ,Ŷ |X,Y ,D

that (i) transforms the given dataset into a new dataset
{(Di, X̂i , Ŷi)}n

i=1 which may be used to train a model, and
(ii) similarly transforms data to which the model is applied, i.e.,
test data. Each (X̂i , Ŷi) is drawn independently from the same
domain X × Y as X,Y by applying pX̂ ,Ŷ |X,Y ,D to the corre-
sponding triplet (Di,Xi, Yi). Since Di is retained as-is, we do
not include it in the mapping to be determined. Motivation for
retaining D is discussed later in Section III. For test samples, Yi

is not available at the input while Ŷi may not be needed at the
output. In this case, a reduced mapping pX̂ |X,D is used as given
later in (7).

It is assumed that pD,X,Y is known along with its marginals
and conditionals. This assumption is often satisfied using the
empirical distribution of {(Di,Xi, Yi)}n

i=1 . In Section III, we
state a result ensuring that discrimination and utility loss con-
tinue to be controlled if the distribution used to determine
pX̂ ,Ŷ |X,Y ,D differs from the distribution of test samples.

We propose that the mapping pX̂ ,Ŷ |X,Y ,D satisfy the three
following properties.

A. Discrimination Control

The first objective is to limit the dependence of the trans-
formed outcome Ŷ on the protected variables D. We propose
two alternative formulations. The first requires the conditional

distribution pŶ |D to be close to a target distribution pYT
for all

values of D,

J
(
pŶ |D (y|d), pYT

(y)
)
≤ �y ,d , ∀ d ∈ D, y ∈ {0, 1}, (1)

where J(·, ·) denotes some distance function. In the second
formulation, we constrain the conditional probability pŶ |D to
be similar for any two values of D:

J
(
pŶ |D (y|d1), pŶ |D (y|d2)

)
≤ �y ,d1 ,d2 ,

∀ d1 , d2 ∈ D, y ∈ {0, 1}. (2)

Note that the number of such constraints is O(|D|2) as opposed
to O(|D|) constraints in (1). The choice of pYT

in (1), and J and
� in (1) and (2) should be informed by legal formulations such
as the “80% rule” [29], consultations with domain experts and
stakeholders, and other societal considerations.

For this work, we choose J to be the following probability
ratio measure:

J(p, q) =
∣∣∣∣
p

q
− 1

∣∣∣∣ . (3)

This metric is motivated by the EEOC “80% rule” [29]. For ex-
ample, J(pY |D (1|0), pY |D (1|1)) ≤ 0.2 indicates that the frac-
tion of outcomes Y = 1 for group D = 0 is within 80% of group
D = 1. The combination of (3) and (1) generalizes the extended
lift criterion proposed in the literature [30], while the combina-
tion of (3) and (2) generalizes selective and contrastive lift. The
latter combination (2), (3) is used in the numerical results in
Section IV. We note that the selection of a ‘fair’ target distribu-
tion pYT

in (1) is not straightforward; see Žliobaitė et al. [31]
for one such proposal. Despite its practical motivation, we alert
the reader that (3) may be unnecessarily restrictive on p when q
is low.

In (1) and (2), discrimination control is imposed jointly with
respect to all protected variables, e.g. all combinations of gender
and race if D consists of those two variables. An alternative is to
take the protected variables one at a time, and impose univariate
discrimination control. In this work, we opt for the more strin-
gent joint discrimination control, although legal formulations
tend to be of the univariate type.

Formulations (1) and (2) control discrimination at the level
of the overall population in the dataset. It is also possible to
control discrimination within segments of the population by
conditioning on additional variables B, where B is a subset of
X . Constraint (1) would then generalize to

J
(
pŶ |D,B (y|d, b), pYT |B (y|b)

)
≤ �y ,d,b ,

∀ d ∈ D, y ∈ {0, 1}, b ∈ B.

Similar conditioning or ‘context’ for discrimination has been
explored before in [17] in the setting of association rule min-
ing. For example, B could represent the fraction of a pool of
applicants that applied to a certain department, which enables
the metric to avoid statistical traps such as Simpson’s paradox
[32]. One may wish to control for such variables in determining
the presence of discrimination, while ensuring that population
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segments created by conditioning are large enough to derive
statistically valid inferences. Moreover, we note that there may
exist inaccessible latent variables that drive discrimination, and
the metrics used here are inherently limited by the available data.
Recent definitions of fairness that seek to mitigate this issue in-
clude [33]–[35]. We defer further investigation of causality and
conditional discrimination to future work.

B. Distortion Control

The mapping pX̂ ,Ŷ |X,Y ,D should satisfy distortion constraints
with respect to the domain X × Y . These constraints restrict the
mapping to reduce or avoid altogether certain large changes (e.g.
a very low credit score being mapped to a very high credit score).
Given a distortion metric δ : (X × Y)2 → R+ , we constrain the
conditional expectation of the distortion as,

E
[
δ
(
(x, y), (X̂, Ŷ )

) | D = d,X = x, Y = y
]
≤ cd,x,y

∀ (d, x, y) ∈ D × X × Y.
(4)

We assume that δ(x, y, x, y) = 0 for all (x, y) ∈ X × Y .
Constraint (4) is formulated with pointwise conditioning on
(D,X, Y ) = (d, x, y) in order to promote individual fairness.
It ensures that distortion is controlled for every combination of
(d, x, y), i.e. every individual in the original dataset, and more
importantly, every individual to which a model is later applied.
By way of contrast, an average-case measure in which an expec-
tation is also taken over D,X, Y may result in high distortion
for certain (d, x, y), likely those with low probability. Equation
(4) also allows the level of control cd,x,y to depend on (d, x, y) if
desired. We also note that (4) is a property only of the mapping
pX̂ ,Ŷ |D,X,Y , and does not depend on the distribution pD,X,Y .

The expectation over X̂, Ŷ in (4) encompasses several cases
depending on the choices of the metric δ and thresholds cd,x,y .
If cd,x,y = 0, then no mappings with nonzero distortion are al-
lowed for individuals with original values (d, x, y). If cd,x,y > 0,
then certain mappings may still be disallowed by assigning them
infinite distortion. Mappings with finite distortion are permissi-
ble subject to the budget cd,x,y . Lastly, if δ is binary-valued
(perhaps achieved by thresholding a multi-valued distortion
function), it can be seen as classifying mappings into desir-
able (δ = 0) and undesirable ones (δ = 1). Here, (4) reduces to
a bound on the conditional probability of an undesirable map-
ping, i.e.,

Pr
(
δ
(
(x, y), (X̂, Ŷ )

)
= 1 | D = d,X = x, Y = y

)
≤ cd,x,y .

(5)

C. Utility Preservation

In addition to constraints on individual distortions, we also
require that the distribution of (X̂, Ŷ ) be statistically close to
the distribution of (X,Y ). This is to ensure that a model learned
from the transformed dataset (when averaged over the protected
variables D) is not too different from one learned from the origi-
nal dataset, e.g. a bank’s existing policy for approving loans. For
a given dissimilarity measure Δ between probability distribu-
tions (e.g. KL-divergence), we require that Δ(pX̂ ,Ŷ , pX,Y ) be

small. Distortion control and utility preservation, in the sense
used in this paper, are intertwined: if (X̂, Ŷ ) = (X,Y ), then
both perfect utility and zero distortion are achieved. We adopt
the term “utility” to indicate the constraint pX̂ ,Ŷ ≈ pX,Y , ensur-
ing that a classifier learned on the transformed data will be close
to one learned from the original distribution, hence “useful”.
Whereas distortion measures the similarity between individual
data points, utility captures the preservation of the overall dis-
tribution.

D. Optimization Problem

Putting together the considerations from the three previous
subsections, we arrive at the optimization problem below for
determining a randomized transformation pX̂ ,Ŷ |X,Y ,D mapping

each sample (Di,Xi, Yi) to (X̂i , Ŷi):

min
pX̂ , Ŷ |X , Y , D

Δ
(
pX̂ ,Ŷ , pX,Y

)

s.t. J
(
pŶ |D (y|d), pYT

(y)
)
≤ �y ,d ∀ (d, y) ∈ D × Y,

E
[
δ
(
(x, y), (X̂, Ŷ )

) | D = d,X = x, Y = y
]

≤ cd,x,y ∀ (d, x, y) ∈ D × X × Y,

pX̂ ,Ŷ |X,Y ,D is a valid distribution. (6)

We choose to minimize the utility loss Δ subject to constraints
on individual distortion (4) and discrimination (we use (1) for
concreteness, but (2) can be used instead), since it is more natural
to place bounds on the latter two.

The distortion constraints (4) are an essential component
of the problem formulation (6). Without (4) and assuming
that pYT

= pY , it is possible to achieve perfect utility and
non-discrimination simply by sampling (X̂i , Ŷi) from the
original distribution pX,Y independently of any inputs, i.e.
pX̂ ,Ŷ |X,Y ,D (x̂, ŷ|x, y, d) = pX̂ ,Ŷ (x̂, ŷ) = pX,Y (x̂, ŷ). Then
Δ(pX̂ ,Ŷ , pX,Y ) = 0, and pŶ |D (y|d) = pŶ (y) = pY (y) =
pYT

(y) for all d ∈ D. Clearly, this solution is objectionable
from the viewpoint of individual fairness, especially for
individuals to whom a subsequent model is applied since it
amounts to discarding an individual’s data and replacing it
with a random sample from the population pX,Y . Constraint
(4) seeks to prevent such gross deviations from occurring. The
distortion constraints may conflict however with the discrim-
ination constraint, in some cases rendering the optimization
infeasible as illustrated in Section IV-C.

Conversely, a small distortion does not guarantee (in general)
that the distribution is preserved (i.e., high statistical utility). For
example, assumingX ,Y ⊆ Rm a reasonable distortion function
is one that penalizes large deviations:

δ ((x, y), (x̂, ŷ)) =

{
0, �x − x̂� ∨ �y − ŷ� ≤ ε,

C, otherwise,

where C is a large constant. Here, zero distortion can be achieved
by constraining X̂, Ŷ to take values in an ε-net. If X,Y are
continuous random variables (i.e. have a density) and Δ is
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KL-divergence, then the distance between pX,Y and pX̂ ,Ŷ can-
not be upper bounded.

Despite being convex, the number of constraints and vari-
ables in (6) scales with the cardinality of the alphabets D, X
and Y . The exact complexity of the optimization depends on the
solver (for an overview, see [36]). If the number of variables and
constraints is large, a dimensionality reduction step may be nec-
essary for the computational feasibility. Proposition 2 addresses
this scalability in terms of generalization of the fairness/utility
guarantees.

III. THEORETICAL PROPERTIES

We provide next a sequence of theoretical results regarding
the optimization formulation (6). More specifically, we outline
conditions under which the formulation is (quasi)convex, dis-
cuss the generalization of discrimination and distortion guaran-
tees from training to test data, and prove a robustness result for
pre-processing mappings obtained by solving (6) using the em-
pirical distribution of the data. Finally, we discuss the theoretical
connection between estimation and discrimination.

The convexity property in Proposition 1 ensures that the trans-
formation returned by the optimization formulation does in fact
achieve the highest utility subject to the distortion and fairness
requirements. Convexity also enables (6) to be solved using
standard convex solvers, as illustrated in the numerical experi-
ments in Section IV. Proposition 2 quantifies how the train-time
guarantees for fairness and utility generalize to unseen samples.
The generalization error will depend on the number of samples
used to estimate the distribution pD,X,Y and the cardinality of
the alphabets.

A. Convexity

The next proposition provides conditions under which (6) is
a convex or quasiconvex optimization problem and can thus
be tractably solved to optimality. The proof is presented in
Appendix A.

Proposition 1: Problem (6) is a (quasi)convex optimization
if Δ(·, ·) is (quasi)convex and J(·, ·) is quasiconvex in their
respective first arguments (with the second arguments fixed).
If discrimination constraint (2) is used in place of (1), then
the condition on J is that it be jointly quasiconvex in both
arguments.

B. Generalization of Guarantees to Test Data

The proposed pre-processing method has two modes of op-
eration (Fig. 1): train and test. In train mode, the optimization
problem (6) is solved with the training dataset as input to deter-
mine a mapping pX̂ ,Ŷ |X,Y ,D , which is then applied to the same
training data. The resulting pre-processed data thus satisfies dis-
crimination constraints (1) or (2) and distortion constraint (4).
In test mode, new data points (X,D) are received (Y is not
available) and transformed into (X̂,D) through a randomized
mapping pX̂ |X,D given by marginalizing pX̂ ,Ŷ |X,Y ,D over Y, Ŷ :

pX̂ |D,X (x̂|d, x) =
∑
y ,ŷ

pX̂ ,Ŷ |X,Y ,D (x̂, ŷ|x, y, d)pY |X,D (y|x, d).

(7)

This subsection discusses the generalization of train-time guar-
antees (1), (2), (4) to test data.

1) Distortion Control: The distortion constraint (4) changes
as a consequence of the marginalization over Y in (7). More
specifically, the bound on the expected distortion for each sam-
ple becomes

E
[
E

[
δ
(
(x, Y ), (X̂, Ŷ )

) | D = d,X = x, Y
]]

≤
∑
y∈Y

pY |X,D (y|x, d)cx,y ,d � cx,d . (8)

If the distortion control values cx,y ,d are independent of y, then
(8) and (4) are in fact the same.

2) Discrimination Control When Protected Variables are
Used: Recall from Section II that the proposed transforma-
tion retains the protected variables D. We first consider the case
where models trained on the transformed data to predict Ŷ are
allowed to depend on D, i.e., a classification model fθ (X̂,D)
that approximates pŶ |X̂ ,D is fit to the pre-processed training set,
where θ are the parameters of the model. While such models
may qualify as disparate treatment, the intent and effect is to bet-
ter mitigate disparate impact resulting from the model. In this
respect our proposal shares the same spirit with ‘fair’ affirma-
tive action in Dwork et al. [10] (fairer on account of distortion
constraint (4)).

Under the above assumption, let Ỹ be the output of a model
based on D and X̂ . To remove the separate issue of model ac-
curacy, suppose for simplicity that the (possibly randomized)
model provides a good approximation to the conditional distri-
bution of Ŷ , i.e., pỸ |X̂ ,D (ỹ|x̂, d) ≈ pŶ |X̂ ,D (ỹ|x̂, d). Then for
individuals in a protected group D = d, the conditional distri-
bution of Ỹ is given by

pỸ |D (ỹ|d) =
∑

x̂

pỸ |X̂ ,D (ỹ|x̂, d)pX̂ |D (x̂|d) (9)

≈
∑

x̂

pŶ |X̂ ,D (ỹ|x̂, d)pX̂ |D (x̂|d) (10)

= pŶ |D (ỹ|d). (11)

Hence the model output pỸ |D can also be controlled by (1) or
(2).

3) Discrimination Control When Protected Variables are
Suppressed: Suppose now that the protected variables D must
be suppressed from the model input, perhaps to comply with le-
gal requirements regarding their non-use. (We still assume that
X̂ may depend on both X and D.) Then a predictive model can
depend only on X̂ and approximate pŶ |X̂ , i.e., pỸ |X̂ ,D (ỹ|x̂, d)
= pỸ |X̂ (ỹ|x̂) ≈ pŶ |X̂ (ỹ|x̂). In this case we have

pỸ |D (ỹ|d) ≈
∑

x̂

pŶ |X̂ (ỹ|x̂)pX̂ |D (x̂|d), (12)

which in general is not equal to pŶ |D (ỹ|d) in (11).
The quantity on the right-hand side of (12) is less straight-

forward to control and we leave a full treatment of this case
to future work. Below we outline two approaches based on the
observation that (12) becomes equivalent to (11) if the Markov
relationship D → X̂ → Ŷ (i.e., pŶ |X̂ ,D = pŶ |X̂ ) holds. Thus
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train-time discrimination guarantees still hold for test sam-
ples if the additional constraint pX̂ ,Ŷ |D,X,Y = pŶ |X̂ pX̂ |D,X,Y

is satisfied. We refer to (6) with the additional constraint
pX̂ ,Ŷ |D,X,Y = pŶ |X̂ pX̂ |D,X,Y as the suppressed optimization
formulation (SOF). Alas, since the added constraint is non-
convex, the SOF is not a convex program but it is convex in
pX̂ |D,X,Y for a fixed pŶ |X̂ and vice-versa (i.e., it is biconvex).
We propose next two strategies for addressing the SOF.

1) The first approach is to restrict pŶ |X̂ = pY |X and solve
(6) for pX̂ |D,X,Y . If Δ(·, ·) is an f -divergence, then

Δ
(
pX,Y , pX̂ ,Ŷ

)
= Df

(
pX,Y �pX̂ ,Ŷ

)

=
∑
x,y

pX̂ ,Ŷ (x, y)f

(
pX,Y (x, y)
pX̂ ,Ŷ (x, y)

)

≥
∑

x

pX̂ (x)f

(∑
y

pŶ |X̂ (y|x)
pX,Y (x, y)
pX̂ ,Ŷ (x, y)

)

= Df

(
pX �pX̂

)
,

where the inequality follows from convexity of f . Since
the last quantity is achieved by setting pŶ |X̂ = pY |X , this
choice is optimal in terms of the objective function. It may,
however, render the constraints in (6) infeasible. Assum-
ing feasibility is maintained, this approach has the added
benefit that a classifier fθ (x) ≈ pY |X (·|x) can be trained
using the original (non-perturbed) data, and maintained
for classification at test time.

2) Alternatively, a solution can be found through alternating
minimization: fix pŶ |X̂ and solve the SOF for pX̂ |D,X,Y ,
and then fix pX̂ |D,X,Y at the optimal solution and solve
the SOF for pŶ |X̂ . The resulting sequence of values of the
objective function is non-increasing, but may converge to
a local minima.

C. Robustness to Mismatched Prior Distribution

Next we consider the case where the distribution pD,X,Y

used to determine the transformation differs from the true
distribution qD,X,Y of training and test samples. This occurs
in particular when pD,X,Y is the empirical distribution com-
puted from n i.i.d. samples of qD,X,Y , which is not known
exactly. In this situation, discrimination control and utility are
still guaranteed for samples drawn from qD,X,Y that are trans-
formed using pŶ ,X̂ |X,Y ,D , where the latter is obtained by solv-
ing (6) with pD,X,Y . Note that (6) ensures the distortion control
constraint (4) is satisfied regardless of data distribution. De-
noting by qŶ |D and qX̂ ,Ŷ the corresponding distributions for

Ŷ , X̂ and D when qD,X,Y is transformed using pŶ ,X̂ |X,Y ,D ,
we have J(pŶ |D (y|d), pYT

(y)) → J(qŶ |D (y|d), pYT
(y)) and

Δ(pX,Y , pX̂ ,Ŷ ) → Δ(qX,Y , qX̂ ,Ŷ ) for n sufficiently large. The
next proposition provides an estimate of the rate of this con-
vergence in terms of n and assuming pY ,D (y, d) is fixed and
bounded away from zero. Its proof can be found in Appendix B.

Proposition 2: Let pD,X,Y be the empirical distribution ob-
tained from n i.i.d. samples that is used to determine the mapping

pŶ ,X̂ |X,Y ,D , and qD,X,Y be the true distribution of the data, with

support size m � |X × Y ×D|. In addition, denote by qD,X̂ ,Ŷ

the joint distribution after applying pŶ ,X̂ |X,Y ,D to samples from

qD,X,Y . If for all y ∈ Y , d ∈ D we have pY ,D (y, d) > 0, p∗ �
miny∈Y,d∈D pYT

(y)pD (d), J(pŶ |D (y|d), pYT
(y)) ≤ �, where J

is given in (3), and

Δ
(
pX,Y , pX̂ ,Ŷ

)
=

∑
x,y

∣∣∣pX,Y (x, y) − pX̂ ,Ŷ (x, y)
∣∣∣ ≤ μ,

then with probability 1 − 2β,

J
(
qŶ |D (y|d), pYT

(y)
)
− � ≤ 1

p∗

√
8
n

(
ln

1
β

+ m

)
(13)

Δ
(
qX,Y , qX̂,Ŷ

)
− μ ≤

√
8
n

(
ln

1
β

+ m

)
. (14)

Proposition 2 guarantees that, as long as n is sufficiently
large, the utility and discrimination control guarantees will ap-
proximately hold when pX̂ ,Ŷ |Y ,X,D is applied to fresh samples
drawn from qD,X,Y . In particular, the utility and discrimination
guarantees will converge to the ones used as parameters in the

optimization at a rate of at least O(
√

1
n ). The convergence rate

for the utility guarantee is tied to the support size, and for large
m a dimensionality reduction step may be required to better
control the convergence. A bound with the same asymptotic
behavior holds for discrimination constraints of the form (2).

D. On Estimation and Discrimination

There is a close relationship between estimation and discrim-
ination. If the protected variable D can be reliably estimated
from the outcome variable Y , then it is reasonable to expect that
the discrimination control constraint (1) does not hold for small
values of �y ,d . We make this intuition precise in the case when
J is given in (3) next.

More specifically, we prove that if the advantage of estimat-
ing D from Y over a random guess is large, then there must
exist a value of d and y such that J(pY |D (y|d), pYT

(y)) is also
large. Thus, standard estimation methods can be used to de-
tect the presence of discrimination: if an estimation algorithm
can estimate D from Y , then discrimination may be present.
Alternatively, if discrimination control is successful, then no
estimator can significantly improve upon a random guess when
estimating D from Y .

We denote the highest probability of correctly guessing D
from an observation of Y by Pc(D|Y ), where

Pc(D|Y ) � max
D→Y →D̂

Pr
(
D = D̂

)
, (15)

and the maximum is taken across all estimators pD̂ |Y that satisfy

the Markov condition D → Y → D̂. For D and Y defined over
finite supports, this is achieved by the maximum a posteriori
(MAP) estimator and, consequently,

Pc(D|Y ) =
∑
y∈Y

pY (y)max
d∈D

pD |Y (d|y). (16)
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Let p∗D be the most likely outcome of D, i.e., p∗D �
maxd∈D pD (d). The (multiplicative) advantage over a random
guess is given by

Adv(D|Y ) � Pc(D|Y )
p∗D

. (17)

The next proposition connects discrimination and estimation.
Simply put, it shows that if a protected variable D can be reliably
estimated from the decision variable Y , then Y can discriminate
in terms of D. The proposition is given in terms of discrimination
measured as (1), but a similar result holds for (2). The proof is
given in Appendix C.

Proposition 3: For D and Y defined over finite support sets,
if Adv(D|Y ) > 1 + �, then for any pYT

, there exists y ∈ Y and

d ∈ D such that | pY |D (y |d)
pY T

(y ) − 1| > �.

Remark 1: The previous proposition demonstrates that if
there is a strong correlation between D and Y , i.e., Pc(D|Y ) is
large and the protected variable D can be easily estimated from
Y , fairness cannot be achieved in terms of the metric (3). In this
case, there is an unfavorable trade-off between the fairness and
distortion objective, the nature of which depends on the chosen
distortion function.

IV. EXPERIMENTAL RESULTS

This section illustrates the application of the data pre-
processing pipeline in Fig. 1 to two real-world datasets,
ProPublica’s COMPAS recidivism data [27] and the UCI Adult
dataset [28]. Section IV-A provides details on the datasets
while Section IV-B describes how the general formulation in
Section II is instantiated for each dataset. We present the
trade-offs obtained by our optimization approach, first between
discrimination and utility in Section IV-C, and then between
discrimination and classification accuracy in Section IV-D when
the pre-processed data is used to train standard prediction mod-
els. We also discuss in Sections IV-E and IV-F the pre-processing
transformations produced by our formulation, their effects on
the datasets, and the patterns of societal bias that they capture.

A. Data

The recidivism data [27] that we use was published by
ProPublica as part of their investigation [37] into racial bias
exhibited by Northpointe’s COMPAS algorithm [38], a pro-
prietary tool used in some US jurisdictions to score incarcer-
ated individuals on their risk of reoffending. The investigation
touched off a well-publicized debate around the COMPAS algo-
rithm; see e.g. [13] for a technical analysis of how unequal error
rates between African-Americans and Caucasian-Americans are
a consequence of the a priori higher prevalence of recidivism
among African-Americans and the calibration of the model. In
this work, our interest is not in the COMPAS algorithm but
rather in the underlying recidivism records. Using the proposed
pre-processing approach, we demonstrate the technical feasi-
bility of mitigating the disparate impact of these rearrests on
different demographic groups while also preserving utility and

TABLE I
RECIVIDISM DATASET FEATURES

individual fairness. (We do not address the associated societal
implications.)

The outcome variable Y in the recividism data is a binary in-
dicator of whether an individual re-offended within two years of
release. Thus we filtered data from Broward County to include
only people who had either recidivated within two years or had
at least two years outside of a correctional facility. Instances
with missing data were also removed, leaving 5278 instances
for our analysis. Both race and gender were considered as pro-
tected variables (D), and other features selected were severity
of charge, number of prior crimes, and age category (X). Table I
shows the encoding of these variables.

For the UCI Adult dataset (32561 instances), the features
were categorized as protected variables (D): gender (male, fe-
male) and race (white, minority); decision variables (X): age
(quantized to decades) and education (quantized to years); and
response variable (Y ): income (binary, high or low). While the
response variable considered here is income, the dataset could
be regarded as a simplified proxy for analyzing other financial
outcomes such as credit approvals.

B. Specific Instantiations of Formulation

In all experiments, we approximate pD,X,Y using the empir-
ical distribution of (D,X, Y ) in the data and solve (6) using
a standard convex solver [39]. We then apply the optimized
randomized mapping pX̂ ,Ŷ |D,X,Y independently to each data
sample to obtain a pre-processed dataset.

For utility metrics Δ, we use both the total variation distance,
i.e. Δ(pX,Y , pX̂ ,Ŷ ) = 1

2

∑
x,y |pX,Y (x, y) − pX̂ ,Ŷ (x, y)|, as

well as KL divergence DKL(pX,Y �pX̂ ,Ŷ ), in part to demon-
strate the versatility of our formulation. For the discrimination
constraint, we use the combination of (2) and (3) (except in
Section IV-F where (1) is used in place of (2)) with a single
parameter on the right-hand side, �y ,d1 ,d2 = �. The distortion
function δ is chosen differently for the two datasets as described
below, based on the differing semantics of the variables in the
two applications. The specific numerical values were chosen for
demonstration purposes to be reasonable to our judgment and
can easily be changed according to the requirements of a domain
user. We emphasize that the distortion values were not selected
to optimize the trade-offs in Sections IV-C and IV-D.

Distortion function for Recidivism: We use the expected dis-
tortion constraint in (4) with cd,x,y as specified later. The distor-
tion function δ has the following behavior. Jumps of more than
one category in age and prior counts are heavily discouraged
by a high distortion penalty (104) for such transformations. We
impose the same penalty on increases in recidivism (change of
Y from 0 to 1). Both these choices are made in the interest of
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Fig. 2. KL divergence vs. discrimination parameter � for the recividism dataset
and distortion parameter c = 0.25.

individual fairness. Furthermore, for every jump to an adjacent
category for age and prior counts, a penalty of 1 is assessed, and
a similar jump in charge degree incurs a penalty of 2. Reduction
in recidivism (1 to 0) has a penalty of 2. The total distortion
for each individual is the sum of squared distortions for each
attribute of X .

Distortion function for Adult: We use three conditional proba-
bility constraints of the form in (5). In constraint i, the distortion
function returns 1 in case (i) and 0 otherwise: (1) if income is
decreased, age is not changed and education is increased by at
most 1 year, (2) if age is changed by a decade and education is
increased by at most 1 year regardless of the change of income,
(3) if age is changed by more than a decade or education is
lowered by any amount or increased by more than 1 year. The
corresponding probability bounds cd,x,y are 0.1, 0.05, 0 (no de-
pendence on d, x, y). As a consequence, and in the same broad
spirit as in the recidivism application, decreases in income, small
changes in age, and small increases in education (events (1), (2))
are permitted with small probabilities, while larger changes in
age and education (event (3)) are not allowed at all.

C. Discrimination-Utility Trade-Off

As a first illustration, we consider the recividism dataset
with KL divergence as the utility metric, distortion param-
eter cd,x,y = c = 0.25, and all other choices as described in
Section IV-B. We computed the minimal KL divergence result-
ing from solving (6) for different values of the discrimination
control parameter �. Fig. 2 shows the resulting trade-off be-
tween utility and discrimination. Around � = 0.2, no feasible
solution can be found that also satisfies the distortion constraint.
Above � = 0.59, the discrimination control is loose enough to
be satisfied by the original dataset with just an identity mapping
(DKL(pX,Y �pX̂ ,Ŷ ) = 0). In between, the optimal value varies
as a smooth function.

D. Discrimination-Accuracy Trade-Off Compared to Baseline
Methods

Next we evaluate the accuracy of classifiers trained on pre-
processed data satisfying different discrimination levels. Clas-
sification accuracy represents a step beyond the utility opti-
mized in (6), which is a distance between data distributions
and thus an indirect measure. For this purpose, the datasets are
split into training and test sets via 5-fold cross-validation. The

training sets are pre-processed according to Section IV-B, this
time using total variation as the utility metric and two values for
the discrimination parameter, � = 0.05, 0.10. For the recidivism
dataset, the distortion parameter is set to cd = 0.4, 0.3 for d cor-
responding to African-Americans and Caucasians respectively.
Two classifiers are fit to the pre-processed data: logistic regres-
sion (LR) and random forest (RF). We chose LR and RF since
they are standard classification algorithms used in data analysis,
but other classifiers can also be used instead.

For the test set, we first compute the test-time mapping
pX̂ |D,X in (7) using pX̂ ,Ŷ |D,X,Y and pY |X,D estimated from
the training set. We then independently transform each test sam-
ple (di, xi) using pX̂ |D,X , preserving the protected variable D,

i.e. (di, xi)
pX̂ |D , X−−−−→ (di, x̂i). Each trained classifier f is applied

to the transformed test samples, obtaining outputs ỹi = f(di, x̂i)
which are evaluated against yi .

Our proposed approach is benchmarked against two base-
lines, leaving the dataset as-is during training and testing, and
suppressing the protected variable D, again during both training
and testing. We also compare against the learning fair represen-
tations (LFR) algorithm from [20]. Due to the lack of available
code, we implemented LFR ourselves in Python and solved
the associated optimization problem using the SciPy package
[40]. The parameters for LFR were set as recommended in
[20]: Az = 50 (group fairness), Ax = 0.01 (individual fairness),
and Ay = 1 (prediction accuracy), the last after tuning over the
set {0.1, 0.5, 1, 5, 10} to maximize prediction accuracy. The re-
sults did not significantly change within a reasonable variation
of these three parameters. The number of prototypes K was set
to 10.

As discussed in the introduction, LFR has fundamental dif-
ferences from the proposed framework. In particular, LFR only
considers binary-valued D, and consequently, we restrict D to
be binary in this subsection, specifically race for recidivism and
gender for Adult, and drop the other protected variable (gender
for recidivism and race for Adult). However, our method is not
restricted to D being binary or univariate and we consider race
and gender jointly in the other experiments.

We report the trade-off between two metrics: (i) the em-
pirical discrimination of the classifier on the test set, given
by maxd,d �∈D J(pỸ |D (1|d), pỸ |D (1|d�)), where pỸ |D (1|d) =
1

nd

∑
{x̂i ,di }:di =d f(di, x̂i) is the empirical conditional distri-

bution and nd is the number of samples with di = d; (ii) the
empirical accuracy, measured by the Area under ROC (AUC)
of ỹi = f(di, x̂i) compared to yi , using 5-fold cross validation.
Fig. 3 presents the operating points achieved by each procedure
in the discrimination-accuracy space defined by these metrics.
For the recidivism dataset, there is significant discrimination in
the original data, which is reflected by both LR and RF when the
data is not transformed. Dropping the D variable reduces dis-
crimination with a negligible impact on classification. However,
discrimination is far from removed since the features X are cor-
related with D, i.e., there is indirect discrimination. LFR with
the recommended parameters is successful in further reducing
discrimination while still achieving high prediction performance
for the task.
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Fig. 3. Discrimination-AUC plots for two different classifiers. Top row is for recidivism dataset, and bottom row for UCI Adult dataset. First column is logistic
regression (LR), and second column is random forests (RF).

Our proposed optimized pre-processing successfully de-
creases the empirical discrimination close to the target � values
of 0.05 and 0.10 (x-axis). Deviations are expected due to the
approximation of Ŷ , the output of the transformation, by Ỹ ,
the output of each classifier, and also due to the randomized
nature of the method. The decreased discrimination comes at
an accuracy cost, which is greater in this case than for LFR. A
possible explanation is that LFR is free to search across differ-
ent representations whereas our method preserves the domain
of the original variables and more importantly is restricted by
the chosen distortion metric. In the recividism application, we
heavily penalize increases in recidivism from 0 to 1 as well as
large changes in prior counts and age. When combined with
the other constraints in the optimization, this may alter the joint
distribution after pre-processing and by extension the classifier
output. Accuracy could be increased by relaxing the distortion
constraint as long as this is acceptable to the domain user. We
highlight again that the distortion metric was not chosen to op-
timize the trade-off in Fig. 3.

For the Adult dataset, dropping the protected variable does
significantly reduce discrimination, in contrast with the reci-
vidism dataset. Our method further reduces discrimination to-
wards the target � values. The loss of prediction performance
is again due to satisfying the distortion and discrimination con-
straints. On the other hand, LFR with the recommended parame-
ters provides only a small reduction in discrimination. This does
not contradict the results in [20] since here we have adopted a
multiplicative discrimination metric (3) whereas [20] used an
additive metric. Moreover, we reduced the Adult dataset to 31

binary features which is different from [20] where they addi-
tionally considered the test dataset for Adult (12661 instances)
also and created 103 binary features. By varying the LFR pa-
rameters, it is possible to attain low empirical discrimination but
with a large loss in prediction performance (below the plotted
range).

In light of Fig. 3 and the differences in distortion and dis-
crimination control, it cannot be said that either our method or
LFR outperforms the other in trading off discrimination ver-
sus accuracy. In our approach however, discrimination can be
controlled directly and transparently by setting the parameter �,
and changes to individual features are also finely controlled by
the distortion metric. Both of these relationships are less clear
with LFR.

E. Pre-Processing Transformation and Output for
Recidivism Data

In the remainder of Section IV, we take a closer look at the
pre-preocessing transformations produced by solving (6) and
their effects on the datasets. For the results in this subsection
on the recidivism data, we return to using KL divergence as
the utility measure. The discrimination and distortion control
parameters were set as � = 0.1 and c = 0.5. The corresponding
optimal utility (KL divergence) was 0.021.

In general, the mappings pX̂ ,Ŷ |X,Y ,D resulting from (6) can
reveal insights on the nature of disparate impact and how to
mitigate it. We illustrate this on the recidivism dataset. Fig. 4
displays the mapping restricted to certain socio-demographic
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Fig. 4. Pre-processing mappings pX̂ ,Ŷ |X ,Y ,D from the recividism data with � = 0.1 and c = 0.5 for: (left) D = (African-American, Male), less than 25 years

(X ), Y = 1, (middle) D = (African-American, Male), less than 25 years (X ), Y = 0, and (right) D = (Caucasian, Male), less than 25 years (X ), Y = 1.
Original charge degree and prior counts (X ) are shown in vertical axis, while the transformed age category, charge degree, prior counts and recidivism (X̂ , Ŷ ) are
represented along the horizontal axis. The charge degree F indicates felony and M indicates misdemeanor. Colors indicate mapping probability values. Columns
included only if the sum of its values exceeds 0.05.

groups. First consider young African-American males (left-
most plot). This group has a high recidivism rate, and hence
the most prominent action of the mapping (besides the iden-
tity transformation) is to change the recidivism value from 1
to 0. The frequency of this event however is lower for current
charges that are felonies and for higher prior counts. The next
most prominent action is to change the age category from young
to middle-aged (25 to 45 years). This also effectively reduces
the average value of Ŷ for young African-American males by
moving individuals out of the age category. Furthermore, the
mapping for young African-American males who do not recidi-
vate (middle plot) is essentially the identity mapping, with the
exception of some age increases. This is expected since increas-
ing recidivism is heavily penalized. For young Caucasian males
who recidivate (right plot), the actions of the proposed transfor-
mation are similar to those for young African-American males
who recidivate, i.e., either the outcome variable is changed to
0 or the age category is increased. However the probabilities
of the transformations are lower since Caucasian males have,
according to the dataset, a lower recidivism rate.

We applied the mapping shown partially in Fig. 4 to the
dataset (a single realization of the randomization). First, to sim-
ply verify that discrimination control was achieved as expected,
we examine the dependence of the outcome variable on the dis-
crimination variable before and after the transformation. The
corresponding conditionals pY |D and pŶ |D are illustrated in

Table II, where clearly Ŷ is less dependent on D compared to
Y . More precisely, the values of pŶ |D (1|d) are indeed controlled
to within � = 0.1. Since, as mentioned, increases in recidivism
are heavily penalized, the net effect of the transformation is to
decrease the recidivism risk of males, and particularly African-
American males.

A more detailed view of the pre-processed data is shown in
Fig. 5, specifically the changes in recidivism rates (bottom pan-
els) from the original rates (top panels) as a function of the
features X and group D. For the overall population (leftmost
column), the changes in recidivism rates are all negative, again
a reflection of the distortion constraint that effectively disal-
lows changing the outcome to 1. The maximum decreases are

TABLE II
DEPENDENCE OF THE OUTCOME VARIABLE ON THE DISCRIMINATION VARIABLE

BEFORE AND AFTER THE PROPOSED TRANSFORMATION. F AND M INDICATE

FEMALE AND MALE, AND A-A AND C INDICATE

AFRICAN-AMERICAN AND CAUCASIAN

observed for African-American males since they have the high-
est value of pY |D (1|d) (cf. Table II). Contrast this with Cau-
casian females (middle column), who have virtually no change
in their recidivism rates since they are a priori close to the final
ones (Table II). Another interesting observation is that middle
aged Caucasian males with 1 to 3 prior counts see an increase
in percentage recidivism. This is most likely an indirect effect
of changes to the features X rather than a direct increase. One
such source of increase is the age-increasing mapping shown in
Fig. 4 (right) from reoffending young Caucasian males with a
felony and 1 to 3 priors.

F. Pre-Processing Output for UCI Adult Data

We now look at a pre-processed version of the UCI Adult
dataset. For this result, total variation distance was used to mea-
sure utility, and for a change, the combination of (1) and (3)
were used to control discrimination, where we choose pYT

= pY

and �y ,d = � = 0.15. The distortion constraints remain as in
Section IV-B. The corresponding optimal utility (total varia-
tion) was 0.014.

The result of applying (again a single realization) the map-
ping pX̂ ,Ŷ |X,Y ,D to the data is given in Fig. 6, where we show
percentages of high income individuals as a function of age and
education before the transformation and percentage changes af-
terward. The original age and education (X) are plotted through-
out Fig. 6 for ease of comparison. Note that changes in individ-
ual percentages may be larger than a factor of 1 ± � because
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Fig. 5. Top row: Percentage recidivism rates in the original dataset as a function of charge degree, age and prior counts for the overall population (i.e., pY |X (1|x))
and for different groups (pY |X ,D (1|x, d)). Bottom row: Change in percentages due to transformation, i.e., pŶ |X̂ ,D (1|x, d) − pY |X ,D (1|x, d), etc. Values for
cohorts of charge degree, age, and prior counts with fewer than 20 samples are not shown. The discrimination and distortion constraints are set to � = 0.1 and
c = 0.5 respectively.

Fig. 6. Top row: High income percentages in the original Adult dataset as a function of age and education for the overall population (i.e., pY |X (1|x)) and for
different groups pY |X ,D (1|x, d)). Bottom row: Change in percentages due to transformation, i.e., pŶ |X̂ ,D (1|x, d) − pY |X ,D (1|x, d), etc. Age-education pairs
with fewer than 20 samples are not shown.

discrimination is not controlled by (1) at the level of age-
education cohorts. The top left panel indicates that income is
higher for more educated and middle-aged people, as expected.
The second column shows that high income percentages are
significantly lower for females and are accordingly increased
by the transformation, most strongly for educated older women
and younger women with only 8 years of education, and less so
for other younger women. Conversely, the percentages are de-
creased for males but by much smaller magnitudes. Minorities
receive small percentage increases but less than for women, in
part because they are a more heterogeneous group consisting of
both genders.

V. CONCLUSIONS

We proposed a flexible, data-driven optimization framework
for probabilistically transforming data in order to reduce algo-
rithmic discrimination, and applied it to two datasets. When

used to train standard classifiers, the transformed datasets led to
fairer classifications when compared to the original datasets. In
the tested datasets, the reduction in discrimination comes with
a small accuracy penalty due to the restrictions imposed on the
pre-processing mapping. Moreover, our method is competitive
with others in the literature, with the added benefits of enabling
more explicit and precise control of both group and individual
fairness as well as the possibility of multivariate, non-binary
protected variables.

The differences between the original and transformed datasets
revealed interesting discrimination patterns, as well as correc-
tive adjustments for controlling discrimination while preserv-
ing utility of the data. Despite being programmatically gen-
erated, the optimized transformation satisfied properties that
are sensible from a socio-demographic standpoint. The pre-
processing transformation changed relationships between vari-
ables within the datasets (e.g., reducing recidivism risk for males
who are African American in the recidivism dataset, increasing
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income for well-educated females in the UCI adult dataset)
so that subsequently learned classifiers will then reflect these
changes.

The flexibility of the approach allows numerous extensions
using different measures and constraints for utility preservation,
discrimination, and individual distortion control. Investigating
such extensions, developing additional theoretical characteriza-
tions of the proposed framework, and quantifying the impact of
the transformations and non-i.i.d. samples on additional super-
vised learning tasks will be pursued in future work.

APPENDIX A
PROOF OF PROPOSITION 1

Proof: Considering first the objective function, the distribu-
tion pX,Y is a given quantity while

pX̂ ,Ŷ (x̂, ŷ) =
∑
d,x,y

pD,X,Y (d, x, y)pX̂ ,Ŷ |D,X,Y (x̂, ŷ|d, x, y)

is seen to be a linear function of the mapping pX̂ ,Ŷ |D,X,Y , i.e.,
the optimization variable. Hence if the statistical dissimilarity
Δ(·, ·) is convex in its first argument with the second fixed,
then Δ(pX̂ ,Ŷ , pX,Y ) is a convex function of pX̂ ,Ŷ |D,X,Y by the
affine composition property [41]. This condition is satisfied for
example by all f -divergences [42], which are jointly convex in
both arguments, and by all Bregman divergences [43]. If instead
Δ(·, ·) is only quasiconvex in its first argument, a similar com-
position property implies that Δ(pX̂ ,Ŷ , pX,Y ) is a quasiconvex
function of pX̂ ,Ŷ |D,X,Y [41].

For discrimination constraint (1), the target distribution pYT

is assumed to be given. The conditional distribution pŶ |D can
be related to pX̂ ,Ŷ |D,X,Y as follows:

pŶ |D (ŷ|d) =
∑

x̂

∑
x,y

pX,Y |D (x, y|d)pX̂ ,Ŷ |D,X,Y (x̂, ŷ|d, x, y).

Since pX,Y |D is given, pŶ |D is a linear function of pX̂ ,Ŷ |D,X,Y .
Hence by the same composition property as above, (1) is a
convex constraint, i.e., specifies a convex set, if the distance
function J(·, ·) is quasiconvex in its first argument.

If constraint (2) is used instead of (1), then both arguments of
J are linear functions of pX̂ ,Ŷ |D,X,Y . Hence (2) is convex if J
is jointly quasiconvex in both arguments.

Lastly, the distortion constraint (4) can be expanded explicitly
in terms of pX̂ ,Ŷ |D,X,Y to yield

∑
x̂,ŷ

pX̂ ,Ŷ |D,X,Y (x̂, ŷ|d, x, y)δ
(
(x, y), (x̂, ŷ)

) ≤ cd,x,y .

Thus (4) is a linear constraint in pX̂ ,Ŷ |D,X,Y regardless of the
choice of distortion metric δ. �

APPENDIX B
PROOF OF PROPOSITION 2

Proof: We will make use of the following result that follows
directly from [44, Theorem 2.1]: for m � |X ||Y||D|,

Pr
(�qX,Y ,D − pX,Y ,D�1 > δ

) ≤ 2m exp
(
−nδ2

2

)
. (18)

Assume

�pD,X,Y − qD,X,Y �1 ≤ τ. (19)

Then the Data Processing Inequality for total variation [45]
yields

�pŶ ,D − qŶ ,D�1 ≤ τ (20)

and, equivalently

�pD − qD�1 ≤ τ. (21)

Consequently, for all y ∈ Y, d ∈ D
τ ≥ pŶ ,D (y, d) − qŶ ,D (y, d) (22)

= pD (d)pŶ |D (y|d) − qD (d)qŶ |D (y|d) (23)

≥ pD (d)pŶ |D (y|d) − (pD (d) + τ)qŶ |D (y|d) (24)

≥ pD (d)(pŶ |D (y|d) − qŶ |D (y|d)) − τ, (25)

where the first and second inequalities follow from (20) and
(21), respectively. Thus, if (19) holds, then

pŶ |D (y|d) − qŶ |D (y|d) ≤ 2τ

pD (d)
. (26)

An equivalent procedure can be used to lower bound the left-
hand side of the previous equation, resulting in

∣∣∣pŶ |D (y|d) − qŶ |D (y|d)
∣∣∣ ≤ 2τ

pD (d)
∀y ∈ Y, d ∈ D. (27)

Further assuming that J(pŶ |D (y|d), pYT
(y)) ≤ �, a direct ap-

plication of the triangle inequality produces

J
(
qŶ |D (y|d), pYT

(y)
)
≤ � +

2τ

pYT
(y)pD (d)

(28)

Choosing τ =
√

2
n (ln 1

β + m), and combining (19), (28), and

(18), we have that with probability 1 − β

J
(
qŶ |D (y|d), pYT

(y)
)
≤ � +

2
√

2√
npYT

(y)pD (d)

(√
ln

1
β

+ m

)
.

(29)
The results follows from the assumption that pYT

(y)pD (d) > 0.
For the second claim, we start by applying the triangle in-

equality:

Δ
(
qX,Y , qX̂ ,Ŷ

)
≤ Δ

(
pX,Y , pX̂ ,Ŷ

)
+ Δ(qX,Y , pX,Y )

+ Δ
(
qX̂ ,Ŷ , pX̂ ,Ŷ

)

≤ μ + Δ(qX,Y , pX,Y )

+ Δ
(
qX̂ ,Ŷ , pX̂ ,Ŷ

)

≤ μ + 2Δ(qX,Y , pX,Y ) , (30)

where the last inequality follows from the Data Processing In-
equality for total variation [45]. Applying (18) and defining
m � |X ||Y|, we have for τ ≥ 0

Pr (Δ (qX,Y , pX,Y ) > τ) ≤ exp
(
−nτ 2

2
+ m

)
. (31)
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Letting τ =
√

2
n (ln 1

β + m) and combining (30) and (31), we

have that with probability at least 1 − β

Δ
(
qX,Y , qX̂ ,Ŷ

)
≤ μ +

2
√

2√
n

(√
ln

1
β

+ m

)
, (32)

proving the second part of the proposition. �

APPENDIX C
PROOF OF PROPOSITION 3

Proof: We show the contrapositive of the statement of the
proposition. Assume that

∣∣∣∣
pY |D (y|d)
pYT

(y)
− 1

∣∣∣∣ ≤ �∀y ∈ Y, d ∈ D. (33)

Then

Pc(D|Y ) =
∑
y∈Y

max
d∈D

pD |Y (d|y)pY (y)

=
∑
y∈Y

max
d∈D

pY |D (y|d)pD (d)

≤
∑
y∈Y

max
d∈D

(1 + �)pYT
(y)pD (d)

= (1 + �)max
d∈D

pD (d),

where the inequality follows by noting that (33) implies
pY |D (y|d) ≤ (1 + �)pYT

(y) for all y ∈ Y , d ∈ D. Rearranging
the terms of the last equality, we arrive at

Pc(D|Y )
maxd∈D pD (d)

≤ 1 + �,

and the result follows by observing that the left-hand side is the
definition of Adv(D|Y ). �
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Abstract

The presence of gender stereotypes in many
aspects of society is a well-known phe-
nomenon. In this paper, we focus on
studying such stereotypes and bias in Hindi
movie industry (Bollywood) and propose an
algorithm to remove these stereotypes from
text. We analyze movie plots and posters
for all movies released since 1970. The
gender bias is detected by semantic model-
ing of plots at sentence and intra-sentence
level. Different features like occupation,
introductions, associated actions and de-
scriptions are captured to show the perva-
siveness of gender bias and stereotype in
movies. Using the derived semantic graph,
we compute centrality of each character
and observe similar bias there. We also
show that such bias is not applicable for
movie posters where females get equal im-
portance even though their character has
little or no impact on the movie plot. The
silver lining is that our system was able to
identify 30 movies over last 3 years where
such stereotypes were broken. The next
step, is to generate debiased stories. The
proposed debiasing algorithm extracts gen-
der biased graphs from unstructured piece
of text in stories from movies and de-bias
these graphs to generate plausible unbiased
stories.

1. Introduction

Movies are a reflection of the society. They mir-
ror (with creative liberties) the problems, issues,
thinking & perception of the contemporary soci-
ety. Therefore, we believe movies could act as
the proxy to understand how prevalent gender
bias and stereotypes are in any society. In this
paper, we leverage NLP and image understand-
ing techniques to quantitatively study this bias.
To further motivate the problem we pick a small
section from the plot of a blockbuster movie.

”Rohit is an aspiring singer who works as a
salesman in a car showroom, run by Malik (Dalip
Tahil). One day he meets Sonia Saxena (Amee-
sha Patel), daughter of Mr. Saxena (Anupam
Kher), when he goes to deliver a car to her home
as her birthday present.”

This piece of text is taken from the plot of Bol-
lywood movie Kaho Na Pyaar Hai. This simple
two line plot showcases the issue in following fash-
ion:

1. Male (Rohit) is portrayed with a profession
& an aspiration

2. Male (Malik) is a business owner

In contrast, the female role is introduced with
no profession or aspiration. The introduction,
itself, is dependent upon another male character
”daughter of”!

One goal of our work is to analyze and quantify
gender-based stereotypes by studying the demar-

c© 2018 N. Madaan, S. Mehta, T.S. Agrawaal, V. Malhotra, A. Aggarwal, Y. Gupta & M. Saxena.



Section _ _ 1
Fairness

Publication _ _ 4
Analyze, Detect and Rem

ove G
ender Stereotyping from

 Bollyw
ood M

ovies

061

Analyze, Detect and Remove Gender Stereotyping from Bollywood Movies

cation of roles designated to males and females.
We measure this by performing an intra-sentence
and inter-sentence level analysis of movie plots
combined with the cast information. Captur-
ing information from sentences helps us perform
a holistic study of the corpus. Also, it helps
us in capturing the characteristics exhibited by
male and female class. We have extracted movies
pages of all the Hindi movies released from 1970-
present from Wikipedia. We also employ deep
image analytics to capture such bias in movie
posters and previews.

1.1. Analysis Tasks

We focus on following tasks to study gender bias
in Bollywood.
I) Occupations and Gender Stereotypes-

How are males portrayed in their jobs vs females?
How are these levels different? How does it cor-
relate to gender bias and stereotype?
II) Appearance and Description - How are

males and females described on the basis of their
appearance? How do the descriptions differ in
both of them? How does that indicate gender
stereotyping?
III) Centrality of Male and Female Char-

acters - What is the role of males and females
in movie plots? How does the amount of male
being central or female being central differ? How
does it present a male or female bias?
IV) Mentions(Image vs Plot) - How many

males and females are the faces of the promo-
tional posters? How does this correlate to them
being mentioned in the plot? What results are
conveyed on the combined analysis?
V) Dialogues - How do the number of dia-

logues differ between a male cast and a female
cast in official movie script?
VI) Singers - Does the same bias occur in

movie songs? How does the distribution of
singers with gender vary over a period of time
for different movies?
VII) Female-centric Movies- Are the movie

stories and portrayal of females evolving? Have
we seen female-centric movies in the recent past?
VIII) Screen Time - Which gender, if any,

has a greater screen time in movie trailers?
IX) Emotions of Males and Females -

Which emotions are most commonly displayed by
males and females in a movie trailer? Does this

correspond with the gender stereotypes which ex-
ist in society?

2. Related Work

While there are recent works where gender bias
has been studied in different walks of life Soklar-
idis et al. (2017),(MacNell et al., 2015), (Carnes
et al., 2015), (Terrell et al., 2017), (Saji, 2016),
the analysis majorly involves information re-
trieval tasks involving a wide variety of prior
work in this area. (Fast et al., 2016) have worked
on gender stereotypes in English fiction particu-
larly on the Online Fiction Writing Community.
The work deals primarily with the analysis of
how males and females behave and are described
in this online fiction. Furthermore, this work
also presents that males are over-represented and
finds that traditional gender stereotypes are com-
mon throughout every genre in the online fiction
data used for analysis.
Apart from this, various works where Hollywood
movies have been analyzed for having such gen-
der bias present in them (Anderson and Daniels,
2017). Similar analysis has been done on chil-
dren books (Gooden and Gooden, 2001) and mu-
sic lyrics (Millar, 2008) which found that men
are portrayed as strong and violent, and on the
other hand, women are associated with home and
are considered to be gentle and less active com-
pared to men. These studies have been very
useful to uncover the trend but the derivation
of these analyses has been done on very small
data sets. In some works, gender drives the de-
cision for being hired in corporate organizations
(Dobbin and Jung, 2012). Not just hiring, it has
been shown that human resource professionals’
decisions on whether an employee should get a
raise have also been driven by gender stereotypes
by putting down female claims of raise requests.
While, when it comes to consideration of opinion,
views of females are weighted less as compared
to those of men (Otterbacher, 2015). On social
media and dating sites, women are judged by
their appearance while men are judged mostly by
how they behave (Rose et al., 2012; Otterbacher,
2015; Fiore et al., 2008). When considering oc-
cupation, females are often designated lower level
roles as compared to their male counterparts in
image search results of occupations (Kay et al.,
2015). In our work we extend these analyses for

2

Analyze, Detect and Remove Gender Stereotyping from Bollywood Movies

Bollywood movies.
The motivation for considering Bollywood movies
is three fold:

a) The data is very diverse in nature. Hence
finding how gender stereotypes exist in this data
becomes an interesting study.

b) The data-set is large. We analyze 4000
movies which cover all the movies since 1970. So
it becomes a good first step to develop compu-
tational tools to analyze the existence of stereo-
types over a period of time.

c) These movies are a reflection of society. It
is a good first step to look for such gender bias
in this data so that necessary steps can be taken
to remove these biases.

3. Data and Experimental Study

3.1. Data Selection

We deal with (three) different types of data for
Bollywood Movies to perform the analysis tasks-

3.1.1. Movies Data

Our data-set consist of all Hindi movie pages
from Wikipedia. The data-set contains 4000
movies for 1970-2017 time period. We extract
movie title, cast information, plot, soundtrack in-
formation and images associated for each movie.
For each listed cast member, we traverse their
wiki pages to extract gender information. Cast
Data consists of data for 5058 cast members who
are Females and 9380 who are Males. Since we
did not have access to too many official scripts,
we use Wikipedia plot as proxy. We strongly be-
lieve that the Wikipedia plot represent the correct
story line. If an actor had an important role in
the movie, it is highly unlikely that wiki plot will
miss the actor altogether.

3.1.2. Movies Scripts Data

We obtained PDF scripts of 13 Bollywood movies
which are available online. The PDF scripts
are converted into structured HTML using (Ma-
chines, 2017). We use these HTML for our anal-
ysis tasks.

3.1.3. Movie Preview Data

Our data-set consists of 880 official movie trailers
of movies released between 2008 and 2017. These

trailers were obtained from YouTube. The mean
and standard deviation of the duration of the all
videos is 146 and 35 seconds respectively. The
videos have a frame rate of 25 FPS and a reso-
lution of 480p. Each 25th frame of the video is
extracted and analyzed using face classification
for gender and emotion detection (Octavio Ar-
riaga, 2017).

3.2. Task and Approach

In this section, we discuss the tasks we perform
on the movie data extracted from Wikipedia and
the scripts. Further, we define the approach we
adopt to perform individual tasks and then study
the inferences. At a broad level, we divide our
analysis in four groups. These can be categorized
as follows-

a) At intra-sentence level - We perform this
analysis at a sentence level where each sentence
is analyzed independently. We do not consider
context in this analysis.

b) At inter-sentence level - We perform this
analysis at a multi-sentence level where we carry
context from a sentence to other and then analyze
the complete information.

c) Image and Plot Mentions - We perform this
analysis by correlating presence of genders in
movie posters and in plot mentions.

d) At Video level - We perform this analysis
by doing gender and emotion detection on the
frames for each video. (Octavio Arriaga, 2017)
We define different tasks corresponding to each

level of analysis.

3.2.1. Tasks at Intra-Sentence level

To make plots analysis ready, we used OpenIE
(Fader et al., 2011) for performing co-reference
resolution on movie plot text. The co-referenced
plot is used for all analyses.

The following intra-sentence analysis is per-
formed

1) Cast Mentions in Movie Plot - We ex-
tract mentions of male and female cast in the co-
referred plot. The motivation to find mentions
is how many times males have been referred to
in the plot versus how many times females have
been referred to in the plot. This helps us iden-
tify if the actress has an important role in the
movie or not. In Figure 2 it is observed that,
a male is mentioned around 30 times in a plot

3
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Figure 1: Gender-wise Occupations in Bollywood
movies

while a female is mentioned only around 15 times.
Moreover, there is a consistency of this ratio from
1970 to 2017(for almost 50 years)!

2) Cast Appearance in Movie Plot - We
analyze how male cast and female cast have been
addressed. This essentially involves extracting
verbs and adjectives associated with male cast
and female cast. To extract verbs and adjec-
tives linked to a particular cast, we use Stanford
Dependency Parser (De Marneffe et al., 2006).
In Fig ?? and ?? we present the adjectives and
verbs associated with males and females. We
observe that, verbs like kills, shoots occur with
males while verbs like marries, loves are asso-
ciated with females. Also when we look at ad-
jectives, males are often represented as rich and
wealthy while females are represented as beauti-
ful and attractive in movie plots.

3) Cast Introductions in Movie Plot - We
analyze how male cast and female cast have been
introduced in the plot. We use OpenIE (Fader
et al., 2011) to capture such introductions by ex-
tracting relations corresponding to a cast. Fi-
nally, on aggregating the relations by gender, we
find that males are generally introduced with a
profession like as a famous singer, an honest po-
lice officer, a successful scientist and so on while
females are either introduced using physical ap-
pearance like beautiful, simple looking or in rela-
tion to another (male) character (daughter, sister
of). The results show that females are always as-
sociated with a successful male and are not por-
trayed as independent while males are portrayed
to be successful.

4) Occupation as a stereotype - We per-
form a study on how occupations of males and

Figure 2: Total Cast Mentions showing mentions
of male and female cast. Female mentions are
presented in pink and Male mentions in blue

females are represented. To perform this analy-
sis, we collated an occupation list from multiple
sources over the web comprising of 350 occupa-
tions. We then extracted an associated ”noun”
tag attached with cast member of the movie using
Stanford Dependency Parser (De Marneffe et al.,
2006) which is later matched to the available oc-
cupation list. In this way, we extract occupations
for each cast member. We group these occupa-
tions for male and female cast members for all
the collated movies. Figure ?? shows the occupa-
tion distribution of males and females. From the
figure it is clearly evident that, males are given
higher level occupations than females. Figure 1
presents a combined plot of percentages of male
and female having the same occupation. This
plot shows that when it comes to occupation like
”teacher” or ”student”, females are high in num-
ber. But for ”lawyer” and ”doctor” the story is
totally opposite.

5) Singers and Gender distribution in
Soundtracks - We perform an analysis on how
gender-wise distribution of singers has been vary-
ing over the years. To accomplish this, we make
use of Soundtracks data present for each movie.
This data contains information about songs and
their corresponding singers. We extracted gen-
ders for each listed singer using their Wikipedia
page and then aggregated the numbers of songs
sung by males and females over the years. In
Figure 4, we report the aforementioned distribu-
tion for recent years ranging from 2010-2017. We
observe that the gender-gap is almost consistent
over all these years.

Please note that currently this analysis only takes
into account the presence or absence of female
singer in a song. If one takes into account the
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Figure 4: Gender-wise Distribution of singers in
Soundtracks

actual part of the song sung, this trend will be
more dismal. In fact, in a recent interview 1 this
particular hypothesis is even supported by some
of the top female singers in Bollywood. In future
we plan to use audio based gender detection to
further quantify this.
6) Cast Dialogues and Gender Gap in

Movie Scripts - We perform a sentence level
analysis on 13 movie scripts available online. We
have worked with PDF scripts and extracted
structured pieces of information using (Machines,

1. goo.gl/BZWjWG
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Figure 5: Representing variation of Accuracy
with training data

2017) pipeline in the form of structured HTML.
We further extract the dialogues for a corre-
sponding cast and later group this information
to derive our analysis.

We first study the ratio of male and female dia-
logues. In figure 3, we present a distribution of
dialogues in males and females among different
movies. X-Axis represents number of female dia-
logues and Y-Axis represents number of male di-
alogues. The dotted straight line showing y = x.
Farther a movie is from this line, more biased
the movie is. In the figure 3, Raman Raghav ex-
hibits least bias as the number of male dialogues
and female dialogues distribution is not skewed.
As opposed to this, Kaminey shows a lot of bias
with minimal or no female dialogues.

3.2.2. Tasks at Inter-Sentence level

We analyze the Wikipedia movie data by exploit-
ing plot information. This information is col-
lated at inter-sentence level to generate a con-
text flow using a word graph technique. We
construct a word graph for each sentence by
treating each word in sentence as a node, and
then draw grammatical dependencies extracted
using Stanford Dependency Parser (De Marn-
effe et al., 2006) and connect the nodes in the
word graph. Then using word graph for a sen-
tence, we derive a knowledge graph for each cast
member. The root node of knowledge graph is
[CastGender, CastName] and the relations rep-
resent the dependencies extracted using depen-
dency parser across all sentences in the movie
plot. This derivation is done by performing a
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Figure 6: Lead Cast dialogues of males and fe-
males from different movie scripts

merging step where we merge all the existing de-
pendencies of the cast node in all the word graphs
of individual sentences. Figure 7 represents a
sample knowledge graph constructed using indi-
vidual dependencies.

After obtaining the knowledge graph, we per-
form the following analysis tasks on the data -

1. Centrality of each cast node - Central-
ity for a cast is a measure of how much the cast
has been focused in the plot. For this task, we
calculate between-ness centrality for cast node.
Between-ness centrality for a node is number of
shortest paths that pass through the node. We
find between-ness centrality for male and female
cast nodes and analyze the results. In Figure 8,
we show male and female centrality trend across
different movies over the years. We observe that
there is a huge gap in centrality of male and fe-
male cast.

2. Study of bias using word embeddings
- So far, we have looked at verbs, adjectives and
relations separately. In this analysis, we want to
perform joint modeling of aforementioned. For
this analysis, we generated word vectors using
Google word2vec (Mikolov et al., 2013) of length
200 trained on Bollywood Movie data scraped
from Wikipedia. CBOW model is used for train-
ing Word2vec. The knowledge graph constructed
for male and female cast for each movie contains
a set of nodes connected to them. These nodes
are extracted using dependency parser. We as-

0.25
(a)

0.25
(b)

Figure 7: Knowledge graph for Male and Female
Cast

sign a context vector to each cast member node.
The context vector consists of average of word
vector of its connected nodes. As an instance,
if we consider figure 7, the context vector for
[M,Castname] would be average of word vectors
of (shoots, violent, scientist, beats). In this fash-
ion we assign a context vector to each cast node.

The main idea behind assigning a context vector
is to analyze the differences between contexts for
male and female.

We randomly divide our data into training and
testing data. We fit the training data using a K-
Nearest Neighbor with varying K. We study the
accuracy results by varying samples of train and
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Figure 8: Centrality for Male and Female Cast

test data. In Figure 5, we show the accuracy val-
ues for varying values of K. While studying bias
using word embeddings by constructing a con-
text vector, the key point is when training data
is 10%, we get almost 65%-70% accuracy, refer
to Figure 5. This pattern shows very high bias
in our data. As we increase the training data,
the accuracy also shoots up. There is a distinct
demarcation in verbs, adjectives, relations asso-
ciated with males and females. Although we did
an individual analysis for each of the aforemen-
tioned intra-sentence level tasks, but the com-
bined inter-sentence level analysis makes the ar-
gument of existence of bias stronger. Note the
key point is not that the accuracy goes up as the
training data is increased. The key point is that
since the gender bias is high, the small training
data has enough information to classify correctly
60-70% of the cases.

3.2.3. Movie Poster and Plot Mentions

We analyze images on Wikipedia movie pages
for presence of males and females on publicity
posters for the movie. We use Dense CAP (John-
son et al., 2016) to extract male and female oc-
currences by checking our results in the top 5
responses having a positive confidence score.

After the male and female extraction from
posters, we analyze the male and female mentions
from the movie plot and co-relate them. The in-
tent of this analysis is to learn how publicizing a
movie is biased towards a female on advertising
material like posters, and have a small or incon-
sequential role in the movie.
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Figure 9: Percentage of female-centric movies
over the years

Figure 10: Percentage of female-centric movies
over the years

While 80% of the movie plots have more male
mentions than females, surprisingly more than
50% movie posters feature actresses. Movies like
GangaaJal 2, Platform 3, Raees 4 have almost
100+ male mentions in plot but 0 female men-
tions whereas in all 3 posters females are shown
on posters very prominently. Also, when we look
at Image and Plot mentions, we observe that
in 56% of the movies, female plot mentions are
less than half the male plot mentions while in
posters this number is around 30%. Our sys-
tem detected 289 female-centric movies, where
this stereotype is being broken. To further study
this, we plotted centrality of females and their
mentions in plots over the years for these 289
movies. Figure 10 shows that both plot men-
tions and female centrality in the plot exhibit

2. https://en.wikipedia.org/wiki/Gangaajal
3. https://en.wikipedia.org/wiki/Platform (1993 film)
4. https://en.wikipedia.org/wiki/Raees (film)
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an increasing trend which essentially means that
there has been a considerable increase in female
roles over the years. We also study the number of
female-centric movies to the total movies over the
years. Figure 9 shows the percentage chart and
the trend for percentage of female-centric movies.
It is enlightening to see that the percentage shows
a rising trend. Our system discovered at least 30
movies in last three years where females play cen-
tral role in plot as well as in posters. We also note
that over time such biases are decreasing - still
far away from being neutral but the trend is en-
couraging. Figure 9 shows percentage of movies
in each decade where women play more central
role than male.

3.3. Movie Preview Analysis

We analyze all the frames extracted from the
movie preview dataset and obtain information re-
garding the presence/absence of a male/female in
the frame. If any person is present in the frame
we then find out the emotion displayed by the
person. The emotion displayed can be one of an-
gry, disgust, fear, happy, neutral, sad, surprise.
Note that there can be more than one person
detected in a single frame, in that instance, emo-
tions of each person is detected. We then aggre-
gate the results to analyze the following tasks on
the data -

1. Screen-On Time - Figure 11 shows the per-
centage distribution of screen-on time for males
and female characters in movie trailers. We see a
consistent trend across the 10 years where mean
screen-on time for females is only a meagre 31.5
% compared to 68.5 % of the time for male char-
acters.

2. Portrayal through Emotions - In this task
we analyze the emotions most commonly exhib-
ited by male and female characters in movie trail-
ers. The most substantial difference is seen with
respect to the ”Anger” emotion. Over the 10
years, anger constitutes 26.3 % of the emotions
displayed by male characters as compared to the
14.5 % of emotions displayed by female charac-
ters. Another trend which is observed, is that, fe-
male characters have always been shown as more
happy than male characters every year. These re-
sults correspond to the gender stereotypes which
exist in our society. We have not shown plots

Figure 11: Percentage of screen-on time for males
and females over the years

Figure 12: Year wise distribution of emotions dis-
played by males and females.

for other emotions because we could not see any
proper trend exhibited by them.

4. Algorithm for Bias Removal
System - DeCogTeller

For this task, we take a news articles data set
and train word embedding using Google word2vec
(Mikolov et al., 2013). This data acts as a fact
data which is used later to check for gender speci-
ficity of a particular action as per the facts.
Apart from interchanging the actions, we have
developed a specialized module to handle occupa-
tions. Very often, gender bias shows in assigned
occupation { (Male, Doctor), (Female, Nurse)}
or { (Male, Boss), (Female, Assistant)}.

In Figure 13 we give a holistic view of our sys-
tem DeCogTeller which is described in a detailed
manner as follows
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Figure 13: DeCogTeller- Bias Removal System

I) Data Pre-processing - We first perform
data pre-processing of the words in fact data and
do the following operations -

(a) used Wordnet to look-up if the word present
in fact data is present in Wordnet(Miller, 1995)
or not. If it was not present in Wordnet, the word
was simply removed.

(b) used Stanford stemmer to stem the words
so that the words like modern, modernized etc.
don’t form different vectors.

II) Generating word vectors - After we
have the pre-processed list of words from fact
data, we train Google word2vec and generate
word embedding from this data. We do a sim-
ilar operation on biased data which in our case is
movies data from Bollywood.

III) Extraction of analogical pairs - The
next task is to find analogical pairs from fact data
which are analogous to the (man,woman) pair.
As an instance, if we take an analogical word pair
(x, y) and we associate a vector P (x, y) to the
pair , then the task is to find
P (x, y) = (vec[man] − vec[woman]) − (vec[x] −
vec[y])
Here, in the above equation we replace man and
woman vectors by he and she, respectively. The
above equation becomes
P (x, y) = (vec[he]− vec[she])− (vec[x]− vec[y])
The main intent of this operation is to cap-
ture word pairs such as doctor or nurse where
in most of the data, doctor is close to he and
nurse is closer to she. Therefore for (x, y) =
(doctor, nurse),
P (doctor, nurse) is given by (vec[he]−vec[she])−
(vec[doctor] − vec[nurse]). Another example of
(x, y) found in our data is (king, queen). We gen-

erate all such (x, y) pairs and store them in our
knowledge base. To have refined pairs, we used
a scoring mechanism to filter important pairs. If

‖P(x, y)‖ ≤ τ

where τ is the threshold parameter, then
add the word pair to knowledge base other-
wise ignore. Equivalently, after normalizing
(vector[he] − vector[she]) and (vec[x] − vec[y]),
we calculated cosine distance as cosine(vec[he]−
vec[she], vec[x] − vec[y]) which is algebraically
equivalent to the above inequality.

IV) Classifying word pairs - After we iden-
tify analogical pairs, we observe that the degree
of bias is still not known in each pair. So, we
need to classify word pairs as specific to a gen-
der or neutral to the gender. For example, Con-
sider a word pair (doctor, nurse), we know that
whether male or female anyone can be a doctor
or a nurse. Hence we call such a pair as gender
neutral. On the contrary, if we consider a word
pair (king, queen), we know that king is associ-
ated with a male while queen is associated from
a female. We call such word pairs as gender spe-
cific. Now, the task is to first find out which pairs
extracted in the above step correspond to gender
neutral and which ones correspond to gender spe-
cific. To do this, we first extract the words from
knowledge base extracted from biased data and
find how close they are to different genders. For
a word w, we calculate cosine score of w with he
as cos(w, he). If w is very close to he, then it is
specific to a man. Similarly for a word w′, we do
the similar operation for she. And if w′ is very
close to she, then it is specific to a woman. If a
word w′′ is almost equidistant from he and she,
then it is labelled as gender neutral.

V) Action Extraction from Biased Movie
Data - After we have gender specific and gen-
der neutral words from the fact data, we work on
the biased data to extract actions associated with
movie cast. We extract gender for movie cast by
crawling the corresponding Wikipedia pages for
actors and actresses. After we have the corre-
sponding gender for each cast in the movie, we
perform co-referencing on the movie plot using
Stanford OpenIE (Fader et al., 2011). Next, we
collate actions corresponding to each cast using
IBM NLU API (Machines, 2017) and Semantic
Role Labeler by UIUC (Punyakanok et al., 2008).
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VI) Bias detection using Actions - At this
point we have the actions extracted from biased
data corresponding to each gender. We can now
use this data against fact data to check for bias.
We will describe in the following system walk-
through section how we use it on-the-fly to check
for bias.

VII) Bias Removal - We construct a knowl-
edge graph for each cast using relations from
Stanford dependency parser. We use this graph
to calculate the between-ness centrality for each
cast and store these centrality scores in a knowl-
edge base. We use the between-ness centrality
score to interchange genders after we detect the
bias.

5. Walk-through using an example

The system DeCogTeller takes in a text input
from the user. The user starts entering a bi-
ased movie plot text for a movie, say, “Kaho na
Pyar Hai” in Figure 14. This natural language
text is submitted into the system in which, first,
the text is co-referenced using OpenIE. Then, us-
ing IBM NLU API and UIUC Semantic Role
Labeller actions pertaining to each cast are ex-
tracted and these are checked with gender specific
and gender neutral lists. If for a corresponding
cast gender,action pair the corresponding vector
is located in gender specific list then it can not
be termed as a biased action. But on the other
hand if a cast gender,action pair occurring in the
plot is not found in gender-specific but the oppo-
site gender is found in gender-neutral list, then
we tag the statement as a biased statement.

As an example text if the user enters - “Ro-
hit is an aspiring singer who works as a salesman
in a car showroom, run by Malik (Dalip Tahil).
One day he meets Sonia Saxena (Ameesha Patel),
daughter of Mr. Saxena (Anupam Kher), when
he goes to deliver a car to her home as her birth-
day present.” At the very fist step, co-referencing
is done which coverts the above text to - “Rohit
is an aspiring singer who works as a salesman in a
car showroom, run by Malik (Dalip Tahil). One
day Rohit meets Sonia Saxena (Ameesha Patel),
daughter of Mr. Saxena (Anupam Kher), when
Rohit goes to deliver a car to her home as her
birthday present.” After this step, we extract ac-
tions corresponding to each cast and then check
for bias. Here corresponding to cast Rohit we

have the following actions - {singer, salesman,
meets, deliver}. The gender for Rohit is detected
by using wiki page of Hritik Roshan and is la-
belled as “male”. We find actions correspond-
ing to cast Sonia and find the following actions-
{daughter-of}. Then we run our gender-specific
and gender neutral checks and find that the ac-
tions are gender neutral. Hence there is a bias
that exists. We do the similar thing for other
cast members. Then, at the background, we ex-
tract highest centrality male and highest central-
ity female. And then switch their gender to gen-
erate de-biased plot. Figure 15 shows the de-
biased plot. Also, there is an option given to the
user to view the knowledge graphs for biased text
and unbiased text to see how nodes in knowledge
graph change.

6. Discussion and Ongoing Work

While our analysis points towards the presence of
gender bias in Hindi movies, it is gratifying to see
that the same analysis was able to discover the
slow but steady change in gender stereotypes.

We would also like to point out that the goal
of this study is not to criticize one particular do-
main. Gender bias is pervasive in all walks of life
including but not limited to the Entertainment
Industry, Technology Companies, Manufacturing
Factories & Academia. In many cases, the bias
is so deep rooted that it has become the norm.
We truly believe that the majority of people dis-
playing gender bias do it unconsciously. We hope
that ours and more such studies will help people
realize when such biases start to influence every
day activities, communications & writings in an
unconscious manner, and take corrective actions
to rectify the same. Towards that goal, we are
building a system which can re-write stories in
a gender neutral fashion. To start with we are
focusing on two tasks:

a) Removing Occupation Hierarchy : It
is common in movies, novel & pictorial depiction
to show man as boss, doctor, pilot and women
as secretary, nurse and stewardess. In this work,
we presented occupation detection. We are ex-
tending this to understand hierarchy and then
evaluate if changing genders makes sense or not.
For example, while interchanging ({male, doc-
tor}, {female, nurse}) to ({male, nurse}, {female,
doctor}) makes sense but interchanging {male,
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Figure 14: The screen where a user can enter the text

0.9
(a)

Figure 15: The screen where text is debiased and the knowledge graph can be visualized

gangster} to {female, gangster} may be a bit un-
realistic.
b) Removing Gender Bias from plots:

The question we are trying to answer is ”If
one interchanges all males and females, is the
plot/story still possible or plausible?”. For ex-
ample, consider a line in plot ”She gave birth to
twins”, of course changing this from she to he

leads to impossibility. Similarly, there could be
possible scenarios but may be implausible like the
gangster example in previous paragraph.

Solving these problems would require develop-
ment of novel text algorithms, ontology construc-
tion, fact (possibility) checkers and implausibil-
ity checkers. We believe it presents a challenging
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research agenda while drawing attention to an
important societal problem.

7. Conclusion

This paper presents an analysis study which aims
to extract existing gender stereotypes and biases
from Wikipedia Bollywood movie data contain-
ing 4000 movies. The analysis is performed at
sentence at multi-sentence level and uses word
embeddings by adding context vector and study-
ing the bias in data. We observed that while ana-
lyzing occupations for males and females, higher
level roles are designated to males while lower
level roles are designated to females. A similar
trend has been exhibited for centrality where fe-
males were less central in the plot vs their male
counterparts. Also, while predicting gender us-
ing context word vectors, with very small train-
ing data, a very high accuracy is observed in gen-
der prediction for test data reflecting a substan-
tial amount of bias present in the data. We use
this rich information extracted from Wikipedia
movies to study the dynamics of the data and to
further define new ways of removing such biases
present in the data.

Furthermore, we present an algorithm to re-
move such bias present in text. We show that by
interchanging the gender of high centrality male
character with a high centrality female character
in the plot text leaves no change in the story but
de-biases it completely.

As a part of future work, we aim to extract
summaries from this data which are bias-free. In
this way, the next generations would stop inher-
iting bias from previous generations. While the
existence of gender bias and stereotype is experi-
enced by viewers of Hindi movies, to the best of
our knowledge this is first study to use computa-
tional tools to quantify and trend such biases.
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“Everyone hears only what 
he understands.”

Johann Wolfgang 
von Goethe

In many applications, trust in an AI system will 
come from its ability to “explain itself.” Yet, when it 
comes to understanding and explaining the inner 
workings of an algorithm, one size does not fit all. 
Different stakeholders require explanations for 
different purposes and objectives, and explanations 
must be tailored to their needs. A physician might 
respond best to seeing examples of patient data 
similar to their patient’s. On the other hand, 
a developer training a neural net will benefit 
from seeing how information flows through the 
algorithm. While a regulator will aim to understand 
the system as a whole and probe into its logic, 
consumers affected by a specific decision will be 
interested only in factors impacting their case – for 
example, in a loan processing application, they 
will expect an explanation for why the request 
was denied and want to understand what changes 
could lead to approval. This section highlights our 
papers on creating diverse explanations, including 
training highly optimized directly interpretable 
models  [6], creating contrastive explanations of 
black box models [7], using information flow in a 
high-performing complex model to train simpler, 
interpretable classifiers [8], learning disentangled 
representations [9], and visualizing information 
flows in neural networks [10].
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7 __ Explanations based on the Missing: Towards 
Contrastive Explanations with Pertinent Negatives
p __ 104

8 __ Improving Simple Models with 
Confidence Profiles
p __ 118

9 __ Variational Inference of Disentangled Latent 
Concepts from Unlabeled Observations
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10 __ Seq2Seq-Vis: A Visual Debugging Tool for 
Sequence-to-Sequence Models
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Abstract

This paper considers the learning of Boolean rules in either disjunctive normal
form (DNF, OR-of-ANDs, equivalent to decision rule sets) or conjunctive normal
form (CNF, AND-of-ORs) as an interpretable model for classification. An integer
program is formulated to optimally trade classification accuracy for rule simplicity.
Column generation (CG) is used to efficiently search over an exponential number
of candidate clauses (conjunctions or disjunctions) without the need for heuristic
rule mining. This approach also bounds the gap between the selected rule set and
the best possible rule set on the training data. To handle large datasets, we propose
an approximate CG algorithm using randomization. Compared to three recently
proposed alternatives, the CG algorithm dominates the accuracy-simplicity trade-
off in 8 out of 16 datasets. When maximized for accuracy, CG is competitive with
rule learners designed for this purpose, sometimes finding significantly simpler
solutions that are no less accurate.

1 Introduction

Interpretability has become a well-recognized goal for machine learning models. The need for
interpretable models is certain to increase as machine learning pushes further into domains such as
medicine, criminal justice, and business, where such models complement human decision-makers and
decisions can have major consequences on human lives. Transparency is thus required for domain
experts to understand, critique, and trust models, and reasoning is required to explain individual
decisions.

This paper considers Boolean rules in either disjunctive normal form (DNF, OR-of-ANDs) or con-
junctive normal form (CNF, AND-of-ORs) as a class of interpretable models for binary classification.
An example of a DNF rule with two clauses is “IF (# accounts < 5) OR (# accounts ≥ 7 AND debt
> $1000) THEN risk = high”. Particularly desirable for interpretability are compact Boolean rules
with few clauses and conditions in each clause.

DNF classification rules are also referred to as decision rule sets, where each conjunction is considered
an individual rule, rules are unordered, and a positive prediction is made when at least one of the
rules is satisfied. Rule sets stand in contrast to decision lists [44, 35, 49, 3, 34, 53], where rules are
ordered in an IF-ELSE sequence, and decision trees [11, 43, 6], where they are organized into a tree
structure. While the latter two classes are also considered interpretable, the metrics for measuring
their complexity are different and not directly comparable [27]. Moreover, a user study [33] has
quantified the extra effort involved in understanding decision lists due to the need to account for the
negations of all preceding rules.

The learning of Boolean rules and rule sets has an extensive history spanning multiple fields. DNF
learning theory (e.g. [47, 32, 24]) focuses on the ideal noiseless setting (sometimes allowing arbitrary
queries) and is less relevant to the practice of learning compact models from noisy data. Predominant
practical approaches include a covering or separate-and-conquer strategy ([15, 14, 16, 26, 28, 40],
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see also the survey [30]) of learning rules one by one and removing “covered” examples, a bottom-
up strategy of combining more specific rules into more general ones [45, 22, 41], and associative
classification in which association rule mining is followed by rule selection using various criteria
[38, 36, 54, 50, 12, 13]. Broadly speaking, these approaches employ heuristics and/or multiple
criteria not directly related to classification accuracy. Moreover, they do not explicitly consider model
complexity, a problem that has been noted especially with associative classification. Rule set models
have been generalized to rule ensembles [17, 29, 20], using boosting and linear combination rather
than logical disjunction; the interpretability of such models is again not comparable to rule sets.
Models produced by logical analysis of data [9, 31] from the operations research community are
similarly weighted linear combinations.

In recent years, spurred by the demand for interpretable models, several researchers have revisited
Boolean and rule set models and proposed methods that jointly optimize accuracy and simplicity
within a single objective function. These works however have both restricted the problem and
approximated its solution. In [33, 52, 51], frequent rule miners are first used to produce a set of
candidate rules. A greedy forward-backward algorithm [33], simulated annealing [52], or integer
programming (IP) (in an unpublished manuscript [51]) are then used to select rules from the candidates.
The drawback of rule mining is that it limits the search space while often still producing a large
number of rules, which then have to be filtered using criteria such as information gain. [51] also
presented an IP formulation (but no computational results) that jointly constructs and selects rules
without pre-mining. [46] developed an IP formulation for DNF and CNF learning in which the
number of clauses (conjunctions or disjunctions) is fixed. The problem is then solved approximately
by decomposing into subproblems and applying a linear programming (LP) method [39], which
requires rounding of fractional solutions.

In this paper, we also propose an IP formulation for Boolean rule (DNF or CNF) learning but one that
avoids the above limitations. Rather than mining rules, we use the large-scale optimization technique
of column generation (CG) to intelligently search over the exponential number of all possible clauses,
without enumerating even a pre-mined subset (which can be large). Instead, only those clauses that
can improve the current solution are generated on the fly. In practice, our approach solves the IP
formulation to provable optimality for smaller datasets. For large datasets we employ an approximate
version of CG by randomly selecting samples and candidate features that can be used in a clause.
To speed up computation, we also generate additional clauses using a greedy algorithm that still
optimizes the correct objective.

A numerical evaluation is presented using 16 datasets, including one from the ongoing FICO Ex-
plainable Machine Learning Challenge [1]. In terms of the trade-off achieved between accuracy and
rule simplicity, our CG algorithm dominates three other recent proposals on 8 datasets, whereas each
of the others dominates on at most two. When optimized for accuracy using cross-validation, CG
remains competitive with rule learners such as RIPPER [16] that are designed for maximum accuracy.
In some instances it provides significantly less complex models with no sacrifice in accuracy.

We note that CG has been proposed for other machine learning tasks such as boosting [21, 7] and
hash learning [37]. In [21] however, the pricing problem (see Section 2.2) is solved approximately by
a weak learning algorithm (“weak” in the boosting sense), not IP, whereas in [7], pricing can be done
tractably through enumeration.

2 Problem formulation

We consider supervised binary classification given a training dataset of n samples (xi, yi), i =
1, . . . , n with labels yi ∈ {0, 1}. Let the set {1, . . . , n} be partitioned into P ∪ Z where P contains
the indices of the samples with label yi = 1 and Z contains the ones with label yi = 0. For
the problem formulation in this section, all features Xj , j ∈ J = {1, . . . , d}, are assumed to be
binary-valued as well; binarization of numerical and categorical features is discussed in Section 4.

The presentation focuses on the problem of learning a Boolean classifier ŷ(x) in DNF (OR-of-ANDs).
Given a DNF and binary-valued features, a clause corresponds to a conjunction of features and a
sample satisfies a clause if it has all features contained in the clause (i.e. xij = 1 for all such features
j). Since a DNF classifier is equivalent to a rule set, the terms clause, conjunction, and (single) rule
(within a rule set) are used interchangeably. As shown in [46] using De Morgan’s laws, the same
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formulation applies equally well to CNF learning by negating both labels yi and features xi. The
method can also be extended to multi-class classification in the usual one-versus-rest manner.

2.1 An integer program to minimize Hamming loss

Our objective is to minimize the Hamming loss of the rule set as is also done in [46, 33]. For each
incorrectly classified sample, the Hamming loss counts the number of clauses that have to be selected
or removed to classify it correctly. More precisely, it is equal to the number of samples with label 1
that are classified incorrectly (false negatives) plus the sum of the number of selected clauses that
each sample with label 0 satisfies. Thus while each false negative contributes one unit to this loss
function, representing a single clause that needs to be selected, a false positive would contribute more
than one unit if it satisfies multiple clauses, which must all be removed.

We bound the complexity of the rule set by a given parameter C, both to prevent over-fitting and to
control complexity. For concreteness, we define the complexity of a clause to be a fixed cost of one
plus the number of conditions in the clause; other linear combinations can be handled equally well.
The total complexity of a rule set is defined as the sum of the complexities of its clauses. Alternatively,
it is possible to include an additional term in the objective function to penalize complexity but we
find it more natural to explicitly bound the maximum complexity as it can offer better control in
applications where interpretable rules are preferred. Clearly it is also possible to use both a constraint
and a penalty term.

We express the above notions of Hamming loss and complexity in an integer program (IP) that is not
practical for real-life datasets as written but is useful to explain the conceptual framework behind
our approach. Let K denote the collection of all possible (exponentially many) clauses involving
Xj , j ∈ J and Ki ⊆ K contain the clauses satisfied by sample i for all i ∈ P ∪ Z . Note that as
the features Xj are binary, |K| is indeed bounded. Letting decision variable wk for k ∈ K denote
whether clause k is used in the rule set, ck denote the complexity of clause k ∈ K, and ξi for i ∈ P
denote the positive samples classified incorrectly, we have the following IP:

zMIP = min
∑
i∈P

ξi +
∑
i∈Z

∑
k∈Ki

wk (1)

s.t. ξi +
∑
k∈Ki

wk ≥ 1, ξi ≥ 0, i ∈ P (2)

∑
k∈K

ckwk ≤ C (3)

wk ∈ {0, 1}, k ∈ K. (4)

The objective function (1) is the Hamming loss as described. Constraints (2) identify false negatives,
which have

∑
k∈Ki

wk = 0 and are therefore not “covered” by any selected clauses. Note that
wk being binary implies that ξi ∈ {0, 1} in any optimal solution because of the objective function.
Constraint (3) bounds the complexity of the rule set. We call this formulation the Master IP (MIP)
and call its linear programming (LP) relaxation, obtained by dropping the integrality constraint (4),
the Master LP (MLP), denoting its optimal value by zMLP . It is also possible to weight the two
terms in the objective (1) differently, for example to balance unequal classes, but we do not pursue
that variation here.

2.2 Column generation framework

Clearly it is only practical to solve the Master IP for very small datasets. Moreover, even solving the
Master LP explicitly is often intractable due to the fact that it has exponentially many variables. An
effective way to solve such large LPs is to use the column generation framework [4, 18] where only a
small subset of all possible variables (clauses) is generated explicitly and the optimality of the LP is
guaranteed by iteratively solving a pricing problem.

To apply this framework to the MIP, the first step is to restrict the formulation by replacing the set K
with a very small subset of it and explicitly solve the LP relaxation of the resulting smaller problem.
The optimal solution to this so-called Restricted MLP provides an upper bound on zMLP and it can
potentially be improved by augmenting the Restricted MLP with additional variables corresponding
to the missing clauses. The second step is to identify these clauses without explicitly considering all
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of them. Repeating these steps until there are no improving clauses (i.e. variables missing from the
Restricted MLP that can reduce the cost) solves the MLP to optimality.

To find the missing clauses that can potentially improve the value of the Restricted MLP, one needs
to check if there are variables missing from the Restricted MLP that have negative reduced cost
[5]. This can be done using the optimal dual solution to the Restricted MLP. Toward this end, let
µi ≥ 0 for i ∈ P denote the dual variables associated with constraints (2) and λ ≥ 0 be the dual
variable associated with (3). Let δi ∈ {0, 1} denote whether the ith sample satisfies a missing clause
in question. If we let c denote the complexity of the clause, then its reduced cost is equal to

∑
i∈Z

δi −
∑
i∈P

µiδi + λc. (5)

The first term in (5) is the cost of the missing clause in the objective function (1), expressed in terms
of δi. The second term is the sum of the dual variables associated with constraints (2) in which the
clause appears. The last term is the dual variable associated with constraint (3) multiplied by the
complexity of the clause.

We now formulate an IP to express clauses as conjunctions of the original features Xj , j ∈ J . Let
the decision variable zj ∈ {0, 1} denote if feature j ∈ J is selected in the clause. Let Si correspond
to the zero-valued features in sample i ∈ P ∪ Z , Si = {j : xij = 0}. Then the Pricing Problem
below identifies the clause missing from the Restricted MLP that has the lowest reduced cost.

zCG = min λ

(
1 +

∑
j∈J

zj

)
−

∑
i∈P

µiδi +
∑
i∈Z

δi (6)

s.t. δi + zj ≤ 1, j ∈ Si, i ∈ P (7)

δi ≥ 1−
∑
j∈Si

zj , δi ≥ 0, i ∈ Z (8)

∑
j∈J

zj ≤ D, (9)

zj ∈ {0, 1}, j ∈ J. (10)

The first term in (6) expresses the complexity ck in terms of the number of selected features. Con-
straints (7), (8) ensure that the clause acts as a conjunction, i.e. it is satisfied (δi = 1) only if no
zero-valued features are selected (zj = 0 for j ∈ Si). Similar to ξi in MIP, the variables δi do not
have to be explicitly defined as binary due to the objective function. Constraint (9) bounds the number
of features allowed in any clause in the rule set. Parameter D above can be set to C − 1 to relax this
constraint, or it can be set to a smaller number if desired to limit the clause complexity.

The optimal solution to the Pricing Problem above gives the clause with the minimum reduced cost
that is missing from the Restricted MLP. The reduced cost of this clause equals zCG and if zCG < 0,
then the corresponding variable is added to the Restricted MLP. More generally, any feasible solution
to the Pricing Problem that has a negative objective function value gives a clause with a negative
reduced cost and therefore can be added to the Restricted Restricted MLP to improve its value.

2.3 Optimality guarantees and bounds

When the column generation framework described above is repeated until zCG ≥ 0, none of the
variables missing from the Restricted MLP have a negative reduced cost and the optimal solution of
the MLP and the Restricted MLP coincide. In addition, if the optimal solution of the Restricted MLP
turns out to be integral, then it is also an optimal solution to the MIP and therefore MIP is solved
to optimality. If the optimal solution of the Restricted MLP is fractional, then one may have to use
column generation within an enumeration framework to solve MIP to optimality. This approach is
called branch-and-price [4] and is quite computationally intensive.

However, even when the optimal solution to the MLP is fractional, �zMLP � provides a lower bound
on zMIP as the objective function (1) has integer coefficients. This lower bound can be compared to
the cost of any feasible solution to MIP. If the latter equals �zMLP �, then, once again, MIP is solved
to optimality. As one example, a feasible solution to MIP could be obtained by solving the Restricted
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MIP obtained by imposing (4) on the variables present in the Restricted MLP. More generally, any
heuristic method can generate feasible solutions to MIP.

Finally, we note that even when the MLP is not solved to optimality and the column gener-
ation procedure is terminated prematurely, a valid lower bound on zMIP can be obtained by
�zRMLP + (C/2)zCG�, where zRMLP is the objective value of the last Restricted MLP solved
to optimality. This bound is due to the fact that ck ≥ 2 for any clause and there might be at most C/2
missing variables with reduced cost no less than zCG that can be added to the Restricted MLP [48].

3 Computational Approach

The previous section provides a sound theoretical framework for finding an optimal rule set for the
training data. For small datasets, defined loosely as having less than a couple of thousand samples and
less than a few hundred binary (binarized) features (this includes the mushroom and tic-tac-toe UCI
datasets appearing in Section 4), it is computationally feasible to employ this optimization framework
as described in Section 2. However, to handle larger datasets within a time limit of 10 or 20 minutes,
one has to sacrifice the optimality guarantees of the framework. We next describe our computational
approach to deal with larger datasets, which can be seen as an optimization-based heuristic. We
call a dataset medium if it has more than a couple of thousand samples but less than a few hundred
binary features. We call it large if it has many thousands of samples and more than several hundred
binary features. The separation of datasets into small, medium and large is done based on empirical
experiments to improve the likelihood that the Pricing Problem can produce negative reduced cost
solutions.

For medium and large datasets, the number of non-zeros in the Pricing Problem (defined as the sum
of the numbers of variables appearing in the constraints of the formulation) is at least 100,000 and
solving this integer problem in a reasonable amount of time is not always feasible. Consequently
solving the MLP to proven optimality is not likely. To deal with this practical issue, we terminate
the Pricing problem if a fixed time limit is exceeded. We use a standard mixed-integer programming
solver (CPLEX 12.7.1) to which a time limit can be provided.

While the solver is finding negative reduced cost clauses from the Pricing Problem, the presence of the
time limit matters little. If the Pricing Problem is solved to optimality within the time limit, then we
obtain a minimum reduced cost clause. Moreover, the solver might discover several negative reduced
cost clauses within the time limit and it is possible to recover all these solutions at termination (due
to optimality or time limit). To speed up the overall solution process, we add all the negative reduced
cost clauses returned by the solver to the Restricted MLP. As long as one variable with a negative
reduced cost is obtained, the column generation process continues.

Eventually, the solver will fail to find a negative reduced cost solution within the time limit. If
the solver proves that there is no such solution to the Pricing Problem, then the MLP is solved to
optimality. However, if non-existence cannot be proved within the time limit, then column generation
using the Pricing Problem has to terminate without an optimality guarantee or a valid lower bound on
the MIP. In this case, we employ a fast heuristic algorithm to continue to search for negative reduced
cost solutions and extend the process.

Our heuristic algorithm only explores clauses that have up to κ features (we use κ = 5 in our
experiments), and is as follows. We create all one-term clauses that can be potentially extended to
negative reduced cost clauses, and then assign each of them a score that equals the objective function
of the Pricing problem applied to the clause. For each clause size l from 1 to κ, we do the following:
we process all generated clauses that have l features in increasing order of their score, and for each
such clause we create new clauses by appending additional features. Whenever we find a clause
with negative reduced cost, we add it to a potential list of solutions, and then when our enumeration
terminates (we have an upper bound on the number of generated clauses), we return the best clauses
generated by the heuristic before proceeding to the next value of l.

In addition to the time limit on the Pricing Problem, we also have a time limit on the overall column
generation process. Thus column generation terminates in two cases: 1) when an improving clause
cannot be found, either because one is proven not to exist or because one cannot be found within the
Pricing Problem time budget and the heuristic also fails to find one, or 2) when the overall time limit
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is met. At this point, we solve the Restricted MIP (the integral version of the Restricted MLP) using
CPLEX, and use the solution as our classifier.

For large datasets, the Pricing Problem can have more than a million non-zeros and even solving its LP
relaxation becomes challenging. In this case the solver can rarely produce any negative reduced-cost
solutions within the time limit. To deal with this, we formulate an approximate Pricing Problem by
randomly selecting a limited number of features and samples. We pick samples uniformly with a
probability that on average leads to a formulation with a couple of thousand samples. If the resulting
Pricing Problem has more than a hundred thousand non-zeros, then we also limit the candidate
features that can form a clause. The candidate features are selected uniformly with a probability that
leads to a formulation with one hundred thousand non-zeros. We also note that for large datasets the
Restricted MLP can easily have more than one million non-zeros after generating several hundred
columns and it is faster to solve it with the interior point algorithm in CPLEX instead of simplex .

4 Numerical Evaluation

Evaluations were conducted on 15 classification datasets from the UCI repository [23] that have
been used in recent works on rule set/Boolean classifiers [39, 19, 46, 52]. In addition, we used
recently released data from the FICO Explainable Machine Learning Challenge [1]. It contains 23
numerical features of the credit history of 10, 459 individuals (9871 after removing records with all
entries missing) for predicting repayment risk (good/bad). The domain of financial services and the
clear meanings of the features combine to make it a good candidate for a rule set model. Details of
how missing and special values were treated can be found in the supplementary material (SM). Test
performance on all datasets is estimated using 10-fold stratified cross-validation (CV).

For comparison with our column generation (CG) algorithm, we considered three recently proposed
alternatives that also aim to control rule complexity: Bayesian Rule Sets (BRS) [52] and the alter-
nating minimization (AM) and block coordinate descent (BCD) algorithms from [46]. Additional
comparisons include the WEKA [25] JRip implementation of RIPPER [16], a rule set learner that is
still state-of-the-art in accuracy, and scikit-learn [42] implementations of the decision tree learner
CART [11] and Random Forests (RF) [10]. The last is an uninterpretable model intended as a
benchmark for accuracy. The SM includes further comparisons to logistic regression (LR) and
support vector machines (SVM). The parameters of BRS and FPGrowth [8], the frequent rule miner
that BRS relies on, were set as recommended in [52] and the associated code (see SM for details).
For AM and BCD, the number of clauses was fixed at 10 with the option to disable unused clauses;
initialization and BCD updating are done as in [46]. While both [46] and our method are equally
capable of learning CNF rules, for these experiments we restricted both to learning DNF rules only.

We also experimented with code made available by the authors of [33]. Unfortunately, we were
unable to execute this code with practical running time when the number of mined candidate rules
exceeded 1000. Furthermore, the code was primarily designed to handle the interval representation
of numerical features and not (≤, >) comparisons (see next paragraph). These limitations prevented
us from making a full comparison. The SM includes partial results from [33] that are inferior to those
from the other methods.

We used standard “dummy”/“one-hot” coding to binarize categorical variables into multiple Xj = x
indicators, one for each category x, as well as their negations Xj �= x. For numerical features, there
are two common approaches. The first is to discretize by binning into intervals and then encode
as above with categorical features. The second is to compare with a sequence of thresholds, again
including negations (e.g. Xj ≤ 1, Xj ≤ 2 and Xj > 1, Xj > 2). For these experiments, we used
the second comparison method, as also recommended in [52, 46], with sample deciles as thresholds.
Furthermore, features were binarized in the same way for all classifiers in this comparison, which
all rely on discretization (but not for LR and SVM in the SM). Thus the evaluation controls for
binarization method in addition to using the same training-test splits for all classifiers.

We first evaluated the accuracy-simplicity trade-offs achieved by our CG algorithm as well as BRS,
AM, and BCD, methods that explicitly perform this trade-off. For CG, we used an overall time limit
of 300 seconds for training and a time limit of 45 seconds for solving the Pricing Problem in each
iteration. Low time limits were chosen partly due to practical considerations of running the algorithm
multiple times (e.g. for CV) on many datasets, and partly to demonstrate the viability of IP with
limited computation. As in Section 2, complexity is measured as the number of rules in the rule set
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(a) Heart disease (b) FICO Explainable Machine Learning Challenge

(c) MAGIC gamma telescope (d) Musk molecules

Figure 1: Rule complexity-test accuracy trade-offs on 4 datasets. Pareto efficient points are connected
by line segments. Horizontal and vertical bars represent standard errors in the means. Overall, the
proposed CG algorithm dominates the others on 8 of 16 datasets (see the SM for the full set).

plus the total number of conditions in the rules. For each algorithm, the parameter controlling model
complexity (bound C in (3), regularization parameter θ in [46], multiplier κ in prior hyperparameter
βl = κ|Al| from [52]) is varied, resulting in a set of complexity-test accuracy pairs. A sample of
these plots is shown in Figure 1 with the full set in the SM. Line segments connect points that are
Pareto efficient, i.e., not dominated by solutions that are more accurate and at least as simple or vice
versa. CG dominates the other algorithms in 8 out of 16 datasets in the sense that its Pareto front
is consistently higher; it nearly does so on a 9th dataset (tic-tac-toe) and on a 10th (banknote), all
algorithms are very similar. BRS, AM, and BCD each achieve (co-)dominance only one or two times,
e.g. in Figure 1d for AM. Among cases where CG does not dominate are the highest-dimensional
datasets (musk and gas, although for the latter CG does attain the highest accuracy given sufficient
complexity) and ones where AM and/or BCD are more accurate at the lowest complexities. BRS
solutions tend to cluster in a narrow range despite varying κ from 10−3 to 103.

In a second experiment, nested CV was used to select values of C for CG and θ for AM, BCD to
maximize accuracy on each training set. The selected model was then applied to the test set. In
these experiments, CG was given an overall time limit of 120 seconds for each candidate value of
C and the time limit for the Pricing Problem was set to 30 seconds. To offset for the decrease in
the time limit, we performed a second pass for each dataset solving the restricted MIP with all the
clauses generated for all possible choices of C. Mean test accuracy (over 10 partitions) and rule set
complexity are reported in Tables 1 and 2. For BRS, we fixed κ = 1 as optimizing κ did not improve
accuracy on the whole (as can be expected from Figure 1). Tables 1 and 2 also include results from
RIPPER, CART, and RF. We tuned the minimum number of samples per leaf for CART and RF, used
100 trees for RF, and otherwise kept the default settings. The complexity values for CART result
from a straightforward conversion of leaves to rules (for the simpler of the two classes) and are meant
only for rough comparison.
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Table 1: Mean test accuracy (%, standard error in parentheses). Bold: Best among interpretable
models; Italics: Best overall.

dataset CG BRS AM BCD RIPPER CART RF

banknote 99.1 (0.3) 99.1 (0.2) 98.5 (0.4) 98.7 (0.2) 99.2 (0.2) 96.8 (0.4) 99 .5 (0.1)
heart 78.9 (2.4) 78.9 (2.4) 72.9 (1.8) 74.2 (1.9) 79.3 (2.2) 81.6 (2.4) 82 .5 (0.7)
ILPD 69.6 (1.2) 69.8 (0.8) 71 .5 (0.1) 71 .5 (0.1) 69.8 (1.4) 67.4 (1.6) 69.8 (0.5)
ionosphere 90.0 (1.8) 86.9 (1.7) 90.9 (1.7) 91.5 (1.7) 88.0 (1.9) 87.2 (1.8) 93 .6 (0.7)
liver 59.7 (2.4) 53.6 (2.1) 55.7 (1.3) 51.9 (1.9) 57.1 (2.8) 55.9 (1.4) 60 .0 (0.8)
pima 74.1 (1.9) 74.3 (1.2) 73.2 (1.7) 73.4 (1.7) 73.4 (2.0) 72.1 (1.3) 76 .1 (0.8)
tic-tac-toe 100 .0 (0.0) 99.9 (0.1) 84.3 (2.4) 81.5 (1.8) 98.2 (0.4) 90.1 (0.9) 98.8 (0.1)
transfusion 77.9 (1.4) 76.6 (0.2) 76.2 (0.1) 76.2 (0.1) 78 .9 (1.1) 78.7 (1.1) 77.3 (0.3)
WDBC 94.0 (1.2) 94.7 (0.6) 95.8 (0.5) 95.8 (0.5) 93.0 (0.9) 93.3 (0.9) 97 .2 (0.2)

adult 83.5 (0.3) 81.7 (0.5) 83.0 (0.2) 82.4 (0.2) 83.6 (0.3) 83.1 (0.3) 84 .7 (0.1)
bank-mkt 90 .0 (0.1) 87.4 (0.2) 90 .0 (0.1) 89.7 (0.1) 89.9 (0.1) 89.1 (0.2) 88.7 (0.0)
gas 98.0 (0.1) 92.2 (0.3) 97.6 (0.2) 97.0 (0.3) 99.0 (0.1) 95.4 (0.1) 99 .7 (0.0)
magic 85.3 (0.3) 82.5 (0.4) 80.7 (0.2) 80.3 (0.3) 84.5 (0.3) 82.8 (0.2) 86 .6 (0.1)
mushroom 100 .0 (0.0) 99.7 (0.1) 99.9 (0.0) 99.9 (0.0) 100 .0 (0.0) 96.2 (0.3) 99.9 (0.0)
musk 95.6 (0.2) 93.3 (0.2) 96 .9 (0.7) 92.1 (0.2) 95.9 (0.2) 90.1 (0.3) 86.2 (0.4)
FICO 71.7 (0.5) 71.2 (0.3) 71.2 (0.4) 70.9 (0.4) 71.8 (0.2) 70.9 (0.3) 73 .1 (0.1)

Table 2: Mean complexity (# clauses + total # conditions, standard error in parentheses)
dataset CG BRS AM BCD RIPPER CART

banknote 25.0 (1.9) 30.4 (1.1) 24.2 (1.5) 21.3 (1.9) 28.6 (1.1) 51.8 (1.4)
heart 11.3 (1.8) 24.0 (1.6) 11.5 (3.0) 15.4 (2.9) 16.0 (1.5) 32.0 (8.1)
ILPD 10.9 (2.7) 4.4 (0.4) 0.0 (0.0) 0.0 (0.0) 9.5 (2.5) 56.5 (10.9)
ionosphere 12.3 (3.0) 12.0 (1.6) 16.0 (1.5) 14.6 (1.4) 14.6 (1.2) 46.1 (4.2)
liver 5.2 (1.2) 15.1 (1.3) 8.7 (1.8) 4.0 (1.1) 5.4 (1.3) 60.2 (15.6)
pima 4.5 (1.3) 17.4 (0.8) 2.7 (0.6) 2.1 (0.1) 17.0 (2.9) 34.7 (5.8)
tic-tac-toe 32.0 (0.0) 32.0 (0.0) 24.9 (3.1) 12.6 (1.1) 32.9 (0.7) 67.2 (5.0)
transfusion 5.6 (1.2) 6.0 (0.7) 0.0 (0.0) 0.0 (0.0) 6.8 (0.6) 14.3 (2.3)
WDBC 13.9 (2.4) 16.0 (0.7) 11.6 (2.2) 17.3 (2.5) 16.8 (1.5) 15.6 (2.2)

adult 88.0 (11.4) 39.1 (1.3) 15.0 (0.0) 13.2 (0.2) 133.3 (6.3) 95.9 (4.3)
bank-mkt 9.9 (0.1) 13.2 (0.6) 6.8 (0.7) 2.1 (0.1) 56.4 (12.8) 3.0 (0.0)
gas 123.9 (6.5) 22.4 (2.0) 62.4 (1.9) 27.8 (2.5) 145.3 (4.2) 104.7 (1.0)
magic 93.0 (10.7) 97.2 (5.3) 11.5 (0.2) 9.0 (0.0) 177.3 (8.9) 125.5 (3.2)
mushroom 17.8 (0.3) 17.5 (0.4) 15.4 (0.6) 14.6 (0.6) 17.0 (0.4) 9.3 (0.2)
musk 123.9 (6.5) 33.9 (1.3) 101.3 (11.6) 24.4 (1.9) 143.4 (5.5) 17.0 (0.7)
FICO 13.3 (4.1) 23.2 (1.4) 8.7 (0.4) 4.8 (0.3) 88.1 (7.0) 155.0 (27.5)

The superiority of CG compared to BRS, AM, and BCD is carried over into Table 1, especially for
larger datasets (bottom partition in the table). Compared to RIPPER, which is designed to maximize
accuracy, CG is very competitive. The head-to-head “win-loss” record is nearly even and on no
dataset is CG less accurate by more than 1%, whereas RIPPER is worse by ∼ 2% on ionosphere,
liver, and tic-tac-toe. Moreover on larger datasets, CG tends to learn significantly simpler rule sets
that are nearly as or even more accurate than RIPPER, e.g. on bank-marketing, magic, and FICO.
CART on the other hand is less competitive in this experiment. Tic-tac-toe is notable in admitting an
exact rule set solution, corresponding to all positions with three x’s or or’s in a row. CG succeeds in
finding this rule set whereas the other algorithms including RF cannot quite do so.

We conclude this section with an example of a DNF rule learned by CG, specifically the one that
maximizes accuracy on the FICO data with two simple clauses:(

NumSatTrades ≥ 23
)
∧

(
ExtRiskEstimate ≥ 70

)
∧

(
NetFracRevolvBurden ≤ 63

)

OR (
NumSatTrades ≤ 22

)
∧

(
ExtRiskEstimate ≥ 76

)
∧

(
NetFracRevolvBurden ≤ 78

)
.
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According to the data dictionary provided with the FICO challenge [1], “NumSatTrades” is the
number of satisfactory accounts, “ExtRiskEstimate” is a consolidated version of some risk markers,
and “NetFracRevolvBurden” is the ratio of revolving balance to credit limit. The rules thus identify
two groups, one with more accounts and less revolving debt, the other with fewer accounts and
somewhat more revolving debt. A slightly higher (better) “ExtRiskEstimate” is required for the
second, riskier group.

5 Conclusion

We have developed a column generation algorithm for learning interpretable DNF or CNF classi-
fication rules that efficiently searches the space of rules without pre-mining or other restrictions.
Experiments have borne out the superiority of the accuracy-rule simplicity trade-offs achieved.

While the results in Table 1 are competitive with RIPPER, in some instances they fall short of the
potential suggested in the first accuracy-complexity trade-off experiment. For example on the heart
disease dataset, Figure 1a shows a maximum accuracy of 81.3% while the value resulting from CV in
Table 1 is only 78.9%. For small datasets, the challenge is variability in estimating test accuracy. For
large datasets, although we have proposed measures such as time limits and sampling to reduce the
computational burden, these measures are applied more aggressively during cross-validation when
many more instances need to be solved, thus affecting solution quality. We leave as future work
improved procedures for optimizing parameter C for accuracy.
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A Supplementary material

A.1 Datasets and data processing

The UCI repository datasets were used largely as-is. We note the following deviations and label
binarizations:

• Liver disorders: We used the number of drinks as the output variable as recommended by
the data donors rather than the selector variable. The number of drinks was binarized as
either ≤ 2 or > 2.

• Gas sensor array drift: The label was binarized as either ≤ 3 or > 3 as in [19].
• Heart disease: We used only the Cleveland data and removed 4 samples with ‘ca’ = ?,

yielding 299 samples. The label was binarized as either 0 or > 0 as in other works.

11

Publication _ _ 6
Boolean Decision Rules via Colum

n G
eneration



Section _ _ 2
Explainability

099

For the FICO dataset, missing and special values were processed as follows. First, 588 records
with all entries missing (values of −9) were removed. Values of −7 (no inquiries or delinquencies
observed) were replaced by the maximum number of elapsed months in the data plus 1. Values of −8
(not applicable) and remaining values of −9 (missing) were combined into a single null category.
During binarization, a special indicator was created for these null values and all other comparisons
with the null value return False. Values greater than 7 (other) in ‘MaxDelq2PublicRecLast12M’ were
imputed as 7 (current and never delinquent) based on the corresponding values in ‘MaxDelqEver’.

A.2 BRS parameters

We followed [52] and its associated code in setting the parameters of BRS and FPGrowth, the frequent
rule miner that BRS relies on: minimum support of 5% and maximum length 3 for FPGrowth;
reduction to 5000 candidate rules using information gain (this reduction was triggered in all cases);
α+ = α− = 500, β+ = β− = 1, and 2 simulated annealing chains of 500 iterations for BRS itself.

A.3 Accuracy-simplicity trade-offs for all datasets

Below in Figures 2 and 3 is the full set of accuracy-simplicity trade-off plots for all 16 datasets,
including the 4 from the main text.

A.4 Results for additional classifiers

As discussed in the main text, we were unable to execute code from the authors of Interpretable
Decision Sets (IDS) [33] with practical running time when the number of candidate rules mined
by Apriori [2] exceeded 1000. While it is possible to limit this number by increasing the minimum
support and decreasing the maximum length parameters of Apriori, we did not do so beyond a support
of 5% and length of 3 (same values as with FPGrowth for BRS) as it would severely constrain
the resulting candidate rules. Thus we opted to run IDS only on those datasets for which Apriori
generated fewer than 900 candidates given minimum support of 5% and either maximum length of 3
or unbounded length.

In terms of the settings for IDS itself, we ran a deterministic version of the local search algorithm
with ε = 0.05 as recommended by the authors. We set λ6 = λ7 = 1 to have equal costs for false
positive and negatives, consistent with the other algorithms. For simplicity, the overlap parameters λ3

and λ4 were set equal to each other and tuned separately for accuracy, yielding λ3 = λ4 = 0.5. λ5

was set to 0 as it is not necessary for binary classification. Lastly, λ1 and λ2 were set equal to each
other to reflect the choice of complexity metric as the number of rules plus the sum of their lengths.
We then varied λ1 = λ2 over a range to trade accuracy against complexity.

Our partial results for IDS are shown in Tables 3 and 5. Despite “cheating” in the sense of choosing
λ1 = λ2 to maximize accuracy after all the test results were known, the performance is not competitive
with the other rule set algorithms on most datasets. In addition to the constraints placed on Apriori,
we suspect that another reason is that the IDS implementation available to us is designed primarily for
the interval representation of numerical features (see Section 4) and is not easily adapted to handle
the alternative (≤, >) representation.

In Table 4, accuracy results of logistic regression (LR) and support vector machine (SVM) classifiers
are included along with those of non-rule set classifiers from the main text (CART and RF). Although
LR is a generalized linear model, it may not be regarded as interpretable in many application domains.
For SVM, we used a radial basis function (RBF) kernel and tuned both the kernel width as well as
the complexity parameter C using nested cross-validation.
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(a) banknote (b) heart

(c) ILPD (d) ionosphere

(e) liver (f) pima

(g) tic-tac-toe (h) transfusion

Figure 2: Rule complexity-test accuracy trade-offs. Pareto efficient points are connected by line
segments.
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(a) WDBC (b) adult

(c) bank-marketing (d) gas

(e) magic (f) mushroom

(g) musk (h) FICO

Figure 3: Rule complexity-test accuracy trade-offs. Pareto efficient points are connected by line
segments.
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Table 3: Mean test accuracy for rule set classifiers (%, standard error in parentheses)
dataset CG BRS AM BCD IDS RIPPER

banknote 98.8 (1.2) 99.1 (0.2) 98.5 (0.4) 98.7 (0.2) 65.2 (2.1) 99.2 (0.2)
heart 78.9 (2.4) 78.9 (2.4) 72.9 (1.8) 74.2 (1.9) 79.3 (2.2)
ILPD 69.6 (1.2) 69.8 (0.8) 71.5 (0.1) 71.5 (0.1) 71.5 (0.1) 69.8 (1.4)
ionosphere 90.0 (1.8) 86.9 (1.7) 90.9 (1.7) 91.5 (1.7) 88.0 (1.9)
liver 59.7 (2.4) 53.6 (2.1) 55.7 (1.3) 51.9 (1.9) 51.0 (0.2) 57.1 (2.8)
pima 74.1 (1.9) 74.3 (1.2) 73.2 (1.7) 73.4 (1.7) 68.4 (0.9) 73.4 (2.0)
tic-tac-toe 100.0 (0.0) 99.9 (0.1) 84.3 (2.4) 81.5 (1.8) 98.2 (0.4)
transfusion 77.9 (1.4) 76.6 (0.2) 76.2 (0.1) 76.2 (0.1) 76.2 (0.1) 78.9 (1.1)
WDBC 94.0 (1.2) 94.7 (0.6) 95.8 (0.5) 95.8 (0.5) 85.1 (2.2) 93.0 (0.9)

adult 83.5 (0.3) 81.7 (0.5) 83.0 (0.2) 82.4 (0.2) 83.6 (0.3)
bank-mkt 90.0 (0.1) 87.4 (0.2) 90.0 (0.1) 89.7 (0.1) 89.9 (0.1)
gas 98.0 (0.1) 92.2 (0.3) 97.6 (0.2) 97.0 (0.3) 99.0 (0.1)
magic 85.3 (0.3) 82.5 (0.4) 80.7 (0.2) 80.3 (0.3) 72.0 (0.1) 84.5 (0.3)
mushroom 100.0 (0.0) 99.7 (0.1) 99.9 (0.0) 99.9 (0.0) 100.0 (0.0)
musk 95.6 (0.2) 93.3 (0.2) 96.9 (0.7) 92.1 (0.2) 95.9 (0.2)
FICO 71.7 (0.5) 71.2 (0.3) 71.2 (0.4) 70.9 (0.4) 71.8 (0.2)

Table 4: Mean test accuracy for other classifiers (%, standard error in parentheses)
dataset CART RF LR SVM

banknote 96.8 (0.4) 99.5 (0.1) 98.8 (0.2) 99.9 (0.1)
heart 81.6 (2.4) 82.5 (0.7) 83.6 (2.5) 82.9 (1.9)
ILPD 67.4 (1.6) 69.8 (0.5) 72.9 (0.8) 70.8 (0.6)
ionosphere 87.2 (1.8) 93.6 (0.7) 86.9 (2.6) 94.9 (1.8)
liver 55.9 (1.4) 60.0 (0.8) 59.1 (2.0) 59.4 (1.7)
pima 72.1 (1.3) 76.1 (0.8) 77.9 (1.9) 76.8 (1.9)
tic-tac-toe 90.1 (0.9) 98.8 (0.1) 98.3 (0.4) 98.3 (0.4)
transfusion 78.7 (1.1) 77.3 (0.3) 77.0 (0.8) 77.0 (0.3)
WDBC 93.3 (0.9) 97.2 (0.2) 95.4 (0.9) 98.2 (0.4)

adult 83.1 (0.3) 84.7 (0.1) 85.1 (0.2) 84.8 (0.2)
bank-mkt 89.1 (0.2) 88.7 (0.0) 89.8 (0.1) 88.7 (0.0)
gas 95.4 (0.1) 99.7 (0.0) 99.4 (0.1) 99.5 (0.1)
magic 82.8 (0.2) 86.6 (0.1) 79.0 (0.2) 87.7 (0.3)
mushroom 96.2 (0.3) 99.9 (0.0) 99.9 (0.1) 100.0 (0.0)
musk 90.1 (0.3) 86.2 (0.4) 93.1 (0.2) 97.8 (0.1)
FICO 70.9 (0.3) 73.1 (0.1) 71.6 (0.3) 72.3 (0.4)
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Table 5: Mean complexity (# clauses + total # conditions, standard error in parentheses)
dataset CG BRS AM BCD IDS RIPPER CART

banknote 27.8 (1.6) 30.4 (1.1) 24.2 (1.5) 21.3 (1.9) 11.2 (0.5) 28.6 (1.1) 51.8 (1.4)
heart 11.3 (1.8) 24.0 (1.6) 11.5 (3.0) 15.4 (2.9) 16.0 (1.5) 32.0 (8.1)
ILPD 10.9 (2.7) 4.4 (0.4) 0.0 (0.0) 0.0 (0.0) 2.0 (0.0) 9.5 (2.5) 56.5 (10.9)
ionosphere 12.3 (3.0) 12.0 (1.6) 16.0 (1.5) 14.6 (1.4) 14.6 (1.2) 46.1 (4.2)
liver 5.2 (1.2) 15.1 (1.3) 8.7 (1.8) 4.0 (1.1) 0.0 (0.0) 5.4 (1.3) 60.2 (15.6)
pima 4.5 (1.3) 17.4 (0.8) 2.7 (0.6) 2.1 (0.1) 6.0 (0.3) 17.0 (2.9) 34.7 (5.8)
tic-tac-toe 32.0 (0.0) 32.0 (0.0) 24.9 (3.1) 12.6 (1.1) 32.9 (0.7) 67.2 (5.0)
transfusion 5.6 (1.2) 6.0 (0.7) 0.0 (0.0) 0.0 (0.0) 2.0 (0.0) 6.8 (0.6) 14.3 (2.3)
WDBC 13.9 (2.4) 16.0 (0.7) 11.6 (2.2) 17.3 (2.5) 15.2 (0.7) 16.8 (1.5) 15.6 (2.2)

adult 88.0 (11.4) 39.1 (1.3) 15.0 (0.0) 13.2 (0.2) 133.3 (6.3) 95.9 (4.3)
bank-mkt 9.9 (0.1) 13.2 (0.6) 6.8 (0.7) 2.1 (0.1) 56.4 (12.8) 3.0 (0.0)
gas 123.9 (6.5) 22.4 (2.0) 62.4 (1.9) 27.8 (2.5) 145.3 (4.2) 104.7 (1.0)
magic 93.0 (10.7) 97.2 (5.3) 11.5 (0.2) 9.0 (0.0) 10.0 (0.0) 177.3 (8.9) 125.5 (3.2)
mushroom 17.8 (0.3) 17.5 (0.4) 15.4 (0.6) 14.6 (0.6) 17.0 (0.4) 9.3 (0.2)
musk 123.9 (6.5) 33.9 (1.3) 101.3 (11.6) 24.4 (1.9) 143.4 (5.5) 17.0 (0.7)
FICO 13.3 (4.1) 23.2 (1.4) 8.7 (0.4) 4.8 (0.3) 88.1 (7.0) 155.0 (27.5)

16

Publication _ _ 6
Boolean Decision Rules via Colum

n G
eneration



Section _ _ 2
Explainability

105

Explanations based on the Missing: Towards
Contrastive Explanations with Pertinent Negatives

Amit Dhurandhar∗
IBM Research

Yorktown Heights, NY 10598
adhuran@us.ibm.com

Pin-Yu Chen
IBM Research

Yorktown Heights, NY 10598
pin-yu.chen@ibm.com

Ronny Luss
IBM Research

Yorktown Heights, NY 10598
rluss@us.ibm.com

Chun-Chen Tu
University of Michigan
Ann Arbor, MI 48109
timtu@umich.edu

Paishun Ting
University of Michigan
Ann Arbor, MI 48109
paishun@umich.edu

Karthikeyan Shanmugam
IBM Research

Yorktown Heights, NY 10598
karthikeyan.shanmugam2@ibm.com

Payel Das
IBM Research

Yorktown Heights, NY 10598
daspa@us.ibm.com

Abstract

In this paper we propose a novel method that provides contrastive explanations
justifying the classification of an input by a black box classifier such as a deep
neural network. Given an input we find what should be minimally and sufficiently
present (viz. important object pixels in an image) to justify its classification
and analogously what should be minimally and necessarily absent (viz. certain
background pixels). We argue that such explanations are natural for humans and are
used commonly in domains such as health care and criminology. What is minimally
but critically absent is an important part of an explanation, which to the best of
our knowledge, has not been explicitly identified by current explanation methods
that explain predictions of neural networks. We validate our approach on three
real datasets obtained from diverse domains; namely, a handwritten digits dataset
MNIST, a large procurement fraud dataset and a brain activity strength dataset.
In all three cases, we witness the power of our approach in generating precise
explanations that are also easy for human experts to understand and evaluate.

1 Introduction

Steve is the tall guy with long hair who does not wear glasses. Explanations as such are used frequently
by people to identify other people or items of interest. We see in this case that characteristics such
as being tall and having long hair help describe the person, although incompletely. The absence of
glasses is important to complete the identification and help distinguish him from, for instance, Bob
who is tall, has long hair and wears glasses. It is common for us humans to state such contrastive
facts when we want to accurately explain something. These contrastive facts are by no means a list of
all possible characteristics that should be absent in an input to distinguish it from all other classes
that it does not belong to, but rather a minimal set of characteristics/features that help distinguish it
from the "closest" class that it does not belong to.

∗First two authors have equal contribution.

32nd Conference on Neural Information Processing Systems (NIPS 2018), Montréal, Canada.
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In this paper we want to generate such explanations for neural networks, in which, besides highlighting
what is minimally sufficient (e.g. tall and long hair) in an input to justify its classification, we also
want to identify contrastive characteristics or features that should be minimally and critically absent
(e.g. glasses), so as to maintain the current classification and to distinguish it from another input that
is "closest" to it but would be classified differently (e.g. Bob). We thus want to generate explanations
of the form, "An input x is classified in class y because features fi, · · · , fk are present and because
features fm, · · · , fp are absent." The need for such an aspect as what constitutes a good explanation
has been stressed on recently [12]. It may seem that such crisp explanations are only possible for
binary data. However, they are also applicable to continuous data with no explicit discretization or
binarization required. For example, in Figure 1, where we see hand-written digits from MNIST [40]
dataset, the black background represents no signal or absence of those specific features, which in this
case are pixels with a value of zero. Any non-zero value then would indicate the presence of those
features/pixels. This idea also applies to colored images where the most prominent pixel value (say
median/mode of all pixel values) can be considered as no signal and moving away from this value
can be considered as adding signal. One may also argue that there is some information loss in our
form of explanation, however we believe that such explanations are lucid and easily understandable
by humans who can always further delve into the details of our generated explanations such as
the precise feature values, which are readily available. Moreover, the need for such simple, clear
explanations over unnecessarily complex and detailed ones is emphasized in the recent General Data
Protection Regulation (GDPR) passed in Europe [41].

Figure 1: CEM versus LRP and LIME on MNIST.
PP/PN are highlighted in cyan/pink respectively.
For LRP, green is neutral, red/yellow is positive rel-
evance, and blue is negative relevance. For LIME,
red is positive relevance and white is neutral.

In fact, there is another strong motivation to have
such form of explanations due to their presence
in certain human-critical domains. In medicine
and criminology there is the notion of pertinent
positives and pertinent negatives [15], which
together constitute a complete explanation. A
pertinent positive (PP) is a factor whose pres-
ence is minimally sufficient in justifying the final
classification. On the other hand, a pertinent
negative (PN) is a factor whose absence is nec-
essary in asserting the final classification. For
example in medicine, a patient showing symp-
toms of cough, cold and fever, but no sputum or
chills, will most likely be diagnosed as having
flu rather than having pneumonia. Cough, cold
and fever could imply both flu or pneumonia,
however, the absence of sputum and chills leads to the diagnosis of flu. Thus, sputum and chills are
pertinent negatives, which along with the pertinent positives are critical and in some sense sufficient
for an accurate diagnosis.

We thus propose an explanation method called contrastive explanations method (CEM) for neural
networks that highlights not only the pertinent positives but also the pertinent negatives. This is seen
in Figure 1 where our explanation of the image being predicted as a 3 in the first row does not only
highlight the important pixels (which look like a 3) that should be present for it to be classified as a 3,
but also highlights a small horizontal line (the pertinent negative) at the top whose presence would
change the classification of the image to a 5 and thus should be absent for the classification to remain
a 3. Therefore, our explanation for the digit in row 1 of Figure 1 to be a 3 would be: The row 1 digit
is a 3 because the cyan pixels (shown in column 2) are present and the pink pixels (shown in column
3) are absent. This second part is critical for an accurate classification and is not highlighted by any
of the other state-of-the-art interpretability methods such as layerwise relevance propagation (LRP)
[1] or locally interpretable model-agnostic explanations (LIME) [30], for which the respective results
are shown in columns 4 and 5 of Figure 1. Moreover, given the original image, our pertinent positives
highlight what should be present that is necessary and sufficient for the example to be classified as
a 3. This is not the case for the other methods, which essentially highlight positively or negatively
relevant pixels that may not be necessary or sufficient to justify the classification.

Pertinent Negatives vs Negatively Relevant Features: Another important thing to note here is
the conceptual distinction between pertinent negatives that we identify and negatively correlated
or relevant features that other methods highlight. The question we are trying to answer is: why is

2

input x classified in class y?. Ergo, any human asking this question wants all the evidence in support
of the hypothesis of x being classified as class y. Our pertinent positives as well as negatives are
evidences in support of this hypothesis. However, unlike the positively relevant features highlighted
by other methods that are also evidence supporting this hypothesis, the negatively relevant features
by definition do not. Hence, another motivation for our work is that we believe when a human
asks the above question, they are more interested in evidence supporting the hypothesis rather than
information that devalues it. This latter information is definitely interesting, but is of secondary
importance when it comes to understanding the human’s intent behind the question.

Given an input and its classification by a neural network, CEM creates explanations for it as follows:

(1) It finds a minimal amount of (viz. object/non-background) features in the input that are sufficient
in themselves to yield the same classification (i.e. PPs).

(2) It also finds a minimal amount of features that should be absent (i.e. remain background) in the
input to prevent the classification result from changing (i.e. PNs).

(3) It does (1) and (2) "close" to the data manifold using a state-of-the-art convolutional autoencoder
(CAE) [25] so as to obtain more "realistic" explanations.

We enhance our methods to do (3), so that the resulting explanations are more likely to be close to
the true data manifold and thus match human intuition rather than arbitrary perturbations that may
change the classification. Of course, learning a good representation using an autoencoder may not be
possible in all situations due to limitations such as insufficient data or bad data quality. It also may
not be necessary if all combinations of feature values have semantics in the domain or the data does
not lie on low dimensional manifold as is the case with images.

We validate our approaches on three real-world datasets. The first is MNIST [40], from which we
generate explanations with and without an autoencoder. The second is a procurement fraud dataset [9]
from a large corporation containing millions of invoices that have different risk levels. The third one
is a brain functional MRI (fMRI) imaging dataset from the publicly accessible Autism Brain Imaging
Data Exchange (ABIDE) I database [11], which comprises of resting-state fMRI acquisitions of
subjects diagnosed with autism spectrum disorder (ASD) and neurotypical individuals. For the latter
two cases, we do not consider using autoencoders. This is because the fMRI dataset is insufficiently
large especially given its high-dimensionality. For the procurement data, all combination of allowed
feature values are (intuitively) reasonable. In all three cases, we witness the power of our approach in
creating more precise explanations that also match human judgment.

2 Related Work

Researchers have put great efforts in devising algorithms for interpretable modeling. Examples
include establishment for rule/decision lists [39, 36], prototype exploration [19, 13], developing
methods inspired by psychometrics [17] and learning human-consumable models [6]. Moreover,
there is also some interesting work which tries to formalize and quantify interpretability [10].

A recent survey [24] looks primarily at two methods for understanding neural networks: a) Methods
[26, 27] that produce a prototype for a given class, b) Explaining a neural network’s decision on
an input by highlighting relevant parts [1, 20, 30, 33]. Other works also investigate methods of the
type (b) for vision [34, 35, 29] and NLP applications [22]. Most of the these explanation methods,
however, focus on features that are present, even if they may highlight negatively contributing
features to the final classification. As such, they do not identify features that should be necessarily
and sufficiently present or absent to justify for an individual example its classification by the model.
There are methods which perturb the input and remove features [32], however these are more from an
evaluation standpoint where a given explanation is quantitatively evaluated based on such procedures.

Recently, there has been a piece of work [31] that tries to find sufficient conditions to justify
classification decisions. As such, this work tries to find feature values whose presence conclusively
implies a class. Hence, these are global rules (called anchors) that are sufficient in predicting a class.
Our PPs and PNs on the other hand are customized for each input. Moreover, a dataset may not
always possess such anchors, although one can almost always find PPs and PNs. There is also work
[43] that tries to find stable insight that can be conveyed to the user in a (asymmetric) binary setting
for smallish neural networks.
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It is also important to note that our method is related to methods that generate adversarial examples
[5, 7]. However, there are certain key differences. Firstly, the (untargeted) attack methods are largely
unconstrained where additions and deletions are performed simultaneously, while in our case for PPs
and PNs we only allow deletions and additions respectively. Secondly, our optimization objective
for PPs is itself distinct as we are searching for features that are minimally sufficient in themselves
to maintain the original classification. As such, our work demonstrates how attack methods can be
adapted to create effective explanation methods.

3 Contrastive Explanations Method

This section details the proposed contrastive explanations method. Let X denote the feasible data
space and let (x0, t0) denote an example x0 ∈ X and its inferred class label t0 obtained from a neural
network model. The modified example x ∈ X based on x0 is defined as x = x0 + δ, where δ is a
perturbation applied to x0. Our method of finding pertinent positives/negatives is formulated as an
optimization problem over the perturbation variable δ that is used to explain the model’s prediction
results. We denote the prediction of the model on the example x by Pred(x), where Pred(·) is any
function that outputs a vector of prediction scores for all classes, such as prediction probabilities and
logits (unnormalized probabilities) that are widely used in neural networks, among others.

To ensure the modified example x is still close to the data manifold of natural examples, we propose
to use an autoencoder to evaluate the closeness of x to the data manifold. We denote by AE(x) the
reconstructed example of x using the autoencoder AE(·).

3.1 Finding Pertinent Negatives (PN)

For pertinent negative analysis, one is interested in what is missing in the model prediction. For any
natural example x0, we use the notation X/x0 to denote the space of missing parts with respect to
x0. We aim to find an interpretable perturbation δ ∈ X/x0 to study the difference between the most
probable class predictions in argmaxi[Pred(x0)]i and argmaxi[Pred(x0 + δ)]i. Given (x0, t0), our
method finds a pertinent negative by solving the following optimization problem:

min
δ∈X/x0

c · f neg
κ (x0, δ) + β‖δ‖1 + ‖δ‖22 + γ‖x0 + δ − AE(x0 + δ)‖22. (1)

We elaborate on the role of each term in the objective function (1) as follows. The first term f neg
κ (x0, δ)

is a designed loss function that encourages the modified example x = x0 + δ to be predicted as a
different class than t0 = argmaxi[Pred(x0)]i. The loss function is defined as:

f neg
κ (x0, δ) = max{[Pred(x0 + δ)]t0 −max

i�=t0
[Pred(x0 + δ)]i,−κ} (2)

where [Pred(x0 + δ)]i is the i-th class prediction score of x0 + δ. The hinge-like loss function favors
the modified example x to have a top-1 prediction class different from that of the original example x0.
The parameter κ ≥ 0 is a confidence parameter that controls the separation between [Pred(x0 + δ)]t0
and maxi�=t0 [Pred(x0 + δ)]i. The second and the third terms β‖δ‖1 + ‖δ‖22 in (1) are jointly called
the elastic net regularizer, which is used for efficient feature selection in high-dimensional learning
problems [44]. The last term ‖x0 + δ − AE(x0 + δ)‖22 is an L2 reconstruction error of x evaluated
by the autoencoder. This is relevant provided that a well-trained autoencoder for the domain is
obtainable. The parameters c, β, γ,≥ 0 are the associated regularization coefficients.

3.2 Finding Pertinent Positives (PP)

For pertinent positive analysis, we are interested in the critical features that are readily present in
the input. Given a natural example x0, we denote the space of its existing components by X ∩ x0.
Here we aim at finding an interpretable perturbation δ ∈ X ∩ x0 such that after removing it from x0,
argmaxi[Pred(x0)]i = argmaxi[Pred(δ)]i. That is, x0 and δ will have the same top-1 prediction
class t0, indicating that the removed perturbation δ is representative of the model prediction on
x0. Similar to finding pertinent negatives, we formulate finding pertinent positives as the following
optimization problem:

min
δ∈X∩x0

c · f pos
κ (x0, δ) + β‖δ‖1 + ‖δ‖22 + γ‖δ − AE(δ)‖22, (3)

4

Algorithm 1 Contrastive Explanations Method (CEM)
Input: example (x0, t0), neural network model N and (optionally (γ > 0)) an autoencoder AE
1) Solve (1) and obtain,
δneg ← argminδ∈X/x0

c · f neg
κ (x0, δ) + β‖δ‖1 + ‖δ‖22 + γ‖x0 + δ − AE(x0 + δ)‖22.

2) Solve (3) and obtain,
δpos ← argminδ∈X∩x0

c · f pos
κ (x0, δ) + β‖δ‖1 + ‖δ‖22 + γ‖δ − AE(δ)‖22.

return δpos and δneg. {Our Explanation: Input x0 is classified as class t0 because features
δpos are present and because features δneg are absent. Code at https://github.com/IBM/
Contrastive-Explanation-Method }

where the loss function f pos
κ (x0, δ) is defined as

f pos
κ (x0, δ) = max{max

i�=t0
[Pred(δ)]i − [Pred(δ)]t0 ,−κ}. (4)

In other words, for any given confidence κ ≥ 0, the loss function f pos
κ is minimized when [Pred(δ)]t0

is greater than maxi�=t0 [Pred(δ)]i by at least κ.

3.3 Algorithmic Details

We apply a projected fast iterative shrinkage-thresholding algorithm (FISTA) [2] to solve problems
(1) and (3). FISTA is an efficient solver for optimization problems involving L1 regularization.
Take pertinent negative as an example, assume X = [−1, 1]p, X/x0 = [0, 1]p/x0 and let g(δ) =
f neg
κ (x0, δ) + ‖δ‖22 + γ‖x0 + δ − AE(x0 + δ)‖22 denote the objective function of (1) without the
L1 regularization term. Given the initial iterate δ(0) = 0, projected FISTA iteratively updates the
perturbation I times by

δ(k+1) = Π[0,1]p{Sβ(y
(k) − αk∇g(y(k)))}; (5)

y(k+1) = Π[0,1]p{δ(k+1) +
k

k + 3
(δ(k+1) − δ(k))}, (6)

where Π[0,1]p denotes the vector projection onto the set X/x0 = [0, 1]p, αk is the step size, y(k) is
a slack variable accounting for momentum acceleration with y(0) = δ(0), and Sβ : Rp �→ Rp is an
element-wise shrinkage-thresholding function defined as

[Sβ(z)]i =

{
zi − β, if zi > β;
0, if |zi| ≤ β;
zi + β, if zi < −β,

(7)

for any i ∈ {1, . . . , p}. The final perturbation δ(k
∗) for pertinent negative analysis is selected from the

set {δ(k)}Ik=1 such that f pos
κ (x0, δ

(k∗)) = 0 and k∗ = argmink∈{1,...,I} β‖δ‖1 + ‖δ‖22. A similar
projected FISTA optimization approach is applied to pertinent positive analysis.

Eventually, as seen in Algorithm 1, we use both the pertinent negative δneg and the pertinent positive
δpos obtained from our optimization methods to explain the model prediction. The last term in both
(1) and (3) will be included only when an accurate autoencoder is available, else γ is set to zero.

4 Experiments

This section provides experimental results on three representative datasets, including the handwritten
digits dataset MNIST, a procurement fraud dataset obtained from a large corporation having millions
of invoices and tens of thousands of vendors, and a brain imaging fMRI dataset containing brain
activity patterns for both normal and autistic individuals. We compare our approach with previous
state-of-the-art methods and demonstrate our superiority in being able to generate more accurate and
intuitive explanations. Implementation details of projected FISTA are given in the supplement.

4.1 Handwritten Digits

We first report results on the handwritten digits MNIST dataset. In this case, we provide examples of
explanations for our method with and without an autoencoder.
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4.1.1 Setup

The handwritten digits are classified using a feed-forward convolutional neural network (CNN)
trained on 60,000 training images from the MNIST benchmark dataset. The CNN has two sets of
convolution-convolution-pooling layers, followed by three fully-connected layers. Further details
about the CNN whose test accuracy was 99.4% and a detailed description of the CAE which consists
of an encoder and a decoder component are given in the supplement.

4.1.2 Results

Figure 2: CEM versus LRP and LIME on MNIST.
PP/PN are highlighted in cyan/pink respectively.
For LRP, green is neutral, red/yellow is positive rel-
evance, and blue is negative relevance. For LIME,
red is positive relevance and white is neutral.

Our CEM method is applied to MNIST with
a variety of examples illustrated in Figure 2.
In addition to what was shown in Figure 1 in
the introduction, results using a convolutional
autoencoder (CAE) to learn the pertinent posi-
tives and negatives are displayed. While results
without an CAE are quite convincing, the CAE
clearly improves the pertinent positives and neg-
atives in many cases. Regarding pertinent pos-
itives, the cyan highlighted pixels in the column
with CAE (CAE CEM PP) are a superset to
the cyan-highlighted pixels in column without
(CEM PP). While these explanations are at the
same level of confidence regarding the classifier,
explanations using an AE are visually more in-
terpretable. Take for instance the digit classified
as a 2 in row 2. A small part of the tail of a 2
is used to explain the classifier without a CAE,
while the explanation using a CAE has a much
thicker tail and larger part of the vertical curve.
In row 3, the explanation of the 3 is quite clear,
but the CAE highlights the same explanation
but much thicker with more pixels. The same
pattern holds for pertinent negatives. The hor-
izontal line in row 4 that makes a 4 into a 9 is
much more pronounced when using a CAE. The
change of a predicted 7 into a 9 in row 5 using a
CAE is much more pronounced. The other rows
exhibit similar patterns.

The two state-of-the-art methods we use for
explaining the classifier in Figure 2 are LRP
and LIME. LRP experiments used the toolbox
from [21] and LIME code was adapted from
https://github.com/marcotcr/lime. LRP has a visually appealing explanation at the pixel
level. Most pixels are deemed irrelevant (green) to the classification (note the black background of
LRP results was actually neutral). Positively relevant pixels (yellow/red) are mostly consistent with
our pertinent positives, though the pertinent positives do highlight more pixels for easier visualization.
The most obvious such examples are row 3 where the yellow in LRP outlines a similar 3 to the
pertinent positive and row 6 where the yellow outlines most of what the pertinent positive provably
deems necessary for the given prediction. There is little negative relevance in these examples, though
we point out two interesting cases. In row 4, LRP shows that the little curve extending the upper
left of the 4 slightly to the right has negative relevance (also shown by CEM as not being positively
pertinent). Similarly, in row 3, the blue pixels in LRP are a part of the image that must obviously
be deleted to see a clear 3. LIME is also visually appealing. However, the results are based on
superpixels - the images were first segmented and relevant segments were discovered. This explains
why most of the pixels forming the digits are found relevant. While both methods give important
intuitions, neither illustrate what is necessary and sufficient about the classifier results as does our
contrastive explanations method.

6

ID Risk Events PP PN Expert Feedback

1 Low 1, 2, 9 2, 9 7 ... vendor being registered and having a DUNs number makes
the invoice low risk. However, if it came from a low CPI country
then the risk would be uplifted given that the invoice amount is
already high.

2 Medium 2, 4, 7 2, 4 6 ... the vendor being registered with the company keeps the risk
manageable given that it is a risky commodity code. Nonethe-
less, if he was part of any of the FPL lists the invoice would
most definitely be blocked.

3 High 1, 4, 5,
11

1, 4, 11 2,
9

... the high invoice amount, the risky commodity code and no
physical address makes this invoice high risk. The risk level
would definitely have been somewhat lesser if the vendor was
registered in VMF and DUNs.

Table 2: Above we see 3 example invoices (IDs anonymized), one at low risk, one at medium and
one at high risk level. The corresponding events that triggered and the PPs and PNs identified by
our method are shown. We also report human expert feedback, which validates the quality of our
explanations. The numbers that the events correspond to are given in Section 4.2.1.

4.2 Procurement Fraud

In this experiment, we evaluated our methods on a real procurement dataset obtained from a large
corporation. This nicely complements our other experiments on image datasets.

4.2.1 Setup

The data spans a one-year period and consists of millions of invoices submitted by over tens
of thousands vendors across 150 countries. The invoices were labeled as being either low
risk, medium risk, or high risk based on a large team that approves these invoices. To
make such an assessment, besides just the invoice data, we and the team had access to mul-
tiple public and private data sources such as vendor master file (VMF), risky vendors list
(RVL), risky commodity list (RCL), financial index (FI), forbidden parties list (FPL) [4, 37],
country perceptions index (CPI) [18], tax havens list (THL) and Dun & Bradstreet num-
bers (DUNs) [3]. Details describing each of these data sources are given in the supplement.

Method PP % Match PN % Match

CEM 90.3 94.7
LIME 86.6 N/A
LRP 88.2 N/A

Table 1: Above we see the percentage of invoices
on which the explanations of the different methods
were deemed acceptable by experts. For LIME
and LRP we picked positively relevant features as
proxies for PPs.

Based on the above data sources, there are tens
of features and events whose occurrence hints
at the riskiness of an invoice. Here are some
representative ones. 1) if the spend with a par-
ticular vendor is significantly higher than with
other vendors in the same country, 2) if a vendor
is registered with a large corporation and thus
its name appears in VMF, 3) if a vendor belongs
to RVL, 4) if the commodity on the invoice be-
longs to RCL, 5) if the maturity based on FI is
low, 6) if vendor belongs to FPL, 7) if a vendor
is in a high risk country (i.e. CPI < 25), 8) if
a vendor or its bank account is located in a tax
haven, 9) if a vendor has a DUNs number, 10) if a vendor and the employee bank account numbers
match, 11) if a vendor only possesses a PO box with no street address.

With these data, we trained a three-layer neural network with fully connected layers, 512 rectified
linear units and a three-way softmax function. The 10-fold cross validation accuracy of the network
was high (91.6%).

4.2.2 Results

With the help of domain experts, we evaluated the different explanation methods. We randomly chose
15 invoices that were classified as low risk, 15 classified as medium risk and 15 classified as high
risk. We asked for feedback on these 45 invoices in terms of whether or not the pertinent positives
and pertinent negatives highlighted by each of the methods was suitable to produce the classification.
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Figure 3: CEM versus LRP on pre-processed resting-state brain fMRI connectivity data from the
open-access ABIDE I database. (A) Seven networks of functionally coupled regions across the
cerebral cortex [8]. Color scheme: Purple: Visual (VIS), blue: Somatomotor (SMN), green: Dorsal
Attention (DAN), violet: Ventral Attention (VAN), cream; Limbic (LN), orange: Frontoparietal
(FPN), and red: default mode (DMN). (B) CEM PPs/PNs of a classified autistic brain are in the
upper/lower triangle respectively. (C) A network-level view of the ROIs (region of interest) involving
PP and PN functional connections (FCs) in the classified autistic (denoted as A) and neurotypical
(denoted as T) subjects. For both (B) and (C), bolder the color higher the strength of the PP and PN
FCs. (D) For LRP, positive relevance of FCs is depicted in a similar manner as in (C).

To evaluate each method, we computed the percentage of invoices with explanations agreed by the
experts based on this feedback.

In Table 1, we see the percentage of times the pertinent positives matched with the experts judgment
for the different methods as well as additionally the pertinent negatives for ours. We observe that
in both cases our explanations closely match human judgment. We of course used proxies for the
competing methods as neither of them identify PPs or PNs. There were no really good proxies for
PNs as negatively relevant features are conceptually quite different as discussed in the supplement.

Table 2 shows 3 example invoices, one belonging to each class and the explanations produced by our
method along with the expert feedback. We see that the expert feedback validates our explanations
and showcases the power of pertinent negatives in making the explanations more complete as well
as intuitive to reason with. An interesting aspect here is that the medium risk invoice could have
been perturbed towards low risk or high risk. However, our method found that it is closer (minimum
perturbation) to being high risk and thus suggested a pertinent negative that takes it into that class.
Such informed decisions can be made by our method as it searches for the most "crisp" explanation,
arguably similar to those of humans.

4.3 Brain Functional Imaging

In this experiment we look at explaining why a certain individual was classified as autistic as opposed
to a normal/typical individual.

4.3.1 Setup

The brain imaging dataset employed in this study is the Autism Brain Imaging Data Exchange
(ABIDE) I [11], a large publicly available dataset consisting of resting-state fMRI acquisitions of
subjects diagnosed with autism spectrum disorder (ASD), as well as of neuro-typical individuals.
Precise details about standard ways in which this data was preprocessed is given in the supplement.
Eventually, we had a 200x200 connectivity matrix consisting of real valued correlations for each
subject. There were 147 ASD and 146 typical subjects.

We trained a single-layer neural network model on TensorFlow. The parameters of the model were
regularized by an elastic-net regularizer. The leave-one-out cross validation testing accuracy is around
61.17% that matches the state-of-the-art results [28, 14, 38]. The logits of this network are used as
model prediction scores, and we set X = [0, 1]p, X/x0 = [0, 1]p/x0 and X ∩ x0 = [0, 1]p ∩ x0 for
any natural example x0 ∈ X .

4.3.2 Results

With the help of domain experts, we evaluated the performance of CEM and LRP, which performed
the best. LIME was challenging to use in this case, since the brain activity patterns are spread over
the whole image and no reasonable segmentation of the images forming superpixels was achievable
here. Per pixel regression results were significantly worse than LRP.

8

Ten subjects were randomly chosen, of which five were classified as autistic and the rest as neuro-
typical. Since the resting-state functional connectivity within and between large-scale brain functional
networks [42] (see Fig. 3A) are often found to be altered in brain disorders including autism, we
decided to compare the performance of CEM and LRP in terms of identifying those atypical patterns.
Fig. 3B shows the strong pertinent positive (upper triangle) and pertinent negative (lower triangle)
functional connections (FC) of a classified ASD subject produced by the CEM method. We further
group these connections with respect to the associated brain network (Fig. 3C). Interestingly, in four
out of five classified autistic subjects, pertinent positive FCs are mostly (with a probability > 0.26)
associated with the visual network (VIS, shown in purple in Fig 3A). On the other hand, pertinent
negative FCs in all five subjects classified as autistic preferably (with a probability > 0.42) involve the
default mode network (DMN, red regions in Fig. 3A). This trend appears to be reversed in subjects
classified as typical (Fig. 3C). In all five typical subjects, pertinent positive FCs involve DMN (with
probability > 0.25), while the pertinent negative FCs correspond to VIS. Taken together, these results
are consistent with earlier studies, suggesting atypical pattern of brain connectivity in autism [16].
The results obtained using CEM further suggest under-connectivity in DMN and over-connectivity
in visual network, in agreement with prior findings [16, 23]. LRP also identifies positively relevant
FCs that mainly involve DMN regions in all five typical subjects (Fig. 3D). However, LRP associates
positively relevant FCs from the visual network in only 40% of autistic subjects (Fig. 3D). These
findings imply superior performance of CEM compared to LRP in robust identification of pertinent
positive information from brain functional connectome data of different populations. The extraction
of pertinent positive and negative features by CEM can further help reduce error (false positives and
false negatives) in such diagnoses.

4.4 Quantitative Evaluation

In all the above experiments we also quantitatively evaluated our results by passing the PPs, and the
PNs added to the original input, as independent inputs to the corresponding classifiers. We wanted to
see here the percentage of times the PPs are classified into the same class as the original input and
analogously the percentage of times the addition of PNs produced a different classification than the
original input. This type of quantitative evaluation is similar to previous studies [32].

We found for both these cases and on all three datasets that our PPs and PNs are 100% effective
in maintaining or switching classes respectively. This means that our approach can be trusted in
producing highly informative and potentially sparse (or minimal) PPs and PNs that are also predictive
on diverse domains.

5 Discussion

In the previous sections, we showed how our method can be effectively used to create meaningful
explanations in different domains that are presumably easier to consume as well as more accurate.
It’s interesting that pertinent negatives play an essential role in many domains, where explanations
are important. As such, it seems though that they are most useful when inputs in different classes are
"close" to each other. For instance, they are more important when distinguishing a diagnosis of flu
or pneumonia, rather than say a microwave from an airplane. If the inputs are extremely different
then probably pertinent positives are sufficient to characterize the input, as there are likely to be many
pertinent negatives, which will presumably overwhelm the user.

We believe that our explanation method CEM can be useful for other applications where the end goal
may not be to just obtain explanations. For instance, we could use it to choose between models that
have the same test accuracy. A model with possibly better explanations may be more robust. We
could also use our method for model debugging, i.e., finding biases in the model in terms of the type
of errors it makes or even in extreme case for model improvement.

In summary, we have provided a novel explanation method called CEM, which finds not only what
should be minimally present in the input to justify its classification by black box classifiers such
as neural networks, but also finds contrastive perturbations, in particular, additions, that should be
necessarily absent to justify the classification. To the best of our knowledge this is the first explanation
method that achieves this goal. We have validated the efficacy of our approach on multiple datasets
from different domains, and shown the power of such explanations in terms of matching human
intuition, thus making for more complete and well-rounded explanations.
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Abstract

In this paper, we propose a new method called ProfWeight for transferring infor-
mation from a pre-trained deep neural network that has a high test accuracy to a
simpler interpretable model or a very shallow network of low complexity and a
priori low test accuracy. We are motivated by applications in interpretability and
model deployment in severely memory constrained environments (like sensors).
Our method uses linear probes to generate confidence scores through flattened
intermediate representations. Our transfer method involves a theoretically justified
weighting of samples during the training of the simple model using confidence
scores of these intermediate layers. The value of our method is first demonstrated
on CIFAR-10, where our weighting method significantly improves (3-4%) networks
with only a fraction of the number of Resnet blocks of a complex Resnet model.
We further demonstrate operationally significant results on a real manufacturing
problem, where we dramatically increase the test accuracy of a CART model (the
domain standard) by roughly 13%.

1 Introduction

Complex models such as deep neural networks have shown remarkable success in applications such
as computer vision, speech and time series analysis [15, 18, 26, 10]. One of the primary concerns with
these models has been their lack of transparency which has curtailed their widespread use in domains
where human experts are responsible for critical decisions [21]. Recognizing this limitation, there
has been a surge of methods recently [29, 27, 5, 28, 25] to make deep networks more interpretable.
These methods highlight important features that contribute to the particular classification of an input
by a deep network and have been shown to reasonably match human intuition.

We, in this paper, however, propose an intuitive model agnostic method to enhance the performance
of simple models (viz. lasso, decision trees, etc.) using a pretrained deep network. A natural question
to ask is, given the plethora of explanation techniques available for deep networks, why do we care
about enhancing simple models? Here are a few reasons why simple models are still important.

Domain Experts Preference: In applications where the domain experts are responsible for critical
decisions, they usually have a favorite model (viz. lasso in medical decision trees in advanced
manufacturing) that they trust [31]. Their preference is to use something they have been using for
years and are comfortable with.

∗First two authors have equal contribution.
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Figure 1: Above we depict our general idea. In (a), we see the k hidden representations H1 · · ·Hk

of a pretrained neural network. The diode symbols (triangle with vertical line) attached to each Hi

∀i ∈ {1, ..., k} denote the probes Pi as in [3], with the Ŷi denoting the respective outputs. In (b)-(c),
we see example plots created by plotting the confidence score of the true label at each probe. In (b),
we see a well written digit "4" which possibly is an easy example to classify and hence the confidence
scores are high even at lower level probes. This sharply contrasts the curve in (c), which is for a much
harder example of digit "4".

Small Data Settings: Companies usually have limited amounts of usable data collected for their
business problems. As such, simple models are many times preferred here as they are less likely to
overfit the data and in addition can provide useful insight [20]. In such settings, improving the simple
models using a complex model trained on a much larger publicly/privately available corpora with the
same feature representation as the small dataset would be highly desirable.

Resource-Limited Settings: In addition to interpretability, simple models are also useful in settings
where there are power and memory constraints. For example, in certain Internet-of-Things (IoT) [24]
such as those on mobile devices and in unmanned aerial vehicles (UAV) [11] there are strict power
and memory constraints which preclude the deployment of large deep networks. In such settings,
neural networks with only a few layers and possibly up to a few tens of thousands of neurons are
considered reasonable to deploy.

We propose a method where we add probes to the intermediate layers of a deep neural network. A
probe is essentially a logistic classifier (linear model with bias followed by a softmax) added to an
intermediate layer of a pretrained neural network so as obtain its predictions from that layer. We call
them linear probes throughout this paper. This is depicted in figure 1(a), where k probes are added to
k hidden layers. Note that there is no backpropagation of gradients through the probes to the hidden
layers. In other words, the hidden representations are fixed once the neural network is trained with
only the probes being updated to fit the labels based on these previously learned representations. Also
note that we are not required to add probes to each layer. We may do so only at certain layers which
represent logical units for a given neural network architecture. For example, in a Resnet [18] we may
add probes only after each Residual unit/block.

The confidence scores of the true label of an input when plotted at each of the probe outputs form a
curve that we call a confidence profile for that input. This is seen in figure 1 (b)-(c). We now want to
somehow use these confidence profiles to improve our simple model. It’s worth noting that probes
have been used before, but for a different purpose. For instance in [3], the authors use them to study
properties of the neural network in terms of its stability and dynamics, but not for information transfer
as we do. We consider functions of these confidence scores starting from an intermediate layer up to
the final layer to weight samples during training of the simple model. The first function we consider,
area under the curve (AUC) traced by the confidence scores, shows much improvement in the simple
models performance. We then turn to learning the weights using neural networks that take as input
the confidence scores and output an optimal weighting. Choice of the intermediate layers is chosen
based on the simple model’s complexity as is described later.

We observe in experiments that our proposed method can improve performance of simple models
that are desirable in the respective domains. On CIFAR [19], we improve a simple neural network
with very few Resnet blocks which can be deployed on UAVs and in IoT applications where there
are memory and power constraints [24]. On a real manufacturing dataset, we significantly improve

2

Algorithm 1 ProfWeight
Input: k unit neural network N , learning algorithm for simple model LS , dataset DN used to
train N , dataset DS = {(x1, y1), ..., (xm, ym)} to train a simple model and margin parameter α.

1) Attach probes P1, ..., Pk to the k units of N .
2) Train probes based on DN and obtain errors e1, ..., ek on DS . {There is no backpropagation of
gradients here to the hidden units/layers of N .}
3) Train the simple model S ← LS(DS , β,�1m) and obtain its error eS .{S is obtained by un-
weighted training. �1m denotes a m dimensional vector of 1s.}
4) Let I ← {u | eu ≤ eS − α}{I contains indices of all probes that are more accurate than the
simple model S by a margin α on DS .}
5) Compute weights w using Algorithm 2 or 3 for AUC or neural network, respectively.
6) Obtain simple model Sw,β ← LS,β(DS , β, w) {Train the simple model on DS along with the
weights w associated with each input.}
return Sw,β {Code is available at https://github.ibm.com/Karthikeyan-Shanmugam2/
Transfer/blob/master/README.md}

Algorithm 2 AUC Weight Computation
Input: Neural network N , probes Pu, dataset DS , and index set I from Algorithm 1.

1) Set i ← 1, w = �0m (m-vector of zeros)
while i ≤ m do

2) Obtain confidence scores {ciu = Pu(Ru(xi))[yi] | u ∈ I}.
3) Compute wi ← 1

|I|
∑

u∈I ciu {In other words, estimate AUC for sample (xi, yi) ∈ DS based
on probes indexed by I . | · | denotes cardinality.}
4) Increment i, i.e., i ← i+ 1

end while
return w

a decision tree classifier which is the method of choice of a fab engineer working in an advanced
manufacturing plant.

The primary intuition behind our approach is to identify examples that the simple model will most
likely fail on, i.e. identify truly hard examples. We then want to inform the simple model to ignore
these examples and make it expend more effort on other relatively easier examples that it could
perform well on, with the eventual hope of improving generalization performance. This is analogous
to a teacher (i.e. complex model) informing a student (i.e. simple model) about aspects of the syllabus
he should focus on and which he/she could very well ignore since it is way above his/her current level.
We further ground this intuition and justify our approach by showing that it is a specific instance of a
more general procedure that weights examples so as to learn the optimal simple model.

2 General Framework

In this section we provide a simple method to transfer information from a complex model to a simple
one by characterizing the hardness of examples. We envision doing this with the help of confidence
profiles that are obtained by adding probes to different layers of a neural network.

As seen in figure 1(b)-(c), our intuition is that easy examples should be resolved by the network, that is,
classified correctly with high confidence at lower layer probes themselves, while hard examples would
either not be resolved at all or be resolved only at or close to the final layer probes. This captures
the notion of the network having to do more work and learn more finely grained representations for
getting the harder examples correctly classified. One way to capture this notion is to compute the area
under the curve (AUC) traced by the confidence scores at each of the probes for a given input-output
pair. AUC amounts to averaging the values involved. Thus, as seen in figure 1(b), the higher the
AUC, the easier is the example to classify. Note that the confidence scores are for the true label of
that example and not for the predicted label, which may be different.
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Algorithm 3 Neural Network Weight Computation
Input: Weight space C, dataset DS , # of iterations N and index set I from Algorithm 1.

1) Obtain confidence scores {ciu = Pu(Ru(xi))[yi] | u ∈ I} for xi when predicting the class yi
using the probes Pu for i ∈ {1, . . . ,m}.
2) Initialize i = 1, w0 = �1m and β0 (simple model parameters)
while i ≤ N do

3) Update simple model parameters: βi = argminβ
∑m

j=1 λ(Swi−1,β(xj), yj)

4) Update weights: wi = argminw∈C
∑m

j=1 λ(Sw,βi(xj), yj) + γR(w), where R(·) is a
regularization term set to ( 1

m

∑m
i=1 wi − 1)2 with scaling parameter γ. {Note that the weight

space C restricts w to be a neural network that takes as input the confidence scores ciu}
5) Increment i, i.e., i ← i+ 1

end while
return w = wN

We next formalize this intuition which suggests a truly hard example is one that is more of an outlier
than a prototypical example of the class that it belongs to. In other words, if X × Y denotes the
input-output space and p(x, y) denotes the joint distribution of the data, then a hard example (xh, yh)
has low p(yh|xh).

A learning algorithm LS is trying to learn a simple model that “best" matches p(y|x) so as to have
low generalization error. The dataset DS = {(x1, y1), ..., (xm, ym)}, which may or may not be
representative of p(x, y), but which is used to produce the simple model, may not produce this best
match. We thus have to bias DS and/or the loss of LS so that we produce this best match. The
most natural way to bias is by associating weights W = {w1, ..., wm} with each of the m examples
(x1, y1), ..., (xm, ym) in DS . This setting thus seems to have some resemblance to covariate shift [1]
where one is trying to match distributions. Our goal here, however, is not to match distributions but
to bias the dataset in such a way that we produce the best performing simple model.

If λ(., .) denotes a loss function, w a vector of m weights to be estimated for examples in DS , and
Sw,β = LS(DS , β, w) is a simple model with parameters β that is trained by LS on the weighted
dataset. C is the space of allowed weights based on constraints (viz. penalty on extremely low
weights) that would eliminate trivial solutions such as all weights being close to zero, and B is the
simple model’s parameter space. Then ideally, we would want to solve the following optimization
problem:

S∗ = Sw∗,β∗ = min
w∈C

min
β∈B

E [λ (Sw,β(x), y)] (1)

That is, we want to learn the optimal simple model S∗ by estimating the corresponding optimal
weights W ∗ which are used to weight examples in DS . It is known that not all deep networks are
good density estimators [2]. Hence, our method does not just rely on the output confidence score for
the true label, as we describe next.

2.1 Algorithm Description

We first train the complex model N on a data set DN and then freeze the resulting weights. Let U
be the set of logical units whose representations we will use to train probes, and let Ru(x) denote
the flattened representation after the logical unit u on input x to the trained network N . We train
probe function Pu(·) = σ(Wx+ b), where W ∈ k× |Ru(x)|, b ∈ Rk, σ(·) is the standard softmax
function, and k is the number of classes, on the flattened representations Ru(x) to optimize the
cross-entropy with the labels y in the training data set DN . For a label y among the class labels,
Pu(Ru(x))[y] ∈ [0, 1] denotes the confidence score of the probe on label y.

Given that the simple model may have a certain performance, we do not want to use very low level
probe confidence scores to convey hardness of examples to it. A teacher must be at least as good as
the student and so we compute weights in Algorithm 1 only based on those probes that are roughly
more accurate than the simple model. We also have parameter α which can be thought of as a margin
parameter determining how much better the weakest teacher should be. The higher the α, the better

4

the worst performing teacher will be. As we will see in the experiments, it is not always optimal
to only use the best performing model as the teacher, since, if the teacher is highly accurate all
confidences will be at or near 1 which will provide no useful information to the simple student model.

Our main algorithm, ProfWeight is detailed in Algorithm 1. At a high level it can be described as
performing the following steps:

• Attach and train probes on intermediate representations of a high performing neural network.
• Train a simple model on the original dataset.
• Learn weights for examples in the dataset as a function (AUC or neural network) of the

simple model and the probes.
• Retrain the simple model on the final weighted dataset.

In step (5), one can compute weights either as the AUC (Algorithm 2) of the confidence scores of
the selected probes or by learning a regularized neural network (Algorithm 3) that inputs the same
confidence scores. In Algorithm 3, we set the regularization term R(w) = ( 1

m

∑m
i=1 wi − 1)2 to

keep the weights from all going to zero. Also as is standard practice when training neural networks
[15], we also impose an �2 penalty on the weights so as to prevent them from diverging. Note that,
while the neural network is trained using batches of data, the regularization is still a function of all
training samples. Algorithm 3 alternates between minimizing two blocks of variables (w and β).
When the subproblems have solutions and are differentiable, all limit points of (wk, βk) can be shown
to be stationary points [16]. The final step of ProfWeight is to train the simple model on DS with
the corresponding learned weights.

2.2 Theoretical Justification

We next provide a justification for the regularized optimization in Step 4 of Algorithm 3. Intuitively,
we have a pre-trained complex model that has high accuracy on a test data set Dtest. Consider the
binary classification setting. We assume that Dtest has samples drawn from a uniform mixture of two
class distributions: P (x|y = 0) and P (x|y = 1). We have another simple model which is trained on
a training set Dtrain and has a priori low accuracy on the Dtest. We would like to modify the training
procedure of the simple model such that the test accuracy could be improved.

Suppose, training the simple model on training dataset Dtrain results in classifier M . We view
this training procedure of simple models through a different lens: It is equivalent to the optimal
classification algorithm trained on the following class distribution mixtures: PM (x|y = 1) and
PM (x|y = 0). We refer to this distribution as D̃train. If we knew PM , the ideal way to bias an entry
(x, y) ∈ D̃train in order to boost test accuracy would be to use the following importance sampling
weights w(x, y) = P (x|y)

PM (x|y) to account for the covariate shift between D̃train and Dtest. Motivated

by this, we look at the following parameterized set of weights, wM ′(x, y) = P (x|y)
PM′ (x|y) for every M ′

in the simple model class. We now have following result (proof can be found in the supplement):
Theorem 2.1. If wM ′ corresponds to weights on the training samples, then the constraint
EPM (x|y)[wM ′(x, y)] = 1 implies that wM ′(x, y) = P (x|y)

PM (x|y) .

It is well-known that the error of the performance of the best classifier (Bayes optimal) on a distribution
of class mixtures is the total variance distance between them. That is:
Lemma 2.2. [8] The error of the Bayes optimal classifier trained on a uniform mixture of two class
distributions is given by: min

θ

∑
D[Lθ(x, y)] =

1
2 − 1

2DTV(P (x|y = 1), P (x|y = 0)) where L(·)
is the 0, 1 loss function and θ is parameterization over a class of classifiers that includes the Bayes
optimal classifier. DTV is the total variation distance between two distributions. P (x|y) are the
class distributions in dataset D.

From Lemma 2.2 and Theorem 2.1, where θ corresponds to the parametrization of the simple model,
it follows that:

min
M ′,θ s.t. ED̃train

[w′
M ]=1

ED̃[wM ′(x,y)Lθ(x, y)] =
1

2
− 1

2
DTV(P (x|y = 1), P (x|y = 0)) (2)
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The right hand side is indeed the performance of the Bayes Optimal classifier on the test dataset
Dtest. This justifies the regularized optimization in Step 4 of Algorithm 3, which is implemented as a
least squares penalty. It also justifies the min-min optimization in Equation 1, which is with respect
to the weights and the parameters of the simple model.

3 Experiments

In this section we experiment on datasets from two different domains. The first is a public benchmark
vision dataset named CIFAR-10. The other is a chip manufacturing dataset obtained from a large
corporation. In both cases, we see the power of our method, ProfWeight, in improving the simple
model.

We compare our method with training the simple model on the original unweighted dataset (Standard).
We also compare with Distillation [14], which is a popular method for training relatively simpler
neural networks. We lastly compare results with weighting instances just based on the output
confidence scores of the complex neural network (i.e. output of the last probe Pk) for the true label
(ConfWeight). This can be seen as a special case of our method where α is set to the difference in
errors between the simple model and the complex network.

We consistently see that our method outperforms these competitors. This showcases the power of our
approach in terms of performance and generality, where the simple model may not be minimizing
cross-entropy loss, as is usually the case when using Distillation.

3.1 CIFAR-10

We now describe our methods on the CIFAR-10 dataset 2. We report results for multiple α’s of our
ProfWeight scheme including ConfWeight which is a special case of our method. Further model
training details than appear below are given in the supplementary materials.

Complex Model: We use the popular implementation of the Residual Net-
work Model available from the TensorFlow authors (code is taken from:
https://github.com/tensorflow/models/tree/master/research/resnet) where simple residual units are
used (no bottleneck residual units are used). The complex model has 15 Resnet units in sequence.
The basic blocks each consist of two consecutive 3× 3 convolutional layers with either 64, 128, or
256 filters and our model has five of each of these units. The first Resnet unit is preceded by an initial
3 × 3 convolutional layer with 16 filters. The last Resnet unit is succeeded by an average pooling
layer followed by a fully connected layer producing 10 logits, one for each class. Details of the 15
Resnet units are given in the supplementary material.

Simple Models: We now describe our simple models that are smaller Resnets which use a subset of
the 15 Resnet units in the complex model. All simple models have the same initial convolutional layer
and finish with the same average pooling and fully connected layers as in the complex model above.
We have four simple models with 3, 5, 7, and 9 ResNet units. The approximate relative sizes of these
models to the complex neural network are 1/5, 1/3, 1/2, 2/3, correpondingly. Further details are
about the ResNet units in each model are given in the supplementary material.

Probes Used: The set of units U (as defined in Section 2.1) whose representations are used to train
the probes are the units in Table 1 of the trained complex model. There are a total of 18 units.

Training-Test Split: We split the available 50000 training samples from the CIFAR-10 dataset into
training set 1 consisting of 30000 examples and training set 2 consisting of 20000 examples. We
split the 10000 test set into a validation set of 500 examples and a holdout test set of 9500 examples.
All final test accuracies of the simple models are reported with respect to this holdout test set. The
validation set is used to tune all models and hyperparameters.

Complex Model Training: The complex model is trained on training set 1. We obtained a test
accuracy of 0.845 and keep this as our complex model. We note that although this is suboptimal with
respect to Resnet performances of today, we have only used 30000 samples to train.

2We used the python version from https://www.cs.toronto.edu/ kriz/cifar.html.
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SM-3 SM-5 SM-7 SM-9
Standard 73.15(± 0.7) 75.78(±0.5) 78.76(±0.35) 79.9(±0.34)

ConfWeight 76.27 (±0.48) 78.54 (±0.36) 81.46(±0.50) 82.09 (±0.08)
Distillation 65.84(±0.60) 70.09 (±0.19) 73.4(±0.64) 77.30 (±0.16)

ProfWeightReLU 77.52 (±0.01) 78.24(±0.01) 80.16(±0.01) 81.65 (±0.01)
ProfWeightAUC 76.56 (±0.62) 79.25(±0.36) 81.34(±0.49) 82.42 (±0.36)

Table 1: Averaged accuracies (%) of simple model trained with various weighting methods and distil-
lation. The complex model achieved 84.5% accuracy. Weighting methods that average confidence
scores of higher level probes perform the best or on par with the best in all cases. In each case, the
improvement over the unweighted model is about 3 − 4% in test accuracy. Distillation performs
uniformly worse in all cases.

Probe Training: Linear probes Pu(·) are trained on representations produced by the complex model
on training set 1, each for 200 epochs. The trained Probe confidence scores Pu(Ru(x)) are evaluated
on samples in training set 2.

Simple Models Training: Each of the simpler models are trained only on training set 2 consisting
of 20000 samples for 500 epochs. All training hyperparameters are set to be the same as in the
previous cases. We train each simple model in Table 2 for the following different cases. Standard
trains a simple unweighted model. ConfWeight trains a weighted model where the weights are
the true label’s confidence score of the complex model’s last layer. Distillation trains the simple
model using cross-entropy loss with soft targets obtained from the softmax ouputs of the complex
model’s last layer rescaled by temperature t = 0.5 (tuned with cross-validation) as in distillation of
[14]. ProfWeightAUC and ProfWeightReLU train using Algorithm 1 with Algorithms 2 and 3 for the
weighting scheme, respectively. Results are for layer 14 as the lowest layer (margin parameter α
was set small, and α = 0 corresponded to layer 13). More details along with results for different
temperature in distillation and margin in ProfWeight are given in the supplementary materials.

Test accuracies (their means and standard deviations each averaged over about 4 runs each) of each
of the 4 simple models in Table 2 trained in 6 different ways described above are provided in Figure
3. Their numerical values in tabular form are given in Table 1.

Results: From Table 1, it is clear that in all cases, the weights corresponding to the AUC of the probe
confidence scores from unit 13 or 14 and upwards are among the best in terms of test accuracies. They
significantly outperform distillation-based techniques and, further, are better than the unweighted test
accuracies by 3− 4%. This shows that our ProfWeight algorithm performs really well. We notice
that in this case, the confidence scores from the last layer or final probe alone are quite competitive as
well. This is probably due to the complex model accuracy not being very high, having been trained on
only 30000 examples. This might seem counterintuitive, but a highly accurate model will find almost
all examples easy to classify at the last layer leading to confidence scores that are uniformly close to
1. Weighting with such scores then, is almost equivalent to no weighting at all. This is somewhat
witnessed in the manufacturing example where the complex neural network had an accuracy in the
90s and ConfWeight did not enhance the CART model to the extent ProfWeight did. In any case,
weighting based on the last layer is just a special instance of our method ProfWeight, which is seen to
perform quite well.

3.2 Manufacturing

We now describe how our method not only improved the performance of a CART model, but produced
operationally significant results in a semi-conductor manufacturing setting.

Setup: We consider an etching process in a semi-conductor manufacturing plant. The goal is to
predict the quantity of metal etched on each wafer – which is a collection of chips – without having
to explicitly measure it using high precision tools, which are not only expensive but also substantially
slow down the throughput of a fab. If T denotes the required specification and γ the allowed variation,
the target we want to predict is quantized into three bins namely: (−∞, T − γ), (T + γ,∞) and
within spec which is T ± γ. We thus have a three class problem and the engineers goal is not only to
predict these classes accurately but also to obtain insight into ways that he can improve his process.
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Figure 2: Above we show the performance of the different methods on the manufacturing dataset.

For each wafer we have 5104 input measurements for this process. The inputs consist of acid
concentrations, electrical readings, metal deposition amounts, time of etching, time since last cleaning,
glass fogging and various gas flows and pressures. The number of wafers in our dataset was 100,023.
Since these wafers were time ordered we split the dataset sequentially where the first 70% was used
for training and the most recent 30% was used for testing. Sequential splitting is a very standard
procedure used for testing models in this domain, as predicting on the most recent set of wafers is
more indicative of the model performance in practice than through testing using random splits of
train and test with procedures such as 10-fold cross validation.

Modeling and Results: We built a neural network (NN) with an input layer and five fully connected
hidden layers of size 1024 each and a final softmax layer outputting the probabilities for the three
classes. The NN had an accuracy of 91.2%. The NN was, however, not the model of choice for the
fab engineer who was more familiar and comfortable using decision trees.

Given this, we trained a CART based decision tree on the dataset. As seen in figure 2, its accuracy
was 74.3%. Given the big gap in performance between these two methods the engineers wanted an
improved interpretable model whose insights they could trust. We thus tested by weighting instances
based on the actual confidence scores outputted by the NN and then retraining CART. This improved
the CART performance slightly to 77.1%. We then used ProfWeightAUC, where α was set to zero, to
train CART whose accuracy bumped up significantly to 87.3%, which is a 13% lift. Similar gains
were seen for ProfWeightReLU where accuracy reached 87.4%. For Distillation we tried 10 different
temperature scalings in multiples of 2 starting with 0.5. The best distilled CART produced a slight
improvement in the base model increasing its accuracy to 75.6%. We also compared with the decision
tree extraction (DEx) method [6] which had a performance of 77.5%.

Operationally Significant Human Actions: We reported the top features based on the improved
model to the engineer. These features were certain pressures, time since last cleaning and certain
acid concentrations. The engineer based on this insight started controlling the acid concentrations
more tightly. This improved the total number of within spec wafers by 1.3%. Although this is a small
number, it has huge monetary impact in this industry, where even 1% increase in yield can amount to
billions of dollars in savings.

4 Related Work and Discussion

Our information transfer procedures based on confidence measures are related to Knowledge Dis-
tillation and learning with privileged information [22]. The key difference is in the way we use
information. We weight training instances by functions, such as the average, of the confidence profiles
of the training label alone. This approach, unlike Distillation [14, 26, 30], is applicable in broader
settings like when target models are classifiers optimized using empirical risk (e.g., SVM) where risk
could be any loss function. By weighting instances, our method uses any available target training
methods. Distillation works best with cross entropy loss and other losses specifically designed for
this purpose. Typically, distilled networks are usually quite deep. They would not be interpretable or
be able to respect tight resource constraints on sensors. In [24], the authors showed that primarily
shallow networks can be deployed on memory constrained devices. The only papers to our knowledge
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that do thin down CNNs came about prior to ResNet and the memory requirements are higher even
compared to our complex Resnet model (2.5 M vs 0.27 M parameters) [26].

It also interesting to note that calibrated scores of a highly accurate model does not imply good
transfer. This is because post-calibration majority of the confidence scores would still be high (say
>90%). These scores may not reflect the true hardness. Temperature scaling is one of the most
popular methods for calibration of neural networks [17]. Distillation which involves temperature
scaling showed subpar performance in our experiments.

There have been other strategies [9, 4, 6] to transfer information from bigger models to smaller ones,
however, they are all similar in spirit to Distillation, where the complex models predictions are used to
train a simpler model. As such, weighting instances also has an intuitive justification where viewing
the complex model as a teacher and the TM as a student, the teacher is telling the student which
aspects he/she should focus on (i.e. easy instances) and which he/she could ignore.

There are other strategies that weight examples although their general setup and motivation is different,
for instance curriculum learning (CL) [7] and boosting [13]. CL is a training strategy where first easy
examples are given to a learner followed by more complex ones. The determination of what is simple
as opposed to complex is typically done by a human. There is usually no automatic gradation of
examples that occurs based on a machine. Also sometimes the complexity of the learner is increased
during the training process so that it can accurately model more complex phenomena. In our case
however, the complexity of the simple model is assumed fixed given applications in interpretability
[12, 23, 25] and deployment in resource limited settings [24, 11]. Moreover, we are searching for
just one set of weights which when applied to the original input (not some intermediate learned
representations) the fixed simple model trained on it gives the best possible performance. Boosting
is even more remotely related to our setup. In boosting there is no high performing teacher and
one generally grows an ensemble of weak learners which as just mentioned is not reasonable in our
setting. Hard examples w.r.t. a previous ’weak’ learner are highlighted for subsequent training to
create diversity. In our case, hard examples are w.r.t. an accurate complex model. This means that
these labels are near random. Hence, it is important to highlight these relatively easier examples
when training the simple model.

In this work we proposed a strategy to improve simple models, whose complexity is fixed, with the
help of a high performing neural network. The crux of the idea was to weight examples based on
a function of the confidence scores based on intermediate representations of the neural network at
various layers for the true label. We accomplished this by attaching probes to intermediate layers in
order to obtain confidence scores. As observed in the experiments, our idea of weighting examples
seems to have a lot of promise where we want to improve (interpretable) models trained using
empirical risk minimization or in cases where we want to improve a (really) small neural network
that will respect certain power and memory constraints. In such situations Distillation seems to have
limited impact in creating accurate models.

Our method could also be used in small data settings which would be analogous to our setup on
CIFAR 10, where the training set for the complex and simple models were distinct. In such a setting,
we would obtain soft predictions from the probes of the complex model for the small data samples
and use ProfWeight with these scores to weight the smaller training set. A complementary metric
that would also be interesting to look at is the time (or number of epochs) it takes to train the simple
model on weighted examples to reach the unweighted accuracy. If there is huge savings in time, this
would be still useful in power constrained settings.

In the future, we would like to explore more adaptive schemes and hopefully understand them
theoretically as we have done in this work. Another potentially interesting future direction is to use
a combination of the improved simple model and complex model to make decisions. For instance,
if we know that the simple models performance (almost) matches the performance of the complex
model on a part of the domain then we could use it for making predictions for the corresponding
examples and the complex model otherwise. This could have applications in interpretability as well
as in speeding up inference for real time applications where the complex models could potentially be
large.
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A Supplemental Material

This supplementary material contains additional tables and figures.

A.1 Additional Tables and Figures

Units Description
Init-conv [ 3× 3 conv, 16 ]

Resunit:1-0
[

3× 3 conv, 64
3× 3 conv, 64

]

(Resunit:1-x)× 4
[

3× 3 conv, 64
3× 3 conv, 64

]
× 4

(Resunit:2-0)
[

3× 3 conv, 128
3× 3 conv, 128

]

(Resunit:2-x)× 4
[

3× 3 conv, 128
3× 3 conv, 128

]
× 4

(Resunit:3-0)
[

3× 3 conv, 256
3× 3 conv, 256

]

(Resunit:3-x)× 4
[

3× 3 conv, 256
3× 3 conv, 256

]
× 4

Average Pool
Fully Connected - 10 logits

Table 2: 18 unit Complex Model with 15 ResNet units used on CIFAR-10 experiments in Section 3.1

Simple Model IDs Additional Resunits Rel. Size
SM-3 None ≈ 1/5
SM-5 (Resunit:1-x)×1 ≈ 1/3

(Resunit:2-x)×1
SM-7 (Resunit:1-x)×2

(Resunit:2-x)×1 ≈ 1/2
(Resunit:3-x)×1

SM-9 (Resunit:1-x)×2
(Resunit:2-x)×2 ≈ 2/3
(Resunit:3-x)×2

Table 3: Additional Resnet units in the Simple Models apart from the commonly shared ones. The
last column shows the approximate size of the simple models relative to the complex neural network
model in the previous table.

Probes 1 2 3 4 5 6 7 8 9
Training Set 2 Accuracy 0.298 0.439 0.4955 0.53855 0.5515 0.5632 0.597 0.6173 0.6418

Probes 10 11 12 13 14 15 16 17 18
Training Set 2 Accuracy 0.66104 0.6788 0.70855 0.7614 0.7963 0.82015 0.8259 0.84214 0.845

Table 4: Probes at various units and their accuracies on the training set 2 for the CIFAR-10 experiment.
This is used in the ProfWeightAUC algorithm to choose the unit above which confidence scores
needs to be averaged.

12

A.2 Additional Training Details

CIFAR-10 Experiments in Section 3.1

Complex Model Training: We trained with an �-2 weight decay rate of 0.0002, sgd optimizer with
Nesterov momentum (whose parameter is set to 0.9), 600 epochs and batch size 128. Learning rates
are according to the following schedule: 0.1 till 40k training steps, 0.01 between 40k-60k training
steps, 0.001 between 60k − 80k training steps and 0.0001 for > 80k training steps. This is the
standard schedule followed in the code by the Tensorflow authors (code is taken from:
https://github.com/tensorflow/models/tree/master/research/resnet). We keep the learning rate schedule
invariant across all our results.

Simple Models Training:

1. Standard: We train a simple model as is on the training set 2.

2. ConfWeight: We weight each sample in training set 2 by the confidence score of the last
layer of the complex model on the true label. As mentioned before, this is a special case of
our method, ProfWeight.

3. Distillation: We train the simple model using a cross entropy loss with soft targets. Soft
targets are obtained from the softmax ouputs of the last layer of the complex model (or
equivalently the last linear probe) rescaled by temperature t as in distillation of [14]. By
using cross validation, we picked the temperature that performed best on the validation set
in terms of validation accuracy for the simple models. We cross-validated over temperatures
from the set {0.5, 3, 10.5, 20.5, 30.5, 40.5, 50}. See Figures 3 and 4 for validation and test
accuracies for SM-9 model with distillation at different temperatures.

4. ProfWeight: Implementation of our ProfWeight algorithm where the weight of every
sample in training set 2 is set to a function (depending on the choice of ReLu or AUC) of
the probe confidence scores of the true label corresponding to units above the 14-th unit. The
rationale is that the probe precision at layer 14 onwards are above the unweighted test scores
of all the simple models in Table 4. The unweighted (i.e. Standard model) test accuracies
from Table 1 can be checked against the accuracies of different probes on training set 2
given in Table 4 in the supplementary material.

Figure 3: Plot of validation set accuracy as a function of training steps for
SM-9 simple model. The training is done using distillation. Validation
accuracies for different temperatures used in distillation are plotted.
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Distillation Temperatures Test Accuracy of SM-9
0.5 0.7719999990965191
3.0 0.709789470622414
5.0 0.7148421093037254

10.5 0.6798947390757109
20.5 0.7237894786031622
30.5 0.7505263184246264
40.5 0.7513684191201863
50 0.7268421022515548

Figure 4: Test Set accuracies of various versions of simple model SM-9
trained using distilled final layer confidence scores at various temperatures.
The top two are for temperatures 0.5 and 40.5.

B Proof of Theorem 2.1

It is enough to show that, for two fixed distributions P (x|y)and PM (x|y) with density functions
f(x|y) and fM (x|y):

∫ f(x|y)fM (x|y)
r(x) d(x) = 1,

∫
r(x) = 1, r(x) > 0‘∀x means that r(x) =

f(x|y) or fM (x|y). We show this for discrete distributions below.

Lemma B.1. If p, q and r are three n dimensional distributions then,
∑

x
p(x)r(x)

q(x) = 1 only if either
q = p or q = r pointwise.

Proof. We first describe proofs for specific cases so as to provide some intuition about the general
result.

If p, r and q are two dimensional distributions then if
∑

i=1,2
piri
qi

= 1 we have,
∑
i=1,2

piri
qi

= 1

(q1 + q2)
∑
i=1,2

piri =
∏
i=1,2

qi(p1 + p2)(r1 + r2)

(r1q2 − r2q1)(p1q2 − p2r1) = 0

This implies either q1
q2

= p1

p2
or q1

q2
= r1

r2
. Without loss of generality (w.l.o.g.) assume q1

q2
= p1

p2
. Then

q1
q2

+ q2
q2

= p1

p2
+ p2

p2
⇒ 1

q2
= 1

p2
or p2 = q2 which proves our result.

If p = r, then for n dimensional distributions we have,

n∑
i=1

p2i
qi

= 1

n∑
i=1


p2i

∏
j �=i

qj


 =

n∏
i=1

qi

(
n∑

i=1

qi

)
n∑

i=1


p2i

∏
j �=i

qj


 =

n∏
i=1

qi

(
n∑

i=1

pi

)2

n∑
i=1

n∑
j=1,j �=i

∏
k �=i,j

qk(piqj − pjqi)
2 = 0

This implies that the polynomial is pointwise zero only if pi

pj
= qi

qj
∀i, j. This again gives our result

of p = q.

For the general case analogous to previous results we get polynomials (piqj − pjqi)
2(riqj − rjqi)

2

multiplied by positive constants that must be pointwise 0. Thus, pi

pj
= qi

qj
or ri

rj
= qi

qj
. W.l.o.g. we can

14

assume that for half or more of the cases the ratio of pi, pjs are equal to the ratio of qi, qjs. In this
case, only these equations can be considered along with constraints ensuring p and q are distributions
and must sum to 1. Since the number of equations with ratios grow quadratically in the number of
variables the hardest cases to show are when we have 4 (or fewer) variables. Using tools such as
mathematica one can show that the other ratios also have to be equal or that p = q.

15
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Variational Inference of Disentangled Latent Concepts from
Unlabeled Observations

Abhishek Kumar∗ Prasanna Sattigeri∗ Avinash Balakrishnan∗

Abstract

Disentangled representations, where the higher level data generative factors are reflected in disjoint
latent dimensions, offer several benefits such as ease of deriving invariant representations, transferability
to other tasks, interpretability, etc. We consider the problem of unsupervised learning of disentangled
representations from large pool of unlabeled observations, and propose a variational inference based
approach to infer disentangled latent factors. We introduce a regularizer on the expectation of the
approximate posterior over observed data that encourages the disentanglement. We evaluate the proposed
approach using several quantitative metrics and empirically observe significant gains over existing methods
in terms of both disentanglement and data likelihood (reconstruction quality).

1 Introduction

Feature representations of the observed raw data play a crucial role in the success of machine learning
algorithms. Effective representations should be able to capture the underlying (abstract or high-level) latent
generative factors that are relevant for the end task while ignoring the inconsequential or nuisance factors.
Disentangled feature representations have the property that the generative factors are revealed in disjoint
subsets of the feature dimensions, such that a change in a single generative factor causes a highly sparse
change in the representation. Disentangled representations offer several advantages – (i) Invariance: it
is easier to derive representations that are invariant to nuisance factors by simply marginalizing over the
corresponding dimensions, (ii) Transferability: they are arguably more suitable for transfer learning as most
of the key underlying generative factors appear segregated along feature dimensions, (iii) Interpretability: a
human expert may be able to assign meanings to the dimensions, (iv) Conditioning and intervention: they
allow for interpretable conditioning and/or intervention over a subset of the latents and observe the effects on
other nodes in the graph. Indeed, the importance of learning disentangled representations has been argued in
several recent works (Bengio et al., 2013; Lake et al., 2016; Ridgeway, 2016).

Recognizing the significance of disentangled representations, several attempts have been made in this
direction in the past (Ridgeway, 2016). Much of the earlier work assumes some sort of supervision in terms of:
(i) partial or full access to the generative factors per instance (Reed et al., 2014; Yang et al., 2015; Kulkarni
et al., 2015; Karaletsos et al., 2015), (ii) knowledge about the nature of generative factors (e.g, translation,
rotation, etc.) (Hinton et al., 2011; Cohen and Welling, 2014), (iii) knowledge about the changes in the
generative factors across observations (e.g., sparse changes in consecutive frames of a Video) (Goroshin et al.,
2015; Whitney et al., 2016; Fraccaro et al., 2017; Denton and Birodkar, 2017; Hsu et al., 2017), (iv) knowledge
of a complementary signal to infer representations that are conditionally independent of it1 (Cheung et al.,
2014; Mathieu et al., 2016; Siddharth et al., 2017). However, in most real scenarios, we only have access to
raw observations without any supervision about the generative factors. It is a challenging problem and many
of the earlier attempts have not been able to scale well for realistic settings (Schmidhuber, 1992; Desjardins
et al., 2012; Cohen and Welling, 2015) (see also, Higgins et al. (2017)).

Recently, Chen et al. (2016) proposed an approach to learn a generative model with disentangled factors
based on Generative Adversarial Networks (GAN) (Goodfellow et al., 2014), however implicit generative

∗IBM Research AI, IBM TJ Watson Research Center, Yorktown Heights, NY. {abhishk,psattig,avinash.bala}@us.ibm.com
1The representation itself can still be entangled in rest of the generative factors.
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models like GANs lack an effective inference mechanism2, which hinders its applicability to the problem of
learning disentangled representations. More recently, Higgins et al. (2017) proposed an approach based on
Variational AutoEncoder (VAE) Kingma and Welling (2013) for inferring disentangled factors. The inferred
latents using their method (termed as β-VAE ) are empirically shown to have better disentangling properties,
however the method deviates from the basic principles of variational inference, creating increased tension
between observed data likelihood and disentanglement. This in turn leads to poor quality of generated
samples as observed in (Higgins et al., 2017).

In this work, we propose a principled approach for inference of disentangled latent factors based on the
popular and scalable framework of amortized variational inference (Kingma and Welling, 2013; Stuhlmüller
et al., 2013; Gershman and Goodman, 2014; Rezende et al., 2014) powered by stochastic optimization
(Hoffman et al., 2013; Kingma and Welling, 2013; Rezende et al., 2014). Disentanglement is encouraged by
introducing a regularizer over the induced inferred prior. Unlike β-VAE (Higgins et al., 2017), our approach
does not introduce any extra conflict between disentanglement of the latents and the observed data likelihood,
which is reflected in the overall quality of the generated samples that matches the VAE and is much better
than β-VAE. This does not come at the cost of higher entanglement and our approach also outperforms
β-VAE in disentangling the latents as measured by various quantitative metrics.

2 Formulation

We start with a generative model of the observed data that first samples a latent variable z ∼ p(z), and an
observation is generated by sampling from pθ(x|z). The joint density of latents and observations is denoted
as pθ(x, z) = p(z)pθ(x|z). The problem of inference is to compute the posterior of the latents conditioned on

the observations, i.e., pθ(z|x) = pθ(x,z)∫
pθ(x,z)dz

. We assume that we are given a finite set of samples (observations)

from the true data distribution p(x). In most practical scenarios involving high dimensional and complex
data, this computation is intractable and calls for approximate inference. Variational inference takes an
optimization based approach to this, positing a family D of approximate densities over the latents and
reducing the approximate inference problem to finding a member density that minimizes the Kullback-Leibler
divergence to the true posterior, i.e., q∗x = minq∈D KL(q(z)‖pθ(z|x)) (Blei et al., 2017). The idea of amortized
inference (Kingma and Welling, 2013; Stuhlmüller et al., 2013; Gershman and Goodman, 2014; Rezende
et al., 2014) is to explicitly share information across inferences made for each observation. One successful
way of achieving this for variational inference is to have a so-called recognition model, parameterized by φ,
that encodes an inverse map from the observations to the approximate posteriors (also referred as variational
autoencoder or VAE) (Kingma and Welling, 2013; Rezende et al., 2014). The recognition model parameters
are learned by optimizing the problem minφ ExKL(qφ(z|x)‖pθ(z|x)), where the outer expectation is over the
true data distribution p(x) which we have samples from. This can be shown as equivalent to maximizing
what is termed as evidence lower bound (ELBO):

argmin
θ,φ

ExKL(qφ(z|x)‖pθ(z|x)) = argmax
θ,φ

Ex

[
Ez∼qφ(z|x) [log pθ(x|z)]−KL(qφ(z|x)‖p(z))

]
(1)

The ELBO (the objective at the right side of Eq. 1) lower bounds the log-likelihood of observed data, and
the gap vanishes at the global optimum. Often, the density forms of p(z) and qφ(z|x) are chosen such that
their KL-divergence can be written analytically in a closed-form expression (e.g., p(z) is N(0, I) and qφ(z|x)
is N(µφ(x),Σφ(x))) (Kingma and Welling, 2013). In such cases, the ELBO can be efficiently optimized
(to a stationary point) using stochastic first order methods where both expectations are estimated using
mini-batches. Further, in cases when qφ(·) can be written as a continuous transformation of a fixed base
distribution (e.g., the standard normal distribution), a low variance estimate of the gradient over φ can be
obtained by coordinate transformation (also referred as reparametrization) (Fu, 2006; Kingma and Welling,
2013; Rezende et al., 2014).

2There have been a few recent attempts in this direction for visual data (Dumoulin et al., 2016; Donahue et al., 2016; Kumar
et al., 2017) but often the reconstructed samples are semantically quite far from the input samples, sometimes even changing in
the object classes.

2

2.1 Generative story: disentangled prior

Most VAE based generative models for real datasets (e.g., text, images, etc.) already work with a relatively
simple and disentangled prior p(z) having no interaction among the latent dimensions (e.g., the standard
Gaussian N(0, I)) (Bowman et al., 2015; Miao et al., 2016; Hou et al., 2017; Zhao et al., 2017). The complexity
of the observed data is absorbed in the conditional distribution pθ(x|z) which encodes the interactions among
the latents. Hence, as far as the generative modeling is concerned, disentangled prior sets us in the right
direction.

2.2 Inferring disentangled latents

Although the generative model starts with a disentangled prior, our main objective is to infer disentangled
latents which are potentially conducive for various goals mentioned in Sec. 1 (e.g., invariance, transferability,
interpretability). To this end, we consider the density over the inferred latents induced by the approximate
posterior inference mechanism,

qφ(z) =

∫
qφ(z|x)p(x)dx, (2)

which we will subsequently refer to as the inferred prior or expected variational posterior (p(x) is the
true data distribution that we have only samples from). For inferring disentangled factors, this should be
factorizable along the dimensions, i.e., qφ(z) =

∏
i qi(zi), or equivalently qi|j(zi|zj) = qi(zi), ∀ i, j. This can be

achieved by minimizing a suitable distance between the inferred prior qφ(z) and the disentangled generative
prior p(z). We can also define expected posterior as pθ(z) =

∫
pθ(z|x)p(x)dx. If we take KL-divergence as

our choice of distance, by relying on its pairwise convexity (i.e., KL(λp1 + (1 − λ)p2‖λq1 + (1 − λ)q2) ≤
λKL(p1‖q1) + (1− λ)KL(p2‖q2)) (Van Erven and Harremos, 2014), we can show that the distance between
qφ(z) and pθ(z) is bounded by the objective of the variational inference (the ELBO in Eq. (1)):

KL(qφ(z)‖pθ(z)) = KL(Ex∼p(x)qφ(z|x)‖Ex∼p(x)pθ(z|x)) ≤ Ex∼p(x) KL(qφ(z|x)‖pθ(z|x)). (3)

In general, the prior p(z) and expected posterior pθ(z) will be different, although they may be close (they
will be same when pθ(x) =

∫
pθ(x|z)p(z)dz is equal to p(x)). Hence, variational posterior inference of latent

variables with disentangled prior naturally encourages inferring factors that are close to being disentangled.
We think this is the reason that the original VAE (Eq. (1)) has also been observed to exhibit some disentangling
behavior on simple datasets such as MNIST (Kingma and Welling, 2013). However, this behavior does
not carry over to more complex datasets (Aubry et al., 2014; Liu et al., 2015; Higgins et al., 2017), unless
extra supervision on the generative factors is provided (Kulkarni et al., 2015; Karaletsos et al., 2015). This
can be due to: (i) p(x) and pθ(x) being far apart which in turn causes p(z) and pθ(z) being far apart,
and (ii) the non-convexity of the ELBO objective which prevents us from achieving the global minimum of
ExKL(qφ(z|x)‖pθ(z|x)) (which is 0 and implies KL(qφ(z)‖pθ(z)) = 0). In other words, maximizing the ELBO
(Eq. (1)) might also result in reducing the value of KL(qφ(z)‖p(z)), however, due to the aforementioned
reasons, the gap between KL(qφ(z)‖p(z)) and Ex KL(qφ(z|x)‖pθ(z|x)) could be large at the stationary point of
convergence. Hence, minimizing KL(qφ(z)‖p(z)) explicitly will give us better control on the disentanglement.
This motivates us to add KL(qφ(z)‖p(z)) as part of the objective to encourage disentanglement during
inference, i.e.,

max
θ,φ

Ex

[
Ez∼qφ(z|x) [log pθ(x|z)]−KL(qφ(z|x)‖p(z))

]
− λKL(qφ(z)‖p(z)), (4)

where λ controls its contribution to the overall objective.
Optimizing (4) directly is not tractable due to the presence of KL(qφ(z)‖p(z)) which does not have a

closed-form expression. One possibility is use the variational formulation of the KL-divergence (Nguyen
et al., 2010; Nowozin et al., 2016) that needs only samples from qφ(z) and p(z) to estimate a lower bound to
KL(qφ(z)‖p(z)). However, this would involve optimizing for a third set of parameters ψ for the KL-divergence

3
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estimator, and would also change the optimization to a saddle-point (min-max) problem which has its own
challenges (e.g., gradient vanishing as encountered in training generative adversarial networks with KL
or JS divergences (Goodfellow et al., 2014; Arjovsky and Bottou, 2017)). Replacing KL(qφ(z)‖p(z)) with
another suitable distance between qφ(z) and p(z) (e.g., integral probability metrics like Wasserstein distance
(Sriperumbudur et al., 2009)) might alleviate some of these issues (Arjovsky et al., 2017) but will still involve
complicating the optimization to a saddle point problem in three set of parameters3. It should also be noted
that using these variational forms of the distances will still leave us with an approximation to the actual
distance.

We adopt a simpler yet effective alternative of matching the moments of the two distributions. In particular,
we match the covariance of the two distributions which will amount to decorrelating the dimensions of z ∼ qφ(z)
if p(z) is N(0, I). Let us denote Covq(z)(z) := Eq(z)

[
(z− Eq(z)(z))(z− Eq(z)(z))

�]
. By the law of total

covariance, the covariance of z ∼ qφ(z) is given by

Covqφ(z)(z) = Ep(x)Covqφ(z|x)(z) + Covp(x)
(
Eqφ(z|x)(z)

)
, (5)

where Eqφ(z|x)(z) and Covqφ(z|x)(z) are random variables that are functions of the random variable x (z is
marginalized over). Most existing work on the VAE models uses qφ(z|x) having the form N(µφ(x),Σφ(x)),
where µφ(x) and Σφ(x) are the outputs of a deep neural net parameterized by φ. In this case Eq. (5)
reduces to Covqφ(z)(z) = Ep(x)Σφ(x) + Covp(x)(µφ(x)), which we want to be close to an identity matrix. For
simplicity, we choose entry-wise squared �2-norm as the measure of proximity. However, as the entanglement is
mainly reflected in the off-diagonal entries of this matrix, we opt for two separate hyperparameters controlling
the relative importance of the loss on the diagonal and off-diagonal entries. This gives rise to the following
optimization problem for inference:

max
θ,φ

ELBO(θ, φ)− λod

∑
i�=j

[
Covp(x)(µφ(x))

]2
ij
− λd

∑
i

([
Covp(x)(µφ(x))

]
ii
− 1

)2
. (6)

The regularization terms involving Covp(x)(µφ(x)) in the above objective (6) can be efficiently optimized
using SGD. We maintain a running estimate of Covp(x)(µφ(x)) which is updated with every minibatch of
x ∼ p(x). The gradient for the current minibatch can be computed by treating the previous estimate of
Covp(x)(µφ(x)) as constant.

2.3 Comparison with β-VAE

Recently proposed β-VAE (Higgins et al., 2017) proposes to modify the ELBO by upweighting the KL(qφ(z|x)‖p(z))
term in order to encourage the inference of disentangled factors:

max
θ,φ

Ex

[
Ez∼qφ(z|x) [log pθ(x|z)]− βKL(qφ(z|x)‖p(z))

]
, (7)

where β is taken to be great than 1. Higher β is argued to encourage disentanglement at the cost of
reconstruction error (the likelihood term in the ELBO). Authors report empirical results with β ranging
from 4 to 250 depending on the dataset. As already mentioned, most VAE models proposed in the literature,
including β-VAE, work with N(0, I) as the prior p(z) and N(µφ(x),Σφ(x)) with diagonal Σφ(x) as the
approximate posterior qφ(z|x). This reduces the objective (7) to

max
θ,φ

Ex

[
Ez∼qφ(z|x) [log pθ(x|z)]−

β

2

(∑
i

(
[Σφ(x)]ii − ln [Σφ(x)]ii

)
+ ‖µφ(x)‖22

)]
. (8)

For high values of β, β-VAE would try to pull µφ(x) towards zero and Σφ(x) towards the identity matrix (as
the minimum of x− lnx for x > 0 is at x = 1), thus making the approximate posterior qφ(z|x) insensitive

3Nonparametric distances like maximum mean discrepancy (MMD) with a characteristic kernel (Gretton et al., 2012) is also
an option, however it has its own challenges when combined with stochastic optimization (Dziugaite et al., 2015; Li et al., 2015).

4

Table 1: Disentanglement metric score Higgins et al. (2017) and reconstruction error (per pixel) on the test
sets for 2D Shapes and CelebA (β1 = 4, β2 = 60 for 2D Shapes, and β1 = 4, β2 = 8 for CelebA)

Method
2D Shapes CelebA

Metric Reconst. error Metric Reconst. error

VAE 81.3 0.0017 7.5 0.0876
β-VAE (β=β1) 80.7 0.0032 8.1 0.0937
β-VAE (β=β2) 95.7 0.0113 7.1 0.1065

DIP-VAE 98.7 0.0018 11.31 0.0911

Figure 1: Disentanglement metric score (Higgins et al., 2017) as a function of average reconstruction error
(per pixel) on the test set for β-VAE and the proposed DIP-VAE (left: CelebA, right: 2D Shapes). The plots
are generated by varying β for β-VAE, and λod for DIP-VAE with λd set to 10λod. The number next to each
point in the plots is the value of β (β-VAE) or λod (proposed DIP-VAE).

to the observations. This is also reflected in the quality of the reconstructed samples which is worse than
VAE (β = 1), particularly for high values of β. Our proposed method does not have such increased tension
between the likelihood term and the disentanglement objective, and the sample quality with our method is
on par with the VAE.

Finally, we note that both β-VAE and our proposed method encourage disentanglement of inferred
factors by pulling Covqφ(z)(z) in Eq. (5) towards the identity matrix: β-VAE attempts to do it by making
Covqφ(z|x)(z) close to I and Eqφ(z|x)(z) close to 0 individually for all observations x, while the proposed
method directly works on Covqφ(z)(z) (marginalizing over the observations x) which retains the sensitivity of
qφ(z|x) to the conditioned-upon observation.

3 Experiments

We evaluate our proposed method, referred as DIP-VAE subsequently (Disentangled Inferred Prior), on three
datasets – (i) CelebA (Liu et al., 2015): It consists of 202, 599 RGB face images of celebrities. We use
64 × 64 × 3 cropped images as used in several earlier works, using 90% for training and 10% for test. (ii)
3D Chairs (Aubry et al., 2014): It consists of 1393 chair CAD models, with each model rendered from 31
azimuth angles and 2 elevation angles. Following earlier work (Yang et al., 2015; Dosovitskiy et al., 2015)
that ignores near-duplicates, we use a subset of 809 chair models in our experiments. We use the binary
masks of the chairs as the observed data in our experiments following (Higgins et al., 2017). First 80% of the
models are used for training and the rest are used for test. (iii) 2D Shapes (Higgins et al., 2017): This is a

5
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Table 2: Attribute classification accuracy on CelebA: A classifier wk = 1
|xi:yk

i =1|
∑

xi:yk
i =1 µφ(xi) −

1
|xi:yk

i =0|
∑

xi:yk
i =0 µφ(xi) is computed for every attribute k using the training set and a bias is learned

by minimizing the hinge loss. Accuracy on other attributes stays about same across all methods.
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DIP-VAE 73.7 73.2 90.9 80.6 91.9 81.5 85.9 75.9 85.3 71.5 96.2 84.7

synthetic dataset of binary 2D shapes generated from the Cartesian product of the shape (heart, oval and
square), x-position (32 values), y-position (32 values), scale (6 values) and rotation (40 values). We consider
two baselines for the task of unsupervised inference of disentangled factors: (i) VAE (Kingma and Welling,
2013; Rezende et al., 2014), and (ii) the recently proposed β-VAE (Higgins et al., 2017). To be consistent
with the evaluations in (Higgins et al., 2017), we use the same CNN network architectures (for our encoder
and decoder), and same latent dimensions as used in (Higgins et al., 2017) for CelebA, 3D Chairs, 2D Shapes
datasets.

Hyperparameters. For the proposed DIP-VAE, in all our experiments we vary λod in the set
{1, 2, 5, 10, 20, 50} while fixing λd = 10λod. For β-VAE, we experiment with β = {1, 2, 4, 8, 16, 25, 32, 64, 100, 128
, 200, 256} (where β = 1 corresponds to the VAE). For both CelebA and 2D Shapes, we show the results for
the best performing models in terms of the disentanglement metric score which was introduced in (Higgins
et al., 2017). For 3D Chairs data, this metric is at 100% for almost all models and we pick the models based
on our subjective evaluation of the reconstruction quality and disentanglement.

Disentanglement metric score and reconstruction error. Higgins et al. (2017) propose a metric
to evaluate the disentanglement performance of the inference mechanism. It assumes that the ground truth
generative factors are available. It works by first sampling a generative factor y, followed by sampling L pairs
of examples such that for each pair, the sampled generative factor takes the same value. Given the inferred
zx := µφx for each example x, they compute the absolute difference of these vectors for each pair, followed
by averaging these difference vectors. This average difference vector is assigned the label of y. By sampling
n such minibatches of L pairs, we get n such averaged difference vectors for the factor y. This process is
repeated for all generative factors. A low capacity multiclass classifier is then trained on these vectors to
predict the identity of the corresponding generative factor. In all our experiments, we use a one-vs-rest linear
SVM with weight on the hinge loss C set to 0.01 and weight on the regularizer set to 1. Higgins et al. (2017)
argue that this metric captures the disentangled property of the inferred latents reasonably well. Table 1
shows the disentanglement metric scores along with reconstruction error (which directly corresponds to the
data likelihood) for the test sets for CelebA and 2D Shapes data. It is evident that the proposed DIP-VAE
outperforms β-VAE both in terms of the disentanglement metric score and reconstruction error. Further we
also show the plot of how the disentanglement metric changes with the reconstruction error as we vary the
hyperparameter for both methods (β and λod, respectively) in Fig. 1. It is clear that the proposed method
gives much higher disentanglement metric score at little to no cost on the reconstruction error when compared
with VAE (β = 1). The reconstruction error for β-VAE gets much worse as β is increased.

Binary attribute classification for CelebA. We also experiment with predicting the binary attribute
values for each test example in CelebA from the inferred µφ(x). For each attribute k, we compute the

6

Table 3: 2D Shapes data (Higgins et al., 2017): Correlations between inferred latents (top), and correlations
between ground truth attributes and inferred latents (bottom).

VAE β-VAE (β = 4) β-VAE (β = 20) DIP-VAE

Latents auto-
correlations

Latents-
attributes
correlations

Table 4: CelebA dataset: Correlations between inferred latents (top), and correlations between ground truth
attributes and inferred latents (bottom).

VAE β-VAE (β = 8) β-VAE (β = 64) DIP-VAE

Latents auto-
correlations

Latents-
attributes
correlations

attribute vector wk = 1
|xi:yk

i =1|
∑

xi:yk
i =1 µφ(xi)− 1

|xi:yk
i =0|

∑
xi:yk

i =0 µφ(xi) from the training set, and project

the µφ(x) along these vectors. A bias is learned on these scalars (by minimizing hinge loss) which is then used
for classifying the test examples. Table 2 shows the results for the attribute which show the highest change
across various methods (most other attribute accuracies do not change). The proposed DIP-VAE outperforms
both VAE and β-VAE for most attributes. The performance of β-VAE gets worse as β is increased further.

Correlations in the inferred latent space. We visualize the Pearson’s correlations between dimensions
of the inferred latents µφ(x). We also visualize the correlations between inferred latent dimensions and the
ground truth attributes (which can be taken as a proxy for true generative factors). Tables 3 and 4 show
these correlations for VAE, β-VAE and the proposed DIP-VAE. We observe less correlations between inferred
latents for DIP-VAE. Latent correlations for β-VAE are even higher than those for VAE which seems to be
going against the objective of disentanglement. This can be due to the fact that β-VAE gives less weight to
the ELBO which implies the KL(qφ(z)‖pθ(z)) does not get minimized as well (see Eq. (3)). Indeed Eq. (8)
indicates that β-VAE gives more importance to minimizing the �2-norm of individual posterior means µφ(x)
and does not minimize their correlations as DIP-VAE.

To further analyze the latent correlations with the ground truth attributes, we pick one attribute at
a time, and pick the latent dimension that has highest correlation with that attribute. Then we plot the
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(a) Bangs (b) Rosy Cheeks

Figure 2: Top attributes similar to Bangs and Rosy Cheeks attribute in CelebA dataset based on correlations
with inferred latents for VAE, β-VAE and the proposed DIP-VAE, respectively.

Table 5: Qualitative results for disentanglement in CelebA dataset.

VAE β-VAE (β = 4) Proposed DIP-VAE

Smile

Azimuth

Hair color

8

Table 6: Qualitative results for disentanglement in Chairs dataset.

VAE β-VAE (β = 4) Proposed DIP-VAE

Leg Shape

Rotation

Size

correlations of this latent dimension with rest of the attributes (picking top 4 correlations). This will indicate
the entanglement of a latent dimension with the ground truth attributes. It should be noted that many
attributes in CelebA are naturally entangled (e.g., lipstick, heavy-makeup and gender) which can be quite
difficult to disentangle. These plots for two of the attributes are shown in Fig. 2. Rest of these plots can be
found in Appendix.

Finally we also show the generated samples by varying one latent dimension at a time for CelebA and 3D
Chairs data for all three methods in Tables 5 and Tables 6.

4 Related Work

Adversarial autoencoder (Makhzani et al., 2015) also matches qφ(z) (which is referred as aggregated posterior
in their work) to the prior p(z). However, adversarial autoencoder does not have the goal of minimizing
KL(qφ(z|x)||pθ(z|x) which is the primary goal of variational inference. It maximizes Ex

[
Ez∼qφ(z|x) [log pθ(x|z)]

]
−λD(qφ(z)‖p(z)), where D is the distance induced by a discriminator that tries to classify z ∼ qφ(z) from
z ∼ p(z) by optimizing a cross-entropy loss (which induces JS-divergence as D). This can be contrasted with
the objective in (4).

9
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Invariance and Equivariance. Disentanglement is closely connected to invariance and equivariance
of representations. If R : x → z is a function that maps the observations to the feature representions,
equivariance implies that a primitive transformation T of the input results in a corresponding transformation
T ′ of the feature, i.e., R(T (x)) = T ′(R(x)). Disentanglement requires that T ′ acts only on a small subset
of dimensions of R(x) (a sparse action). In this sense, equivariance is a more general notion encompassing
disentanglement as a special case, however this special case carries additional benefits of interpretability,
ease of transferrability, etc. Invariance is also a special case of equivariance which requires T ′ to be identity
for R to be invariant to the action of T on the input observations. However, invariance can be obtained
more easily from disentangled representations than from equivariant representations by simply marginalizing
the appropriate subset of dimensions. There exists a lot of prior work in the literature on equivariant and
invariant feature learning, mostly under the supervised setting which assumes the knowledge about the
nature of input transformations (e.g., rotations, translations, scaling for images, etc.) (Schmidt and Roth,
2012; Bruna and Mallat, 2013; Anselmi et al., 2014, 2016; Cohen and Welling, 2016; Dieleman et al., 2016;
Haasdonk et al., 2005; Mroueh et al., 2015; Raj et al., 2017).

5 Concluding Remarks

We proposed a principled variational framework to infer disentangled latents from unlabeled observations.
Unlike β-VAE, our variational objective does not have any conflict between the data log-likelihood and the
disentanglement of the inferred latents, which is reflected in the empirical results. An interesting direction for
future work is to take into account the sampling biases in the generative process, both natural (e.g., sampling
the female gender makes it unlikely to sample beard for face images in CelebA) as well as artificial (e.g.,
a collection of face images that contain much more smiling faces for males than females misleading us to
believe p(gender,smile) �= p(gender)p(smile)), which makes the problem challenging and also somewhat less
well defined (at least in the case of natural biases). Effective use of disentangled representations for transfer
learning is another interesting direction for future work.
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Appendix

A Correlations between inferred latent factors and ground truth
attributes for CelebA
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B Label correlations for CelebA and 2D Shapes datasets

Figure 3: VAE latent correlations with attributes for CelebA dataset.

28

Figure 4: β-VAE (β = 2) latent correlations with attributes for CelebA dataset.
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Figure 5: β-VAE (β = 4) latent correlations with attributes for CelebA dataset.
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Figure 6: β-VAE (β = 8) latent correlations with attributes for CelebA dataset.
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Figure 7: β-VAE (β = 64) latent correlations with attributes for CelebA dataset.

32

Figure 8: DIP-VAE latent correlations with attributes for CelebA dataset.

33

Publication _ _ 9
Variational Inference of Disentangled Latent Concepts from

 Unlabeled O
bservations



Section _ _ 2
Explainability

169

Figure 9: VAE latent correlations with attributes for 2D Shapes.

34

Figure 10: β-VAE (β = 4) latent correlations with attributes for 2D Shapes.
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Figure 11: β-VAE (β = 20) latent correlations with attributes for 2D Shapes.

36

Figure 12: DIP-VAE latent correlations with attributes for 2D Shapes.
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SEQ2SEQ-VIS : A Visual Debugging Tool for
Sequence-to-Sequence Models

Hendrik Strobelt*, Sebastian Gehrmann*, Michael Behrisch, Adam Perer, Hanspeter Pfister, Alexander M. Rush

3/29/2018 S2S Attention

http://localhost:8080/client/index.html?in=our%20tool%20helps%20to%20find%20errors%20in%20%20seq2seq%20models%20using%20visual%20analysis%20methods%20.

Start entering some encoder sentence (enter triggers request)...

our tool helps to find errors in  seq2seq models using visual analysis methods .

Enc words:

Attention:

topK:

our tool helps to find errors in seq2seq models using visual analysis methods .

unser werkzeug hil , fehler in <unk> modellen zu finden , die mit visuellen analysen <unk> .

unser werkzeug hil , fehler in <unk> modellen zu finden , die mit visuellen analysen der .

unsere instrument dabei dabei fehlern zu der modelle anzuwenden entdecken mit mit mittels visueller <unk> von <unk>

das tool hilfreich dazu abweichungen bei den <unk> einzusetzen suchen die indem visuell der belegen <unk> werden

unserem hilfsmittel ist zu <unk> für form , mit verschaffen mittels mittels visuellen visualisierung auswertung geprägt zu

wir werkzeuge helfen es etwas auf die anhand für geben und um von <unk> analyse zu lernen
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show: src tgt  highlight: -1 0 +1

  and around the world , satellites and warning systems are saving lives in <unk>  areas such as bangladesh .

  these are the two pictures taken of garment factories in <unk>  province and garment factories in india .

  i would love to talk about my astronomy , but i suspect that the number of people who are interested in <unk> transfer in <unk>
atmospheres and polarization of light in jupiter &apos;s upper atmosphere are the number of people who &apos;d fit in a bus shelter .

  if a neutrino had a brain , which it evolved in <unk>  ancestors , it would say that rocks really do consist of empty space .

  i would love to talk about my astronomy , but i suspect that the number of people who are interested in <unk>  transfer in <unk>
atmospheres and polarization of light in jupiter &apos;s upper atmosphere are the number of people who &apos;d fit in a bus shelter .

  most of those individuals had spent most of their lives in <unk>  hospitals . this is a long time ago .

  that &apos;s year by year . this comes from our friends at <unk>

  i &apos;ll get an esl class in <unk>  learning &quot; it &apos;s raining , it &apos;s pouring . &quot;

  you send one blessed email to whomever you &apos;re thinking of at <unk>

  she <unk> for jobs down in <unk>  province in the south .

  science columnist lee <unk> describes a remarkable project at <unk>  divide , antarctica , where a hardy team are drilling into <unk> ice to
extract vital data on our changing climate .

  that technology will be used on <unk>  animals .

  i work in <unk>  homes , largely .

  so for example , there was one study that was done in a population of <unk>  jews in new york city .

  in this manner , the world bank has now <unk> 30,000 project activities in <unk>  countries , and donors are using a common platform to
map all their projects .

  now compassion , when it enters the news , too oen comes in the form of <unk>  feature pieces or <unk> about heroic people you could
never be like or happy endings or examples of self-sacrifice that would seem to be too good to be true most of the time

  and they caught a couple of my guys who had hidden cameras in <unk>  bags .

  and with these keys , they may have been able to get inside <unk>  &apos;s systems , to see and hear everything , and maybe even infect
some of them .

  on that table you can see 48 hours &apos; worth of <unk>  goods from passengers entering in to the united states .

  so these are consumers organizing , <unk> their resources to <unk>  companies to do good .

  this is not the story of how you get shelf space at <unk>  marcus .

  tony in chicago has been taking on growing experiments , like lots of other window farmers , and he &apos;s been able to get his strawberries
to fruit for nine months of the year in <unk>  conditions by simply changing out the organic nutrients .

  and the important point about this is that it &apos;s the earliest study in <unk>  in mathematics .

  so the first time i worked with colors was by making these <unk> of <unk>  <unk> .

  who is going to allow a bunch of little girls , dressed up — &quot; &quot; — to come inside a jail and dance with their <unk> in <unk>  suits ?
&quot;

our tool helps to find errors in seq2seq models using visual analysis

3/29/2018 S2S Attention

http://localhost:8080/client/index.html?in=our%20tool%20helps%20to%20find%20errors%20in%20%20seq2seq%20models%20using%20visual%20analysis%20methods%20.

Start entering some encoder sentence (enter triggers request)...

our tool helps to find errors in  seq2seq models using visual analysis methods .

Enc words:

Attention:

topK:

our tool helps to find errors in seq2seq models using visual analysis methods .

unser werkzeug hil , fehler in <unk> modellen zu finden mittels visueller analysen .

unser werkzeug hil , fehler in <unk> modellen zu finden , visueller analysen .

unsere instrument dabei dabei fehlern zu der modelle anzuwenden entdecken mit der <unk> von

das tool hilfreich dazu abweichungen bei den <unk> einzusetzen suchen die visuellen auswertung ,

unserem hilfsmittel ist zu <unk> für form , mit verschaffen mittels des analyse der

wir werkzeuge helfen es etwas auf die anhand für geben und <unk> darstellungen des
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Fig. 1. Example of Seq2Seq-Vis. In the translation view (left), the source sequence “our tool helps to find errors in seq2seq models
using visual analysis methods.” is translated into a German sentence. The word “seq2seq” has correct attention between encoder and
decoder (red highlight) but is not part of the language dictionary. When investigating the encoder neighborhoods (right), the user sees
that “seq2seq” is close to other unknown words “〈unk〉”. The buttons enable user interactions for deeper analysis.

Abstract—Neural sequence-to-sequence models have proven to be accurate and robust for many sequence prediction tasks, and
have become the standard approach for automatic translation of text. The models work with a five-stage blackbox pipeline that begins
with encoding a source sequence to a vector space and then decoding out to a new target sequence. This process is now standard,
but like many deep learning methods remains quite difficult to understand or debug. In this work, we present a visual analysis tool
that allows interaction and ”what if”-style exploration of trained sequence-to-sequence models through each stage of the translation
process. The aim is to identify which patterns have been learned, to detect model errors, and to probe the model with counterfactual
scenario. We demonstrate the utility of our tool through several real-world sequence-to-sequence use cases on large-scale models.

1 INTRODUCTION

Deep learning approaches based on neural networks have shown signif-
icant performance improvements on many artificial intelligence tasks.
However, the complex structure of these networks often makes it dif-
ficult to provide explanations for their predictions. Attention-based
sequence-to-sequence models (seq2seq) [3, 49], also known as encoder-
decoder models, are representative of this trend. Seq2seq models have
shown state-of-the-art performance in a broad range of applications
such as machine translation, natural language generation, image cap-
tioning, and summarization. Recent results show that these models
exhibit human-level performance in machine translation for certain
important domains [10, 51].

Seq2seq models are powerful because they provide an effective su-
pervised approach for processing and predicting sequences without
requiring manual specification of the relationships between source and
target sequences. Using a single model, these systems learn to do
reordering, transformation, compression, or expansion of a source se-
quence to an output target sequence. These modifications are performed
using a large internal state representation first encodes and then decodes

• (*) indicates equal contribution
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the source sequence. With enough data, these models provide a general
purpose mechanism for learning to predict sequences.

While the impact of seq2seq models has been clear, the added com-
plexity and uncertainty of deep learning based models raises issues.
These models act as black-boxes during prediction, making it difficult
to track the source of mistakes. The high-dimensional internal represen-
tations make it difficult to analyze the model as it transforms the data.
While this property is shared across deep learning, mistakes involving
language are often very apparent to human readers. For instance, a
widely publicized incident resulted from a seq2seq translation system
mistakenly translating “good morning” into “attack them” leading to a
wrongful arrest [12]. Common but worrying failures in seq2seq models
include machine translation systems greatly mistranslating a sentence,
image captioning systems yielding an incorrect caption, or speech
recognition systems producing an incorrect transcript.

Ideally, model developers would understand and trust the results of
their systems, but currently, this goal is out of reach. In the meantime,
the visual analytics community can contribute to this crucial challenge
of better surfacing the mistakes of seq2seq systems in a general and
reproducible way. We propose SEQ2SEQ-VIS , a visual analytics tool
that satisfies this criteria by providing support for the following three
goals:

• Examine Model Decisions: SEQ2SEQ-VIS allows users to un-
derstand, describe, and externalize model errors for each stage of
the seq2seq pipeline.

• Connect Decisions to Samples: SEQ2SEQ-VIS describes the
origin of a seq2seq model’s decisions by relating internal states
to relevant training samples.
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• Test Alternative Decisions: SEQ2SEQ-VIS facilitates model
interventions by making it easy to manipulate of model internals
and conduct ”what if” explorations.

The full system is shown in Figure 1 (or larger in Fig. 7). It integrates
visualizations for the components of the model (Fig 1 left) with internal
representations from specific examples (Fig 1 middle) and nearest-
neighbor lookups over a large offline corpus of precomputed examples
(Fig 1 right).

We begin in Sect. 2 by introducing important background and no-
tation to formalize our overall goal of seq2seq model debuggers. In
Sect. 3 we present a guiding example illustrating how a typical model
understanding- and debugging session looks like for an analyst. The
subsequent “Goals and Task” Section 4 enumerates the goals and pro-
cedures for building a seq2seq debugger. Based on these guidelines,
Sect. 5 and Sect. 6 introduce our visual and implementation design
choices. Sect. 7 highlights in three further real-world use cases for
how SEQ2SEQ-VIS guides the user through the visual analysis process.
Sect. 8 puts these contributions in the context of related work for this
research domain and Sect. 9 presents future work and reflections.

encoder (S1)

decoder (S2)

x1

<s>

</s>

attention (S3) for y1

y1 y2 y3 y4

y1 y2 y3 y4

x2 x3

encoder states

word embedding

context state

decoder state

word embedding

…

…

…

…

…

…

…

…

…

predictions (S4) 
beam search (S5)

Fig. 2. Five stages in translating a source to target sequence: (S1)
encoding the source sequence into latent vectors, (S2) decoding to
generate target latent vectors, (S3) attend between encoder and decoder,
(S4) predict word probabilities at each time step, and (S5) search for a
best complete translation (beam search).

2 SEQUENCE-TO-SEQUENCE MODELS AND ATTENTION

We begin with a formal taxonomy of seq2seq models that will inform
our visual analytics approach. Throughout this work, for brevity and
clarity, we will consider the running example of automatic translation
from one language to another. We use the sequence notation x1:S
to represent an S-word sentence in a source language, and y1:T to
represent a T -word sentence in a target language. Seq2seq models
perform translation in a left-to-right manner, one target word at a time,
until a special stop token is generated, which ends the translation.

We break down the translation process of seq2seq models into five
stages: (S1) encode the source sentence, (S2) decode the current target
words, (S3) attend to the encoded source, (S4) predict the next target
word, and (S5) search for the best complete translation. Note that some
systems use a slightly different order, but most adhere roughly to this
setup. Fig. 2 provides a structural overview of these five stages.
Encoder (S1): Encoding uses a deep neural network to convert a
sequence of source words x1:S into a sequence of vectors x′1:S. Each
vector in the sequence x′s roughly represents one word xs but also takes
into account the surrounding words, both preceding and succeeding,
that may determine its contextual meaning. This encoding is typically
done using a recurrent neural network (RNN) or a long short-term
memory network (LSTM), however recently non-RNN-based methods
such as convolutional neural networks (CNN) [8, 9] and Transformer
[29, 50] have also been employed. Our approach supports all types of
encoding methods.
Decoder (S2): The decoding process is analogous to encoding, and
takes the sequence of previously generated target words y1:t and con-
verts them to a sequence of latent vectors y′1:t . Each vector represents
the state of the sentence up to and including word yt . This provides a
similar contextual representation as in the encoder, but is only based on
previous words. Upon producing a new word, the prediction is used as
input to the decoder.
Attention (S3): The attention component matches encoder hidden
states and decoder hidden states. For each y′t we consider which encoder
states x′s are relevant to the next prediction. In some similar language
pairs, like French and Spanish, the words often align in order, e.g., the
fourth French word matches the fourth Spanish word. However for
languages such as English and Chinese, the matching might be quite far
away. Instead of using absolute position, attention compares the word
representations to find which source position to translate. Attention
forms a distribution based on the dot product between vectors x′s ·y′t .
We call this value as,t , and it indicates how closely the source and target
positions match.
Prediction (S4): The prediction step produces a multi-class distribu-
tion over all the words of the target language – words that are more
likely to come next have higher probability. This problem takes two
factors into account: the current decoder state y′t and the encoder states
weighted by attention, known as the context vector coming from S3.
These two are combined to predict a distribution over the next word
p(yt+1|x1:S,y1:t).
Search (S5): To actually produce a translation, these previous steps are
combined into a search procedure. Beam search is a variant of standard
tree search that aims to efficiently explore the space of translations. The
deep learning component of Seq2seq models predicts the probability of
all next words, given a prefix. While one could simply take the highest
probability word at each time step, it is possible that this choice will
lead down a bad path (for instance, first picking the word ”an” and
then wanting a word starting with a consonant). Beam search instead
pursues several possible hypothesis translations each time step. It does
so by building a tree comprising the top K- hypothesis translations. At
each point, all next words are generated for each. Of these, only the
most likely K are preserved. Once all K beams have terminated by
generating the stop token, the final prediction is the translation with the
highest score.

Each stage of the process is crucial for effective translation, and
it is hard to separate them. However, the model does preserve some
separations of concerns. The decoder (S2) and encoder (S1) primarily
work with their respective language, and manage the change in hidden
representations over time. Attention (S3) provides a link between the

two representations and connects them during training. Prediction
(S4) combines the current decoder state with the information moving
through the attention. Finally, search (S5) combines these with a global
score table. These five stages provide the foundation for our visual
analytics system.

3 MOTIVATING CASE STUDY: DEBUGGING TRANSLATION

To motivate the need for our contributions, we present a representative
case study. Further case studies are discussed in Sect. 7. This case study
involves a model trainer (see [48]) who is building a German-to-English
translation model (our model is trained on the small-sized IWSLT ’14
dataset [31]).

The user begins by seeing that a specific example was mistranslated
in a production setting. She finds the source sentence: Die längsten
Reisen fangen an, wenn es auf den Straßen dunkel wird.1 This sentence
should have been translated to: The longest journeys begin, when it gets
dark in the streets. She notices that the model produces the mistransla-
tion: The longest journey begins, when it gets to the streets. Fig. 5(E/D)
shows the tokenized input sentence in blue and the corresponding trans-
lation of the model in yellow (on the top). The user observes that the
model does not translate the word dunkel into dark.

This mistake exemplifies several goals that motivated the develop-
ment of Seq2Seq-Vis. The user would like to examine the system’s
decisions, connect to training examples, and test possible changes. As
described in Sect. 2, these goals apply to all five model stages: encoder,
decoder, attention, prediction, and search.
Hypothesis: Encoder (S1) Error? Seq2Seq-Vis lets the user exam-
ine similar encoder states for any example. Throughout, we will use the
term neighborhood to refer to the twenty closest states in vector space
from training data. SEQ2SEQ-VIS displays the nearest neighbor sen-
tences for a specific encoder state as red highlights in a list of training
set examples. Fig. 3 shows that the nearest neighbors for dunkel match
similar uses of the word. The majority seem to express variations of
dunkel. The few exceptions, e.g., db, are artifacts that can motivate
corrections of the training data or trigger further investigation. Overall,
the encoder seems to perform well in this case.
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  schwarze löcher sind ein dunkles  etwas vor einem dunklen himmel .

  also gehen sie tief in die minen , um eine stille der umwelt zu finden , die es
sie hören lässt , wenn ein dunkles  <unk> ihren detektor tri� .

  aber auch , wenn das schwarze loch von außen dunkel  ist , ist es in
seinem inneren nicht dunkel , denn alles licht der galaxis könnte hinter uns
einfallen .

  das gebetbuch ist dunkel auf beiden bildern und kommt dunkel  heraus .

  &#91; &quot; gelb &quot; &#93; db  : rot . publikum : gelb .

  &#91; &quot; blau &quot; &#93; db  : gelb .

  außerdem verursacht das <unk> im wagen das , was wir eine <unk>
nennen , wodurch es dunkler  wird .

  &#91; &quot; pferd &quot; &#93; db  : gelb . publikum : gelb .

  unser bewusstsein über diese sache wird extrem hell und lebha� , und
alles andere wird wie dunkel  .

  das ist mcmurdo selbst . ungefähr 1.000 menschen arbeiten im <unk> hier ,
und ca. 200 im winter , wenn es sechs monate lang völlig dunkel  ist .

  wenn wir also die form dieser <unk> wüssten , sollten wir imstande sein ,
diese merkmale zu berechnen , die menge dunkler  materie zu berechnen .

  aber es gab zeugen ; überlebende im dunkel  .

  ich lebe kreise von licht und dunkel  .

  das gebetbuch ist dunkel  auf beiden bildern und kommt dunkel heraus .

die längsten reisen fangen an , wenn es auf

3/27/2018 S2S Attention

http://localhost:8080/client/index.html?in=die%20l%C3%A4ngsten%20reisen%20fangen%20an%20,%20wenn%20es%20auf%20den%20stra%C3%9Fen%20dunkel%20wird%20.

Start entering some encoder sentence (enter triggers request)...

die längsten reisen fangen an , wenn es auf den straßen dunkel wird .

Enc words:

Attention:

topK:

die längsten reisen fangen an , wenn es auf den straßen dunkel wird .

the longest travel begins when it gets to the streets .

the longest travel when when it &apos;s to the streets .

and oldest trips will if they gets dark a roads in

so tallest journeys begins , the becomes buried shore road of

well russians travels begin as there grows into heaven street ,

you icons journey start in this comes in its city to

pivot

 change:

word attn

compare:

sentence

swap:



<s>
the
and
so
well

longest
the

travel
longest

when
begins

begin

will

it
when

when

start

it

it

when

&apos;s
gets
&apos;s

it

going
to
going
&apos;s

gets

to
the
to
going

to

streets

to

the

.
be

go
streets

buried

in

to
.

in
on
the

the

the
the
streets

streets

streets
streets
.
.
in

.

.

the

show: edges  nodes

die

längsten

reisen
fangen

an
,

wenn

es

auf

den

straßen

dunkel

wird

.

show: src tgt  highlight: -1 0 +1

  schwarze löcher sind ein dunkles  etwas vor einem dunklen himmel .

  also gehen sie tief in die minen , um eine stille der umwelt zu finden , die es
sie hören lässt , wenn ein dunkles  <unk> ihren detektor tri� .

  aber auch , wenn das schwarze loch von außen dunkel  ist , ist es in
seinem inneren nicht dunkel , denn alles licht der galaxis könnte hinter uns
einfallen .

  das gebetbuch ist dunkel auf beiden bildern und kommt dunkel  heraus .

  &#91; &quot; gelb &quot; &#93; db  : rot . publikum : gelb .

  &#91; &quot; blau &quot; &#93; db  : gelb .

  außerdem verursacht das <unk> im wagen das , was wir eine <unk>
nennen , wodurch es dunkler  wird .

  &#91; &quot; pferd &quot; &#93; db  : gelb . publikum : gelb .

  unser bewusstsein über diese sache wird extrem hell und lebha� , und
alles andere wird wie dunkel  .

  das ist mcmurdo selbst . ungefähr 1.000 menschen arbeiten im <unk> hier ,
und ca. 200 im winter , wenn es sechs monate lang völlig dunkel  ist .

  wenn wir also die form dieser <unk> wüssten , sollten wir imstande sein ,
diese merkmale zu berechnen , die menge dunkler  materie zu berechnen .

  aber es gab zeugen ; überlebende im dunkel  .

  ich lebe kreise von licht und dunkel  .

  das gebetbuch ist dunkel  auf beiden bildern und kommt dunkel heraus .

die längsten reisen fangen an , wenn es auf

Fig. 3. Hypothesis: Encoder (S1) Error – nearest neighbors of encoder
state for dunkel.

Hypothesis: Decoder (S2) Error? Similarly, the user can apply
SEQ2SEQ-VIS to investigate the neighborhood of decoder states pro-
duced at times t and t +1 (Fig. 4). In addition to the neighbor list, it
gives a projection view that depicts all decoder states for the current
translation and all their neighbors in a 2D plane. The analyst observes
that the decoder states produced by gets and streets are in proximity
and share neighbors. Since these states are indicative for the next word
we can switch the highlight one text position to the right (+1) and
observe that the decoder states at gets and streets support producing
dark, darker, or darkness. Thus, the decoder state does not seem very
likely as the cause of the error.
Hypothesis: Attention (S3) Error? Since both encoder and decoder
are working, another possible issue is that the attention may not focus

1The closing quote of the book ‘Kant’ from German author Jörg Fauser, who
is attributed as being a forerunner of German underground literature.
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  <s> this means we all benefit when another country gets rich  . </s>

  <s> the prayer book is dark in both images and it comes out dark  . </s>

  <s> now black holes are dark  against a dark sky . </s>

  <s> furthermore , the roof of the car is causing what we call a shadow
cloud inside the car which is making it darker  . </s>

  <s> the prayer book is dark  in both images and it comes out dark . </s>

  <s> i live cycles of light and darkness  . </s>

  <s> this is mcmurdo itself . about a thousand people work here in summer
, and about 200 in winter when it &apos;s completely dark  for six months .
</s>

  <s> this is a tumor : dark  , gray , ominous mass growing inside a brain .
</s>

  <s> but even though the black hole is dark  from the outside , it &apos;s
not dark on the inside , because all of the light from the galaxy can fall in
behind us . </s>

  <s> <unk> adapted with layers of fat . sea lions got sleek  . </s>

  <s> the archimedes text is dark  in one image and bright in another . </s>

  <s> then things get tense  . </s>

  <s> under those conditions , the foxo protein in blue has gone into the
nucleus  -- that little compartment there in the middle of the cell -- and it

&apos;s sitting down on a gene binding to it . </s>

  <s> and it was very peculiar , because it was dark  out , but she was <unk>

the longest travel begins when it gets to the

S2

Fig. 4. Hypothesis: Decoder (S2) Error – nearest neighbors of decoder
state for gets and streets, which are close in projection space.

on the corresponding source token dunkel. The previous hypothesis
testing revealed that well-supported positions for adding dark are after
gets or streets. This matches human intuition, as we can imagine the
following sentences being valid translations: The longest travels begin
when it gets dark in the streets. or The longest travels begin when it
gets to the streets turning dark. In Fig. 5(S3) our analyst can observe
that the highlighted connection following get to the correct next word
dunkel is very strong. The connection width indicates that the attention
weight is very high with the correct word. Therefore, the user can
assume that the attention is well set for predicting dark in this position.
The hypothesis for error in S3 can be rejected with high probability.
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Fig. 5. Hypotheses: Attention (S3), Prediction (S4), or Beam Search (S5)
Error – encoder words and decoder words (E/D), Attention (S3), top k
predictions for each time step in decoder (S4), and beam search tree
(S5)

Hypothesis: Prediction (S4) Error? The combination of decoder
state and attention is used to compute the probability of the next word. It
may be that an error occurs in this decision, leading to a poor probability
of the word dark. The tool shows the most likely next words and their
probabilities in Fig. 5(S4). Here, our analyst can see that the model
mistakenly assigns a higher probability to to than dark. However, both
options are very close in probability, indicating that the model is quite
uncertain and almost equally split between the two choices. These local
mistakes should be automatically fixed by the beam search, because
the correct choice dark leads to a globally more likely sentence.
Hypothesis: Search (S5) Error? Having eliminated all other possible
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issues, the problem is likely to be a search error. The user can inves-
tigate the entire beam search tree in Fig. 5(S5), which shows the top
K considered options at each prediction step. In this case, the analyst
finds that dark is never considered within the search. Since the previous
test showed that to is only minimally more likely than dark, a larger K
would probably have lead to the model considering dark as the next best
option. We therefore conclude that this local bottleneck of a too narrow
beam search is the most likely error case. The analyst has identified a
search error, where the approximations made by beam search cut off
the better global option in favor of a worse local choice.
Exploring Solutions. When observing the K-best predictions for the
position of to, the analyst sees that dark and to are close in probability
(Fig. 5(S4)). To investigate whether the model would produce the
correct answer if it had considered dark, SEQ2SEQ-VIS allows the user
to evaluate a case-specific fix. The analyst can test this counterfactual,
what would have happened if she had forced the translation to use dark
at this critical position? By clicking on dark she can produce this probe
(shown in Fig. 6), which yields the correct translation. The user can
now describe the most likely cause of error (search error) and a local
fix to the problem (forced search to include dark). The analyst can now
add this case to a list of well-described bugs for the model and later
consider a global fix.
3/27/2018 S2S Attention
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  schwarze löcher sind ein dunkles  etwas vor einem dunklen himmel .

  also gehen sie tief in die minen , um eine stille der umwelt zu finden , die es sie hören lässt , wenn ein dunkles  <unk> ihren detektor tri� .

  aber auch , wenn das schwarze loch von außen dunkel  ist , ist es in seinem inneren nicht dunkel , denn alles licht der galaxis könnte hinter uns einfallen .

  das gebetbuch ist dunkel auf beiden bildern und kommt dunkel  heraus .

  &#91; &quot; gelb &quot; &#93; db  : rot . publikum : gelb .

  &#91; &quot; blau &quot; &#93; db  : gelb .

  außerdem verursacht das <unk> im wagen das , was wir eine <unk> nennen , wodurch es dunkler  wird .

  &#91; &quot; pferd &quot; &#93; db  : gelb . publikum : gelb .

  unser bewusstsein über diese sache wird extrem hell und lebha� , und alles andere wird wie dunkel  .

  das ist mcmurdo selbst . ungefähr 1.000 menschen arbeiten im <unk> hier , und ca. 200 im winter , wenn es sechs monate lang völlig dunkel  ist .

  wenn wir also die form dieser <unk> wüssten , sollten wir imstande sein , diese merkmale zu berechnen , die menge dunkler  materie zu berechnen .

  aber es gab zeugen ; überlebende im dunkel  .

  ich lebe kreise von licht und dunkel  .

  das gebetbuch ist dunkel  auf beiden bildern und kommt dunkel heraus .

  das war sehr merkwürdig , denn draussen war es dunkel  , aber hinter ihr war fluoreszierendes licht und sie benahm sich sehr wie auf einer bühne , und ich konnte
nicht erkennen , warum sie es tat .

  als erstes muss man beachten , dass es gegenden auf dieser welt gibt , die wegen mangelnder aufmerksamkeit im dunkeln  stehen .

  und so haben wir entdeckt , dass es eine unendliche <unk> an gehäkelten hyperbolischen  wesen gibt .

  es gibt eine gruppe in deutschland die beginnen augen zu konstruieren damit blinde hell und dunkel  sehen können .

  wir vergrößern das blickfeld , wir zoomen raus , durch eine nukleare pore , welche der zugang zu dem teil , der die dna beherbergt , ist und nukleus  genannt wird .

  der <unk> ist dunkel  auf dem einen und hell auf dem anderen bild .

P

Fig. 6. Testing a fix – by clicking on the correct word dark in the predicted
top-K, the beam search is forced on a specific path (P) which leads to
the correct prediction.

4 GOALS AND TASKS

We now step back from this specific instance and consider a common
deployment cycle for a deep learning model such as seq2seq. First,
a model is trained on a task with a possibly new data set, and then
evaluated with a standard metric. The model performs well in aggregate
and the stakeholders decide to deploy it. However, for a certain subset
of examples there exist non-trivial failures. These may be noticed
by users, or, in the case of translation, by post-editors who correct
the output of the system. While the model itself is still useful, these
examples might be significantly problematic as to cause alarm.

Although these failures can occur in any system, this issue was much
less problematic in previous generations of AI systems. For instance
when using rule-based techniques, a user can explore the provenance
of a decision through rules activated for a given output. If there is a
mistake in the system, an analyst can 1) identify which rule misfired, 2)
see which previous examples motivated the inclusion of the rule, and
3) experiment with alternative instances to confirm this behavior.

Ideally, a system could provide both functionalities: the high per-
formance of deep learning with the ability to interactively spot issues
and explore alternatives. However, the current architecture of most
neural networks makes it more challenging to examine decisions of the
model and locate problematic cases. Our work tackles the following
challenges and domain goals for seq2seq models analogous to the three
steps in rule-based systems:
Goal G1 – Examine Model Decisions: It is first important to examine
the model’s decision chain in order to track down the error’s root cause.
As mentioned in Sect. 2, seq2seq models make decision through several
stages. While it has proven difficult to provide robust examination in
general-purpose neural networks, there has been success for specific

decision components. For example, the attention stage (S3) has proven
specifically useful for inspection [3, 52]. Our first goal is to develop
interactive visual interfaces that help users understand the model’s
components, their relationships, and pinpoint sources of error.
Goal G2 – Connect Decisions to Samples from Training Data:
Once a model makes a particular decision, a user should be able to
trace what factors influenced this decision. While it is difficult to pro-
vide specific reasoning about the many factors that led to a decision
in a trained model, we hope to provide other means of analysis. In
particular, we consider the approach of mapping example states to
those from previous runs of the model. For instance, the training data
defines the world view of a model and therefore influences its learned
decisions [20]. The goal is to utilize (past) samples from training data
as a proxy to better understand the decision made on the example in
question.
Goal G3 – Test Alternative Decisions: Ultimately, though, the goal of
the user is to improve the model’s performance and robustness. While
the current state-of-the art for diagnosing and improving deep neural
network models is still in an early stage [16, 17, 28, 47], our goal is
to allow the user to test specific interventions. We aim to let the user
investigate causal effects of changing parts of the model the let users
ask what if specific intermittent outputs of a model changed.

Our motivating case study (Sect. 3) follows these goals: First, the
user defines five hypotheses for causes of error and tests them by
examining the model’s decisions (G1). Some of these decisions (for
S1, S2) are represented in the model only as latent high-dimensional
vectors. To make these parts tangible for the user, she connects them
to representative neighbors from the training data (G2). Finally, by
probing alternatives in the beam search (G3) she finds a temporary
alternative that helps her to formulate a better solution.

We use these goals to compile a set of visualization and interac-
tion tasks for Seq2Seq-Vis. The mapping of these tasks to goals is
indicated by square brackets:
Task T1 - Create common visual encodings of all five model stages to
allow a user to examine the learned connections between these modules.
[G1]
Task T2 - Visualize state progression of latent vector sequences over
time to allow for high-level view of the learned representations. [G1]
Task T3 - Explore generated latent vectors and their nearest neigh-
bors by querying a large database of training examples to facilitate
error identification and training adjustment. [G2]
Task T4 - Generate sensible alternative decisions for different
stages of the model and compare them to ease model exploration
and compare possible corrections. [G1, G3]
Task T5 - Create a general and coherent interface to utilize a similar
front-end for many sequence-to-sequence problems such as translation,
summary, and generation. [G1,G2,G3]

In the following section, we will match these tasks and goals to
design decisions for SEQ2SEQ-VIS .

5 DESIGN OF Seq2Seq-Vis

Seq2Seq-Vis is the result of an iterative design process and discus-
sions between experts in machine learning and visualization. In regular
meetings we evaluated a series of low-fidelity prototypes and tested
them for usability. The design presented in this section combines the
prevailing ideas into a comprehensive tool.
Seq2Seq-Vis is composed of two main views facilitating different

modes of analysis: In the upper part, the translation view provides a
visual encoding for each of the model stages and fosters understanding
and comparison tasks. In the lower part, the neighborhood view enables
deep analysis based on neighborhoods of training data. Fig. 7 shows
the complete tool.

5.1 Translation View
In the translation view (Fig. 7a), each functional stage of the seq2seq
model is mapped to a visual encoding (T1, T2, G1). We generalize
and extend encodings from Olah & Carter [36] and Le et al. [23].
In Attention Vis (Fig. 7c), the encoder words are shown in blue, the
decoder words in yellow, and the attention is shown through weighted
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  ich möchte ihnen heute  morgen ein paar geschichten erzählen und über ein anderes
afrika sprechen .

<s> what i want to do this morning is share with you a couple of stories and talk about
a different africa . </s>

  ich möchte heute  morgen ein wenig darüber sprechen , was passiert , wenn wir uns
von design in richtung eines design-thinking bewegen .

<s> i &apos;d like to talk a little bit this morning about what happens if we move from
design to design thinking . </s>

  über diese beiden aspekte werde ich heute  morgen etwas berichten .

<s> and i &apos;m going to say a few words about each one this morning . </s>

  mein name ist ursus wehrli , und ich möchte ihnen heute  morgen gerne von meinem
projekt , kunst aufräumen , erzählen .

<s> my name is ursus wehrli , and i would like to talk to you this morning about my
project , tidying up art . </s>

  eine neue theorie ist jetzt , und ihr habt sie bereits heute  morgen von dr. insel
gehört , dass psychische erkrankungen störungen der neuralen verbindungen sind , die
einfluss auf gefühle , laune und <unk> haben .

<s> now , an emerging view that you also heard about from dr. insel this morning , is
that psychiatric disorders are actually disturbances of neural circuits that mediate
emotion , mood and affect . </s>

  alle 30 sekunden stirbt irgendwo auf der welt ein kind an malaria und paul levy
sprach heute  morgen über die metapher von der <unk> , die in den vereinigten staaten
abstürzt .

Translation View (a)

Neighborhood View (b)

(c) Attention Vis

(d) TopK List

(e) Beamsearch Tree

(f) Trajectory Pictograms

(g) left: State Trajecories
(h) right: Neighbor List

Fig. 7. Overview of Seq2Seq-Vis: The two main views (a) Translation View and (b) Neighborhood View facilitate different modes of analysis.
Translation View provides (c) visualizations for attention, (d) the top k word predictions for each time step, and (e) the beam search tree. The
Neighborhood View goes deeper into what the model has learned by providing (f,g) a projection of state trajectories and (h) a list of nearest neighbors
for a specific model state.

bipartite connections. To reduce visual clutter the attention graph is
pruned. For each decoder step all edges are excluded that fall into the
lower quartile of the attention probability distribution.

Right below the yellow decoder words, the top K predictions (S4 of
model) for each time step are shown (Fig. 7d). Each possible prediction
encodes information about its probability in the underlying bar chart,
as well as an indication if it was chosen for the final output (yellow
highlight).

In the bottom part of the translation view, a tree visualization shows
the hypotheses from the beam search stage (Fig. 7e). The most probable
hypothesis, which results in the final translation sentence, is highlighted.
Several interactions can be triggered from the translation view, which
will be explained in Sect. 5.4.

5.2 Neighborhood View
The neighborhood view (Fig. 7b) takes a novel approach to look at
model decisions in the context of finding similar examples (T2, T3, G1,
G2). As discussed in Sect. 2, seq2seq models produce high-dimensional
vectors at each stage, e.g., encoder states, decoder states, or context
states. It is difficult to interpret these vectors directly. However, we can
estimate their meaning by looking at examples that produces similar
vectors. To enable this comparison, we precompute the hidden states
of a large set of example sentences (we use 50k sentences from the
training set). For each state produced by the model on a given example,
SEQ2SEQ-VIS searches for nearest neighbors from this large subset
of precomputed states. These nearest neighbors are input to the state
trajectories (Fig. 7g) and to the neighbor list (Fig. 7h).

The state trajectories show the changing internal hidden state of

the model with the goal of facilitating task T2. This view encodes
the dynamics of a model as a continuous trajectory. First, the set for
all states and their closest neighbors are projected using a non-linear
algorithm, such as t-SNE [30], non-metric MDS [22], or a custom
projection (see Sect. 7). This gives a 2D positioning for each vector.
We use these positions to represent each encoder/decoder sequence as
a trace connecting its vectors. See Fig. 7g for an example of a trace
representing the encoder states for wir wollen heute mal richtig spass
haben.

In the projection, the nearest neighbors to each vector are shown as
nearby dots. When hovering over a vector from the input, the related
nearest neighbor counterparts are highlighted and a temporary red line
connects them. For vectors with many connections (high centrality),
we reduce visual clutter by computing a concave hull for all related
neighbors and highlight the related dots within the hull. Furthermore,
we set the radius of each neighbor dot to be dependent on how many
original states refer to it. E.g., if three states from a decoder sequence
have one common neighbor, the neighbor’s radius is set to ∼ 2.5 (we
use a r(x) =

√
2x mapping with x being number of common neighbors).

The state trajectories can be quite long. To ease understanding, we
render a view showing states in their local neighborhood as a series of
trajectory pictograms (Fig. 7f). Each little window is a cut-out from
the projection view, derived from applying a regular grid on top of
the projection plane. Each pictogram shows only the cut-out region in
which the respective vector can be found.

Clicking on any projected vector will show the neighbor list on the
right side of the view. The neighbor list shows the actual sentences cor-
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responding to the neighbor points, grounding these vectors in particular
words and their contexts. Specifically, the neighbor list shows all the
nearest neighbors for the selected point with the original sequence pair.
The source or target position in the sequence that matches is highlighted
in red. The user can facet the list by filtering only to show source (blue)
or target (yellow) sequences. She can also offset the text highlight by
−1 or +1 to see alignment for preceding or succeeding word positions
(see Fig. 4).

5.3 Global Encodings and Comparison Mode

Seq2Seq-Vis uses visual encodings that are homogenous across all
views to create a coherent experience and ease the tool’s learning curve
for model architects and trainers (T5). First, a consistent color scheme
allows the user to identify the stage and origin of data (encoder - blue,
decoder - yellow, pivot - green, compare - violet). Furthermore, every
visual element with round corners is clickable and leads to a specific
action. Across all views, hovering highlights related entities in red.

Additionally, the tool has a global comparison mode (T4, G1, G3).
As soon as we generate a comparison sample from one of several
triggers (Sect. 5.4), all views switch to a mode that allows comparison
between examples. Attention Vis, Trajectory Pictograms, and State
Projector display a superimposed layer of visual marks labeled with a
comparison color (violet) different from the pivot color (green). To ease
understanding, we disable all triggers in the comparison view. However,
by providing an option to swap pivot and compare roles (arrow button),
we allow a consistent exploration flow from one sample to the next.
The only exception is the Beam Search Tree, which is only shown for
the pivot sample to save visual space.

5.4 Interacting With Examples

A major focus of Seq2Seq-Vis is interactive comparison between
different sources and targets (T4, G1, G3). We consider two different
modes of interactions to produce comparison samples or to modify the
pivot: model-focused and language-focused changes. Model-focused
interactions let the user (model architect) produce examples that the
model believes are similar to the current pivot to test small, reasonable
variations for the different model stages. Language-focused interactions
enable the user (model trainer) to produce examples focussed on the
language task and observe model behavior.

For the model-focused interactions, we utilize a different variant
of neighborhoods. To replace a word with a slightly different, but
interpretable substitute, we search for neighbors from the model’s word
vectors. The user can trigger the substitution process by clicking on the
word to be replaced. As a result, a word cloud projecting the closest
words w.r.t. their vector embedding in a 2D plane is shown. A click on
one of the words in the cloud replaces the original and triggers a new
translation in comparison mode.

Another model-focused interaction is to modify the model directly,
for instance, by altering attention weights (S3 in model). For this step,
the user can switch to attention modification and select a target word for
which attention should be modified. By repeatedly clicking on encoder
words, she gives more weights to these encoder words. Fig. 8 shows
how the attention can be modified for an example. After hitting apply
attn, the attention is applied for this position, overwriting the original
attention distribution.

For language-focused interactions, the user can specify direct
changes to either the source or the target. The user can trigger the
changes by using the manual compare button and enter a new source
or a new target sentence. When the source is changed, a new full trans-
lation is triggered. If the target is changed, a prefix decode is triggered
that constrains the search on a predefined path along the words entered
and continues regular beam search beyond.

Alternatively, the user can select the word from the top K predictions
(Fig. 7d) that seems to be the best next word. By clicking on one of
these words, a prefix decode is triggered as described above and shown
in Fig. 6.

Initiating either of these interactions switches Seq2Seq-Vis into
comparison mode. As a core analysis method, comparison allows to
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Fig. 8. To re-direct attention in Seq2Seq-Vis, the user first observes a
split of attention between the input 8 and 9 for converting the last digits
of a year in a date conversion model. She can (a) select attention mode,
(b) select the decoder word, (c) click on the preferred encoder word, (d)
apply the attention change, and (e) see the models reaction.
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Fig. 9. Design variants for additional token information: (a) progression
of hidden states, (b) density of neighborhoods, or (c) top K predictions
as heatmap.

derive insights about model mechanics (model-focused probing) or how
well the model solves the task (language-focused testing).

5.5 Design Iterations
We considered several different variants for both main views of the
system. For the translation view, we considered incorporating more
state information directly into the encoding. Fig. 9 shows iterations
for adding per-word information around encoder and decoder. Similar
to LSTMVis [48], the hidden state line charts show progression along
encoder and decoder hidden states (Fig. 9a). Domain scientists rejected
this as too noisy for the given domain goals. In a later iteration the
visualization experts proposed to indicate the closeness of the nearest
neighbors with a simple histogram-like encoding (Fig. 9b). This in-
formation did not help to formulate hypotheses. In addition, it did not
reveal a lot of variance (see abundance of similar small gray boxes).
The next design focused on incorporating language features rather than
latent vectors. It showed for each time step of the decoder the top
K predicted words being produced as if there was only the top beam
evaluated until then. Finally, we decided to use the stronger visual
variable length to encode the probability values (Fig. 7d).

In the neighborhood view, the trajectory pictograms are a result

of a series of visual iterations around combining the linear nature of
sequences with keeping some spatial information describing vector
proximity. We divide the state trajectory view into cutout regions
forming a regular grid. Using a regular grid limits the variants of basic
pictograms to a small and recognizable number. Alternative ideas were
to center the cutout area around each state or to use the bounding box
of the sequence state and all its neighbors as area. Both alternatives
created highly variant multiples that introduced visual noise. For the
regular grid, choosing the right grid size is important and the current
static solution of applying a 3x3 grid will be replaced by a non-linear
function of number of displayed words to allow for scalability.

6 IMPLEMENTATION

Seq2Seq-Vis allows for querying and interaction with a live system.
To facilitate this, it uses tight integration of a seq2seq model with the
visual client. We based the interface between both parts on a REST
API, and we used OpenNMT [18] for the underlying model framework.
We extended the core OpenNMT-py distribution to allow easy access to
latent vectors, the search beams, and the attention values. Furthermore,
we added non-trivial model-diagnostic modifications for translation
requests to allow prefix decoding and to apply user-specific attention.
We plan to distribute Seq2Seq-Vis as the default visualization mode
for OpenNMT.

To allow fast nearest neighbor searches, Python scripts extract the
hidden state and context values from the model for points in a large
subset of the training data. These states are saved in HDF5 files and
indexed utilizing the Faiss [14] library to allow fast lookups for closest
dot products between vectors. For TSNE and MDS projections we use
the SciKit Learn package [40] for Python.

The model framework and the index work within a Python Flask
server to deliver content via a REST interface to the client. The client
is written in Typescript. Most visualization components are using the
d3js library. Source code, a demo instance, and a descriptive webpage
are available at http://seq2seq-vis.io.

7 USE CASES

We demonstrate the application of Seq2Seq-Vis and how it helps to
generate insights using examples from a toy date conversion problem,
abstractive summarization, and machine translation (Sect. 3).
Date Conversion. Seq2seq models can be difficult to build and debug
even for simple problems. A common test case used to check whether a
model is implemented correctly is to learn a well-specified deterministic
task. Here we consider the use case of converting various date formats
to the unified format YEAR-MONTH-DAY. For example, the source
March 25, 2000 should be converted to the target 2000-03-25. While
this problem is much simpler than language translation, it tests the
different components of the system. Specifically, the encoder (S1)
must learn to identify different months, the attention (S3) must learn to
reorder between the source and the target, and the decoder (S2) must
express the source word in a numeric format.

SEQ2SEQ-VIS provides tools for examining these different stages
of the model. Figure 10 shows an example, where the user, following
Goal 3, employs a comparison between two different translations, one
starting with March and the other with May. These two translations
are nearly identical, except one yields the month 3 and the other 5.
Following Goal 1, the user might want to examine the models decisions.
The upper translation view provides a way to compare between the
attention on the two inputs. The red highlighted connections indicate
that the first sentence attention focuses on r c wheres the second focuses
on y. These characters are used by the model to distinguish the two
months since it cannot use M a. The user can also observe how the
encoder learns to use these letters. The trajectory view compares the
encoder states of sentence 1 and sentence 2. Here we use a custom
projection, where the y-axis is the relative position of a word in a
sentence and the x-axis is a 1-d projection of the vector. This reveals
that the two trajectories are similar before and after these characters, but
diverge significantly around r and c. Finally, following Goal 2, the user
can connect these decisions back to the training data. On the right, she
can see the nearest neighbors around the letter a in M a y (highlighted
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Fig. 10. Comparing translations for a date conversion model. The input
sequences March 21, 2000 and May 21, 2000 are only different by some
letters. The attention (top) for predicting the correct months 3 and 5
is focused on this difference (y vs. rc). The trajectory view (bottom
left) shows this difference along the progression of encoder states. The
neighborhood list (bottom right) indicates that after input of M a the model
is still undecided.

in red). Interestingly, the set of nearest neighbors is almost equally split
between examples of M a y and M a r c h, indicating that at this stage
of decoding the model is preserving its uncertainty between the two
months.
Abstractive Summarization. For our second use case we apply the
tool to a summarization problem. Recently, researchers have developed
methods for abstractive text summarization that learn how to produce
a shorter summarized version of a text passage. Seq2seq models are
commonly used in this framework [33, 39, 44, 45]. In abstractive sum-
marization, the target passage may not contain the same phrasing as the
original. Instead, the model learns to paraphrase and alter the wording
in the process of summarization.

Studying how paraphrasing happens in seq2seq systems is a core
research question in this area. Rush et al. [44] describe a system using
the Gigaword data set (3.8M sentences). They study the example source
sentence russian defense minister ivanov called sunday for the creation
of a joint front for combating global terrorism to produce a summary
russia calls for joint front against terrorism. Here russia compresses
the phrase russian defense minister ivanov and against paraphrases for
combating.

To replicate this use case we consider a user analyzing this sentence.
In particular, he is interested in understanding how the model selects the
length and the level of abstraction. He can analyze this in the context
of Goal 3, testing alternatives predictions of the model, in particular
targeting Stage 4. As discussed in Sect 5, SEQ2SEQ-VIS shows the top
K predictions at each time step. When the user clicks on a prediction,
the system will produce a sentence that incorporates this prediction.
Each choice is “locked” so that further alterations can be made.

Fig. 11 shows the source input to this model. We can see four
different summarizations that the model produces based on different
word choices. Interestingly, specific local choices do have a significant
impact on length, ranging from five to thirteen words. Switching
from for to on leads the decoder to insert an additional phrase on
world leaders to maintain grammaticality. While the model outputs
the top choice, all other choices have relatively high probabilities.
This observation has motivated research into adding constraints to the

Publication _ _ 10
Seq2Seq-Vis: A Visual Debugging Tool for Sequence-to-Sequence M

odels



Section _ _ 2
Explainability

181

Fig. 11. Use case of abstractive summarization. The input sentence
russian defense minister ivanov called sunday for the creation of a joint
front for combating global terrorism can be summarized in different ways.
The yellow boxes indicate alternative translations for different prefix
decode settings. Top: the unconstrained abstraction; middle: changing
prediction from for to on leads to automatic insertion of on world leaders
to stay grammatically correct; bottom left: changing the first word from
russian to moscow or russia compresses the sentence even more while
retaining its meaning.

prediction at each time step. Consequently, we have added methods for
constraining length and prediction into the underlying seq2seq system
to produce different outputs.
Machine Translation. Finally, we consider a more in-depth use case
of a real-world machine translation system using a complete model
trained on WMT ’14 (3.96M examples) to translate from German to
English. This use case considers a holistic view of how an expert might
go about understanding the decisions of the system.

Figure 12 shows an example source input and its translation. Here
the user has input a source sentence, translated it, and activated the
neighbor view to consider the decoder states. She is interested in better
understanding each stage of the model at this point. This sentence is
interesting as there is significant reordering that must occur to translate
from the original German to English. For instance, the subject he is at
the beginning of the clause, but must interact with the verb gesprochen
at the end of the German sentence.

We consider Goals 1 and 2 applied to this example, with the intent of
analyzing the encoder, decoder, attention, and prediction (S1-S4). First
we look at the attention. Normally, this stage focuses on the word it
is translating (er), but researchers have noted that neural models often
look ahead to the next word in this process [19]. We can see branches
going from he to potential next steps (e.g., von or gesprochen). We
can further view this process in the decoder trajectory shown below,
where he and spoke are placed near each other in the path. Hovering
over the vector he highlights it globally in the tool. Furthermore, if we
click on he, we can link this state to other examples in our data (Goal
2). On the right we can see these related examples, with the next word
(+1) highlighted. We find that the decoder is representing not just the
information for the current word, but also anticipating the translation
of the verb sprechen in various forms.

In this case we are seeing the model behaving correctly to produce
a good translation. However, the tool can also be useful when there
are issues with the system. One common issue in under-trained or
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  Herr Präsident , der Kommissionspräsident war nicht ganz ehrlich , als er letzte Woche über die
Regierungskonferenz sprach .

<s> Mr President , the President of the Commission was not being quite honest when he talked
last week about the Intergovernmental Conference . </s>

  Er sprach nur von griechischen Staats@@ bürgern , also Einwohnern von Griechenland .

<s> He simply said  &quot; of Greek citizens &quot; , in other words people who are resident in
Greece . </s>

  Vor wenigen Augen@@ blicken sprach Herr V@@ at@@ anen von Temperaturen , die nicht nur
unter 20 Grad minus , sondern unter 40 Grad minus liegen .

<s> A moment ago , Mr V@@ at@@ anen spoke  to us of lower temperatures , not of 20 degrees
below zero , but of 40 degrees below zero . </s>

  Er hat von Demokratie , Rechtsstaatlichkeit und Minderheiten@@ schutz gesprochen als drei
Grund@@ elementen der Erwartungen , die die Europäische Union , die Kommission , Rat und auch
Parlament an die Türkei haben und formulieren .

<s> He has  spoken of democracy , the rule of law and the protection of minorities as three
basic elements in the expectations which the European Union , the Commission , the Council and
the European Parliament have of Turkey and which they have formulated . </s>

  Die Kommissarin sprach von der Bedeutung nationaler Regionen und der Staaten in der
Kommunikations@@ politik .

<s> The Commissioner has  mentioned the importance of national regions , as well as the states
, in its communication policy . </s>

  Sie sprach von einer vernich@@ tenden Anklage im Zusammenhang mit den Sicherheits@@
über@@ prü@@ fungen .

<s> She spoke  of the dam@@ ning indic@@ tment on safety checks . </s>

  Herr Kre@@ iss@@ l @-@ Dör@@ f@@ ler beispielsweise hat in Englisch von long term
financing for long term projects gesprochen . Das ist eine verständliche Forderung .

<s> For example , Mr Kre@@ iss@@ l @-@ Dör@@ f@@ ler spoke  in English about &apos; long
@-@ term capital for long @-@ term projects &apos; - this is an obvious issue . </s>

  Der Abgeordnete sprach auch von der modernen Technologie .

<s> The honourable Member also mentioned  modern technology . </s>
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  Herr Präsident , der Kommissionspräsident war nicht ganz ehrlich , als er
letzte Woche über die Regierungskonferenz sprach .

<s> Mr President , the President of the Commission was not being quite
honest when he talked  last week about the Intergovernmental Conference .
</s>

  Vergan@@ gene Woche sprach ich auf der äußerst interessanten Tagung , an
der Mitglieder der Parlamentarischen Versammlung der NATO sowie
Abgeordnete dieses Parlaments teil@@ nahmen .

<s> I spoke  last week at the extremely interesting session that was
organised between members of the NATO parliamentary assembly and
Members of this Parliament . </s>

  Sie sprach von einer vernich@@ tenden Anklage im Zusammenhang mit den
Sicherheits@@ über@@ prü@@ fungen .

<s> She spoke  of the dam@@ ning indic@@ tment on safety checks . </s>

  Sie sprach von einer skandal@@ ösen Miß@@ achtung der Sicherheit .

<s> She spoke  of the scandal of abuse of safety . </s>

  Nach außen hin scheinen diese beiden Vorschläge bestimmte Verfahrens@@
änderungen einzuführen , um die Freizügigkeit in Europa zu fördern und die
jüngsten Urteile , von denen Frau Ber@@ ger in ihren ein@@ führenden
Bemerkungen gesprochen hat , umzusetzen .

<s> On the face of it these two proposals appear to be implementing certain
procedural changes to facilitate freedom of movement across Europe and to
give e�ect to the recent court cases Mrs Ber@@ ger referred  to in her opening
remarks . </s>

  Zweitens erwähnte er die Nach@@ wahlen .

<s> Secondly , he also  mentioned their by @-@ election . </s>

  Gestern - einige von Ihnen haben das bereits komm@@ entiert - sprach der
Wirtscha�s@@ ausschuß von der Verbesserung der wirtscha�lichen Situation
in Europa .

<s> Yesterday , as some of you have noted , the Committee on Economic and
Monetary A�airs referred  to the improvement in the economic situation in
Europe . </s>

  Der Abgeordnete sprach auch von der modernen Technologie .

<s> The honourable Member also mentioned  modern technology . </s>

  Die Kommissarin sprach von der Bedeutung nationaler Regionen und der
Staaten in der Kommunikations@@ politik .
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  Herr Präsident , der Kommissionspräsident war nicht ganz ehrlich , als er
letzte Woche über die Regierungskonferenz sprach .

<s> Mr President , the President of the Commission was not being quite
honest when he talked  last week about the Intergovernmental Conference .
</s>

  Vergan@@ gene Woche sprach ich auf der äußerst interessanten Tagung , an
der Mitglieder der Parlamentarischen Versammlung der NATO sowie
Abgeordnete dieses Parlaments teil@@ nahmen .

<s> I spoke  last week at the extremely interesting session that was
organised between members of the NATO parliamentary assembly and
Members of this Parliament . </s>

  Sie sprach von einer vernich@@ tenden Anklage im Zusammenhang mit den
Sicherheits@@ über@@ prü@@ fungen .

<s> She spoke  of the dam@@ ning indic@@ tment on safety checks . </s>

  Sie sprach von einer skandal@@ ösen Miß@@ achtung der Sicherheit .

<s> She spoke  of the scandal of abuse of safety . </s>

  Nach außen hin scheinen diese beiden Vorschläge bestimmte Verfahrens@@
änderungen einzuführen , um die Freizügigkeit in Europa zu fördern und die
jüngsten Urteile , von denen Frau Ber@@ ger in ihren ein@@ führenden
Bemerkungen gesprochen hat , umzusetzen .

<s> On the face of it these two proposals appear to be implementing certain
procedural changes to facilitate freedom of movement across Europe and to
give e�ect to the recent court cases Mrs Ber@@ ger referred  to in her opening
remarks . </s>

  Zweitens erwähnte er die Nach@@ wahlen .

<s> Secondly , he also  mentioned their by @-@ election . </s>

  Gestern - einige von Ihnen haben das bereits komm@@ entiert - sprach der
Wirtscha�s@@ ausschuß von der Verbesserung der wirtscha�lichen Situation
in Europa .

<s> Yesterday , as some of you have noted , the Committee on Economic and
Monetary A�airs referred  to the improvement in the economic situation in
Europe . </s>

  Der Abgeordnete sprach auch von der modernen Technologie .

<s> The honourable Member also mentioned  modern technology . </s>

  Die Kommissarin sprach von der Bedeutung nationaler Regionen und der
Staaten in der Kommunikations@@ politik .

Fig. 12. Use case language translation using WMT’14 data. The attention
graph (top) shows how attention for the target word he is not only focused
on the decoder counterpart er but also on the following words, even to
the far away verb gesprochen (spoke). The state trajectory (bottom
left) for the decoder states reveals how close he and spoke are. The
neighborhood list indicates that the model sets the stage for predicting
spoke as next word.

under-parameterized seq2seq models is to repeatedly generate the same
phrase. Figure 13 shows an example of this happening. The model
repeats the phrase in Stuttgart in Stuttgart. We can easily see in the
pictogram view that the decoder model has produced a loop, ending
up in nearly the same position even after seeing the next word. As a
short-term fix, the tool’s prefix decoding can get around this issue. It
remains an interesting research question to prevent this type of cycle
from occurring in general.

8 RELATED WORK

Various methods [4, 34] have been proposed to generate explanations
for deep learning model predictions. Understanding them still remains
a difficult task. To better address the specific issues of our users,
we narrow the target audience for our proposed tool. Following the
classifications by Strobelt et al. [48] and Hohman et al. [13], our tool
aims at model developers who have at least a conceptual understanding
of how the model works. This is opposed to end users, who are agnostic
to the technique used to arrive at a specific result. Following Hohman et
al., analysis itself can broadly be divided into global model analysis and
instance-based analysis. In global model analysis, the most commonly
seen methods are visualizations of the internal structure of trained
deep learning models. Instance-based analysis may be coupled with
interactive experimentation with the goal of understanding a particular
prediction using the local information around only one input [38].

Global Model Analysis Most recent work focuses on visualizing
hidden representations of convolutional neural networks (CNNs) [24]
for computer vision applications. Techniques for visualizing CNNs
include showing neural activity in the convolutional layers as overlay
over the image [7, 23] and directly showing the images that maximize
the activity [46]. Zeiler and Fergus [54] use deconvolutional networks
to explore the layers of a CNN. This approach is widely used to generate
explanations of models, for example, by Yosinski et al. [53].

A similar line of work has focused on visualizing recurrent neural
networks (RNNs) and other sequence models. Preliminary work by

Fig. 13. An under-trained English-German model. Repetition repetition is a commonly observed phenomenon in under-trained or under-parametrized
models. Here the trajectory pictograms show that for the repetition in Stuttgart in Stuttgart the decoder states alternate in the same region before
being able to break apart.

Karpathy et al. [17] uses static visualizations to understand hidden
states in language models. They demonstrate that selected cells can
model clear events such as open parentheses and the start of URLs.
Strobelt et al. [48] introduce LSTMVis, an interactive tool that allows
users to understand activation patterns of combinations of hidden states.
LSTMVis shows the neighborhood of activations within the training
data as an approach of making sense of the complex interactions in a
context.

Similar to our approach, Kahng et al. [16] propose using the model
structure as the entry point into the analysis. In their approach, they try
to understand connections between misclassified examples and hidden
states of parts of the network by showing activation pattern differences
between correct and false examples from the training data. Ming et
al. [32] propose RNNVis, a tool that uses word clouds instead of full
contexts or sentences to show typical words that appear for activation
patterns. Our approach to show embeddings of a whole phrase is similar
to that of Johnson et al. [15]. They use three-dimensional tSNE in order
to visualize progressions of context vectors. Novel in our approach are
different types of progressions as well as the connection and embedding
with neighborhoods.

An alternative to visualizing what a model has learned is visualizing
how it is learning. RNNbow by Cashman et al. [5] shows the gradient
flow during backpropagation training in RNNs to visualize how the
network is learning.

Instance-Based Analysis Instance-based analysis is commonly
used to understand local decision boundaries and relevant features for
a particular input. For example, Olah et al. [37] extend methods that
compute activations for image classification to build an interactive sys-
tem that assesses specific images. They show that not only the learned
filters of a CNN matter, but also their magnitudes. The same type
of analysis can be used to answer counter-factual “what if” questions
to understand the robustness of a model to pertubations. Nguyen et
al. [35] show that small perturbations to inputs of an image classifier
can drastically change the output. Interactive visualization tools such
as Picasso [11] can manipulate and occlude parts of an image as in-
put to an image classifier. Krause et al. [21] use partial dependence
diagnostics to explain how features affect the global predictions, while
users can interactively tweak feature values and see how the prediction
responds to instances of interest.

There is an intrinsic difficulty in perturbing inputs of models that
operate on text. While adding noise to an image can be achieved
by manipulating the continuous pixel values, noise for categorical
text is less well defined. However, there is a rich literature for meth-
ods that compute relevant inputs for specific predictions, for exam-
ple by computing local decision boundaries or using gradient-based
saliency [1,27,41,42,55]. Most of these methods focus on classification
problems in which only one output exists. Ruckle et al. [43] address
this issue and extend saliency methods to work with multiple outputs
in a question-answering system. As an alternative to saliency-methods,
Ding et al. [6] use a layer-wise relevance propagation technique [2]
to understand relevance of input with regard to an output in sequence-
to-sentence models. Yet another approach to understand predictions
within text-based models is to find the minimum input that still yields
the same prediction [26, 28]. None of the previous methods use our
approach of using nearest neighbors of word embeddings to compare
small perturbations of RNNs.

One commonality among all these approaches is that they treat the
model as a black box that generates a prediction. In contrast, we are
assuming that our users have an understanding of the different parts
of a sequence-to-sequence model. Therefore, we can use more in-
depth analysis, such as interactive manipulations of input, output, and
attention. Our beam search and attention manipulations follow the
approach by Lee et al. [25] who show a basic prototype to manipulate
these parts of a model.

9 CONCLUSIONS AND FUTURE WORK

Seq2Seq-Vis is a tool to facilitate deep exploration of all stages of a
seq2seq model. We apply our set of goals to deep learning models that
are traditionally difficult to interpret. To our knowledge, our tool is the
first of its kind to combine insights about model mechanics (translation
view) with insights about model semantics (neighborhood view), while
allowing for ”what if”-style counterfactual changes of the model’s
internals.

Being an open source project, we see future work in evaluating the
longitudinal feedback from real-world users for suggested improve-
ments. Two months after release, we already observed some initial
quantitative and qualitative feedback. Currently, more then 5,500 page
views have been recorded and 156 users liked (starred) the project on
Github. The most requested new feature is integration of the tool with
other ML frameworks.

There are many avenues for future work on the algorithmic and
visualization side. Improving the projection techniques to better respect
the linear order of sequences would be helpful. The tool could be ex-
tended to different sequence types, including audio, images, and video.
Supporting these different data types requires non-trivial expansion of
visual encoding for input and output. A prerequisite for future work
targeting different models and frameworks is that model architects
implement open models with hooks for observation and modification
of model internals. We hope that SEQ2SEQ-VIS will inspire novel
visual and algorithmic methods to fix models without retraining them
entirely.
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ABSTRACT

The robustness of neural networks to adversarial examples has received great at-
tention due to security implications. Despite various attack approaches to crafting
visually imperceptible adversarial examples, little has been developed towards a
comprehensive measure of robustness. In this paper, we provide a theoretical
justification for converting robustness analysis into a local Lipschitz constant es-
timation problem, and propose to use the Extreme Value Theory for efficient eval-
uation. Our analysis yields a novel robustness metric called CLEVER, which is
short for Cross Lipschitz Extreme Value for nEtwork Robustness. The proposed
CLEVER score is attack-agnostic and computationally feasible for large neural
networks. Experimental results on various networks, including ResNet, Inception-
v3 and MobileNet, show that (i) CLEVER is aligned with the robustness indica-
tion measured by the �2 and �∞ norms of adversarial examples from powerful
attacks, and (ii) defended networks using defensive distillation or bounded ReLU
indeed achieve better CLEVER scores. To the best of our knowledge, CLEVER
is the first attack-independent robustness metric that can be applied to any neural
network classifier.

1 INTRODUCTION

Recent studies have highlighted the lack of robustness in state-of-the-art neural network models, e.g.,
a visually imperceptible adversarial image can be easily crafted to mislead a well-trained network
(Szegedy et al., 2013; Goodfellow et al., 2015; Chen et al., 2017a). Even worse, researchers have
identified that these adversarial examples are not only valid in the digital space but also plausible
in the physical world (Kurakin et al., 2016a; Evtimov et al., 2017). The vulnerability to adversarial
examples calls into question safety-critical applications and services deployed by neural networks,
including autonomous driving systems and malware detection protocols, among others.

In the literature, studying adversarial examples of neural networks has twofold purposes: (i) se-
curity implications: devising effective attack algorithms for crafting adversarial examples, and (ii)
robustness analysis: evaluating the intrinsic model robustness to adversarial perturbations to normal
examples. Although in principle the means of tackling these two problems are expected to be inde-
pendent, that is, the evaluation of a neural network’s intrinsic robustness should be agnostic to attack
methods, and vice versa, existing approaches extensively use different attack results as a measure
of robustness of a target neural network. Specifically, given a set of normal examples, the attack
success rate and distortion of the corresponding adversarial examples crafted from a particular at-
tack algorithm are treated as robustness metrics. Consequently, the network robustness is entangled
with the attack algorithms used for evaluation and the analysis is limited by the attack capabilities.
More importantly, the dependency between robustness evaluation and attack approaches can cause

∗Tsui-Wei Weng and Huan Zhang contributed equally
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biased analysis. For example, adversarial training is a commonly used technique for improving the
robustness of a neural network, accomplished by generating adversarial examples and retraining the
network with corrected labels. However, while such an adversarially trained network is made robust
to attacks used to craft adversarial examples for training, it can still be vulnerable to unseen attacks.

Motivated by the evaluation criterion for assessing the quality of text and image generation that
is completely independent of the underlying generative processes, such as the BLEU score for
texts (Papineni et al., 2002) and the INCEPTION score for images (Salimans et al., 2016), we aim
to propose a comprehensive and attack-agnostic robustness metric for neural networks. Stemming
from a perturbation analysis of an arbitrary neural network classifier, we derive a universal lower
bound on the minimal distortion required to craft an adversarial example from an original one, where
the lower bound applies to any attack algorithm and any �p norm for p ≥ 1. We show that this lower
bound associates with the maximum norm of the local gradients with respect to the original ex-
ample, and therefore robustness evaluation becomes a local Lipschitz constant estimation problem.
To efficiently and reliably estimate the local Lipschitz constant, we propose to use extreme value
theory (De Haan & Ferreira, 2007) for robustness evaluation. In this context, the extreme value
corresponds to the local Lipschitz constant of our interest, which can be inferred by a set of inde-
pendently and identically sampled local gradients.With the aid of extreme value theory, we propose
a robustness metric called CLEVER, which is short for Cross Lipschitz Extreme Value for nEtwork
Robustness. We note that CLEVER is an attack-independent robustness metric that applies to any
neural network classifier. In contrast, the robustness metric proposed in Hein & Andriushchenko
(2017), albeit attack-agnostic, only applies to a neural network classifier with one hidden layer.

We highlight the main contributions of this paper as follows:

• We propose a novel robustness metric called CLEVER, which is short for Cross Lipschitz
Extreme Value for nEtwork Robustness. To the best of our knowledge, CLEVER is the
first robustness metric that is attack-independent and can be applied to any arbitrary neural
network classifier and scales to large networks for ImageNet.

• The proposed CLEVER score is well supported by our theoretical analysis on formal ro-
bustness guarantees and the use of extreme value theory. Our robustness analysis extends
the results in Hein & Andriushchenko (2017) from continuously differentiable functions to
a special class of non-differentiable functions – neural+ networks with ReLU activations.

• We corroborate the effectiveness of CLEVER by conducting experiments on state-of-the-
art models for ImageNet, including ResNet (He et al., 2016), Inception-v3 (Szegedy et al.,
2016) and MobileNet (Howard et al., 2017). We also use CLEVER to investigate defended
networks against adversarial examples, including the use of defensive distillation (Papernot
et al., 2016) and bounded ReLU (Zantedeschi et al., 2017). Experimental results show that
our CLEVER score well aligns with the attack-specific robustness indicated by the �2 and
�∞ distortions of adversarial examples.

2 BACKGROUND AND RELATED WORK

2.1 ATTACKING NEURAL NETWORKS USING ADVERSARIAL EXAMPLES

One of the most popular formulations found in literature for crafting adversarial examples to mis-
lead a neural network is to formulate it as a minimization problem, where the variable δ ∈ Rd to
be optimized refers to the perturbation to the original example, and the objective function takes into
account unsuccessful adversarial perturbations as well as a specific norm on δ for assuring similar-
ity. For instance, the success of adversarial examples can be evaluated by their cross-entropy loss
(Szegedy et al., 2013; Goodfellow et al., 2015) or model prediction (Carlini & Wagner, 2017b). The
norm constraint on δ can be implemented in a clipping manner (Kurakin et al., 2016b) or treated as a
penalty function (Carlini & Wagner, 2017b). The �p norm of δ, defined as ‖δ‖p = (

∑d
i=1 |δi|p)1/p

for any p ≥ 1, is often used for crafting adversarial examples. In particular, when p = ∞,
‖δ‖∞ = maxi∈{1,...,d} |δi| measures the maximal variation among all dimensions in δ. When
p = 2, ‖δ‖2 becomes the Euclidean norm of δ. When p = 1, ‖δ‖1 =

∑p
i=1 |δi| measures the

total variation of δ. The state-of-the-art attack methods for �∞, �2 and �1 norms are the iterative
fast gradient sign method (I-FGSM) (Goodfellow et al., 2015; Kurakin et al., 2016b), Carlini and
Wagner’s attack (CW attack) (Carlini & Wagner, 2017b), and elastic-net attacks to deep neural net-
works (EAD) (Chen et al., 2017b), respectively. These attacks fall into the category of white-box
attacks since the network model is assumed to be transparent to an attacker. Adversarial examples
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can also be crafted from a black-box network model using an ensemble approach (Liu et al., 2016),
training a substitute model (Papernot et al., 2017), or employing zeroth-order optimization based
attacks (Chen et al., 2017c).

2.2 EXISTING DEFENSE METHODS

Since the discovery of vulnerability to adversarial examples (Szegedy et al., 2013), various defense
methods have been proposed to improve the robustness of neural networks. The rationale for defense
is to make a neural network more resilient to adversarial perturbations, while ensuring the resulting
defended model still attains similar test accuracy as the original undefended network. Papernot et al.
proposed defensive distillation (Papernot et al., 2016), which uses the distillation technique (Hinton
et al., 2015) and a modified softmax function at the final layer to retrain the network parameters with
the prediction probabilities (i.e., soft labels) from the original network. Zantedeschi et al. (2017)
showed that by changing the ReLU function to a bounded ReLU function, a neural network can be
made more resilient. Another popular defense approach is adversarial training, which generates and
augments adversarial examples with the original training data during the network training stage. On
MNIST, the adversarially trained model proposed by Madry et al. (2017) can successfully defend
a majority of adversarial examples at the price of increased network capacity. Model ensemble has
also been discussed to increase the robustness to adversarial examples (Tramèr et al., 2017; Liu
et al., 2017). In addition, detection methods such as feature squeezing (Xu et al., 2017) and example
reforming (Meng & Chen, 2017) can also be used to identify adversarial examples. However, the
CW attack is shown to be able to bypass 10 different detection methods (Carlini & Wagner, 2017a).
In this paper, we focus on evaluating the intrinsic robustness of a neural network model to adversarial
examples. The effect of detection methods is beyond our scope.

2.3 THEORETICAL ROBUSTNESS GUARANTEES FOR NEURAL NETWORKS

Szegedy et al. (2013) compute global Lipschitz constant for each layer and use their product to
explain the robustness issue in neural networks, but the global Lipschitz constant often gives a very
loose bound. Hein & Andriushchenko (2017) gave a robustness lower bound using a local Lipschitz
continuous condition and derived a closed-form bound for a multi-layer perceptron (MLP) with a
single hidden layer and softplus activation. Nevertheless, a closed-form bound is hard to derive
for a neural network with more than one hidden layer. Wang et al. (2016) utilized terminologies
from topology to study robustness. However, no robustness bounds or estimates were provided for
neural networks. On the other hand, works done by Ehlers (2017); Katz et al. (2017a;b); Huang
et al. (2017) focus on formally verifying the viability of certain properties in neural networks for
any possible input, and transform this formal verification problem into satisfiability modulo theory
(SMT) and large-scale linear programming (LP) problems. These SMT or LP based approaches
have high computational complexity and are only plausible for very small networks.

Intuitively, we can use the distortion of adversarial examples found by a certain attack algorithm as a
robustness metric. For example, Bastani et al. (2016) proposed a linear programming (LP) formula-
tion to find adversarial examples and use the distortions as the robustness metric. They observe that
the LP formulation can find adversarial examples with smaller distortions than other gradient-based
attacks like L-BFGS (Szegedy et al., 2013). However, the distortion found by these algorithms is
an upper bound of the true minimum distortion and depends on specific attack algorithms. These
methods differ from our proposed robustness measure CLEVER, because CLEVER is an estimation
of the lower bound of the minimum distortion and is independent of attack algorithms. Additionally,
unlike LP-based approaches which are impractical for large networks, CLEVER is computationally
feasible for large networks like Inception-v3. The concept of minimum distortion and upper/lower
bound will be formally defined in Section 3.

3 ANALYSIS OF FORMAL ROBUSTNESS GUARANTEES FOR A CLASSIFIER

In this section, we provide formal robustness guarantees of a classifier in Theorem 3.2. Our robust-
ness guarantees are general since they only require a mild assumption on Lipschitz continuity of
the classification function. For differentiable classification functions, our results are consistent with
the main theorem in (Hein & Andriushchenko, 2017) but are obtained by a much simpler and more
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Table 1: Table of Notation

Notation Definition Notation Definition
d dimensionality of the input vector ∆p,min minimum �p distortion of x0

K number of output classes βL lower bound of minimum distortion
f : Rd → RK neural network classifier βU upper bound of minimum distortion
x0 ∈ Rd original input vector Lj

q Lipschitz constant
xa ∈ Rd adversarial example Lj

q,x0
local Lipschitz constant

δ ∈ Rd distortion := xa − x0 Bp(x0, R) hyper-ball with center x0 and radius R
‖δ‖p �p norm of distortion, p ≥ 1 CDF cumulative distribution function

intuitive manner1. Furthermore, our robustness analysis can be easily extended to non-differentiable
classification functions (e.g. neural networks with ReLU) as in Lemma 3.3, whereas the analysis
in Hein & Andriushchenko (2017) is restricted to differentiable functions. Specifically, Corollary
3.2.1 shows that the robustness analysis in (Hein & Andriushchenko, 2017) is in fact a special case
of our analysis. We start our analysis by defining the notion of adversarial examples, minimum �p
distortions, and lower/upper bounds. All the notations are summarized in Table 1.
Definition 3.1 (perturbed example and adversarial example). Let x0 ∈ Rd be an input vector
of a K-class classification function f : Rd → RK and the prediction is given as c(x0) =
argmax1≤i≤K fi(x0). Given x0, we say xa is a perturbed example of x0 with noise δ ∈ Rd

and �p-distortion ∆p if xa = x0+δ and ∆p = ‖δ‖p. An adversarial example is a perturbed exam-
ple xa that changes c(x0). A successful untargeted attack is to find a xa such that c(xa) �= c(x0)
while a successful targeted attack is to find a xa such that c(xa) = t given a target class t �= c(x0).
Definition 3.2 (minimum adversarial distortion ∆p,min). Given an input vector x0 of a classifier f ,
the minimum �p adversarial distortion of x0, denoted as ∆p,min, is defined as the smallest ∆p over
all adversarial examples of x0.
Definition 3.3 (lower bound of ∆p,min). Suppose ∆p,min is the minimum adversarial distortion of
x0. A lower bound of ∆p,min, denoted by βL where βL ≤ ∆p,min, is defined such that any perturbed
examples of x0 with ‖δ‖p ≤ βL are not adversarial examples.
Definition 3.4 (upper bound of ∆p,min). Suppose ∆p,min is the minimum adversarial distortion of
x0. An upper bound of ∆p,min, denoted by βU where βU ≥ ∆p,min, is defined such that there exists
an adversarial example of x0 with ‖δ‖p ≥ βU .

The lower and upper bounds are instance-specific because they depend on the input x0. While βU

can be easily given by finding an adversarial example of x0 using any attack method, βL is not easy
to find. βL guarantees that the classifier is robust to any perturbations with ‖δ‖p ≤ βL, certifying
the robustness of the classifier. Below we show how to derive a formal robustness guarantee of a
classifier with Lipschitz continuity assumption. Specifically, our analysis obtains a lower bound of
�p minimum adversarial distortion βL = minj �=c

fc(x0)−fj(x0)

Lj
q

.

Lemma 3.1 (Lipschitz continuity and its relationship with gradient norm (Paulavičius & Žilinskas,
2006)). Let S ⊂ Rd be a convex bounded closed set and let h(x) : S → R be a continuously
differentiable function on an open set containing S. Then, h(x) is a Lipschitz function with Lipschitz
constant Lq if the following inequality holds for any x,y ∈ S:

|h(x)− h(y)| ≤ Lq‖x− y‖p, (1)

where Lq = max{‖∇h(x)‖q : x ∈ S},∇h(x) = (∂h(x)∂x1
, · · · , ∂h(x)

∂xd
)� is the gradient of h(x),

and 1
p + 1

q = 1, 1 ≤ p, q ≤ ∞.

Given Lemma 3.1, we then provide a formal guarantee to the lower bound βL.
Theorem 3.2 (Formal guarantee on lower bound βL for untargeted attack). Let x0 ∈ Rd and
f : Rd → RK be a multi-class classifier with continuously differentiable components fi and let
c = argmax1≤i≤K fi(x0) be the class which f predicts for x0. For all δ ∈ Rd with

‖δ‖p ≤ min
j �=c

fc(x0)− fj(x0)

Lj
q

, (2)

1 The authors in Hein & Andriushchenko (2017) implicitly assume Lipschitz continuity and use Mean Value
Theorem and Hölder’s Inequality to prove their main theorem. Here we provide a simple and direct proof with
Lipschitz continuity assumption and without involving Mean Value Theorem and Hölder’s Inequality.
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argmax1≤i≤K fi(x0+δ) = c holds with 1
p +

1
q = 1, 1 ≤ p, q ≤ ∞ and Lj

q is the Lipschitz constant

for the function fc(x) − fj(x) in �p norm. In other words, βL = minj �=c
fc(x0)−fj(x0)

Lj
q

is a lower
bound of minimum distortion.

Figure 1: Intuitions behind Theorem 3.2.

The intuitions behind Theorem 3.2 is shown in
Figure 1 with an one-dimensional example. The
function value g(x) = fc(x) − fj(x) near point
x0 is inside a double cone formed by two lines
passing (x0, g(x0)) and with slopes equal to
±Lq , where Lq is the (local) Lipschitz constant of
g(x) near x0. In other words, the function value
of g(x) around x0, i.e. g(x0 + δ) can be bounded
by g(x0), δ and the Lipschitz constant Lq . When
g(x0 + δ) is decreased to 0, an adversarial exam-
ple is found and the minimal change of δ is g(x0)

Lq
.

The complete proof is deferred to Appendix A.

Remark 1. Lj
q is the Lipschitz constant of the function involving cross terms: fc(x)− fj(x), hence

we also call it cross Lipschitz constant following (Hein & Andriushchenko, 2017).

To distinguish our analysis from (Hein & Andriushchenko, 2017), we show in Corollary 3.2.1 that
we can obtain the same result in (Hein & Andriushchenko, 2017) by Theorem 3.2. In fact, the
analysis in (Hein & Andriushchenko, 2017) is a special case of our analysis because the authors
implicitly assume Lipschitz continuity on fi(x) when requiring fi(x) to be continuously differen-
tiable. They use local Lipschitz constant (Lq,x0

) instead of global Lipschitz constant (Lq) to obtain
a tighter bound in the adversarial perturbation δ.
Corollary 3.2.1 (Formal guarantee on βL for untargeted attack). 2 Let Lj

q,x0
be local Lipschitz

constant of function fc(x)−fj(x) at x0 over some fixed ball Bp(x0, R) := {x ∈ Rd | ‖x−x0‖p ≤
R} and let δ ∈ Bp(0, R). By Theorem 3.2, we obtain the bound in (Hein & Andriushchenko, 2017):

‖δ‖p ≤ min

{
min
j �=c

fc(x0)− fj(x0)

Lj
q,x0

, R

}
. (3)

An important use case of Theorem 3.2 and Corollary 3.2.1 is the bound for targeted attack:
Corollary 3.2.2 (Formal guarantee on βL for targeted attack). Assume the same notation as
in Theorem 3.2 and Corollary 3.2.1. For a specified target class j, we have ‖δ‖p ≤
min

{ fc(x0)−fj(x0)

Lj
q,x0

, R
}

.

In addition, we further extend Theorem 3.2 to a special case of non-differentiable functions – neural
networks with ReLU activations. In this case the Lipchitz constant used in Lemma 3.1 can be
replaced by the maximum norm of directional derivative, and our analysis above will go through.
Lemma 3.3 (Formal guarantee on βL for ReLU networks). 3 Let h(·) be a l-layer ReLU neural
network with Wi as the weights for layer i. We ignore bias terms as they don’t contribute to gradient.

h(x) = σ(Wlσ(Wl−1 . . . σ(W1x)))

where σ(u) = max(0, u). Let S ⊂ Rd be a convex bounded closed set, then equation (1) holds
with Lq = supx∈S{| sup‖d‖p=1 D

+h(x;d)|} where D+h(x;d) := limt→0+
h(x+td)−h(x)

t is the
one-sided directional direvative, then Theorem 3.2, Corollary 3.2.1 and Corollary 3.2.2 still hold.

4 THE CLEVER ROBUSTNESS METRIC VIA EXTREME VALUE THEORY

In this section, we provide an algorithm to compute the robustness metric CLEVER with the aid of
extreme value theory, where CLEVER can be viewed as an efficient estimator of the lower bound βL

and is the first attack-agnostic score that applies to any neural network classifiers. Recall in Section 3
2 proof deferred to Appendix B 3 proof deferred to Appendix C
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we show that the lower bound of network robustness is associated with g(x0) and its cross Lipschitz
constant Lj

q,x0
, where g(x0) = fc(x0)− fj(x0) is readily available at the output of a classifier and

Lj
q,x0

is defined as maxx∈Bp(x0,R) ‖∇g(x)‖q . Although ∇g(x) can be calculated easily via back
propagation, computing Lj

q,x0
is more involved because it requires to obtain the maximum value of

‖∇g(x)‖q in a ball. Exhaustive search on low dimensional x in Bp(x0, R) seems already infeasible,
not to mention the image classifiers with large feature dimensions of our interest. For instance, the
feature dimension d = 784, 3072, 150528 for MNIST, CIFAR and ImageNet respectively.

One approach to compute Lj
q,x0

is through sampling a set of points x(i) in a ball Bp(x0, R) around
x0 and taking the maximum value of ‖∇g(x(i))‖q . However, a significant amount of samples might
be needed to obtain a good estimate of max ‖∇g(x)‖q and it is unknown how good the estimate
is compared to the true maximum. Fortunately, Extreme Value Theory ensures that the maximum
value of random variables can only follow one of the three extreme value distributions, which is
useful to estimate max ‖∇g(x)‖q with only a tractable number of samples.

It is worth noting that although Wood & Zhang (1996) also applied extreme value theory to estimate
the Lipschitz constant. However, there are two main differences between their work and this paper.
First of all, the sampling methodology is entirely different. Wood & Zhang (1996) calculates the
slopes between pairs of sample points whereas we directly take samples on the norm of gradient as in
Lemma 3.1. Secondly, the functions considered in Wood & Zhang (1996) are only one-dimensional
as opposed to the high-dimensional classification functions considered in this paper. For compari-
son, we show in our experiment that the approach in Wood & Zhang (1996), denoted as SLOPE in
Table 3 and Figure 4, perform poorly for high-dimensional classifiers such as deep neural networks.

4.1 ESTIMATE Lj
q,x0

VIA EXTREME VALUE THEORY

When sampling a point x uniformly in Bp(x0, R), ‖∇g(x)‖q can be viewed as a random vari-
able characterized by a cumulative distribution function (CDF). For the purpose of illustration,
we derived the CDF for a 2-layer neural network in Theorem D.1.4 For any neural networks,
suppose we have n samples {‖∇g(x(i))‖q}, and denote them as a sequence of independent and
identically distributed (iid) random variables Y1, Y2, · · · , Yn, each with CDF FY (y). The CDF of
max{Y1, · · · , Yn}, denoted as Fn

Y (y), is called the limit distribution of FY (y). Fisher-Tippett-
Gnedenko theorem says that Fn

Y (y), if exists, can only be one of the three family of extreme value
distributions – the Gumbel class, the Fréchet class and the reverse Weibull class.
Theorem 4.1 (Fisher-Tippett-Gnedenko Theorem). If there exists a sequence of pairs of real num-
bers (an, bn) such that an > 0 and limn→∞ Fn

Y (any + bn) = G(y), where G is a non-degenerate
distribution function, then G belongs to either the Gumbel class (Type I), the Fréchet class (Type II)
or the Reverse Weibull class (Type III) with their CDFs as follows:

Gumbel class (Type I): G(y) = exp
{
− exp

[
− y − aW

bW

]}
, y ∈ R,

Fréchet class (Type II): G(y) =
{ 0, if y < aW ,

exp{−
(
y−aW

bW

)−cW }, if y ≥ aW ,

Reverse Weibull class (Type III): G(y) =
{

exp{−
(
aW−y
bW

)cW }, if y < aW ,
1, if y ≥ aW ,

where aW ∈ R, bW > 0 and cW > 0 are the location, scale and shape parameters, respectively.
Theorem 4.1 implies that the maximum values of the samples follow one of the three families of
distributions. If g(x) has a bounded Lipschitz constant, ‖∇g(x(i))‖q is also bounded, thus its limit
distribution must have a finite right end-point. We are particularly interested in the reverse Weibull
class, as its CDF has a finite right end-point (denoted as aW ). The right end-point reveals the upper
limit of the distribution, known as the extreme value. The extreme value is exactly the unknown local
cross Lipschitz constant Lj

q,x0
we would like to estimate in this paper. To estimate Lj

q,x0
, we first

generate Ns samples of x(i) over a fixed ball Bp(x0, R) uniformly and independently in each batch
with a total of Nb batches. We then compute ‖∇g(x(i))‖q and store the maximum values of each
batch in set S. Next, with samples in S, we perform a maximum likelihood estimation of reverse
Weibull distribution parameters, and the location estimate âW is used as an estimate of Lj

q,x0
.

4 The theorem and proof are deferred to Appendix D.

6

Published as a conference paper at ICLR 2018

4.2 COMPUTE CLEVER: A ROBUSTNESS SCORE OF NEURAL NETWORK CLASSIFIERS

Given an instance x0, its classifier f(x0) and a target class j, a targeted CLEVER score of the
classifier’s robustness can be computed via g(x0) and Lj

q,x0
. Similarly, untargeted CLEVER scores

can be computed. With the proposed procedure of estimating Lj
q,x0

described in Section 4.1, we
summarize the flow of computing CLEVER score for both targeted attacks and un-targeted attacks
in Algorithm 1 and 2, respectively.

Algorithm 1: CLEVER-t, compute CLEVER score for targeted attack
Input: a K-class classifier f(x), data example x0 with predicted class c, target class j, batch size

Nb, number of samples per batch Ns, perturbation norm p, maximum perturbation R
Result: CLEVER Score µ ∈ R+ for target class j

1 S ← {∅}, g(x) ← fc(x)− fj(x), q ← p
p−1 .

2 for i ← 1 to Nb do
3 for k ← 1 to Ns do
4 randomly select a point x(i,k) ∈ Bp(x0, R)

5 compute bik ← ‖∇g(x(i,k))‖q via back propagation
6 end
7 S ← S ∪ {maxk{bik}}
8 end
9 âW ← MLE of location parameter of reverse Weibull distribution on S

10 µ ← min( g(x0)
â , R)

Algorithm 2: CLEVER-u, compute CLEVER score for un-targeted attack
Input: Same as Algorithm 1, but without a target class j
Result: CLEVER score ν ∈ R+ for un-targeted attack

1 for j ← 1 to K, j �= c do
2 µj ← CLEVER-t(f,x0, c, j,Nb, Ns, p, R)
3 end
4 ν ← minj{µj}

5 EXPERIMENTAL RESULTS

5.1 NETWORKS AND PARAMETER SETUP

We conduct experiments on CIFAR-10 (CIFAR for short), MNIST, and ImageNet data sets. For
the former two smaller datasets CIFAR and MNIST, we evaluate CLEVER scores on four relatively
small networks: a single hidden layer MLP with softplus activation (with the same number of hidden
units as in (Hein & Andriushchenko, 2017)), a 7-layer AlexNet-like CNN (with the same structure
as in (Carlini & Wagner, 2017b)), and the 7-layer CNN with defensive distillation (Papernot et al.,
2016) (DD) and bounded ReLU (Zantedeschi et al., 2017) (BReLU) defense techniques employed.

For ImageNet data set, we use three popular deep network architectures: a 50-layer Residual Net-
work (He et al., 2016) (ResNet-50), Inception-v3 (Szegedy et al., 2016) and MobileNet (Howard
et al., 2017). They were chosen for the following reasons: (i) they all yield (close to) state-of-the-
art performance among equal-sized networks; and (ii) their architectures are significantly different
with unique building blocks, i.e., residual block in ResNet, inception module in Inception net, and
depthwise separable convolution in MobileNet. Therefore, their diversity in network architectures is
appropriate to test our robustness metric. For MobileNet, we set the width multiplier to 1.0, achiev-
ing a 70.6% accuracy on ImageNet. We used public pretrained weights for all ImageNet models5.

In all our experiments, we set the sampling parameters Nb = 500, Ns = 1024 and R = 5. For
targeted attacks, we use 500 test-set images for CIFAR and MNIST and use 100 test-set images for
ImageNet; for each image, we evaluate its targeted CLEVER score for three targets: a random target
class, a least likely class (the class with lowest probability when predicting the original example),

5 Pretrained models can be downloaded at https://github.com/tensorflow/models/tree/master/research/slim
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and the top-2 class (the class with largest probability except for the true class, which is usually the
easiest target to attack). We also conduct untargeted attacks on MNIST and CIFAR for 100 test-set
images, and evaluate their untargeted CLEVER scores. Our experiment code is publicly available6.

5.2 FITTING GRADIENT NORM SAMPLES WITH REVERSE WEIBULL DISTRIBUTIONS

We fit the cross Lipschitz constant samples in S (see Algorithm 1) with reverse Weibull class dis-
tribution to obtain the maximum likelihood estimate of the location parameter âW , scale parameter
b̂W and shape parameter ĉW , as introduced in Theorem 4.1. To validate that reverse Weibull distri-
bution is a good fit to the empirical distribution of the cross Lipschitz constant samples, we conduct
Kolmogorov-Smirnov goodness-of-fit test (a.k.a. K-S test) to calculate the K-S test statistics D and
corresponding p-values. The null hypothesis is that samples S follow a reverse Weibull distribution.

Figure 2 plots the probability distribution function of the cross Lipschitz constant samples and the
fitted Reverse Weibull distribution for images from various data sets and network architectures.
The estimated MLE parameters, p-values, and the K-S test statistics D are also shown. We also
calculate the percentage of examples whose estimation have p-values greater than 0.05, as illustrated
in Figure 3. If the p-value is greater than 0.05, the null hypothesis cannot be rejected, meaning that
the underlying data samples fit a reverse Weibull distribution well. Figure 3 shows that all numbers
are close to 100%, validating the use of reverse Weibull distribution as an underlying distribution
of gradient norm samples empirically. Therefore, the fitted location parameter of reverse Weibull
distribution (i.e., the extreme value), âW , can be used as a good estimation of local cross Lipschitz
constant to calculate the CLEVER score. The exact numbers are shown in Table 5 in Appendix E.

(a) CIFAR-MLP (b) MNIST-CNN (c) ImageNet-MobileNet

Figure 2: The cross Lipschitz constant samples for three images from CIFAR, MNIST and ImageNet
datasets, and their fitted Reverse Weibull distributions with the corresponding MLE estimates of
location, scale and shape parameters (aW , bW , cW ) shown on the top of each plot. The D-statistics
of K-S test and p-values are denoted as ks and pval. With small ks and high p-value, the hypothesized
reverse Weibull distribution fits the empirical distribution of cross Lipschitz constant samples well.
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MobileNet
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CIFAR-BReLU

CIFAR-DD
CIFAR-CNN
CIFAR-MLP

MNIST-BReLU
MNIST-DD

MNIST-CNN
MNIST-MLP

p = ∞ p = 2

(a) Least likely target
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(b) Random target
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(c) Top 2 target

Figure 3: The percentage of examples whose null hypothesis (the samples S follow a reverse Weibull
distribution) cannot be rejected by K-S test with a significance level of 0.05 for p = 2 and p = ∞.
All numbers for each model are close to 100%, indicating S fits reverse Weibull distributions well.

6 Source code is available at https://github.com/huanzhang12/CLEVER
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5.3 COMPARING CLEVER SCORE WITH ATTACK-SPECIFIC NETWORK ROBUSTNESS

We apply the state-of-the-art white-box attack methods, iterative fast gradient sign method (I-
FGSM) (Goodfellow et al., 2015; Kurakin et al., 2016b) and Carlini and Wagner’s attack (CW)
(Carlini & Wagner, 2017b), to find adversarial examples for 11 networks, including 4 networks
trained on CIFAR, 4 networks trained on MNIST, and 3 networks trained on ImageNet. For
CW attack, we run 1000 iterations for ImageNet and CIFAR, and 2000 iterations for MNIST,
as MNIST has shown to be more difficult to attack (Chen et al., 2017b). Attack learning rate
is individually tuned for each model: 0.001 for Inception-v3 and ResNet-50, 0.0005 for Mo-
bileNet and 0.01 for all other networks. For I-FGSM, we run 50 iterations and choose the optimal
ε ∈ {0.01, 0.025, 0.05, 0.1, 0.3, 0.5, 0.8, 1.0} to achieve the smallest �∞ distortion for each individ-
ual image. For defensively distilled (DD) networks, 50 iterations of I-FGSM are not sufficient; we
use 250 iterations for CIFAR-DD and 500 iterations for MNIST-DD to achieve a 100% success rate.
For the problem to be non-trivial, images that are classified incorrectly are skipped. We report 100%
attack success rates for all the networks, and thus the average distortion of adversarial examples can
indicate the attack-specific robustness of each network. For comparison, we compute the CLEVER
scores for the same set of images and attack targets. To the best of our knowledge, CLEVER is the
first attack-independent robustness score that is capable of handling the large networks studied in
this paper, so we directly compare it with the attack-induced distortion metrics in our study.

We evaluate the effectiveness of our CLEVER score by comparing the upper bound βU (found by
attacks) and CLEVER score, where CLEVER serves as an estimated lower bound, βL. Table 3
compares the average �2 and �∞ distortions of adversarial examples found by targeted CW and
I-FGSM attacks and the corresponding average targeted CLEVER scores for �2 and �∞ norms,
and Figure 4 visualizes the results for �∞ norm. Similarly, Table 2 compares untargeted CW and
I-FGSM attacks with untargeted CLEVER scores. As expected, CLEVER is smaller than the dis-
tortions of adversarial images in most cases. More importantly, since CLEVER is independent of
attack algorithms, the reported CLEVER scores can roughly indicate the distortion of the best pos-
sible attack in terms of a specific �p distortion. The average �2 distortion found by CW attack is
close to the �2 CLEVER score, indicating CW is a strong �2 attack. In addition, when a defense
mechanism (Defensive Distillation or Bounded ReLU) is used, the corresponding CLEVER scores
are consistently increased (except for CIFAR-BReLU), indicating that the network is indeed made
more resilient to adversarial perturbations. For CIFAR-BReLU, both CLEVER scores and �p norm
of adversarial examples found by CW attack decrease, implying that bound ReLU is an ineffective
defense for CIFAR. CLEVER scores can be seen as a security checkpoint for unseen attacks. For
example, if there is a substantial gap in distortion between the CLEVER score and the considered
attack algorithms, it may suggest the existence of a more effective attack that can close the gap.

Since CLEVER score is derived from an estimation of the robustness lower bound, we further verify
the viability of CLEVER per each example, i.e., whether it is usually smaller than the upper bound
found by attacks. Table 4 shows the percentage of inaccurate estimations where the CLEVER score
is larger than the distortion of adversarial examples found by CW and I-FGSM attacks in three
ImageNet networks. We found that CLEVER score provides an accurate estimation for most of the
examples. For MobileNet and Resnet-50, our CLEVER score is a strict lower bound of these two
attacks for more than 96% of tested examples. For Inception-v3, the condition of strict lower bound

Table 2: Comparison between the average untargeted CLEVER score and distortion found by CW
and I-FGSM untargeted attacks. DD and BReLU represent Defensive Distillation and Bounded
ReLU defending methods applied to the baseline CNN network.

CW I-FGSM CLEVER
�2 �∞ �2 �∞ �2 �∞

MNIST-MLP 1.113 0.215 3.564 0.178 0.819 0.041
MNIST-CNN 1.500 0.455 4.439 0.288 0.721 0.057
MNIST-DD 1.548 0.409 5.617 0.283 0.865 0.063
MNIST-BReLU 1.337 0.433 3.851 0.285 0.833 0.065
CIFAR-MLP 0.253 0.018 0.885 0.016 0.219 0.005
CIFAR-CNN 0.195 0.023 0.721 0.018 0.072 0.002
CIFAR-DD 0.285 0.032 1.136 0.024 0.130 0.004
CIFAR-BReLU 0.159 0.019 0.519 0.013 0.045 0.001
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Table 3: Comparison of the average targeted CLEVER scores with average �∞ and �2 distortions
found by CW, I-FSGM attacks, and the average scores calculated by using the algorithm in Wood &
Zhang (1996) (denoted as SLOPE) to estimate Lipschitz constant. DD and BReLU denote Defensive
Distillation and Bounded ReLU defending methods applied to the CNN network. We did not include
SLOPE in ImageNet networks because it has been shown to be ineffective even for smaller networks.

(a) avergage �∞ distortion of CW and I-FGSM targeted attacks, and CLEVER and SLOPE estimation. Some
very large SLOPE estimates (in parentheses) exceeding the maximum possible �∞ distortion are reported as 1.

Least Likely Target Random Target Top-2 Target
CW I-FGSM CLEVER SLOPE CW I-FGSM CLEVER SLOPE CW I-FGSM CLEVER SLOPE

MNIST-MLP 0.475 0.223 0.071 0.808 0.337 0.173 0.072 0.813 0.218 0.119 0.069 0.786
MNIST-CNN 0.601 0.313 0.090 0.996 0.550 0.264 0.088 0.982 0.451 0.211 0.070 0.826
MNIST-DD 0.578 0.283 0.103 1 (1.090) 0.531 0.238 0.091 0.953 0.412 0.165 0.091 0.984
MNIST-BReLU 0.601 0.276 0.257 1 (5.327) 0.544 0.238 0.187 3.907 0.442 0.196 0.117 1 (2.470)
CIFAR-MLP 0.086 0.039 0.014 0.294 0.051 0.024 0.014 0.284 0.019 0.013 0.014 0.286
CIFAR-CNN 0.053 0.033 0.005 0.153 0.042 0.023 0.005 0.148 0.022 0.013 0.004 0.129
CIFAR-DD 0.091 0.053 0.011 0.278 0.066 0.032 0.010 0.255 0.033 0.014 0.007 0.184
CIFAR-BReLU 0.045 0.030 0.004 0.250 0.034 0.022 0.003 0.173 0.018 0.012 0.002 0.095
Inception-v3 0.023 0.011 0.002 - 0.021 0.012 0.002 - 0.010 0.011 0.001 -
Resnet-50 0.031 0.015 0.002 - 0.025 0.012 0.002 - 0.010 0.010 0.001 -
MobileNet 0.025 0.010 0.003 - 0.018 0.010 0.002 - 0.006 0.010 0.001 -

(b) average �2 distortion of CW and I-FGSM targeted attacks, and CLEVER and SLOPE estimation. Some very
large SLOPE estimates (in parentheses) exceeding the sampling radius R = 5 are reported as 5.

Least Likely Target Random Target Top-2 Target
CW I-FGSM CLEVER SLOPE CW I-FGSM CLEVER SLOPE CW I-FGSM CLEVER SLOPE

MNIST-MLP 2.575 4.273 1.409 5 (8.028) 1.833 3.369 1.432 5 (8.102) 1.128 2.374 1.383 5 (7.853)
MNIST-CNN 2.377 4.417 1.257 5 (9.947) 2.005 3.902 1.227 5 (9.619) 1.504 3.242 0.987 5 (7.921)
MNIST-DD 2.644 4.957 1.532 5 (10.628) 2.240 4.253 1.340 5 (9.493) 1.542 3.010 1.330 5 (9.646)
MNIST-BReLU 2.349 5.170 3.312 5 (52.058) 1.923 4.544 2.565 5 (37.531) 1.404 3.778 1.583 5 (23.548)
CIFAR-MLP 1.123 1.896 0.620 5 (5.013) 0.673 1.214 0.597 4.806 0.262 0.689 0.599 4.949
CIFAR-CNN 0.836 1.067 0.156 2.630 0.372 0.837 0.146 2.497 0.188 0.552 0.123 2.195
CIFAR-DD 2.065 1.540 0.347 4.735 0.624 1.097 0.307 4.279 0.296 0.582 0.220 3.083
CIFAR-BReLU 0.407 0.928 0.140 4.125 0.303 0.732 0.103 2.944 0.152 0.494 0.052 1.564
Inception-v3 0.628 2.244 0.524 - 0.595 2.261 0.466 - 0.287 2.073 0.234 -
Resnet-50 0.767 2.410 0.357 - 0.647 2.098 0.299 - 0.212 1.682 0.134 -
MobileNet 0.837 2.195 0.617 - 0.603 2.066 0.439 - 0.190 1.771 0.144 -

(a) MNIST: Least likely target (b) MNIST: Random target (c) MNIST: Top 2 target

(d) CIFAR: Least likely target (e) CIFAR: Random target (f) CIFAR: Top 2 target

Figure 4: Comparison of �∞ distortion obtained by CW and I-FGSM attacks, CLEVER score and the
slope based Lipschitz constant estimation (SLOPE) by Wood & Zhang (1996). SLOPE significantly
exceeds the distortions found by attacks, thus it is an inappropriate estimation of lower bound βL.

is worse (still more than 75%), but we found that in these cases the attack distortion only differs from
our CLEVER score by a fairly small amount. In Figure 5 we show the empirical CDF of the gap
between CLEVER score and the �2 norm of adversarial distortion generated by CW attack for the
same set of images in Table 4. In Figure 6, we plot the �2 distortion and CLEVER scores for each
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Table 4: Percentage of images in ImageNet where the CLEVER score for that image is greater than
the adversarial distortion found by different attacks.

Least Likely Target Random Target Top-2 Target
CW I-FGSM CW I-FGSM CW I-FGSM

L2 L∞ L2 L∞ L2 L∞ L2 L∞ L2 L∞ L2 L∞
MobileNet 4% 0% 0% 0% 2% 0% 0% 0% 0% 0% 0% 0%
Resnet-50 4% 0% 0% 0% 2% 0% 0% 0% 1% 0% 0% 0%
Inception-v3 25% 0% 0% 0% 23% 0% 0% 0% 15% 0% 0% 0%

(a) MobileNet
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Figure 5: The empirical CDF of the gap between CLEVER score and the �2 norm of adversarial
distortion generated by CW attack with random targets for 100 images on 3 ImageNet networks.

(a) MobileNet (b) ResNet-50 (c) Inception-v3

Figure 6: Comparison of the CLEVER scores (circle) and the �2 norm of adversarial distortion
generated by CW attack (triangle) with random targets for 100 images. The x-axis is image ID and
the y-axis is the �2 distortion metric.

(a) Least likely target (b) Random target (c) Top-2 target

Figure 7: Comparison of the CLEVER score calculated by Nb = {50, 100, 250, 500} and the �2
norm of adversarial distortion found by CW attack (CW) on 3 ImageNet models and 3 target types.

individual image. A positive gap indicates that CLEVER (estimated lower bound) is indeed less
than the upper bound found by CW attack. Most images have a small positive gap, which signifies
the near-optimality of CW attack in terms of �2 distortion, as CLEVER suffices for an estimated
capacity of the best possible attack.

5.4 TIME V.S. ESTIMATION ACCURACY

In Figure 7, we vary the number of samples (Nb = 50, 100, 250, 500) and compute the �2 CLEVER
scores for three large ImageNet models, Inception-v3, ResNet-50 and MobileNet. We observe that
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50 or 100 samples are usually sufficient to obtain a reasonably accurate robustness estimation despite
using a smaller number of samples. On a single GTX 1080 Ti GPU, the cost of 1 sample (with
Ns = 1024) is measured as 2.9 s for MobileNet, 5.0 s for ResNet-50 and 8.9 s for Inception-v3, thus
the computational cost of CLEVER is feasible for state-of-the-art large-scale deep neural networks.
Additional figures for MNIST and CIFAR datasets are given in Appendix E.

6 CONCLUSION

In this paper, we propose the CLEVER score, a novel and generic metric to evaluate the robustness
of a target neural network classifier to adversarial examples. Compared to the existing robustness
evaluation approaches, our metric has the following advantages: (i) attack-agnostic; (ii) applicable
to any neural network classifier; (iii) comes with strong theoretical guarantees; and (iv) is computa-
tionally feasible for large neural networks. Our extensive experiments show that the CLEVER score
well matches the practical robustness indication of a wide range of natural and defended networks.
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APPENDIX

A PROOF OF THEOREM 3.2

Proof. According to Lemma 3.1, the assumption that g(x) := fc(x)−fj(x) is Lipschitz continuous
with Lipschitz constant Lj

q gives

|g(x)− g(y)| ≤ Lj
q‖x− y‖p. (4)

Let x = x0 + δ and y = x0 in (4), we get
|g(x0 + δ)− g(x0)| ≤ Lj

q‖δ‖p,
which can be rearranged into the following form

g(x0)− Lj
q‖δ‖p ≤ g(x0 + δ) ≤ g(x0) + Lj

q‖δ‖p. (5)

When g(x0 + δ) = 0, an adversarial example is found. As indicated by (5), g(x0 + δ) is lower
bounded by g(x0)−Lj

q‖δ‖p. If ‖δ‖p is small enough such that g(x0)−Lj
q‖δ‖p ≥ 0, no adversarial

examples can be found:

g(x0)− Lj
q‖δ‖p ≥ 0 ⇒ ‖δ‖p ≤ g(x0)

Lj
q

⇒ ‖δ‖p ≤ fc(x0)− fj(x0)

Lj
q

,

Finally, to achieve argmax1≤i≤K fi(x0 + δ) = c, we take the minimum of the bound on ‖δ‖p in
(A) over j �= c. I.e. if

‖δ‖p ≤ min
j �=c

fc(x0)− fj(x0)

Lj
q

,

the classifier decision can never be changed and the attack will never succeed.

B PROOF OF COROLLARY 3.2.1

Proof. By Lemma 3.1 and let g = fc − fj , we get Lj
q,x0

= maxy∈Bp(x0,R) ‖∇g(y)‖q =
maxy∈Bp(x0,R) ‖∇fj(y) −∇fc(y)‖q , which then gives the bound in Theorem 2.1 of (Hein & An-
driushchenko, 2017).

C PROOF OF LEMMA 3.3

Proof. For any x,y, let d = y−x
‖y−x‖p

be the unit vector pointing from x to y and r = ‖y − x‖p.
Define uni-variate function u(z) = h(x + zd), then u(0) = h(x) and u(r) = h(y) and observe
that D+h(x + zd;d) and D+h(x + zd;−d) are the right-hand and left-hand derivatives of u(z),
we have

u′(z) =

{
D+h(x+ zd;d) ≤ Lq if D+h(x+ zd;d) = D+h(x+ zd;−d)

undefined if D+h(x+ zd;d) �= D+h(x+ zd;−d)

For ReLU network, there can be at most finite number of points in z ∈ (0, r) such that g′(z) does
not exist. This can be shown because each discontinuous z is caused by some ReLU activation, and
there are only finite combinations. Let 0 = z0 < z1 < · · · < zk−1 < zk = 1 be those points. Then,
using the fundamental theorem of calculus on each interval separately, there exists z̄i ∈ (zi, zi−1)
for each i such that

u(r)− u(0) ≤
k∑

i=1

|u(zi)− u(zi−1)|

≤
k∑

i=1

|u′(z̄i)(zi − zi−1)| (Mean value theorem)

≤
k∑

i=1

Lq|zi − zi−1|p

= Lq‖x− y‖p. (zi are in line (x, y))
Theorem 3.2 and its corollaries remain valid after replacing Lemma 3.1 with Lemma 3.3.
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D THEOREM D.1 AND ITS PROOF

Theorem D.1 (FY (y) of one-hidden-layer neural network). Consider a neural network f : Rd →
RK with input x0 ∈ Rd, a hidden layer with U hidden neurons, and rectified linear unit (ReLU)
activation function. If we sample uniformly in a ball Bp(x0, R), then the cumulative distribution
function of ‖∇g(x)‖q , denoted as FY (y), is piece-wise linear with at most M =

∑d
i=0

(
U
i

)
pieces,

where g(x) = fc(x)− fj(x) for some given c and j, and 1
p + 1

q = 1, 1 ≤ p, q ≤ ∞.

Proof. The jth output of a one-hidden-layer neural network can be written as

fj(x) =
U∑

r=1

Vjr · σ

(
d∑

i=1

Wri · xi + br

)
=

U∑
r=1

Vjr · σ (wrx+ br) ,

where σ(z) = max(z, 0) is ReLU activation function, W and V are the weight matrices of the
first and second layer respectively, and wr is the rth row of W . Thus, we can compute g(x) and
‖∇g(x)‖q below:

g(x) = fc(x)− fj(x) =

U∑
r=1

Vcr · σ (wrx+ br)−
U∑

r=1

Vjr · σ (wrx+ br)

=
U∑

r=1

(Vcr − Vjr) · σ (wrx+ br)

and

‖∇g(x)‖q =

∥∥∥∥∥
U∑

r=1

I(wrx+ br)(Vcr − Vjr)w
�
r

∥∥∥∥∥
q

,

where I(z) is an univariate indicator function:

I(z) =
{ 1, if z > 0,

0, if z ≤ 0.

Figure 8: Illustration of Theorem D.1 with d = 2, q = 2 and U = 3. The three hyperplanes
wix+bi = 0 divide the space into seven regions (with different colors). The red dash line
encloses the ball B2(x0, R1) and the blue dash line encloses a larger ball B2(x0, R2). If
we draw samples uniformly within the balls, the probability of ‖∇g(x)‖2 = y is propor-
tional to the intersected volumes of the ball and the regions with ‖∇g(x)‖2 = y.

As illustrated in Figure 8, the hyperplanes wrx+ br = 0, r ∈ {1, . . . , U} divide the d dimensional
spaces Rd into different regions, with the interior of each region satisfying a different set of inequal-
ity constraints, e.g. wr+x+ br+ > 0 and wr−x+ br− < 0. Given x, we can identify which region
it belongs to by checking the sign of wrx+ br for each r. Notice that the gradient norm is the same
for all the points in the same region, i.e. for any x1, x2 satisfying I(wrx1+br) = I(wrx2+br) ∀r,

16

Published as a conference paper at ICLR 2018

we have ‖∇g(x1)‖q = ‖∇g(x2)‖q . Since there can be at most M =
∑d

i=0

(
U
i

)
different regions

for a d-dimensional space with U hyperplanes, ‖∇g(x)‖q can take at most M different values.

Therefore, if we perform uniform sampling in a ball Bp(x0, R) centered at x0 with radius R and
denote ‖∇g(x)‖q as a random variable Y , the probability distribution of Y is discrete and its CDF
is piece-wise constant with at most M pieces. Without loss of generality, assume there are M0 ≤ M
distinct values for Y and denote them as m(1),m(2), . . . ,m(M0) in an increasing order, the CDF of
Y , denoted as FY (y), is the following:

FY (m(i)) = FY (m(i−1)) +
Vd({x | ‖∇g(x)‖q = m(i)}) ∩ Vd(Bp(x0, R)))

Vd(Bp(x0, R))
, i = 1, . . . ,M0,

where FY (m(0)) = 0 with m(0) < m(1), Vd(E) is the volume of E in a d dimensional space.

E ADDITIONAL EXPERIMENTAL RESULTS

E.1 PERCENTAGE OF EXAMPLES HAVING P VALUE > 0.05

Table 5 shows the percentage of examples where the null hypothesis cannot be rejected by K-S test,
indicating that the maximum gradient norm samples fit reverse Weibull distribution well.
Table 5: Percentage of estimations where the null hypothesis cannot be rejected by K-S test for a
significance level of 0.05. The bar plots of this table are illustrated in Figure 3.

Least Likely Random Top-2
L2 L∞ L2 L∞ L2 L∞

MNIST-MLP 100.0 100.0 100.0 100.0 100.0 100.0
MNIST-CNN 99.6 99.8 99.2 100.0 99.4 100.0
MNIST-DD 99.8 100.0 99.6 99.8 99.8 99.8
MNIST-BReLU 93.3 95.4 96.8 96.8 97.6 98.2
CIFAR-MLP 100.0 100.0 100.0 100.0 100.0 100.0
CIFAR-CNN 100.0 100.0 100.0 100.0 100.0 100.0
CIFAR-DD 99.7 99.5 100.0 100.0 99.7 99.7
CIFAR-BReLU 99.5 99.2 100.0 100.0 99.7 99.7
Inception-v3 100.0 100.0 100.0 100.0 100.0 100.0
Resnet-50 99.0 100.0 100.0 100.0 100.0 100.0
MobileNet 100.0 100.0 100.0 100.0 98.0 99.0

E.2 CLEVER V.S. NUMBER OF SAMPLES

Figure 9 shows the �2 CLEVER score with different number of samples (Nb = 50, 100, 250, 500)
for MNIST and CIFAR models. For most models except MNIST-BReLU, reducing the number of
samples only change CLEVER scores very slightly. For MNIST-BReLU, increasing the number
of samples improves the estimated lower bound, suggesting that a larger number of samples is
preferred. In practice, we can start with a relatively small Nb = a, and also try 2a, 4a, · · · samples
to see if CLEVER scores change significantly. If CLEVER scores stay roughly the same despite
increasing Nb, we can conclude that using Nb = a is sufficient.

17

Publication _ _ 11
Evaluating the Robustness of N

eural N
etw

orks: An Extrem
e Value Theory Approach 



Section _ _ 3
Robustness

207

Published as a conference paper at ICLR 2018

(a) MNIST, Least likely target (b) MNIST, Random target (c) MNIST, Top-2 target

(d) CIFAR, Least likely target (e) CIFAR, Random target (f) CIFAR, Top2 target

Figure 9: Comparison of the CLEVER score calculated by Nb = {50, 100, 250, 500} and the �2
norm of adversarial distortion found by CW attack (CW) on MNIST and CIFAR models with 3
target types.
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Abstract
Recent studies have highlighted the vulnerability of deep neu-
ral networks (DNNs) to adversarial examples - a visually
indistinguishable adversarial image can easily be crafted to
cause a well-trained model to misclassify. Existing methods
for crafting adversarial examples are based on L2 and L∞
distortion metrics. However, despite the fact that L1 distortion
accounts for the total variation and encourages sparsity in the
perturbation, little has been developed for crafting L1-based
adversarial examples.
In this paper, we formulate the process of attacking DNNs via
adversarial examples as an elastic-net regularized optimization
problem. Our elastic-net attacks to DNNs (EAD) feature L1-
oriented adversarial examples and include the state-of-the-art
L2 attack as a special case. Experimental results on MNIST,
CIFAR10 and ImageNet show that EAD can yield a distinct set
of adversarial examples with small L1 distortion and attains
similar attack performance to the state-of-the-art methods in
different attack scenarios. More importantly, EAD leads to
improved attack transferability and complements adversarial
training for DNNs, suggesting novel insights on leveraging
L1 distortion in adversarial machine learning and security
implications of DNNs.

Introduction
Deep neural networks (DNNs) achieve state-of-the-art per-
formance in various tasks in machine learning and artificial
intelligence, such as image classification, speech recogni-
tion, machine translation and game-playing. Despite their
effectiveness, recent studies have illustrated the vulnerabil-
ity of DNNs to adversarial examples (Szegedy et al. 2013;
Goodfellow, Shlens, and Szegedy 2015). For instance, a
carefully designed perturbation to an image can lead a well-
trained DNN to misclassify. Even worse, effective adversar-
ial examples can also be made virtually indistinguishable to
human perception. For example, Figure 1 shows three adver-
sarial examples of an ostrich image crafted by our algorithm,

∗Pin-Yu Chen and Yash Sharma contribute equally to this work.
†This work was done during the internship of Yash Sharma and

Huan Zhang at IBM T. J. Watson Research Center.
‡Part of the work was done when Jinfeng Yi was at AI Founda-

tions Lab, IBM T. J. Watson Research Center.
Copyright c© 2018, Association for the Advancement of Artificial
Intelligence (www.aaai.org). All rights reserved.

(a) Image (b) Adversarial examples with target class labels

Figure 1: Visual illustration of adversarial examples crafted
by EAD (Algorithm 1). The original example is an ostrich
image selected from the ImageNet dataset (Figure 1 (a)). The
adversarial examples in Figure 1 (b) are classified as the
target class labels by the Inception-v3 model.

which are classified as “safe”, “shoe shop” and “vacuum” by
the Inception-v3 model (Szegedy et al. 2016), a state-of-the-
art image classification model.

The lack of robustness exhibited by DNNs to adversarial
examples has raised serious concerns for security-critical
applications, including traffic sign identification and mal-
ware detection, among others. Moreover, moving beyond
the digital space, researchers have shown that these adver-
sarial examples are still effective in the physical world at
fooling DNNs (Kurakin, Goodfellow, and Bengio 2016a;
Evtimov et al. 2017). Due to the robustness and secu-
rity implications, the means of crafting adversarial exam-
ples are called attacks to DNNs. In particular, targeted at-
tacks aim to craft adversarial examples that are misclassi-
fied as specific target classes, and untargeted attacks aim
to craft adversarial examples that are not classified as the
original class. Transfer attacks aim to craft adversarial ex-
amples that are transferable from one DNN model to an-
other. In addition to evaluating the robustness of DNNs,
adversarial examples can be used to train a robust model
that is resilient to adversarial perturbations, known as ad-
versarial training (Madry et al. 2017). They have also
been used in interpreting DNNs (Koh and Liang 2017;
Dong et al. 2017).

Throughout this paper, we use adversarial examples to
attack image classifiers based on deep convolutional neural
networks. The rationale behind crafting effective adversarial
examples lies in manipulating the prediction results while
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ensuring similarity to the original image. Specifically, in
the literature the similarity between original and adversarial
examples has been measured by different distortion met-
rics. One commonly used distortion metric is the Lq norm,
where �x�q = (

∑p
i=1 |xi|q)1/q denotes the Lq norm of a

p-dimensional vector x = [x1, . . . ,xp] for any q ≥ 1. In
particular, when crafting adversarial examples, the L∞ dis-
tortion metric is used to evaluate the maximum variation in
pixel value changes (Goodfellow, Shlens, and Szegedy 2015),
while the L2 distortion metric is used to improve the visual
quality (Carlini and Wagner 2017b). However, despite the
fact that the L1 norm is widely used in problems related to
image denoising and restoration (Fu et al. 2006), as well as
sparse recovery (Candès and Wakin 2008), L1-based adver-
sarial examples have not been rigorously explored. In the
context of adversarial examples, L1 distortion accounts for
the total variation in the perturbation and serves as a popular
convex surrogate function of the L0 metric, which measures
the number of modified pixels (i.e., sparsity) by the pertur-
bation. To bridge this gap, we propose an attack algorithm
based on elastic-net regularization, which we call elastic-
net attacks to DNNs (EAD). Elastic-net regularization is a
linear mixture of L1 and L2 penalty functions, and it has
been a standard tool for high-dimensional feature selection
problems (Zou and Hastie 2005). In the context of attacking
DNNs, EAD opens up new research directions since it gen-
eralizes the state-of-the-art attack proposed in (Carlini and
Wagner 2017b) based on L2 distortion, and is able to craft
L1-oriented adversarial examples that are more effective and
fundamentally different from existing attack methods.

To explore the utility of L1-based adversarial examples
crafted by EAD, we conduct extensive experiments on
MNIST, CIFAR10 and ImageNet in different attack scenarios.
Compared to the state-of-the-art L2 and L∞ attacks (Kurakin,
Goodfellow, and Bengio 2016b; Carlini and Wagner 2017b),
EAD can attain similar attack success rate when breaking
undefended and defensively distilled DNNs (Papernot et al.
2016b). More importantly, we find that L1 attacks attain supe-
rior performance over L2 and L∞ attacks in transfer attacks
and complement adversarial training. For the most difficult
dataset (MNIST), EAD results in improved attack transfer-
ability from an undefended DNN to a defensively distilled
DNN, achieving nearly 99% attack success rate. In addition,
joint adversarial training with L1 and L2 based examples can
further enhance the resilience of DNNs to adversarial pertur-
bations. These results suggest that EAD yields a distinct, yet
more effective, set of adversarial examples. Moreover, evalu-
ating attacks based on L1 distortion provides novel insights
on adversarial machine learning and security implications
of DNNs, suggesting that L1 may complement L2 and L∞
based examples toward furthering a thorough adversarial
machine learning framework.

Related Work

Here we summarize related works on attacking and defending
DNNs against adversarial examples.

Attacks to DNNs
FGM and I-FGM: Let x0 and x denote the original and ad-
versarial examples, respectively, and let t denote the target
class to attack. Fast gradient methods (FGM) use the gradient
∇J of the training loss J with respect to x0 for crafting ad-
versarial examples (Goodfellow, Shlens, and Szegedy 2015).
For L∞ attacks, x is crafted by

x = x0 − � · sign(∇J(x0, t)), (1)

where � specifies the L∞ distortion between x and x0, and
sign(∇J) takes the sign of the gradient. For L1 and L2 at-
tacks, x is crafted by

x = x0 − �
∇J(x0, t)

�∇J(x0, t)�q (2)

for q = 1, 2, where � specifies the corresponding distor-
tion. Iterative fast gradient methods (I-FGM) were proposed
in (Kurakin, Goodfellow, and Bengio 2016b), which itera-
tively use FGM with a finer distortion, followed by an �-ball
clipping. Untargeted attacks using FGM and I-FGM can be
implemented in a similar fashion.
C&W attack: Instead of leveraging the training loss, Carlini
and Wagner designed an L2-regularized loss function based
on the logit layer representation in DNNs for crafting adver-
sarial examples (Carlini and Wagner 2017b). Its formulation
turns out to be a special case of our EAD formulation, which
will be discussed in the following section. The C&W attack
is considered to be one of the strongest attacks to DNNs, as it
can successfully break undefended and defensively distilled
DNNs and can attain remarkable attack transferability.
JSMA: Papernot et al. proposed a Jacobian-based saliency
map algorithm (JSMA) for characterizing the input-output
relation of DNNs (Papernot et al. 2016a). It can be viewed as
a greedy attack algorithm that iteratively modifies the most
influential pixel for crafting adversarial examples.
DeepFool: DeepFool is an untargeted L2 attack algorithm
(Moosavi-Dezfooli, Fawzi, and Frossard 2016) based on the
theory of projection to the closest separating hyperplane in
classification. It is also used to craft a universal perturba-
tion to mislead DNNs trained on natural images (Moosavi-
Dezfooli et al. 2016).
Black-box attacks: Crafting adversarial examples in the
black-box case is plausible if one allows querying of the
target DNN. In (Papernot et al. 2017), JSMA is used to train
a substitute model for transfer attacks. In (Chen et al. 2017),
an effective black-box C&W attack is made possible using
zeroth order optimization (ZOO). In the more stringent attack
scenario where querying is prohibited, ensemble methods
can be used for transfer attacks (Liu et al. 2016).

Defenses in DNNs
Defensive distillation: Defensive distillation (Papernot et al.
2016b) defends against adversarial perturbations by using the
distillation technique in (Hinton, Vinyals, and Dean 2015) to
retrain the same network with class probabilities predicted
by the original network. It also introduces the temperature
parameter T in the softmax layer to enhance the robustness
to adversarial perturbations.
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Adversarial training: Adversarial training can be imple-
mented in a few different ways. A standard approach is aug-
menting the original training dataset with the label-corrected
adversarial examples to retrain the network. Modifying the
training loss or the network architecture to increase the ro-
bustness of DNNs to adversarial examples has been proposed
in (Zheng et al. 2016; Madry et al. 2017; Tramèr et al. 2017;
Zantedeschi, Nicolae, and Rawat 2017).
Detection methods: Detection methods utilize statistical tests
to differentiate adversarial from benign examples (Feinman et
al. 2017; Grosse et al. 2017; Lu, Issaranon, and Forsyth 2017;
Xu, Evans, and Qi 2017). However, 10 different detection
methods were unable to detect the C&W attack (Carlini and
Wagner 2017a).

EAD: Elastic-Net Attacks to DNNs
Preliminaries on Elastic-Net Regularization
Elastic-net regularization is a widely used technique in solv-
ing high-dimensional feature selection problems (Zou and
Hastie 2005). It can be viewed as a regularizer that linearly
combines L1 and L2 penalty functions. In general, elastic-net
regularization is used in the following minimization problem:

minimizez∈Z f(z) + λ1�z�1 + λ2�z�22, (3)

where z is a vector of p optimization variables, Z indicates
the set of feasible solutions, f(z) denotes a loss function,
�z�q denotes the Lq norm of z, and λ1, λ2 ≥ 0 are the
L1 and L2 regularization parameters, respectively. The term
λ1�z�1 + λ2�z�22 in (3) is called the elastic-net regularizer
of z. For standard regression problems, the loss function
f(z) is the mean squared error, the vector z represents the
weights (coefficients) on the features, and the set Z = Rp.
In particular, the elastic-net regularization in (3) degenerates
to the LASSO formulation when λ2 = 0, and becomes the
ridge regression formulation when λ1 = 0. It is shown in
(Zou and Hastie 2005) that elastic-net regularization is able to
select a group of highly correlated features, which overcomes
the shortcoming of high-dimensional feature selection when
solely using the LASSO or ridge regression techniques.

EAD Formulation and Generalization
Inspired by the C&W attack (Carlini and Wagner 2017b),
we adopt the same loss function f for crafting adversarial
examples. Specifically, given an image x0 and its correct
label denoted by t0, let x denote the adversarial example
of x0 with a target class t �= t0. The loss function f(x) for
targeted attacks is defined as

f(x, t) = max{max
j �=t

[Logit(x)]j − [Logit(x)]t,−κ}, (4)

where Logit(x) = [[Logit(x)]1, . . . , [Logit(x)]K ] ∈ RK is
the logit layer (the layer prior to the softmax layer) repre-
sentation of x in the considered DNN, K is the number of
classes for classification, and κ ≥ 0 is a confidence parameter
that guarantees a constant gap between maxj �=t[Logit(x)]j
and [Logit(x)]t.

It is worth noting that the term [Logit(x)]t is proportional
to the probability of predicting x as label t, since by the

softmax classification rule,

Prob(Label(x) = t) =
exp([Logit(x)]t)∑K
j=1 exp([Logit(x)]j)

. (5)

Consequently, the loss function in (4) aims to render the label
t the most probable class for x, and the parameter κ controls
the separation between t and the next most likely prediction
among all classes other than t. For untargeted attacks, the
loss function in (4) can be modified as

f(x) = max{[Logit(x)]t0 −max
j �=t

[Logit(x)]j ,−κ}. (6)

In this paper, we focus on targeted attacks since they are more
challenging than untargeted attacks. Our EAD algorithm
(Algorithm 1) can directly be applied to untargeted attacks
by replacing f(x, t) in (4) with f(x) in (6).

In addition to manipulating the prediction via the loss
function in (4), introducing elastic-net regularization further
encourages similarity to the original image when crafting
adversarial examples. Our formulation of elastic-net attacks
to DNNs (EAD) for crafting an adversarial example (x, t)
with respect to a labeled natural image (x0, t0) is as follows:

minimizex c · f(x, t) + β�x− x0�1 + �x− x0�22
subject to x ∈ [0, 1]p, (7)

where f(x, t) is as defined in (4), c, β ≥ 0 are the regular-
ization parameters of the loss function f and the L1 penalty,
respectively. The box constraint x ∈ [0, 1]p restricts x to a
properly scaled image space, which can be easily satisfied by
dividing each pixel value by the maximum attainable value
(e.g., 255). Upon defining the perturbation of x relative to x0

as δ = x− x0, the EAD formulation in (7) aims to find an
adversarial example x that will be classified as the target class
t while minimizing the distortion in δ in terms of the elastic-
net loss β�δ�1 + �δ�22, which is a linear combination of L1

and L2 distortion metrics between x and x0. Notably, the
formulation of the C&W attack (Carlini and Wagner 2017b)
becomes a special case of the EAD formulation in (7) when
β = 0, which disregards the L1 penalty on δ. However, the
L1 penalty is an intuitive regularizer for crafting adversarial
examples, as �δ�1 =

∑p
i=1 |δi| represents the total varia-

tion of the perturbation, and is also a widely used surrogate
function for promoting sparsity in the perturbation. As will
be evident in the performance evaluation section, including
the L1 penalty for the perturbation indeed yields a distinct
set of adversarial examples, and it leads to improved attack
transferability and complements adversarial learning.

EAD Algorithm
When solving the EAD formulation in (7) without the L1

penalty (i.e., β = 0), Carlini and Wagner used a change-of-
variable (COV) approach via the tanh transformation on x
in order to remove the box constraint x ∈ [0, 1]p (Carlini and
Wagner 2017b). When β > 0, we find that the same COV
approach is not effective in solving (7), since the correspond-
ing adversarial examples are insensitive to the changes in β
(see the performance evaluation section for details). Since
the L1 penalty is a non-differentiable, yet piece-wise linear,
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function, the failure of the COV approach in solving (7) can
be explained by its inefficiency in subgradient-based opti-
mization problems (Duchi and Singer 2009).

To efficiently solve the EAD formulation in (7) for craft-
ing adversarial examples, we propose to use the iterative
shrinkage-thresholding algorithm (ISTA) (Beck and Teboulle
2009). ISTA can be viewed as a regular first-order optimiza-
tion algorithm with an additional shrinkage-thresholding step
on each iteration. In particular, let g(x) = c·f(x)+�x−x0�22
and let ∇g(x) be the numerical gradient of g(x) computed
by the DNN. At the k+1-th iteration, the adversarial example
x(k+1) of x0 is computed by

x(k+1) = Sβ(x
(k) − αk∇g(x(k))), (8)

where αk denotes the step size at the k + 1-th iteration, and
Sβ : Rp �→ Rp is an element-wise projected shrinkage-
thresholding function, which is defined as

[Sβ(z)]i =

{
min{zi − β, 1}, if zi − x0i > β;
x0i, if |zi − x0i| ≤ β;
max{zi + β, 0}, if zi − x0i < −β,

(9)

for any i ∈ {1, . . . , p}. If |zi − x0i| > β, it shrinks the
element zi by β and projects the resulting element to the
feasible box constraint between 0 and 1. On the other hand,
if |zi − x0i| ≤ β, it thresholds zi by setting [Sβ(z)]i = x0i.
The proof of optimality of using (8) for solving the EAD
formulation in (7) is given in the supplementary material1.
Notably, since g(x) is the attack objective function of the
C&W method (Carlini and Wagner 2017b), the ISTA oper-
ation in (8) can be viewed as a robust version of the C&W
method that shrinks a pixel value of the adversarial example
if the deviation to the original image is greater than β, and
keeps a pixel value unchanged if the deviation is less than β.

Our EAD algorithm for crafting adversarial examples is
summarized in Algorithm 1. For computational efficiency, a
fast ISTA (FISTA) for EAD is implemented, which yields the
optimal convergence rate for first-order optimization methods
(Beck and Teboulle 2009). The slack vector y(k) in Algorithm
1 incorporates the momentum in x(k) for acceleration. In the
experiments, we set the initial learning rate α0 = 0.01 with a
square-root decay factor in k. During the EAD iterations, the
iterate x(k) is considered as a successful adversarial example
of x0 if the model predicts its most likely class to be the
target class t. The final adversarial example x is selected
from all successful examples based on distortion metrics. In
this paper we consider two decision rules for selecting x:
the least elastic-net (EN) and L1 distortions relative to x0.
The influence of β, κ and the decision rules on EAD will be
investigated in the following section.

Performance Evaluation
In this section, we compare the proposed EAD with the
state-of-the-art attacks to DNNs on three image classification
datasets - MNIST, CIFAR10 and ImageNet. We would like
to show that (i) EAD can attain attack performance similar

1https://arxiv.org/abs/1709.04114

Algorithm 1 Elastic-Net Attacks to DNNs (EAD)

Input: original labeled image (x0, t0), target attack class
t, attack transferability parameter κ, L1 regularization pa-
rameter β, step size αk, # of iterations I
Output: adversarial example x
Initialization: x(0) = y(0) = x0

for k = 0 to I − 1 do
x(k+1) = Sβ(y

(k) − αk∇g(y(k)))

y(k+1) = x(k+1) + k
k+3 (x

(k+1) − x(k))
end for
Decision rule: determine x from successful examples in
{x(k)}Ik=1 (EN rule or L1 rule).

to the C&W attack in breaking undefended and defensively
distilled DNNs, since the C&W attack is a special case of
EAD when β = 0; (ii) Comparing to existing L1-based FGM
and I-FGM methods, the adversarial examples using EAD
can lead to significantly lower L1 distortion and better at-
tack success rate; (iii) The L1-based adversarial examples
crafted by EAD can achieve improved attack transferability
and complement adversarial training.

Comparative Methods
We compare EAD with the following targeted attacks, which
are the most effective methods for crafting adversarial exam-
ples in different distortion metrics.
C&W attack: The state-of-the-art L2 targeted attack pro-
posed by Carlini and Wagner (Carlini and Wagner 2017b),
which is a special case of EAD when β = 0.
FGM: The fast gradient method proposed in (Goodfellow,
Shlens, and Szegedy 2015). The FGM attacks using different
distortion metrics are denoted by FGM-L1, FGM-L2 and
FGM-L∞.
I-FGM: The iterative fast gradient method proposed in (Ku-
rakin, Goodfellow, and Bengio 2016b). The I-FGM attacks
using different distortion metrics are denoted by I-FGM-L1,
I-FGM-L2 and I-FGM-L∞.

Experiment Setup and Parameter Setting
Our experiment setup is based on Carlini and Wagner’s frame-
work2. For both the EAD and C&W attacks, we use the de-
fault setting1, which implements 9 binary search steps on
the regularization parameter c (starting from 0.001) and runs
I = 1000 iterations for each step with the initial learning rate
α0 = 0.01. For finding successful adversarial examples, we
use the reference optimizer1 (ADAM) for the C&W attack
and implement the projected FISTA (Algorithm 1) with the
square-root decaying learning rate for EAD. Similar to the
C&W attack, the final adversarial example of EAD is se-
lected by the least distorted example among all the successful
examples. The sensitivity analysis of the L1 parameter β and
the effect of the decision rule on EAD will be investigated
in the forthcoming paragraph. Unless specified, we set the
attack transferability parameter κ = 0 for both attacks.

2https://github.com/carlini/nn robust attacks
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Table 1: Comparison of the change-of-variable (COV) approach and EAD (Algorithm 1) for solving the elastic-net formulation
in (7) on MNIST. ASR means attack success rate (%). Although these two methods attain similar attack success rates, COV is
not effective in crafting L1-based adversarial examples. Increasing β leads to less L1-distorted adversarial examples for EAD,
whereas the distortion of COV is insensitive to changes in β.

Best case Average case Worst case
Optimization
method β ASR L1 L2 L∞ ASR L1 L2 L∞ ASR L1 L2 L∞

COV

0 100 13.93 1.377 0.379 100 22.46 1.972 0.514 99.9 32.3 2.639 0.663
10−5 100 13.92 1.377 0.379 100 22.66 1.98 0.508 99.5 32.33 2.64 0.663
10−4 100 13.91 1.377 0.379 100 23.11 2.013 0.517 100 32.32 2.639 0.664
10−3 100 13.8 1.377 0.381 100 22.42 1.977 0.512 99.9 32.2 2.639 0.664
10−2 100 12.98 1.38 0.389 100 22.27 2.026 0.53 99.5 31.41 2.643 0.673

EAD
(EN rule)

0 100 14.04 1.369 0.376 100 22.63 1.953 0.512 99.8 31.43 2.51 0.644
10−5 100 13.66 1.369 0.378 100 22.6 1.98 0.515 99.9 30.79 2.507 0.648
10−4 100 12.79 1.372 0.388 100 20.98 1.951 0.521 100 29.21 2.514 0.667
10−3 100 9.808 1.427 0.452 100 17.4 2.001 0.594 100 25.52 2.582 0.748
10−2 100 7.271 1.718 0.674 100 13.56 2.395 0.852 100 20.77 3.021 0.976

We implemented FGM and I-FGM using the CleverHans
package3. The best distortion parameter � is determined by
a fine-grained grid search - for each image, the smallest � in
the grid leading to a successful attack is reported. For I-FGM,
we perform 10 FGM iterations (the default value) with �-ball
clipping. The distortion parameter �� in each FGM iteration
is set to be �/10, which has been shown to be an effective
attack setting in (Tramèr et al. 2017). The range of the grid
and the resolution of these two methods are specified in the
supplementary material1.

The image classifiers for MNIST and CIFAR10 are trained
based on the DNN models provided by Carlini and Wag-
ner1. The image classifier for ImageNet is the Inception-v3
model (Szegedy et al. 2016). For MNIST and CIFAR10, 1000
correctly classified images are randomly selected from the
test sets to attack an incorrect class label. For ImageNet,
100 correctly classified images and 9 incorrect classes are
randomly selected to attack. All experiments are conducted
on a machine with an Intel E5-2690 v3 CPU, 40 GB RAM
and a single NVIDIA K80 GPU. Our EAD code is publicly
available for download4.

Evaluation Metrics
Following the attack evaluation criterion in (Carlini and Wag-
ner 2017b), we report the attack success rate and distortion
of the adversarial examples from each method. The attack
success rate (ASR) is defined as the percentage of adversar-
ial examples that are classified as the target class (which is
different from the original class). The average L1, L2 and
L∞ distortion metrics of successful adversarial examples are
also reported. In particular, the ASR and distortion of the
following attack settings are considered:
Best case: The least difficult attack among targeted attacks
to all incorrect class labels in terms of distortion.
Average case: The targeted attack to a randomly selected
incorrect class label.

3https://github.com/tensorflow/cleverhans
4https://github.com/ysharma1126/EAD-Attack

Worst case: The most difficult attack among targeted attacks
to all incorrect class labels in terms of distortion.

Sensitivity Analysis and Decision Rule for EAD
We verify the necessity of using Algorithm 1 for solving the
elastic-net regularized attack formulation in (7) by comparing
it to a naive change-of-variable (COV) approach. In (Carlini
and Wagner 2017b), Carlini and Wagner remove the box
constraint x ∈ [0, 1]p by replacing x with 1+tanhw

2 , where
w ∈ Rp and 1 ∈ Rp is a vector of ones. The default ADAM
optimizer (Kingma and Ba 2014) is then used to solve w and
obtain x. We apply this COV approach to (7) and compare
with EAD on MNIST with different orders of the L1 regu-
larization parameter β in Table 1. Although COV and EAD
attain similar attack success rates, it is observed that COV
is not effective in crafting L1-based adversarial examples.
Increasing β leads to less L1-distorted adversarial examples
for EAD, whereas the distortion (L1, L2 and L∞) of COV
is insensitive to changes in β. Similar insensitivity of COV
on β is observed when one uses other optimizers such as
AdaGrad, RMSProp or built-in SGD in TensorFlow. We also
note that the COV approach prohibits the use of ISTA due
to the subsequent tanh term in the L1 penalty. The insensi-
tivity of COV suggests that it is inadequate for elastic-net
optimization, which can be explained by its inefficiency in
subgradient-based optimization problems (Duchi and Singer
2009). For EAD, we also find an interesting trade-off between
L1 and the other two distortion metrics - adversarial exam-
ples with smaller L1 distortion tend to have larger L2 and
L∞ distortions. This trade-off can be explained by the fact
that increasing β further encourages sparsity in the pertur-
bation, and hence results in increased L2 and L∞ distortion.
Similar results are observed on CIFAR10 (see supplementary
material1).

In Table 1, during the attack optimization process the final
adversarial example is selected based on the elastic-net loss of
all successful adversarial examples in {x(k)}Ik=1, which we
call the elastic-net (EN) decision rule. Alternatively, we can
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Figure 2: Comparison of EN and L1 decision rules in EAD on MNIST with varying L1 regularization parameter β (average
case). Comparing to the EN rule, for the same β the L1 rule attains less L1 distortion but may incur more L2 and L∞ distortions.

Table 2: Comparison of different attacks on MNIST, CIFAR10 and ImageNet (average case). ASR means attack success rate (%).
The distortion metrics are averaged over successful examples. EAD, the C&W attack, and I-FGM-L∞ attain the least L1, L2,
and L∞ distorted adversarial examples, respectively. The complete attack results are given in the supplementary material1.

MNIST CIFAR10 ImageNet
Attack method ASR L1 L2 L∞ ASR L1 L2 L∞ ASR L1 L2 L∞
C&W (L2) 100 22.46 1.972 0.514 100 13.62 0.392 0.044 100 232.2 0.705 0.03
FGM-L1 39 53.5 4.186 0.782 48.8 51.97 1.48 0.152 1 61 0.187 0.007
FGM-L2 34.6 39.15 3.284 0.747 42.8 39.5 1.157 0.136 1 2338 6.823 0.25
FGM-L∞ 42.5 127.2 6.09 0.296 52.3 127.81 2.373 0.047 3 3655 7.102 0.014
I-FGM-L1 100 32.94 2.606 0.591 100 17.53 0.502 0.055 77 526.4 1.609 0.054
I-FGM-L2 100 30.32 2.41 0.561 100 17.12 0.489 0.054 100 774.1 2.358 0.086
I-FGM-L∞ 100 71.39 3.472 0.227 100 33.3 0.68 0.018 100 864.2 2.079 0.01
EAD (EN rule) 100 17.4 2.001 0.594 100 8.18 0.502 0.097 100 69.47 1.563 0.238
EAD (L1 rule) 100 14.11 2.211 0.768 100 6.066 0.613 0.17 100 40.9 1.598 0.293

select the final adversarial example with the least L1 distor-
tion, which we call the L1 decision rule. Figure 2 compares
the ASR and average-case distortion of these two decision
rules with different β on MNIST. Both decision rules yield
100% ASR for a wide range of β values. For the same β,
the L1 rule gives adversarial examples with less L1 distor-
tion than those given by the EN rule at the price of larger
L2 and L∞ distortions. Similar trends are observed on CI-
FAR10 (see supplementary material1). The complete results
of these two rules on MNIST and CIFAR10 are given in the
supplementary material1. In the following experiments, we
will report the results of EAD with these two decision rules
and set β = 10−3, since on MNIST and CIFAR10 this β
value significantly reduces the L1 distortion while having
comparable L2 and L∞ distortions to the case of β = 0 (i.e.,
without L1 regularization).

Attack Success Rate and Distortion on MNIST,
CIFAR10 and ImageNet
We compare EAD with the comparative methods in terms
of attack success rate and different distortion metrics on at-
tacking the considered DNNs trained on MNIST, CIFAR10
and ImageNet. Table 2 summarizes their average-case per-
formance. It is observed that FGM methods fail to yield suc-
cessful adversarial examples (i.e., low ASR), and the corre-
sponding distortion metrics are significantly larger than other
methods. On the other hand, the C&W attack, I-FGM and
EAD all lead to 100% attack success rate. Furthermore, EAD,
the C&W method, and I-FGM-L∞ attain the least L1, L2,

and L∞ distorted adversarial examples, respectively. We note
that EAD significantly outperforms the existing L1-based
method (I-FGM-L1). Compared to I-FGM-L1, EAD with the
EN decision rule reduces the L1 distortion by roughly 47%
on MNIST, 53% on CIFAR10 and 87% on ImageNet. We
also observe that EAD with the L1 decision rule can further
reduce the L1 distortion but at the price of noticeable increase
in the L2 and L∞ distortion metrics.

Notably, despite having large L2 and L∞ distortion met-
rics, the adversarial examples crafted by EAD with the L1

rule can still attain 100% ASRs in all datasets, which implies
the L2 and L∞ distortion metrics are insufficient for evaluat-
ing the robustness of neural networks. Moreover, the attack
results in Table 2 suggest that EAD can yield a set of distinct
adversarial examples that are fundamentally different from
L2 or L∞ based examples. Similar to the C&W method and
I-FGM, the adversarial examples from EAD are also visually
indistinguishable (see supplementary material1).

Breaking Defensive Distillation
In addition to breaking undefended DNNs via adversarial
examples, here we show that EAD can also break defensively
distilled DNNs. Defensive distillation (Papernot et al. 2016b)
is a standard defense technique that retrains the network with
class label probabilities predicted by the original network,
soft labels, and introduces the temperature parameter T in
the softmax layer to enhance its robustness to adversarial
perturbations. Similar to the state-of-the-art attack (the C&W
method), Figure 3 shows that EAD can attain 100% attack

15

Figure 3: Attack success rate (average case) of the C&W
method and EAD on MNIST and CIFAR10 with respect to
varying temperature parameter T for defensive distillation.
Both methods can successfully break defensive distillation.

success rate for different values of T on MNIST and CI-
FAR10. Moreover, since the C&W attack formulation is a
special case of the EAD formulation in (7) when β = 0,
successfully breaking defensive distillation using EAD sug-
gests new ways of crafting effective adversarial examples
by varying the L1 regularization parameter β. The complete
attack results are given in the supplementary material1.

Improved Attack Transferability
It has been shown in (Carlini and Wagner 2017b) that the
C&W attack can be made highly transferable from an unde-
fended network to a defensively distilled network by tuning
the confidence parameter κ in (4). Following (Carlini and
Wagner 2017b), we adopt the same experiment setting for
attack transferability on MNIST, as MNIST is the most dif-
ficult dataset to attack in terms of the average distortion per
image pixel from Table 2.

Fixing κ, adversarial examples generated from the origi-
nal (undefended) network are used to attack the defensively
distilled network with the temperature parameter T = 100
(Papernot et al. 2016b). The attack success rate (ASR) of
EAD, the C&W method and I-FGM are shown in Figure 4.
When κ = 0, all methods attain low ASR and hence do not
produce transferable adversarial examples. The ASR of EAD
and the C&W method improves when we set κ > 0, whereas
I-FGM’s ASR remains low (less than 2%) since the attack
does not have such a parameter for transferability.

Notably, EAD can attain nearly 99% ASR when κ = 50,
whereas the top ASR of the C&W method is nearly 88% when
κ = 40. This implies improved attack transferability when
using the adversarial examples crafted by EAD, which can be
explained by the fact that the ISTA operation in (8) is a robust
version of the C&W attack via shrinking and thresholding.
We also find that setting κ too large may mitigate the ASR
of transfer attacks for both EAD and the C&W method, as
the optimizer may fail to find an adversarial example that
minimizes the loss function f in (4) for large κ. The complete
attack transferability results are given in the supplementary
material1.

Complementing Adversarial Training
To further validate the difference between L1-based and L2-
based adversarial examples, we test their performance in

Figure 4: Attack transferability (average case) from the un-
defended network to the defensively distilled network on
MNIST by varying κ. EAD can attain nearly 99% attack
success rate (ASR) when κ = 50, whereas the top ASR of
the C&W attack is nearly 88% when κ = 40.

Table 3: Adversarial training using the C&W attack and EAD
(L1 rule) on MNIST. ASR means attack success rate. In-
corporating L1 examples complements adversarial training
and enhances attack difficulty in terms of distortion. The
complete results are given in the supplementary material1.

Attack
method

Adversarial
training

Average case
ASR L1 L2 L∞

C&W
(L2)

None 100 22.46 1.972 0.514
EAD 100 26.11 2.468 0.643
C&W 100 24.97 2.47 0.684
EAD + C&W 100 27.32 2.513 0.653

EAD
(L1 rule)

None 100 14.11 2.211 0.768
EAD 100 17.04 2.653 0.86
C&W 100 15.49 2.628 0.892
EAD + C&W 100 16.83 2.66 0.87

adversarial training on MNIST. We randomly select 1000 im-
ages from the training set and use the C&W attack and EAD
(L1 rule) to generate adversarial examples for all incorrect
labels, leading to 9000 adversarial examples in total for each
method. We then separately augment the original training
set with these examples to retrain the network and test its
robustness on the testing set, as summarized in Table 3. For
adversarial training with any single method, although both
attacks still attain a 100% success rate in the average case,
the network is more tolerable to adversarial perturbations, as
all distortion metrics increase significantly when compared to
the null case. We also observe that joint adversarial training
with EAD and the C&W method can further increase the L1

and L2 distortions against the C&W attack and the L2 dis-
tortion against EAD, suggesting that the L1-based examples
crafted by EAD can complement adversarial training.

Conclusion
We proposed an elastic-net regularized attack framework for
crafting adversarial examples to attack deep neural networks.
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Experimental results on MNIST, CIFAR10 and ImageNet
show that the L1-based adversarial examples crafted by EAD
can be as successful as the state-of-the-art L2 and L∞ attacks
in breaking undefended and defensively distilled networks.
Furthermore, EAD can improve attack transferability and
complement adversarial training. Our results corroborate the
effectiveness of EAD and shed new light on the use of L1-
based adversarial examples toward adversarial learning and
security implications of deep neural networks.
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Abstract

Deep neural network (DNN) architecture based models have
high expressive power and learning capacity. However, they
are essentially a black box method since it is not easy to math-
ematically formulate the functions that are learned within
its many layers of representation. Realizing this, many re-
searchers have started to design methods to exploit the draw-
backs of deep learning based algorithms questioning their ro-
bustness and exposing their singularities. In this paper, we
attempt to unravel three aspects related to the robustness of
DNNs for face recognition: (i) assessing the impact of deep
architectures for face recognition in terms of vulnerabilities
to attacks inspired by commonly observed distortions in the
real world that are well handled by shallow learning methods
along with learning based adversaries; (ii) detecting the sin-
gularities by characterizing abnormal filter response behav-
ior in the hidden layers of deep networks; and (iii) making
corrections to the processing pipeline to alleviate the prob-
lem. Our experimental evaluation using multiple open-source
DNN-based face recognition networks, including OpenFace
and VGG-Face, and two publicly available databases (MEDS
and PaSC) demonstrates that the performance of deep learn-
ing based face recognition algorithms can suffer greatly in
the presence of such distortions. The proposed method is also
compared with existing detection algorithms and the results
show that it is able to detect the attacks with very high accu-
racy by suitably designing a classifier using the response of
the hidden layers in the network. Finally, we present several
effective countermeasures to mitigate the impact of adversar-
ial attacks and improve the overall robustness of DNN-based
face recognition.

Introduction
Deep learning paradigm has seen significant proliferation in
face recognition due to the convenience of obtaining large
training data, availability of inexpensive computing power
and memory, and utilization of cameras at multiple places.
Several algorithms such as DeepFace (Taigman, Y. and
Yang, M. and Ranzato, M. and Wolf, L. 2014), DeepID (Sun,
Wang, and Tang 2015), FaceNet (Schroff, Kalenichenko,
and Philbin 2015), and Liu et al. (2015) are successful ex-
amples of the coalesce of deep learning and face recognition.
However, it is also known that machine learning algorithms
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Figure 1: We show that deep learning based OpenFace (OF)
and VGG-Face can be deceived even by image processing
operations that mimic real world distortions.

are susceptible to adversaries which can cause the classifier
to yield incorrect results. Most of the time these adversaries
are unintentional and are in the form of outliers. Recently, it
has been shown that fooling images can be generated in such
a manner where humans can correctly classify the images
but deep learning algorithms misclassify them (Goodfellow,
Shlens, and Szegedy 2015), (Nguyen, Yosinski, and Clune
2015). As shown in Table 1, such images can be generated
via evolutionary algorithms (Nguyen, Yosinski, and Clune
2015) or adversarial sample crafting using the fast gradi-
ent sign method (Goodfellow, Shlens, and Szegedy 2015).
Sharif et al. (2016) explored threat models by creating per-
turbed eye-glasses to fool face recognition algorithms. An
adversarial attack on face recognition is not acceptable as
face biometric gets used in many high security applications
such as passports, visa, and other law enforcement docu-
ments.

It is our assertion that it is not required to attack the sys-
tem with sophisticated learning based attacks; and attacks
such as adding random noise or horizontal and vertical black
grid lines in the face image cause reduction in face verifica-
tion accuracies. Samples images in Figure 1 show a glimpse
of the effect of image processing operations on two state-of-
the-art deep learning based face recognition algorithms. To
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Table 1: Literature review of adversarial attack generation and detection algorithms.

Adversary Authors Description

Generation

Szegedy et al., 2013 L-BFGS: L(x+ ρ, l) + λ||ρ||2 s.t. xi + ρi ∈ [bmin, bmax]
Goodfellow, Shlens, and Szegedy, 2015 FGSM: x0 + ε ∗ (�xL(x0, l0)
Kurakin, Goodfellow, and Bengio, 2016 I-FGSM: xk+1 = xk + ε ∗ (�xL(x0, l0)
Papernot et al., 2016 Saliency Map: l0 distance optmization
Moosavi-Dezfooli, Fawzi, and Frossard, 2016 DeepFool: for each class, l �= l0,minimize d(l, l0)
Carlini and Wagner, 2017 C & W: lp distance metric optimization
Moosavi-Dezfooli et al., 2017 Universal: Distribution based perturbation
Rauber, Brendel, and Bethge, 2017 Blackbox: Uniform, Gaussian, Salt and Pepper, Gaussian Blur, Contrast

Detection

Grosse et al., 2017 Statistical test for attack and genuine data distribution
Gong, Wang, and Ku; Metzen et al., 2017 Neural network based classification
Feinman et al., 2017 Randomized network using Dropout at both training and testing
Bhagoji, Cullina, and Mittal, 2017 PCA based dimensionality reduction algorithm
Liang et al., 2017 Quantization and smoothing based image processing
Lu, Issaranon, and Forsyth, 2017 Quantize ReLU output for discrete code + RBF SVM
Das et al., 2017 JPEG compression to reduce the effect of adversary

the best of our knowledge, this is the first reported research
on finding singularities in deep learning based face recog-
nition engines along with detection and mitigation of such
attacks. We believe that being able to not only automatically
detect but also correct adversarial samples at runtime is a
crucial ability for a deep network that is deployed for real
world applications. With this research, we aim to present a
new perspective on potential attacks as well as a different
methodology to limit their performance impact beyond sim-
ply including adversarial samples in the training data.

The objective of this paper is three-fold: (i) We demon-
strate that the performance of deep learning based face
recognition algorithms can be significantly affected due to
adversarial attacks - both image processing based adversar-
ial attacks and adversarial samples generated in context to
the recognition architecture. (ii) The first key step in tak-
ing countermeasures against such adversarial attacks is to be
able to reliably determine which images contain such distor-
tions. We propose and evaluate a methodology for automatic
detection of such attacks using the response from hidden
layers of the DNN. (iii) Once identified, the distorted im-
ages may be rejected for further processing or rectified using
appropriate preprocessing techniques to prevent degradation
in performance. To address this challenge without increas-
ing the failure to process rate (by rejecting the samples), the
third contribution of this research is a novel technique of se-
lective dropout in the DNN to mitigate these adversarial at-
tacks. While we have showcased results with multiple deep
face networks in this paper, we have used VGG to report the
detection and mitigation results for DeepFool and Univer-
sal adversarial perturbations since it is the only network for
which the authors have provided pre-computed models.

Adversarial Attacks on Deep Learning based
Face Recognition

In this section, we discuss the proposed adversarial distor-
tions that are able to degrade the performance of deep learn-
ing face recognition algorithms. Let x be the input to a deep
learning based face recognition algorithm and l be the out-
put class label (in case of identification, it is an identity label

and for verification, it is same or different). An adversarial
attack function a(·), when applied to the input face image,
falsely changes the predicted identity label. In other words,
if a(x) = l′ where, l �= l′, then a is a successful adver-
sarial attack on the network. While adversarial learning has
been used in literature to showcase that the function a(·) can
be obtained via optimization based on network gradients,
in this research, we explore a different approach. We eval-
uate the robustness of deep learning based face recognition
in the presence of image processing based distortions. Based
on the information required in their design, these distortions
can be considered at image-level or face-level. We propose
two image-level distortions: (a) grid based occlusion, and (b)
most significant bit based noise, along with three face-level
distortions: (a) forehead and brow occlusion, (b) eye region
occlusion, and (c) beard-like occlusion.

Image-level Distortions
Distortions that are not specific to faces and can be applied to
an image of any object are categorized as image-level distor-
tions. In this research, we have utilized two such distortions,
grid based occlusion and most significant bit change based
noise addition. Figure 2(b) and 2(c) present sample outputs
of image-level distortions.

Grid based Occlusion For the grid based occlusion
(termed as Grids) distortion, we select a number of points
P = {p1, p2, ..., pn} along the upper (y = 0) and left
(x = 0) boundaries of the image according to a parameter
ρgrids. The parameter ρgrids determines the number of grids
that are used to distort each image with higher values re-
sulting in a denser grid, i.e., more grid lines. For each point
pi = (xi, yi), we select a point on the opposite boundary of
the image, p′i = (x′

i, y
′
i), with the condition if yi = 0, then

y′i = H and if xi = 0 then x′
i = W , where, W ×H is the

size of the input image. Once a set of pairs corresponding to
points P and P ′ have been selected for the image, one pixel
wide line segments are created to connect each pair, and each
pixel lying on these lines is set to 0 grayscale value.

Most Significant Bit based Noise For the most signifi-
cant bit based noise (xMSB) distortion, we select three sets

Figure 2: Sample images representing the (b) grid based oc-
clusion (Grids), (c) most significant bit based noise (xMSB),
(d) forehead and brow occlusion (FHBO), (e) eye region oc-
clusion (ERO), and (f) beard-like occlusion (Dhamecha et
al. 2014) (Beard) distortions when applied to the (a) original
images. (g) is the Universal perturbed (Moosavi-Dezfooli et
al. 2017) images of PaSC and MEDS databases.

of pixels X1,X2,X3 from the image stochastically such that
|Xi| = φi × W × H , where W × H is the size of the in-
put image. The parameter φi denotes the fraction of pixels
where the ith most significant bit is flipped. The higher the
value of φi, the more pixels are distorted in the ith most sig-
nificant bit. For each Pj ∈ Xi, ∀i ∈ [1, 3], we perform the
following operation:

Pkj = Pkj ⊕ 1 (1)

where, Pkj denotes the kth most significant bit of the jth

pixel in the set and ⊕ denotes the bitwise XOR operation. It
is to be noted that the sets Xi are not mutually exclusive and
may overlap. Therefore, the total number of pixels affected
by the noise is at most |X1+X2+X3| but may also be lower
depending on the stochastic selection.

Face-level Distortions
Face-level distortions specifically require face-specific in-
formation, e.g. location of facial landmarks. The three face-
level region based occlusion distortions are applied after per-
forming automatic face and facial landmark detection. In
this research, we have utilized the open source DLIB library
(King 2009) to obtain the facial landmarks. Once facial land-
marks are identified, they are used along with their bound-
aries for masking. To obscure the eye region, a singular oc-
clusion band is drawn on the face image as follows:

I{x, y} = 0, ∀x ∈ [0,W ], y ∈
[
ye−

deye
ψ

, ye+
deye
ψ

]
(2)

Here, ye =
(
yle+yre

2

)
, and (xle, yle) and (xre, yre) are the

locations of the left eye center and the right eye center,
respectively. The inter-eye distance deye is calculated as:
xre − xle and ψ is a parameter that determines the width
of the occlusion band. Similar to the eye region occlusion

Table 2: Characteristics of the databases used for adversarial
attack generation and detection.

Database Subjects Images
PaSC (Beveridge et al. 2013) 293 4,688
MEDS-II (Founds et al. 2011) 518 858

(ERO), the forehead and brow occlusion (FHBO) is created
where facial landmarks on forehead and brow regions are
used to create a mask. For the beard-like occlusion, outer fa-
cial landmarks along with nose and mouth coordinates are
utilized to create the mask as combinations of individually
occluded regions. Figure 2 (d), (e), and (f) illustrate the sam-
ples of face-level distortions.

Learning based Adversaries
Along with the proposed image-level and face-level dis-
tortions, we also analyze the effect of adversarial samples
generated using two existing adversarial models: DeepFool
(Moosavi-Dezfooli, Fawzi, and Frossard 2016) and Uni-
versal Adversarial Perturbations (Moosavi-Dezfooli et al.
2017).

Adversarial Distortions: Results and Analysis
In this section, we first provide a brief overview of the deep
face recognition networks, databases, and respective exper-
imental protocols that are used to conduct the face verifi-
cation evaluations. We attempt to assess how the deep net-
works perform in the presence of different kinds of proposed
distortions to emphasize the need for addressing such at-
tacks.

Databases
We use two publicly available face databases for our ex-
periments, namely, the Point and Shoot Challenge (PaSC)
database (Beveridge et al. 2013) and the Multiple En-
counters Dataset (MEDS) (Founds et al. 2011). The PaSC
database contains still-to-still and video-to-video matching
protocols. We use the frontal subset of the still-to-still proto-
col which contains 4,688 images pertaining to 293 individ-
uals which are divided into equal size target and query sets.
Each image in the target set is matched to each image in the
query set and the resulting 2344× 2344 score matrix is used
to determine the verification performance.

The MEDS-II database contains a total of 1,309 faces
pertaining to 518 individuals. Similar to the case of PaSC,
we utilize the metadata provided with the MEDS release 2
database to obtain a subset of 858 frontal face images from
the database. Each of these images is matched to every other
image and the resulting 858 × 858 score matrix is utilized
to evaluate the verification performance. For evaluating per-
formance under the effect of distortions, we randomly se-
lect 50% of the total images from each database and corrupt
them with the proposed distortions separately. These dis-
torted sets of images are utilized to compute the new score
matrices for each case.
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Table 3: Verification performance of existing face recognition algorithms in the presence of different distortions on the PaSC
and MEDS databases. All values indicate genuine accept rate (%) at 1% false accept rate.

System MEDS PaSC
Original Grids xMSB FHBO ERO Beard Original Grids xMSB FHBO ERO Beard

COTS 24.1 20.9 14.5 19.0 0.0 24.8 40.3 24.3 19.1 13.0 0 6.2
OpenFace 66.7 49.5 43.8 47.9 16.4 48.2 39.4 10.1 10.1 14.9 6.5 22.6
VGG-Face 78.4 50.3 45.0 25.7 10.9 47.7 54.3 3.2 1.3 15.2 8.8 24.0
LightCNN 89.3 80.1 71.5 62.8 26.7 70.7 60.1 24.6 29.5 31.9 24.4 38.1
L-CSSE 89.1 81.9 83.4 55.8 27.3 70.5 61.2 43.1 36.9 29.4 39.1 39.8

Existing Networks and Systems
In this research, we utilize the OpenFace (Amos et
al.), VGG-Face (Parkhi, Vedaldi, and Zisserman 2015),
LightCNN (Wu et al. 2015), and L-CSSE (Majumdar, Singh,
and Vatsa 2017) networks to gauge the performance of deep
face recognition algorithms in the presence of the afore-
mentioned distortions. The OpenFace library is an open
source implementation of FaceNet (Schroff, Kalenichenko,
and Philbin 2015) and is openly available to all members of
the research community for modification and experimental
usage. The VGG deep face network is a deep convolutional
neural network (CNN) with 11 convolutional blocks where
each convolution layer is followed by non-linearities such as
ReLU and max pooling. LightCNN is another publicly avail-
able deep network architecture for face recognition that is a
CNN with maxout activations in each convolutional layer
and achieves good results with just five convolutional lay-
ers. L-CSSE is a supervised autoencoder formulation that
utilizes a class sparsity based supervision penalty in the loss
function to improve the classification capabilities of autoen-
coder based deep networks. In order to assess the relative
performance of deep face recognition with a non-deep learn-
ing based approach, we compare the performance of these
deep learning based algorithms with a commercial-off-the-
shelf (COTS) matcher. No fine-tuning is performed for any
of these algorithms before evaluating their performance on
the test databases.

Results and Analysis
Table 3 summarizes the effect of image processing based ad-
versarial distortions on OpenFace, VGG-Face, LightCNN,
L-CSSE, and COTS. On the PaSC database, as shown in Ta-
ble 3, while OpenFace and COTS perform comparably to
each other at about 1% false accept rate (FAR), OpenFace
performs better than the COTS algorithm at all further op-
erating points when no distortions are present. However, we
observe a sharp drop in OpenFace performance when any
distortion is introduced in the data. For instance, with grids
attack, at 1% FAR, the GAR of OpenFace drops by 29.3%
and of VGG by 28.1%, whereas the performance of COTS
only drops by 16% which is about half the drop compared to
what OpenFace and VGG-Face experience. We notice a sim-
ilar scenario in the presence of noise attack where the perfor-
mance of OpenFace and VGG drops down by about 29% as
opposed to the loss of 21.2% observed by COTS. In cases of
LightCNN and L-CSSE, they both have shown higher per-
formance with original images; however, as shown in Table
3, similar level of drops are observed. It is to be noted that

Figure 3: Bar graph showing the effect of perturbation on
the VGG-Face model. Verification accuracy is reported at
1% GAR.

for xMSB and grid attack, L-CSSE is able to achieve rela-
tively better performance because L-CSSE is a supervised
version of autoencoder which can handle noise better. Over-
all, deep learning based algorithms experience higher per-
formance drop as opposed to the non-deep learning based
COTS. In the case of occlusions, however, deep learning
based algorithms suffer less as compared to COTS. It is our
assessment that the COTS algorithm fails to perform accu-
rate recognition with the highly limited facial region avail-
able in the low-resolution PaSC images in the presence of
occlusions. Similar performance trends are observed on the
MEDS database on which for original images, deep learning
based algorithms outperform the COTS matcher with a GAR
of 60-89% at 1% FAR respectively as opposed to 24.1% by
COTS. The accuracy of deep learning algorithms drops sig-
nificantly more than the accuracy of COTS.

We next performed a similar analysis with learning based
adversaries on the PaSC database. The results of VGGFace
model with original and perturbed images are shown in Fig-
ure 3. It is interesting to observe that the drop in accuracy
obtained by simple image processing operations is equiva-
lent to the reduction achieved by learned adversaries. This
clearly shows that deep models are not resilient to even sim-
ple perturbations and therefore, it is very important to devise
effective strategies for detection and mitigation of attacks.

Detection and Mitigation of Adversarial
Attacks

As we can see in the previous section, adversarial attacks
can substantially reduce the performance of usually accurate

DNN 
Network 

Activation 
Analysis

Attack Mitigation

Matching

Attack 
detected?

Face Image

Yes

No

Figure 4: Flow chart for the proposed detection and mitiga-
tion methodology.

deep neural network based face recognition methods. There-
fore, it is essential to address such singularities in order to
make face recognition algorithms more robust and useful in
real world applications. In this section, we propose novel
methodologies for detecting and mitigating adversarial at-
tacks. First, we provide a brief overview of a deep network
followed by the proposed algorithms and their correspond-
ing results.

Each layer in a deep neural network essentially learns a
function or representation of the input data. The final feature
computed by a deep network is derived from all of the inter-
mediate representations in the hidden layers. In an ideal sce-
nario, the internal representation at any given layer for an in-
put image should not change drastically with minor changes
to the input image. However, that is not the case in practice
as proven by the existence of adversarial examples. The fi-
nal features obtained for a distorted and undistorted image
are measurably different from one another since these fea-
tures map to different classes. Therefore, it is implied that
the intermediate representations also vary for such cases. It
is our assertion that the internal representations computed at
each layer are different for distorted images as compared to
undistorted images. Therefore, in order to detect whether an
incoming image is perturbed in an adversarial manner, we
decide that it is distorted if its layer-wise internal represen-
tations deviate substantially from the corresponding mean
representations. The overall flow of the detection and miti-
gation algorithms is summarized in Figure 4.

Network Analysis and Detection
In order to develop adversarial attack detection mecha-
nism, we first analyze the filter responses in CNN architec-
ture. Network visualization analysis showcases the filter re-
sponses for a distorted image at selected intermediate layers
that demonstrate the most sensitivity towards noisy data. We
can see that many of the filter outputs primarily encode the
noise instead of the input signal. We observe that the deep
network based representation is more sensitive to the input
and while that sensitivity results in a more expressive rep-
resentation that offers higher performance in case of undis-
torted data, it also compromises the robustness towards noise
such as the proposed distortions. Since each layer in a deep
network learns increasingly more complicated functions of
the input data based on the functions learned by the previous
layer, any noise in the input data is also encoded in the fea-
tures thus leading to a higher reduction in the discriminative

capacity of the final learned representation. Similar conclu-
sions can also be drawn from the results of other existing
adversarial attacks on deep networks, where the addition of
a noise pattern leads to spurious classification (Goodfellow,
Shlens, and Szegedy 2015).

To counteract the impact of such attacks and ensure prac-
tical applicability of deep face recognition, the networks
must either be made more robust towards noise at a layer
level during training or it must be ensured that any input is
preprocessed to filter out any such distortion prior to com-
puting its deep representation for recognition.

In order to detect distortions we compare the pattern of
the intermediate representations for undistorted images with
distorted images at each layer. The differences in these pat-
terns are used to train a classifier that can categorize an
unseen input as an undistorted/distorted image. In this re-
search, we use the VGG-Face (Parkhi, Vedaldi, and Zisser-
man 2015) and LightCNN (Wu et al. 2015) networks to
devise and evaluate our detection methodology. From the
50,248 frontal face images in the CMU Multi-PIE database
(Gross et al. 2010), 40,000 are randomly selected and used
to compute a set of layer-wise mean representations, µ, as
follows:

µi =
1

Ntrain
ΣNtrain

j=1 φi (Ij) (3)

where, Ij is the jth image in the training set, Ntrain is the to-
tal number of training images, µi is the mean representation
for the ith layer of the network, and φi(Ij) denotes the rep-
resentation obtained at the ith layer of the network when Ij
is the input. Once µ is computed, the intermediate represen-
tations computed for an arbitrary image I can be compared
with the layer-wise means as follows:

Ψi(I, µ) = Σλi
z

|φi(I)z − µiz|
|φi(I)z|+ |µiz|

(4)

where, Ψi(I, µ) denotes the Canberra distance between
φi(I) and µi, λi denotes the length of the feature repre-
sentation computed at the ith layer of the network, and µiz

denotes the zth element of µi. If the number of intermediate
layers in the network is Nlayers, we obtain Nlayers distances
for each image I . These distances are used as features to
train a Support Vector Machine (SVM) (Suykens and Van-
dewalle 1999) for two-class classification.

Mitigation: Selective Dropout
An ideal automated solution should not only automatically
detect but also mitigate the effect of an adversarial attack so
as to maintain as high performance as possible. Therefore,
the next step in defending against adversarial attack is mit-
igation. This can be achieved by discarding or preprocess-
ing (e.g. denoising) the affected regions. In order to accom-
plish these objectives, we again utilize the characteristics of
the output produced in the intermediate layers of the net-
work. We select 10,000 images from the Multi-PIE database
that are partitioned into 5 mutually exclusive and exhaus-
tive subsets of 2,000 images each. Each subset is processed
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using a different distortion. The set of 10,000 distorted im-
ages thus obtained contains 2,000 images pertaining to each
of the five proposed distortions. We use a smaller separate
Multi-PIE subset of 1,680 faces (5 per subject) for training
the algorithm on DeepFool and Universal perturbations. Us-
ing this data, we compute a filter-wise score per layer that
estimates the particular filter’s sensitivity towards distortion
as follows:

εij = ΣNdis

k=1 ‖φij(Ik)− φij(I
′

k)‖ (5)

where, Ndis is the number of distorted images in the train-
ing set, εij denotes the score and φij(·) denotes the response
of the jth filter in the ith layer, Ik is the kth distorted im-
age in the dataset, and I

′

k is the undistorted version of Ik.
Once these values are computed, the top η layers are selected
based on the aggregated ε values for each layer. These are the
layers identified to contain the most filters that are adversely
affected by the distortions in data. For each of the selected
η layers, the top κ fraction of affected filters are disabled
by modifying the weights pertaining to 0 before computing
the features. We also apply a median filter of size 5 × 5 for
denoising the image before extracting the features. We term
this approach as selective dropout. It is aimed at increasing
the network’s robustness towards noisy data by removing the
most problematic filters from the pipeline. We determine the
values of parameters η and κ via grid search optimization on
the training data with verification performance as the crite-
rion.

Experimental Protocol

For training the detection model, we use the remain-
ing 10,000 frontal face images from the CMU Multi-PIE
database as undistorted samples. We generate 10,000 dis-
torted samples using all five distortions with 2,000 images
per distortion that are also randomly selected from the CMU
Multi-PIE database. We use the same training data for uni-
versal perturbations with 10,000 distorted and 10,000 undis-
torted samples. For DeepFool, we use a subset of 1,680 face
images from the CMU Multi-PIE database with 5 images
from each of the 336 subjects with both distorted and undis-
torted versions for training the detection algorithm. Since
the VGG-Face network has 20 intermediate layers, we ob-
tain a feature vector of size 20 distances for each image. We
perform a grid search based parameter optimization using
the 20, 000 × 20 training matrix to optimize and learn the
SVM model. For DeepFool, the size of the training data is
3, 360×20. Once the model is learned, any given test image
is characterized by the distance vector and processed by the
SVM. The score given by the model for the image to belong
to the distorted class is used as a distance metric. We observe
that the metric thus obtained is able to classify distorted im-
ages on unseen databases. The mitigation algorithm is eval-
uated with both LightCNN and VGG-Face networks on both
the PaSC and MEDS databases with the same experimental
protocol as used in obtaining the verification results.

Results and Analysis
First, we present the results of the proposed algorithm in
detecting whether an image contains adversarial distortions
or not using the VGG and LightCNN networks. We choose
these two as the model definition and weights are publicly
available. Table 4 presents the results of adversarial attack
detection. Each distortion based subset comprises of a 50%
split of distorted and undistorted faces. These are the same
sets that have been used for evaluating the performance of
the three face recognition systems. As mentioned previously,
the model is trained on a separate database which does not
have any overlap with the test set.

The proposed detection algorithm performs almost per-
fectly for the PaSC database with the VGG network
and maintains accuracies of 80-90% with the LightCNN
network. The lowest performance is observed on the
MEDS database (classification accuracy of 68.4% with
the LightCNN network). The lower accuracies with the
LightCNN can be attributed to the smaller network depth
which results in smaller size features to be utilized by the
detection algorithm. It is to be noted that the proposed al-
gorithm maintains high true positive rates even at very low
false positive rates across all distortions on both databases
which is desirable when the cost of accepting a distorted im-
age is much higher than a false reject for the system. Be-
sides exceptionally poor quality images that are naturally
quite distorted, we observe that high or low illumination re-
sults in false rejects by the algorithm, i.e., falsely detected
as distorted. This shows the scope of further improvement
and refinement in the detection methodology. This is also an-
other reason for lower performance with the MEDS database
which has more extreme illumination cases as compared to
PaSC. We also test using the Viola Jones face detector (Vi-
ola and Jones 2004) and find that, on average, approximately
60% of the distorted faces pass face detection. Therefore, the
distorted face images cannot be differentiated from undis-
torted faces on the basis of failing face detection. We attempt
to reduce the feature dimensionality to deduce the most im-
portant features using sequential feature selection based on
classification loss by an SVM model learned on a given sub-
set of features. For the VGG-Face based model, using just
the top 6 features for detection, we obtain an average ac-
curacy of 81.7% on MEDS and 96.9% on PaSC database
across all distortions. If we use only one most discriminative
feature to perform detection, we obtain 79.3% accuracy on
MEDS and 95.8% on PaSC on average across all distortions.
This signifies that comparing the representations computed
by the network in its intermediate layers indeed produces a
good indicator of the existence of distortions in a given im-
age.

In addition to the proposed adversarial attacks, we
have also evaluated the efficacy of the proposed detection
methodology on two existing attacks that utilize network ar-
chitecture information for adversarial perturbation genera-
tion, i.e., DeepFool (Moosavi-Dezfooli, Fawzi, and Frossard
2016) and Universal adversarial perturbations (Moosavi-
Dezfooli et al. 2017). We have also compared the perfor-
mance of the proposed detection algorithm with two recent
adversarial detection techniques based on adaptive noise re-

Table 4: Performance (accuracy %) of the proposed detection methodology (using LightCNN and VGG-Face as the target
networks) compared to two existing detection algorithms. Grids = grid based occlusion, xMSB = most significant bit based
noise, FHBO = forehead and brow occlusion, ERO = eye region occlusion, and Beard = beard like occlusion.

Distortion MEDS PaSC
LightCNN VGG (Liang et al. 2017) (Feinman et al. 2017) LightCNN VGG (Liang et al. 2017) (Feinman et al. 2017)

Beard 92.2 86.8 81.2 80.9 89.5 99.8 83.4 85.1
ERO 91.9 86.0 80.4 80.0 90.6 99.7 84.9 84.6

FHBO 92.9 84.4 79.8 79.6 81.7 99.8 78.3 77.8
Grids 68.4 84.4 62.1 62.4 89.7 99.9 85.1 85.7
xMSB 92.9 85.4 80.2 80.9 93.2 99.8 88.2 87.9

Figure 5: Summarizing the results of the proposed and ex-
isting detection algorithms on the PaSC (Left) and MEDS
(Right) databases.

duction (Liang et al. 2017) and Bayesian uncertainty (Fein-
man et al. 2017). Same training data and protocol was used
to train and test all three detection approaches. The results
of detection are presented in Table 4 and Figure 5. We ob-
serve that the proposed methodology is at least 11% bet-
ter at detecting DNN architecture based adversarial attacks
as compared to the existing algorithms for all cases except
for detecting DeepFool perturbed images from the MEDS
database where it still outperforms the other approaches by
more than 3%. We believe that this is due to the fact that
MEDS has overall higher image quality as compared to
PaSC and even the impact of these near imperceptible per-
turbations (DeepFool and Universal) on verification perfor-
mance is minimal for the database. Therefore, it is harder to
distinguish original images from perturbed images for these
distortions for all the tested detection algorithms.

Table 5 present the results of the mitigation algorithm.
Mitigation is a two-step process to enable better perfor-
mance and computational efficiency. Figure 3 shows the ef-
fect of DeepFool and Universal adversary on the verifica-
tion performance using VGG-Face model. First, using the
proposed detection algorithm we perform selective mitiga-
tion of only those images that are considered adversarial by
the learned model. Face verification results after applying
the proposed mitigation algorithm on the MEDS and PaSC
databases are presented in Table 5. We can observe that the
mitigation model is able to improve the verification perfor-
mance on both the databases with either network and bring
it closer to the original. Thus, we see that even discarding
a certain fraction of the intermediate network output, that is
the most affected by adversarial distortions, results in better
recognition than incorporating them into the obtained fea-

Table 5: Mitigation Results (GAR (%) at 1% FAR) on the
MEDS and PaSC databases.

Algorithm Database Original Distorted Corrected

LCNN PaSC 60.5 25.9 36.2
MEDS 89.3 41.6 61.3

VGGFace PaSC 54.3 14.6 24.8
MEDS 78.4 30.5 40.6

ture vector.

Conclusion and Future Research Directions
To summarize, our work has three main contributions: (i)
a framework to evaluate robustness of deep learning based
face recognition engines, (ii) a scheme to detect adversar-
ial attacks on the system; and (iii) methods to mitigate ad-
versarial attacks when detected. Playing the role of an ex-
pert level adversary, we propose five classes of image dis-
tortions in the evaluation experiment. Using an open source
implementation of Facenet, i.e., OpenFace, and the recently
proposed VGG-Face, LightCNN, and L-CSSE networks, we
conduct a series of experiments on the publicly available
PaSC and MEDS databases. We observe a substantial loss
in the performance of the deep learning based systems when
compared with a non-deep learning based COTS matcher
for the same evaluation data. In order to detect the attacks,
we propose a network activation analysis based method in
the hidden layers of the network. When an attack is reported
by this stage, we invoke mitigation methods described in the
paper to show that we can recover from the attacks in many
situations. In the future, we will build more complex mitiga-
tion frameworks to restore to a normal level of performance.
It is our assertion that with these findings, future research
can be aimed at correcting such adversarial samples and in-
corporating various other kinds of countermeasures in deep
neural networks to further increase their robustness.
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Abstract
Visual language grounding is widely stud-
ied in modern neural image caption-
ing systems, which typically adopts an
encoder-decoder framework consisting of
two principal components: a convolu-
tional neural network (CNN) for image
feature extraction and a recurrent neural
network (RNN) for language caption gen-
eration. To study the robustness of lan-
guage grounding to adversarial perturba-
tions in machine vision and perception,
we propose Show-and-Fool, a novel al-
gorithm for crafting adversarial examples
in neural image captioning. The pro-
posed algorithm provides two evaluation
approaches, which check whether neural
image captioning systems can be mislead
to output some randomly chosen captions
or keywords. Our extensive experiments
show that our algorithm can successfully
craft visually-similar adversarial examples
with randomly targeted captions or key-
words, and the adversarial examples can
be made highly transferable to other image
captioning systems. Consequently, our ap-
proach leads to new robustness implica-
tions of neural image captioning and novel
insights in visual language grounding.

1 Introduction

In recent years, language understanding grounded
in machine vision and perception has made re-
markable progress in natural language processing
(NLP) and artificial intelligence (AI), such as im-
age captioning and visual question answering. Im-
age captioning is a multimodal learning task and
has been used to study the interaction between lan-
guage and vision models (Shekhar et al., 2017). It

takes an image as an input and generates a lan-
guage caption that best describes its visual con-
tents, and has many important applications such
as developing image search engines with complex
natural language queries, building AI agents that
can see and talk, and promoting equal web ac-
cess for people who are blind or visually impaired.
Modern image captioning systems typically adopt
an encoder-decoder framework composed of two
principal modules: a convolutional neural network
(CNN) as an encoder for image feature extraction
and a recurrent neural network (RNN) as a decoder
for caption generation. This CNN+RNN archi-
tecture includes popular image captioning mod-
els such as Show-and-Tell (Vinyals et al., 2015),
Show-Attend-and-Tell (Xu et al., 2015) and Neu-
ralTalk (Karpathy and Li, 2015).

Recent studies have highlighted the vulnerabil-
ity of CNN-based image classifiers to adversarial
examples: adversarial perturbations to benign im-
ages can be easily crafted to mislead a well-trained
classifier, leading to visually indistinguishable ad-
versarial examples to human (Szegedy et al., 2014;
Goodfellow et al., 2015). In this study, we in-
vestigate a more challenging problem in visual
language grounding domain that evaluates the ro-
bustness of multimodal RNN in the form of a
CNN+RNN architecture, and use neural image
captioning as a case study. Note that crafting ad-
versarial examples in image captioning tasks is
strictly harder than in well-studied image classifi-
cation tasks, due to the following reasons: (i) class
attack v.s. caption attack: unlike classification
tasks where the class labels are well defined, the
output of image captioning is a set of top-ranked
captions. Simply treating different captions as dis-
tinct classes will result in an enormous number
of classes that can even precede the number of
training images. In addition, semantically similar



Section _ _ 3
Robustness

231
2588

Figure 1: Adversarial examples crafted by Show-
and-Fool using the targeted caption method. The
target captioning model is Show-and-Tell (Vinyals
et al., 2015), the original images are selected from
the MSCOCO validation set, and the targeted cap-
tions are randomly selected from the top-1 inferred
caption of other validation images.

captions can be expressed in different ways and
hence should not be viewed as different classes;
and (ii) CNN v.s. CNN+RNN: attacking RNN
models is significantly less well-studied than at-
tacking CNN models. The CNN+RNN architec-
ture is unique and beyond the scope of adversarial
examples in CNN-based image classifiers.

In this paper, we tackle the aforementioned
challenges by proposing a novel algorithm called
Show-and-Fool. We formulate the process of
crafting adversarial examples in neural image cap-
tioning systems as optimization problems with
novel objective functions designed to adopt the
CNN+RNN architecture. Specifically, our objec-
tive function is a linear combination of the dis-
tortion between benign and adversarial examples
as well as some carefully designed loss functions.
The proposed Show-and-Fool algorithm provides
two approaches to craft adversarial examples in
neural image captioning under different scenarios:

1. Targeted caption method: Given a targeted
caption, craft adversarial perturbations to any
image such that its generated caption matches
the targeted caption.

2. Targeted keyword method: Given a set of
keywords, craft adversarial perturbations to
any image such that its generated caption
contains the specified keywords. The cap-
tioning model has the freedom to make sen-
tences with target keywords in any order.

As an illustration, Figure 1 shows an adversarial
example crafted by Show-and-Fool using the tar-
geted caption method. The adversarial perturba-
tions are visually imperceptible while can success-
fully mislead Show-and-Tell to generate the tar-
geted captions. Interestingly and perhaps surpris-
ingly, our results pinpoint the Achilles heel of the
language and vision models used in the tested im-
age captioning systems. Moreover, the adversar-
ial examples in neural image captioning highlight
the inconsistency in visual language grounding be-
tween humans and machines, suggesting a possi-
ble weakness of current machine vision and per-
ception machinery. Below we highlight our major
contributions:

• We propose Show-and-Fool, a novel optimiza-
tion based approach to crafting adversarial ex-
amples in image captioning. We provide two
types of adversarial examples, targeted caption
and targeted keyword, to analyze the robustness
of neural image captioners. To the best of our
knowledge, this is the very first work on craft-
ing adversarial examples for image captioning.

• We propose powerful and generic loss functions
that can craft adversarial examples and evaluate
the robustness of the encoder-decoder pipelines
in the form of a CNN+RNN architecture. In par-
ticular, our loss designed for targeted keyword
attack only requires the adversarial caption to
contain a few specified keywords; and we al-
low the neural network to make meaningful sen-
tences with these keywords on its own.

• We conduct extensive experiments on the
MSCOCO dataset. Experimental results show
that our targeted caption method attains a 95.8%
attack success rate when crafting adversarial ex-
amples with randomly assigned captions. In ad-
dition, our targeted keyword attack yields an
even higher success rate. We also show that
attacking CNN+RNN models is inherently dif-
ferent and more challenging than only attacking
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CNN models.
• We also show that Show-and-Fool can produce

highly transferable adversarial examples: an
adversarial image generated for fooling Show-
and-Tell can also fool other image captioning
models, leading to new robustness implications
of neural image captioning systems.

2 Related Work

In this section, we review the existing work on vi-
sual language grounding, with a focus on neural
image captioning. We also review related work
on adversarial attacks on CNN-based image clas-
sifiers. Due to space limitations, we defer the sec-
ond part to the supplementary material.

Visual language grounding represents a fam-
ily of multimodal tasks that bridge visual and
natural language understanding. Typical exam-
ples include image and video captioning (Karpa-
thy and Li, 2015; Vinyals et al., 2015; Donahue
et al., 2015b; Pasunuru and Bansal, 2017; Venu-
gopalan et al., 2015), visual dialog (Das et al.,
2017; De Vries et al., 2017), visual question an-
swering (Antol et al., 2015; Fukui et al., 2016;
Lu et al., 2016; Zhu et al., 2017), visual story-
telling (Huang et al., 2016), natural question gen-
eration (Mostafazadeh et al., 2017, 2016), and im-
age generation from captions (Mansimov et al.,
2016; Reed et al., 2016). In this paper, we focus on
studying the robustness of neural image captioning
models, and believe that the proposed method also
sheds lights on robustness evaluation for other vi-
sual language grounding tasks using a similar mul-
timodal RNN architecture.

Many image captioning methods based on deep
neural networks (DNNs) adopt a multimodal RNN
framework that first uses a CNN model as the
encoder to extract a visual feature vector, fol-
lowed by a RNN model as the decoder for cap-
tion generation. Representative works under this
framework include (Chen and Zitnick, 2015; De-
vlin et al., 2015; Donahue et al., 2015a; Karpa-
thy and Li, 2015; Mao et al., 2015; Vinyals et al.,
2015; Xu et al., 2015; Yang et al., 2016; Liu et al.,
2017a,b), which are mainly differed by the under-
lying CNN and RNN architectures, and whether
or not the attention mechanisms are considered.
Other lines of research generate image captions
using semantic information or via a compositional
approach (Fang et al., 2015; Gan et al., 2017; Tran
et al., 2016; Jia et al., 2015; Wu et al., 2016; You

et al., 2016).
The recent work in (Shekhar et al., 2017)

touched upon the robustness of neural image cap-
tioning for language grounding by showing its in-
sensitivity to one-word (foil word) changes in the
language caption, which corresponds to the untar-
geted attack category in adversarial examples. In
this paper, we focus on the more challenging tar-
geted attack setting that requires to fool the cap-
tioning models and enforce them to generate pre-
specified captions or keywords.

3 Methodology of Show-and-Fool

3.1 Overview of the Objective Functions

We now formally introduce our approaches to
crafting adversarial examples for neural image
captioning. The problem of finding an adversar-
ial example for a given image I can be cast as the
following optimization problem:

min
δ

c · loss(I + δ) + ‖δ‖22

s.t. I + δ ∈ [−1, 1]n. (1)

Here δ denotes the adversarial perturbation to I .
‖δ‖22 = ‖(I + δ) − I‖22 is an �2 distance metric
between the original image and the adversarial im-
age. loss(·) is an attack loss function which takes
different forms in different attacking settings. We
will provide the explicit expressions in Sections
3.2 and 3.3. The term c > 0 is a pre-specified reg-
ularization constant. Intuitively, with larger c, the
attack is more likely to succeed but at the price of
higher distortion on δ. In our algorithm, we use
a binary search strategy to select c. The box con-
straint on the image I ∈ [−1, 1]n ensures that the
adversarial example I + δ ∈ [−1, 1]n lies within a
valid image space.

For the purpose of efficient optimization, we
convert the constrained minimization problem in
(1) into an unconstrained minimization problem
by introducing two new variables y ∈ Rn and
w ∈ Rn such that

y = arctanh(I) and w = arctanh(I + δ)− y,

where arctanh denotes the inverse hyperbolic tan-
gent function and is applied element-wisely. Since
tanh(yi + wi) ∈ [−1, 1], the transformation will
automatically satisfy the box constraint. Conse-
quently, the constrained optimization problem in
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(1) is equivalent to

minw∈Rn c · loss(tanh(w + y)) (2)

+‖ tanh(w + y)− tanh(y)‖22.

In the following sections, we present our designed
loss functions for different attack settings.

3.2 Targeted Caption Method
Note that a targeted caption is denoted by

S = (S1, S2, ..., St, ..., SN ),

where St indicates the index of the t-th word in
the vocabulary list V , S1 is a start symbol and SN

indicates the end symbol. N is the length of cap-
tion S, which is not fixed but does not exceed a
predefined maximum caption length. To encour-
age the neural image captioning system to output
the targeted caption S, one needs to ensure the log
probability of the caption S conditioned on the im-
age I + δ attains the maximum value among all
possible captions, that is,

logP (S|I + δ) = max
S′∈Ω

logP (S′|I + δ), (3)

where Ω is the set of all possible captions. It is
also common to apply the chain rule to the joint
probability and we have

logP (S′|I+δ) =

N∑
t=2

logP (S′
t|I+δ, S′

1, ..., S
′
t−1).

In neural image captioning networks,
p(S′

t|I + δ, S′
1, ..., S

′
t−1) is usually computed

by a RNN/LSTM cell f , with its hidden state ht−1

and input S′
t−1:

zt = f(ht−1, S
′
t−1) and pt = softmax(zt), (4)

where zt := [z
(1)
t , z

(2)
t , ..., z

(|V|)
t ] ∈ R|V| is a vec-

tor of the logits (unnormalized probabilities) for
each possible word in the vocabulary. The vector
pt represents a probability distribution on V with
each coordinate p

(i)
t defined as:

p
(i)
t := P (S′

t = i|I + δ, S′
1, ..., S

′
t−1).

Following the definition of softmax function:

P (S′
t|I+δ, S′

1, ..., S
′
t−1) = exp(z

(S′
t)

t )/
∑
i∈V

exp(z
(i)
t ).

Intuitively, to maximize the targeted caption’s
probability, we can directly use its negative log

probability (5) as a loss function. The inputs of
the RNN are the first N − 1 words of the targeted
caption (S1, S2, ..., SN−1).

lossS,log-prob(I + δ) = − logP (S|I + δ)

= −
N∑
t=2

logP (St|I + δ, S1, ..., St−1).
(5)

Applying (5) to (2), the formulation of targeted
caption method given a targeted caption S is:

min
w∈Rn

c · lossS,log prob(tanh(w + y))

+ ‖ tanh(w + y)− tanh(y)‖22.

Alternatively, using the definition of the soft-
max function,

logP (S′|I + δ) =

N∑
t=2

[z
(S′

t)
t − log(

∑
i∈V

exp(z
(i)
t ))]

=

N∑
t=2

z
(S′

t)
t − constant, (6)

(3) can be simplified as

logP (S|I + δ) ∝
N∑
t=2

z
(St)
t = max

S′∈Ω

N∑
t=2

z
(S′

t)
t .

Instead of making each z
(St)
t as large as possi-

ble, it is sufficient to require the target word St

to attain the largest (top-1) logit (or probability)
among all the words in the vocabulary at position
t. In other words, we aim to minimize the differ-
ence between the maximum logit except St, de-
noted by maxk∈V,k �=St{z

(k)
t }, and the logit of St,

denoted by z
(St)
t . We also propose a ramp function

on top of this difference as the final loss function:

lossS,logits(I+δ) =

N−1∑
t=2

max{−ε,max
k �=St

{z(k)t }−z
(St)
t },

(7)
where ε > 0 is a confidence level accounting for
the gap between maxk �=St{z

(k)
t } and z

(St)
t . When

z
(St)
t > maxk �=St{z

(k)
t } + ε, the corresponding

term in the summation will be kept at −ε and does
not contribute to the gradient of the loss function,
encouraging the optimizer to focus on minimizing
other terms where z

(St)
t is not large enough.

Applying the loss (7) to (1), the final formula-
tion of targeted caption method given a targeted
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caption S is

min
w∈Rn

c ·
N−1∑
t=2

max{−ε,max
k �=St

{z(k)t } − z
(St)
t }

+ ‖ tanh(w + y)− tanh(y)‖22.

We note that (Carlini and Wagner, 2017) has re-
ported that in CNN-based image classification, us-
ing logits in the attack loss function can produce
better adversarial examples than using probabili-
ties, especially when the target network deploys
some gradient masking schemes such as defensive
distillation (Papernot et al., 2016b). Therefore, we
provide both logit-based and probability-based at-
tack loss functions for neural image captioning.

3.3 Targeted Keyword Method

In addition to generating an exact targeted cap-
tion by perturbing the input image, we offer an
intermediate option that aims at generating cap-
tions with specific keywords, denoted by K :=
{K1, · · · ,KM} ⊂ V . Intuitively, finding an ad-
versarial image generating a caption with specific
keywords might be easier than generating an exact
caption, as we allow more degree of freedom in
caption generation. However, as we need to ensure
a valid and meaningful inferred caption, finding an
adversarial example with specific keywords in its
caption is difficult in an optimization perspective.
Our target keyword method can be used to investi-
gate the generalization capability of a neural cap-
tioning system given only a few keywords.

In our method, we do not require a target key-
word Kj , j ∈ [M ] to appear at a particular po-
sition. Instead, we want a loss function that al-
lows Kj to become the top-1 prediction (plus a
confidence margin ε) at any position. Therefore,
we propose to use the minimum of the hinge-like
loss terms over all t ∈ [N ] as an indication of Kj

appearing at any position as the top-1 prediction,
leading to the following loss function:

lossK,logits =

M∑
j=1

min
t∈[N ]

{max{−ε,max
k �=Kj

{z(k)t }−z
(Kj)
t }}.

(8)
We note that the loss functions in (4) and (5)

require an input S′
t−1 to predict zt for each t ∈

{2, . . . , N}. For the targeted caption method, we
use the targeted caption S as the input of RNN.
In contrast, for the targeted keyword method we
no longer know the exact targeted sentence, but

only require the presence of specified keywords in
the final caption. To bridge the gap, we use the
originally inferred caption S0 = (S0

1 , · · · , S0
N )

from the benign image as the initial input to RNN.
Specifically, after minimizing (8) for T iterations,
we run inference on I + δ and set the RNN’s input
S1 as its current top-1 prediction, and continue this
process. With this iterative optimization process,
the desired keywords are expected to gradually ap-
pear in top-1 prediction.

Another challenge arises in targeted keyword
method is the problem of “keyword collision”.
When the number of keywords M ≥ 2, more
than one keywords may have large values of
maxk �=Kj

{z(k)t } − z
(Kj)
t at a same position t. For

example, if dog and cat are top-2 predictions for
the second word in a caption, the caption can ei-
ther start with “A dog ...” or “A cat ...”. In this
case, despite the loss (8) being very small, a cap-
tion with both dog and cat can hardly be gener-
ated, since only one word is allowed to appear at
the same position. To alleviate this problem, we
define a gate function gt,j(x) which masks off all
the other keywords when a keyword becomes top-
1 at position t:

gt,j(x) =

{
A, if argmaxi∈V z

(i)
t ∈ K \ {Kj}

x, otherwise,

where A is a predefined value that is significantly
larger than common logits values. Then (8) be-
comes:

M∑
j=1

min
t∈[N ]

{gt,j(max{−ε, max
k �=Kj

{z(k)t } − z
(Kj)
t })}.

(9)

The log-prob loss for targeted keyword method is
discussed in the Supplementary Material.

4 Experiments

4.1 Experimental Setup and Algorithms
We performed extensive experiments to test the ef-
fectiveness of our Show-and-Fool algorithm and
study the robustness of image captioning systems
under different problem settings. In our experi-
ments1, we use the pre-trained TensorFlow imple-
mentation2 of Show-and-Tell (Vinyals et al., 2015)

1Our source code is available at: https://github.com/
huanzhang12/ImageCaptioningAttack

2https://github.com/tensorflow/models/tree/master/
research/im2txt
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with Inception-v3 as the CNN for visual feature
extraction. Our testbed is Microsoft COCO (Lin
et al., 2014) (MSCOCO) data set. Although some
more recent neural image captioning systems can
achieve better performance than Show-and-Tell,
they share a similar framework that uses CNN
for feature extraction and RNN for caption gen-
eration, and Show-and-Tell is the vanilla version
of this CNN+RNN architecture. Indeed, we find
that the adversarial examples on Show-and-Tell
are transferable to other image captioning mod-
els such as Show-Attend-and-Tell (Xu et al., 2015)
and NeuralTalk23, suggesting that the attention
mechanism and the choice of CNN and RNN ar-
chitectures do not significantly affect the robust-
ness. We also note that since Show-and-Fool is
the first work on crafting adversarial examples for
neural image captioning, to the best of our knowl-
edge, there is no other method for comparison.

We use ADAM to minimize our loss functions
and set the learning rate to 0.005. The number of
iterations is set to 1, 000. All the experiments are
performed on a single Nvidia GTX 1080 Ti GPU.
For targeted caption and targeted keyword meth-
ods, we perform a binary search for 5 times to find
the best c: initially c = 1, and c will be increased
by 10 times until a successful adversarial example
is found. Then, we choose a new c to be the aver-
age of the largest c where an adversarial example
can be found and the smallest c where an adversar-
ial example cannot be found. We fix ε = 1 except
for transferability experiments. For each experi-
ment, we randomly select 1,000 images from the
MSCOCO validation set. We use BLEU-1 (Pa-
pineni et al., 2002), BLEU-2, BLEU-3, BLEU-
4, ROUGE (Lin, 2004) and METEOR (Lavie and
Agarwal, 2005) scores to evaluate the correlations
between the inferred captions and the targeted cap-
tions. These scores are widely used in NLP com-
munity and are adopted by image captioning sys-
tems for quality assessment. Throughout this sec-
tion, we use the logits loss (7)(9). The results of
using the log-prob loss (5) are similar and are re-
ported in the supplementary material.

4.2 Targeted Caption Results

Unlike the image classification task where all pos-
sible labels are predefined, the space of possible
captions in a captioning system is almost infinite.
However, the captioning system is only able to

3https://github.com/karpathy/neuraltalk2

Table 1: Summary of targeted caption method
(Section 3.2) and targeted keyword method (Sec-
tion 3.3) using logits loss. The �2 distortion of
adversarial noise ‖δ‖2 is averaged over success-
ful adversarial examples. For comparison, we also
include CNN based attack methods (Section 4.5).

Experiments Success Rate Avg. ‖δ‖2
targeted caption 95.8% 2.213

1-keyword 97.1% 1.589
2-keyword 97.5% 2.363
3-keyword 96.0% 2.626

C&W on CNN 22.4% 2.870
I-FGSM on CNN 34.5% 15.596

Table 2: Statistics of the 4.2% failed adversarial
examples using the targeted caption method and
logits loss (7). All correlation scores are computed
using the top-5 inferred captions of an adversar-
ial image and the targeted caption (higher score
means better targeted attack performance).

c 1 10 102 103 104

�2 Distortion 1.726 3.400 7.690 16.03 23.31
BLEU-1 .567 .725 .679 .701 .723
BLEU-2 .420 .614 .559 .585 .616
BLEU-3 .320 .509 .445 .484 .514
BLEU-4 .252 .415 .361 .402 .417
ROUGE .502 .664 .629 .638 .672

METEOR .258 .407 .375 .403 .399

output relevant captions learned from the train-
ing set. For instance, the captioning model can-
not generate a passive-voice sentence if the model
was never trained on such sentences. Therefore,
we need to ensure that the targeted caption lies in
the space where the captioning system can pos-
sibly generate. To address this issue, we use the
generated caption of a randomly selected image
(other than the image under investigation) from
MSCOCO validation set as the targeted caption S.
The use of a generated caption as the targeted cap-
tion excludes the effect of out-of-domain caption-
ing, and ensures that the target caption is within
the output space of the captioning network.

Here we use the logits loss (7) plus a �2 distor-
tion term (as in (2)) as our objective function. A
successful adversarial example is found if the in-
ferred caption after adding the adversarial pertur-
bation δ is exactly the same as the targeted caption.
In our setting, 1,000 ADAM iterations take about
38 seconds for one image. The overall success
rate and average distortion of adversarial perturba-
tion δ are shown in Table 1. Among all the tested
images, our method attains 95.8% attack success
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rate. Moreover, our adversarial examples have
small �2 distortions and are visually identical to
the original images, as displayed in Figure 1. We
also examine the failed adversarial examples and
summarize their statistics in Table 2. We find that
their generated captions, albeit not entirely identi-
cal to the targeted caption, are in fact highly corre-
lated to the desired one. Overall, the high success
rate and low �2 distortion of adversarial examples
clearly show that Show-and-Tell is not robust to
targeted adversarial perturbations.

4.3 Targeted Keyword Results
In this task, we use (9) as our loss function, and
choose the number of keywords M = {1, 2, 3}.
We run an inference step on I + δ every T = 5
iterations, and use the top-1 caption as the input
of RNN/LSTMs. Similar to Section 4.2, for each
image the targeted keywords are selected from the
caption generated by a randomly selected valida-
tion set image. To exclude common words like
“a”, “the”, “and”, we look up each word in the
targeted sentence and only select nouns, verbs, ad-
jectives or adverbs. We say an adversarial image is
successful when its caption contains all specified
keywords. The overall success rate and average
distortion are shown in Table 1. When compared
to the targeted caption method, targeted keyword
method achieves an even higher success rate (at
least 96% for 3-keyword case and at least 97%
for 1-keyword and 2-keyword cases). Figure 2
shows an adversarial example crafted from our
targeted keyword method with three keywords -
“dog”, “cat” and “frisbee”. Using Show-and-Fool,
the top-1 caption of a cake image becomes “A dog
and a cat are playing with a frisbee” while the ad-
versarial image remains visually indistinguishable
to the original one. When M = 2 and 3, even if we
cannot find an adversarial image yielding all spec-
ified keywords, we might end up with a caption
that contains some of the keywords (partial suc-
cess). For example, when M = 3, Table 3 shows
the number of keywords appeared in the captions
(M ′) for those failed examples (not all 3 targeted
keywords are found). These results clearly show
that the 4% failed examples are still partially suc-
cessful: the generated captions contain about 1.5
targeted keywords on average.

4.4 Transferability of Adversarial Examples
It has been shown that in image classification
tasks, adversarial examples found for one machine

Figure 2: An adversarial example (‖δ‖2 = 1.284)
of an cake image crafted by the Show-and-Fool
targeted keyword method with three keywords -
“dog”, “cat” and “frisbee”.

Table 3: Percentage of partial success with differ-
ent c in the 4.0% failed images that do not contain
all the 3 targeted keywords.

c Avg. ‖δ‖2 M ′ ≥ 1 M ′ = 2 Avg. M ′

1 2.49 72.4% 34.5% 1.07
10 5.40 82.7% 37.9% 1.21
102 12.95 93.1% 58.6% 1.52
103 24.77 96.5% 51.7% 1.48
104 29.37 100.0% 58.6% 1.59

learning model may also be effective against an-
other model, even if the two models have dif-
ferent architectures (Papernot et al., 2016a; Liu
et al., 2017c). However, unlike image classifica-
tion where correct labels are made explicit, two
different image captioning systems may generate
quite different, yet semantically similar, captions
for the same benign image. In image caption-
ing, we say an adversarial example is transfer-
able when the adversarial image found on model
A with a target sentence SA can generate a similar
(rather than exact) sentence SB on model B.

In our setting, model A is Show-and-Tell, and
we choose Show-Attend-and-Tell (Xu et al., 2015)
as model B. The major differences between
Show-and-Tell and Show-Attend-and-Tell are the
addition of attention units in LSTM network for
caption generation, and the use of last convolu-
tional layer (rather than the last fully-connected
layer) feature maps for feature extraction. We
use Inception-v3 as the CNN architecture for both
models and train them on the MSCOCO 2014 data
set. However, their CNN parameters are different
due to the fine-tuning process.
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Table 4: Transferability of adversarial examples from Show-and-Tell to Show-Attend-and-Tell, using
different ε and c. ori indicates the scores between the generated captions of the original images and the
transferred adversarial images on Show-Attend-and-Tell. tgt indicates the scores between the targeted
captions on Show-and-Tell and the generated captions of transferred adversarial images on Show-Attend-
and-Tell. A smaller ori or a larger tgt value indicates better transferability. mis measures the differences
between captions generated by the two models given the same benign image (model mismatch). When
C = 1000, ε = 10, tgt is close to mis, indicating the discrepancy between adversarial captions on the two
models is mostly bounded by model mismatch, and the adversarial perturbation is highly transferable.

ε = 1 ε = 5 ε = 10
C=10 C=100 C=1000 C=10 C=100 C=1000 C=10 C=100 C=1000

ori tgt ori tgt ori tgt ori tgt ori tgt ori tgt ori tgt ori tgt ori tgt mis
BLEU-1 .474 .395 .384 .462 .347 .484 .441 .429 .368 .488 .337 .527 .431 .421 .360 .485 .339 .534 .649
BLEU-2 .337 .236 .230 .331 .186 .342 .300 .271 .212 .343 .175 .389 .287 .266 .204 .342 .174 .398 .521
BLEU-3 .256 .154 .151 .224 .114 .254 .220 .184 .135 .254 .103 .299 .210 .185 .131 .254 .102 .307 .424
BLEU-4 .203 .109 .107 .172 .077 .198 .170 .134 .093 .197 .068 .240 .162 .138 .094 .197 .066 .245 .352
ROUGE .463 .371 .374 .438 .336 .465 .429 .402 .359 .464 .329 .502 .421 .398 .351 .463 .328 .507 .604
METEOR .201 .138 .139 .180 .118 .201 .177 .157 .131 .199 .110 .228 .172 .157 .127 .202 .110 .232 .300
‖δ‖2 3.268 4.299 4.474 7.756 10.487 10.952 15.757 21.696 21.778

Figure 3: A highly transferable adversarial exam-
ple (‖δ‖2 = 15.226) crafted by Show-and-Tell tar-
geted caption method, transfers to Show-Attend-
and-Tell, yielding similar adversarial captions.

To investigate the transferability of adversarial
examples in image captioning, we first use the tar-
geted caption method to find adversarial examples
for 1,000 images in model A with different c and ε,
and then transfer successful adversarial examples
(which generate the exact target captions on model
A) to model B. The generated captions by model
B are recorded for transferability analysis. The
transferability of adversarial examples depends on
two factors: the intrinsic difference between two
models even when the same benign image is used
as the input, i.e., model mismatch, and the trans-
ferability of adversarial perturbations.

To measure the mismatch between Show-and-
Tell and Show-Attend-and-Tell, we generate cap-
tions of the same set of 1,000 original images
from both models, and report their mutual BLEU,

ROUGE and METEOR scores in Table 4 under
the mis column. To evaluate the effectiveness of
transferred adversarial examples, we measure the
scores for two set of captions: (i) the captions of
original images and the captions of transferred ad-
versarial images, both generated by Show-Attend-
and-Tell (shown under column ori in Table 4); and
(ii) the targeted captions for generating adversarial
examples on Show-and-Tell, and the captions of
the transferred adversarial image on Show-Attend-
and-Tell (shown under column tgt in Table 4).
Small values of ori suggest that the adversarial
images on Show-Attend-and-Tell generate signif-
icantly different captions from original images’
captions. Large values of tgt suggest that the ad-
versarial images on Show-Attend-and-Tell gener-
ate similar adversarial captions as on the Show-
and-Tell model. We find that increasing c or ε
helps to enhance transferability at the cost of larger
(but still acceptable) distortion. When C = 1, 000
and ε = 10, Show-and-Fool achieves the best
transferability results: tgt is close to mis, indicat-
ing that the discrepancy between adversarial cap-
tions on the two models is mostly bounded by the
intrinsic model mismatch rather than the transfer-
ability of adversarial perturbations, and implying
that the adversarial perturbations are easily trans-
ferable. In addition, the adversarial examples gen-
erated by our method can also fool NeuralTalk2.
When c = 104, ε = 10, the average �2 distortion,
BLEU-4 and METEOR scores between the origi-
nal and transferred adversarial captions are 38.01,
0.440 and 0.473, respectively. The high transfer-
ability of adversarial examples crafted by Show-
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and-Fool also indicates the problem of common
robustness leakage between different neural image
captioning models.

4.5 Attacking Image Captioning v.s.
Attacking Image Classification

In this section we show that attacking image cap-
tioning models is inherently more challenging
than attacking image classification models. In the
classification task, a targeted attack usually be-
comes harder when the number of labels increases,
since an attack method needs to change the classi-
fication prediction to a specific label over all the
possible labels. In the targeted attack on image
captioning, if we treat each caption as a label,
we need to change the original label to a specific
one over an almost infinite number of possible la-
bels, corresponding to a nearly zero volume in the
search space. This constraint forces us to develop
non-trivial methods that are significantly different
from the ones designed for attacking image classi-
fication models.

To verify that the two tasks are inherently dif-
ferent, we conducted additional experiments on
attacking only the CNN module using two state-
of-the-art image classification attacks on Ima-
geNet dataset. Our experiment setup is as fol-
lows. Each selected ImageNet image has a la-
bel corresponding to a WordNet synset ID. We
randomly selected 800 images from ImageNet
dataset such that their synsets have at least one
word in common with Show-and-Tell’s vocabu-
lary, while ensuring the Inception-v3 CNN (Show-
and-Tell’s CNN) classify them correctly. Then,
we perform Iterative Fast Gradient Sign Method
(I-FGSM) (Kurakin et al., 2017) and Carlini and
Wagner’s (C&W) attack (Carlini and Wagner,
2017) on these images. The attack target la-
bels are randomly chosen and their synsets also
have at least one word in common with Show-
and-Tell’s vocabulary. Both I-FGSM and C&W
achieve 100% targeted attack success rate on the
Inception-v3 CNN. These adversarial examples
were further employed to attack Show-and-Tell
model. An attack is considered successful if any
word in the targeted label’s synset or its hyper-
nyms up to 5 levels is presented in the resulting
caption. For example, for the chain of hypernyms
‘broccoli’⇒‘cruciferous vegetable’⇒‘vegetable,
veggie, veg’⇒‘produce, green goods, green gro-
ceries, garden truck’⇒‘food, solid food’, we in-

clude ‘broccoli’,‘cruciferous’,‘vegetable’,‘veggie’
and all other following words. Note that this cri-
terion of success is much weaker than the crite-
rion we use in the targeted caption method, since a
caption with the targeted image’s hypernyms does
not necessarily leads to similar meaning of the tar-
geted image’s captions. To achieve higher attack
success rates, we allow relatively larger distortions
and set ε∞ = 0.3 (maximum �∞ distortion) in I-
FGSM and κ = 10, C = 100 in C&W. How-
ever, as shown in Table 1, the attack success rates
are only 34.5% for I-FGSM and 22.4% for C&W,
respectively, which are much lower than the suc-
cess rates of our methods despite larger distor-
tions. This result further confirms that perform-
ing targeted attacks on neural image captioning re-
quires a careful design (as proposed in this paper),
and attacking image captioning systems is not a
trivial extension to attacking image classifiers.

5 Conclusion

In this paper, we proposed a novel algorithm,
Show-and-Fool, for crafting adversarial examples
and providing robustness evaluation of neural im-
age captioning. Our extensive experiments show
that the proposed targeted caption and keyword
methods yield high attack success rates while the
adversarial perturbations are still imperceptible to
human eyes. We further demonstrate that Show-
and-Fool can generate highly transferable adver-
sarial examples. The high-quality and transferable
adversarial examples in neural image captioning
crafted by Show-and-Fool highlight the inconsis-
tency in visual language grounding between hu-
mans and machines, suggesting a possible weak-
ness of current machine vision and perception ma-
chinery. We also show that attacking neural image
captioning systems are inherently different from
attacking CNN-based image classifiers.

Our method stands out from the well-studied
adversarial learning on image classifiers and CNN
models. To the best of our knowledge, this is the
very first work on crafting adversarial examples
for neural image captioning systems. Indeed, our
Show-and-Fool algorithm1 can be easily extended
to other applications with RNN or CNN+RNN ar-
chitectures. We believe this paper provides poten-
tial means to evaluate and possibly improve the ro-
bustness (for example, by adversarial training or
data augmentation) of a wide range of visual lan-
guage grounding and other NLP models.
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Abstract

Finding minimum distortion of adversarial examples and thus certifying robustness
in neural network classifiers is known to be a challenging problem. Nevertheless,
recently it has been shown to be possible to give a non-trivial certified lower bound
of minimum adversarial distortion, and some recent progress has been made to-
wards this direction by exploiting the piece-wise linear nature of ReLU activations.
However, a generic robustness certification for general activation functions still
remains largely unexplored. To address this issue, in this paper we introduce
CROWN, a general framework to certify robustness of neural networks with general
activation functions. The novelty in our algorithm consists of bounding a given
activation function with linear and quadratic functions, hence allowing it to tackle
general activation functions including but not limited to the four popular choices:
ReLU, tanh, sigmoid and arctan. In addition, we facilitate the search for a tighter
certified lower bound by adaptively selecting appropriate surrogates for each neu-
ron activation. Experimental results show that CROWN on ReLU networks can
notably improve the certified lower bounds compared to the current state-of-the-art
algorithm Fast-Lin, while having comparable computational efficiency. Further-
more, CROWN also demonstrates its effectiveness and flexibility on networks with
general activation functions, including tanh, sigmoid and arctan. To the best of our
knowledge, CROWN is the first framework that can efficiently certify non-trivial
robustness for general activation functions in neural networks.

1 Introduction

While neural networks (NNs) have achieved remarkable performance and accomplished unprece-
dented breakthroughs in many machine learning tasks, recent studies have highlighted their lack of
robustness against adversarial perturbations [1, 2]. For example, in image learning tasks such as object
classification [3, 4, 5, 6] or content captioning [7], visually indistinguishable adversarial examples can
be easily crafted from natural images to alter a NN’s prediction result. Beyond the white-box attack
setting where the target model is entirely transparent, visually imperceptible adversarial perturbations
can also be generated in the black-box setting by only using the prediction results of the target model
[8, 9, 10, 11]. In addition, real-life adversarial examples have been made possible through the lens
of realizing physical perturbations [12, 13, 14]. As NNs are becoming a core technique deployed
in a wide range of applications, including safety-critical tasks, certifying a NN’s robustness against
adversarial perturbations has become an important research topic in machine learning.

∗Work done during internship at IBM Research †Equal contribution

32nd Conference on Neural Information Processing Systems (NIPS 2018), Montréal, Canada.
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Given a NN (possibly with a deep and complicated network architecture), we are interested in certify-
ing the (local) robustness of an arbitrary natural example x0 by ensuring all its nearby examples will
have the same inference outcome (e.g., consistent top-1 prediction). In this paper, the neighborhood
of x0 is characterized by an �p ball centered at x0, for any p ≥ 1. Geometrically speaking, the
minimum distance/distortion of a misclassified nearby example to x0 is the least adversary strength
required to alter the target model’s prediction, which is also the largest possible robustness certificate
for x0. Unfortunately, finding the minimum distortion of adversarial examples in NNs with Rectified
Linear Unit (ReLU) activations (one of the most widely used activation functions) is known to be an
NP-complete problem [15, 16], which makes formal verification techniques such as Reluplex [15]
suffer from scalability issues and become computationally demanding even for small-sized NNs.

Although certifying the largest possible robustness is challenging for ReLU networks, the piece-
wise linear nature of ReLUs can be exploited to efficiently compute a non-trivial certified lower
bound of the minimum distortion [17, 18, 19, 20]. Beyond ReLU, one fundamental problem that
remains largely unexplored is how to generalize the robustness certification technique to other popular
activation functions that are not piece-wise linear, such as tanh and sigmoid, and how to motivate and
certify the design of other activation functions towards improved robustness. In this paper, we tackle
the preceding problem by proposing an efficient robustness certification framework for NNs with
general activation functions. Our main contributions in this paper are summarized as follows:

• We propose a generic analysis framework CROWN for certifying NNs using linear or quadratic
upper and lower bounds for general activation functions that are not necessarily piece-wise linear.

• Unlike previous works [18, 20], CROWN allows flexible selections of upper and lower bounds for
activation functions, enabling us to design an adaptive scheme to choose bounds that reduce the
approximation error. Our experiments show up to 26% improvements in certified lower bounds.

• Our algorithm is efficient and can scale to large NNs with various activation functions. For a NN
with over 10,000 neurons, we can give a certified lower bound in about 1 minute on 1 CPU core.

2 Background and Related Work

For ReLU networks, finding the minimum adversarial distortion can be cast as a mixed integer linear
programming (MILP) problem [21, 22, 23]. Reluplex [15, 24] uses a satisfiable modulo theory (SMT)
to encode ReLU activations into linear constraints. Similarly, Planet [25] uses satisfiability (SAT)
solvers. However, due to the NP-completeness for solving such a problem [15], these methods can
only find minimum distortion for very small networks. It can take Reluplex several hours to find the
minimum distortion of an example for a ReLU network with 5 inputs, 5 outputs and 300 neurons[15].

Instead of finding the minimum adversarial distortion, a computationally feasible alternative of
robustness certificate is to providing a non-trivial and certified lower bound of minimum distortion.
Some analytical lower bounds can be derived from the product of operator norms on the weight
matrices [3] or the Jacobian matrix in NNs [17]. But these bounds do not take into account the special
property of ReLU and can lead to loose bounds [20]. The bounds in [26, 27] are based on the local
Lipschitz constant. [26] assumes a continuous differentiable NN and hence excludes ReLU networks;
a closed form lower-bound is also hard to derive for networks beyond 2 layers. [27] applies to ReLU
networks and uses Extreme Value Theory to provide an estimated lower bound (CLEVER score).
Although the CLEVER score is capable of reflecting the level of robustness in different NNs and is
scalable to large networks, it is not a certified lower bound. On the other hand, Kolter and Wong [18]
use the idea of a convex outer adversarial polytope in ReLU networks to compute a certified lower
bound by relaxing the MILP certification problem to linear programing (LP). Raghunathan et al. [19]
apply semidefinite programming for robustness certification in ReLU networks but their approach
is limited to NNs with one hidden layer. Weng et al. [20] exploit the ReLU property to bound the
activation function (or the local Lipschitz constant) and provide efficient algorithms (Fast-Lin and
Fast-Lip) for computing a certified lower bound, achieving state-of-the-art performance. A recent
framework, AI2 [28], uses abstract transformations to zonotopes for proving robustness property for
ReLU networks. Nonetheless, there are still some application demands using non-ReLU activations,
e.g. RNN and LSTM, thus a profound framework towards efficient computation of non-trivial and
certified lower bounds for NNs with general activation functions is of great importance. Our proposed
method CROWN aims to fill in this gap by generalizing efficient robustness certification to NNs with
different activation functions. Additionally, on ReLU networks the flexibility in our framework can
achieve a tighter lower bound. Table 1 summarizes the differences of other approaches and CROWN.

2

Table 1: Comparison of methods for providing adversarial robustness certification in NNs.
Method Non-trivial bound Multi-layer Scalability Beyond ReLU
Szegedy et. al. [3] × � � �
Reluplex [15], Planet [25] � � × ×
Hein & Andriushchenko [26] � × � differentiable*

Raghunathan et al. [19] � × × ×
Kolter and Wong [18] � � � ×
Fast-lin / Fast-lip [20] � � � ×
CROWN (ours) � � � � (general)
* Continuously differentiable activation function required (soft-plus is demonstrated in [26])

Some recent works (such as robust optimization based adversarial training [29] or region-based
classification [30]) empirically exhibit strong robustness against several adversarial attacks, which
is beyond the scope of provable robustness certification. In addition, Sinha et al. [16] provide
distributional robustness certification based on Wasserstein distance between data distributions, which
is different from the local �p ball robustness model considered in this paper.

3 CROWN: A general framework for certifying neural networks

Overview of our results. In this section, we present a general framework CROWN for computing
certified lower bound of minimum adversarial distortion with general activation functions in NNs.
CROWN enables fast computation of certified lower bounds of large NNs. We provide principles to
derive output bounds of NNs when the inputs are perturbed within an �p ball and each neuron has
different linear approximation bounds on its activation function. As shown in our experiments in
Sec. 4, the adaptive selection of CROWN on the approximation bounds can achieve a tighter (larger)
certified lower bound. In Section 3.2, we demonstrate how to provide robustness certification for four
widely-used activation functions (ReLU, tanh, sigmoid and arctan) using CROWN. In particular, we
show that the state-of-the-art Fast-Lin algorithm is a special case under the CROWN framework. In
Section 3.3, we further highlight the flexibility of CROWN to incorporate quadratic approximations
on the activation functions in addition to the linear approximations described in Section 3.1.

3.1 General framework

Notations. For an m-layer neural network with an input vector x ∈ Rn0 , let the number of
neurons in each layer be nk, ∀k ∈ [m], where [i] denotes set {1, 2, · · · , i}. Let the k-th layer weight
matrix be W(k) ∈ Rnk×nk−1 and bias vector be b(k) ∈ Rnk , and let Φk : Rn0 → Rnk be the
operator mapping from input to layer k. We have Φk(x) = σ(W(k)Φk−1(x) + b(k)), ∀k ∈ [m− 1],
where σ(·) is the coordinate-wise activation function. While our methodology is applicable to any
activation function of interest, we emphasize on four most widely-used activation functions, namely
ReLU: σ(y) = max(y, 0), hyperbolic tangent: σ(y) = tanh(y), sigmoid: σ(y) = 1/(1 + e−y)
and σ(y) = arctan(y). Note that the input Φ0(x) = x, and the vector output of the NN is
f(x) = Φm(x) = W(m)Φm−1(x)+b(m). The j-th output element is denoted as fj(x) = [Φm(x)]j .

Input perturbation and pre-activation bounds. Let x0 ∈ Rn0 be a given data point, and let the
perturbed input vector x be within an ε-bounded �p-ball centered at x0, i.e., x ∈ Bp(x0, ε), where
Bp(x0, ε) := {x | ‖x− x0‖p ≤ ε}. For the r-th neuron in k-th layer, let its pre-activation input be
y
(k)
r , where y

(k)
r = W

(k)
r,: Φk−1(x) + b

(k)
r and W

(k)
r,: denotes the r-th row of matrix W(k). When

x0 is perturbed within a ε-bounded �p-ball, let l(k)r ,u
(k)
r ∈ R be the pre-activation lower bound and

upper bound of y(k)
r , i.e. l(k)r ≤ y

(k)
r ≤ u

(k)
r .

Below, we first define the linear upper bounds and lower bounds of activation functions in Defini-
tion 3.1, which are the key to derive explicit output bounds for a m-layer neural network with general
activation functions. The formal statement of the explicit output bounds is shown in Theorem 3.2.
Definition 3.1 (Linear bounds on activation function). For the r-th neuron in k-th layer with pre-
activation bounds l(k)r ,u(k)

r and the activation function σ(y), define two linear functions h(k)
U,r, h

(k)
L,r :

R → R, h
(k)
U,r(y) = α

(k)
U,r(y + β

(k)
U,r), h

(k)
L,r(y) = α

(k)
L,r(y + β

(k)
L,r), such that h(k)

L,r(y) ≤ σ(y) ≤
h
(k)
U,r(y), y ∈ [l

(k)
r ,u

(k)
r ], ∀k ∈ [m− 1], r ∈ [nk] and α

(k)
U,r, α

(k)
L,r ∈ R+, β

(k)
U,r, β

(k)
L,r ∈ R.
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Note that the parameters α(k)
U,r, α

(k)
L,r, β

(k)
U,r, β

(k)
L,r depend on l

(k)
r and u

(k)
r , i.e. for different l(k)r and

u
(k)
r we may choose different parameters. Also, for ease of exposition, in this paper we restrict

α
(k)
U,r, α

(k)
L,r ≥ 0. However, Theorem 3.2 can be easily generalized to the case of negative α

(k)
U,r, α

(k)
L,r.

Theorem 3.2 (Explicit output bounds of neural network f ). Given an m-layer neural network
function f : Rn0 → Rnm , there exists two explicit functions fL

j : Rn0 → R and fU
j : Rn0 → R such

that ∀j ∈ [nm], ∀x ∈ Bp(x0, ε), the inequality fL
j (x) ≤ fj(x) ≤ fU

j (x) holds true, where

fU
j (x) = Λ

(0)
j,: x+

m∑
k=1

Λ
(k)
j,: (b

(k) +∆
(k)
:,j ), fL

j (x) = Ω
(0)
j,: x+

m∑
k=1

Ω
(k)
j,: (b

(k) +Θ
(k)
:,j ), (1)

Λ
(k−1)
j,: =

{
e�
j if k = m+ 1;

(Λ
(k)
j,: W

(k))� λ
(k−1)
j,: if k ∈ [m].

Ω
(k−1)
j,: =

{
e�
j if k = m+ 1;

(Ω
(k)
j,: W

(k))� ω
(k−1)
j,: if k ∈ [m].

and ∀i ∈ [nk], we define four matrices λ(k), ω(k),∆(k),Θ(k) ∈ Rnm×nk :

λ
(k)
j,i =




α
(k)
U,i if k �= 0, Λ

(k+1)
j,: W

(k+1)
:,i ≥ 0;

α
(k)
L,i if k �= 0, Λ

(k+1)
j,: W

(k+1)
:,i < 0;

1 if k = 0.

ω
(k)
j,i =




α
(k)
L,i if k �= 0, Ω

(k+1)
j,: W

(k+1)
:,i ≥ 0;

α
(k)
U,i if k �= 0, Ω

(k+1)
j,: W

(k+1)
:,i < 0;

1 if k = 0.

∆
(k)
i,j =




β
(k)
U,i if k �= m, Λ

(k+1)
j,: W

(k+1)
:,i ≥ 0;

β
(k)
L,i if k �= m, Λ

(k+1)
j,: W

(k+1)
:,i < 0;

0 if k = m.

Θ
(k)
i,j =




β
(k)
L,i if k �= m, Ω

(k+1)
j,: W

(k+1)
:,i ≥ 0;

β
(k)
U,i if k �= m, Ω

(k+1)
j,: W

(k+1)
:,i < 0;

0 if k = m.

and � is the Hadamard product and ej ∈ Rnm−1 is a vector where all elements are 1.

Theorem 3.2 illustrates how a NN function fj(x) can be bounded by two linear functions fU
j (x) and

fL
j (x) when the activation function of each neuron is bounded by two linear functions h(k)

U,r and h
(k)
L,r

in Definition 3.1. The central idea is to unwrap the activation functions layer by layer by considering
the signs of the associated weights of each neuron and apply the two linear bounds h(k)

U,r and h
(k)
L,r.

As we demonstrate in the proof, when we replace the activation functions with the corresponding
linear upper bounds and lower bounds at the layer m− 1, we can then define equivalent weights and
biases based on the parameters of h(m−1)

U,r and h
(m−1)
L,r (e.g. Λ(k),∆(k),Ω(k),Θ(k) are related to the

terms α(k)
U,r, β

(k)
U,r, α

(k)
L,r, β

(k)
L,r, respectively) and then repeat the procedure to “back-propagate” to the

input layer. This allows us to obtain fU
j (x) and fL

j (x) in (1). The formal proof of Theorem 3.2 is
in Appendix A. Note that for a neuron r in layer k the slopes of its linear upper and lower bounds
α
(k)
U,r, α

(k)
L,r of h(k)

U,r and h
(k)
L,r can be different. This implies:

1. Fast-Lin [20] is a special case of our framework as they require the slopes α(k)
U,r, α

(k)
L,r to be the

same; and it only applies to ReLU networks (cf. Sec. 3.2). In Fast-Lin, Λ(0) and Ω(0) are identical.
2. Our CROWN framework allows adaptive selections on the linear approximation when computing

certified lower bounds of minimum adversarial distortion, which is the main contributor to improve
the certified lower bound as demonstrated in the experiments in section 4.

Uniform bounds. More importantly, since the input x ∈ Bp(x0, ε), we can take the maximum, i.e.
maxx∈Bp(x0,ε) f

U
j (x), and minimum, i.e. minx∈Bp(x0,ε) f

L
j (x), as a pair of uniform upper and lower

bound of fj(x) – which in fact has closed-form solutions because fU
j (x) and fL

j (x) are two linear
functions and x ∈ Bp(x0, ε) is a convex norm constraint. This result is formally presented below:
Corollary 3.3 (Closed-form uniform bounds). Given a data point x0 ∈ Rn0 , �p ball parameters
p ≥ 1 and ε > 0. For an m-layer neural network function f : Rn0 → Rnm , there exists two
fixed values γL

j and γU
j such that ∀x ∈ Bp(x0, ε) and ∀j ∈ [nm], 1/q = 1 − 1/p, the inequality

γL
j ≤ fj(x) ≤ γU

j holds true, where

γU
j = ε‖Λ(0)

j,: ‖q +Λ
(0)
j,: x0 +

m∑
k=1

Λ
(k)
j,: (b

(k) +∆
(k)
:,j ), γ

L
j = −ε‖Ω(0)

j,: ‖q +Ω
(0)
j,: x0 +

m∑
k=1

Ω
(k)
j,: (b

(k) +Θ
(k)
:,j ).

(2)

It can be proved observing that x is only in term Λ
(0)
j,: x or Ω(0)

j,: x in (1) and apply Cauchy-Schwartz.
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Table 2: Linear upper bound parameters of various activation functions: h(k)
U,r(y) = α

(k)
U,r(y + β

(k)
U,r)

Upper bound h
(k)
U,r r ∈ S+

k r ∈ S−
k r ∈ S±

k

for activation function α
(k)
U,r β

(k)
U,r α

(k)
U,r β

(k)
U,r α

(k)
U,r β

(k)
U,r

ReLU 1 0 0 0 a −l
(k)
r

(a ≥ u
(k)
r

u
(k)
r −l

(k)
r

, e.g. a = u
(k)
r

u
(k)
r −l

(k)
r

)

Sigmoid, tanh σ′(d) σ(d)

α
(k)
U,r

− d * σ(u(k)
r )−σ(l(k)

r )

u
(k)
r −l

(k)
r

σ(l(k)
r )

α
(k)
U,r

− l
(k)
r σ′(d)

σ(l(k)
r )

α
(k)
U,r

− l
(k)
r

(denoted as σ(y)) (l(k)r ≤ d ≤ u
(k)
r ) (σ(d)−σ(l

(k)
r )

d−l
(k)
r

− σ′(d) = 0, d ≥ 0 ) �

* If α(k)
U,r is close to 0, we suggest to calculate the intercept directly α

(k)
U,r · β

(k)
U,r = σ(d)− α

(k)
U,rd to avoid numerical

issues in implementation. Same for other similar cases.
� Alternatively, if d ≥ u

(k)
r , then we can set α(k)

U,r =
σ(u(k)

r )−σ(l(k)
r )

u
(k)
r −l

(k)
r

Table 3: Linear lower bound parameters of various activation functions: h(k)
L,r(y) = α

(k)
L,r(y + β

(k)
L,r)

Lower bound h
(k)
L,r r ∈ S+

k r ∈ S−
k r ∈ S±

k

for activation function α
(k)
L,r β

(k)
L,r α

(k)
L,r β

(k)
L,r α

(k)
L,r β

(k)
L,r

ReLU 1 0 0 0 a 0

(0 ≤ a ≤ 1, e.g. a = u
(k)
r

u
(k)
r −l

(k)
r

, 0, 1)

Sigmoid, tanh σ(u(k)
r )−σ(l(k)

r )

u
(k)
r −l

(k)
r

σ(l(k)
r )

α
(k)
L,r

− l
(k)
r σ′(d) σ(d)

α
(k)
L,r

− d σ′(d)
σ(u(k)

r )

α
(k)
L,r

− u
(k)
r

(denoted as σ(y)) (l(k)r ≤ d ≤ u
(k)
r ) (σ(d)−σ(u

(k)
r )

d−u
(k)
r

− σ′(d) = 0, d ≤ 0 ) †

† Alternatively, if d ≤ l
(k)
r , then we can set α(k)

L,r =
σ(u(k)

r )−σ(l(k)
r )

u
(k)
r −l

(k)
r

Certified lower bound of minimum distortion. Given an input example x0 and an m-layer NN,
let c be the predicted class of x0 and t �= c be the targeted attack class. We aim to use the uniform
bounds established in Corollary 3.3 to obtain the largest possible lower bound ε̃t and ε̃ of targeted
and untargeted attacks respectively, which can be formulated as follows:

ε̃t = max
ε

ε s.t. γL
c (ε)− γU

t (ε) > 0 and ε̃ = min
t �=c

ε̃t.

We note that although there is a linear ε term in (2), other terms such as Λ(k),∆(k) and Ω(k),Θ(k)

also implicitly depend on ε. This is because the parameters α(k)
U,i, β

(k)
U,i , α

(k)
L,i, β

(k)
L,i depends on l(k)i ,u

(k)
i ,

which may vary with ε; thus the values in Λ(k),∆(k),Ω(k),Θ(k) depend on ε. It is therefore difficult
to obtain an explicit expression of γL

c (ε) − γU
t (ε) in terms of ε. Fortunately, we can still perform

a binary search to obtain ε̃t with Corollary 3.3. More precisely, we first initialize ε at some fixed
positive value and apply Corollary 3.3 repeatedly to obtain l

(k)
r and u

(k)
r from k = 1 to m and

r ∈ [nk]. We then check if the condition γL
c − γU

t > 0 is satisfied. If so, we increase ε; otherwise,
we decrease ε; and we repeat the procedure until a given tolerance level is met.2

Time Complexity. With Corollary 3.3, we can compute analytic output bounds efficiently without
resorting to any optimization solvers for general p distortion, and the time complexity for an m-layer
ReLU network is polynomial time in contrast to Reluplex or Mixed-Integer Optimization-based
approach [22, 23] where SMT and MIO solvers are exponential-time. For a m layer network with n
neurons per layer and n outputs, time complexity of CROWN is O(m2n3). Forming Λ(0) and Ω(0)

for the m-th layer involves multiplications of layer weights in a similar cost of forward propagation in
O(mn3) time. Also, the bounds for all previous k ∈ [m− 1] layers need to be computed beforehand
in O(kn3) time; thus the total time complexity is O(m2n3).

3.2 Case studies: CROWN for ReLU, tanh, sigmoid and arctan activations

In Section 3.1 we showed that as long as one can identify two linear functions hU (y), hL(y) to bound
a general activation function σ(y) for each neuron, we can use Corollary 3.3 with a binary search

2The bound can be further improved by considering g(x) := fc(x)− ft(x) and replacing the last layer’s
weights by W

(m)
c,: −W

(m)
t,: . This is also used by [20].
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(a) r ∈ S+
k (b) r ∈ S−

k (c) r ∈ S±
k

Figure 1: σ(y) = tanh. Green lines are the upper bounds h(k)
H,r; red lines are the lower bounds h(k)

H,r

to obtain certified lower bounds of minimum distortion. In this section, we illustrate how to find
parameters α(k)

U,r, α
(k)
L,r and β

(k)
U,r, β

(k)
L,r of hU (y), hL(y) for four most widely used activation functions:

ReLU, tanh, sigmoid and arctan. Other activations, including but not limited to leaky ReLU, ELU
and softplus, can be easily incorporated into our CROWN framework following a similar procedure.

Segmenting activation functions. Based on the signs of l
(k)
r and u

(k)
r , we define a partition

{S+
k ,S±

k ,S−
k } of set [nk] such that every neuron in k-th layer belongs to exactly one of the three

sets. The formal definition of S+
k , S±

k and S−
k is S+

k = {r ∈ [nk] | 0 ≤ l
(k)
r ≤ u

(k)
r }, S±

k = {r ∈
[nk] | l(k)r < 0 < u

(k)
r }, and S−

k = {r ∈ [nk] | l(k)r ≤ u
(k)
r ≤ 0}. For neurons in each partitioned

set, we define corresponding upper bound h
(k)
U,r and lower bound h

(k)
L,r in terms of l(k)r and u

(k)
r . As

we will see shortly, segmenting the activation functions based on l
(k)
r and u

(k)
r is useful to bound a

given activation function. We note there are multiple ways of segmenting the activation functions and
defining the partitioned sets (e.g. based on the values of l(k)r ,u

(k)
r rather than their signs), and we can

easily incorporate this into our framework to provide the corresponding explicit output bounds for
the new partition sets. In the case study, we consider S+

k , S±
k and S−

k for the four activations, as this
partition reflects the curvature of tanh, sigmoid and arctan functions and activation states of ReLU.

Bounding tanh/sigmoid/arctan. For tanh activation, σ(y) = 1−e−2y

1+e−2y ; for sigmoid activation,
σ(y) = 1

1+e−y ; for arctan activation, σ(y) = arctan(y). All functions are convex on one side

(y < 0) and concave on the other side (y > 0), thus the same rules can be used to find h
(k)
U,r and h

(k)
L,r.

Below we call (l(k)r , σ(l
(k)
r )) as left end-point and (u

(k)
r , σ(u

(k)
r )) as right end-point. For r ∈ S+

k ,
since σ(y) is concave, we can let h(k)

U,r be any tangent line of σ(y) at point d ∈ [l
(k)
r ,u

(k)
r ], and let

h
(k)
L,r pass the two end-points. Similarly, σ(y) is concave for r ∈ S+

k , thus we can let h(k)
L,r be any

tangent line of σ(y) at point d ∈ [l
(k)
r ,u

(k)
r ] and let h(k)

U,r pass the two end-points. Lastly, for r ∈ S±
k ,

we can let h(k)
U,r be the tangent line that passes the left end-point and (d, σ(d)) where d ≥ 0 and h

(k)
U,r

be the tangent line that passes the right end-point and (d, σ(d)) where d ≤ 0. The value of d for
transcendental functions can be found using a binary search. The plots of upper and lower bounds for
tanh and sigmoid are in Figure 1 and 3 (in Appendix). Plots for arctan are similar and so omitted.

Bounding ReLU. For ReLU activation, σ(y) = max(0, y). If r ∈ S+
k , we have σ(y) = y and so

we can set h(k)
U,r = h

(k)
L,r = y; if r ∈ S−

k , we have σ(y) = 0, and thus we can set h(k)
U,r = h

(k)
L,r = 0;

if r ∈ S±
k , we can set h(k)

U,r =
u(k)

r

u
(k)
r −l

(k)
r

(y − l
(k)
r ) and h

(k)
L,r = ay, 0 ≤ a ≤ 1. Setting a =

u(k)
r

u
(k)
r −l

(k)
r

leads to the linear lower bound used in Fast-Lin [20]. Thus, Fast-Lin is a special case under our
framework. We propose to adaptively choose a, where we set a = 1 when u

(k)
r ≥ |l(k)r | and a = 0

when u
(k)
r < |l(k)r |. In this way, the area between the lower bound h

(k)
L,r = ay and σ(y) (which

reflects the gap between the lower bound and the ReLU function) is always minimized. As shown in
our experiments, the adaptive selection of h(k)

L,r based on the value of u(k)
r and l

(k)
r helps to achieve a

tighter certified lower bound. Figure 4 (in Appendix) illustrates the idea discussed here.
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Summary. We summarized the above analysis on choosing valid linear functions h(k)
U,r and h

(k)
U,r in

Table 2 and 3. In general, as long as h(k)
U,r and h

(k)
U,r are identified for the activation functions, we can

use Corollary 3.3 to compute certified lower bound for general activation functions. Note that there
remain many other choices of h(k)

U,r and h
(k)
L,r as valid upper/lower bounds of σ(y), but ideally, we

would like them to be close to σ(y) in order to achieve a tighter lower bound of minimum distortion.

3.3 Extension to quadratic bounds

In addition to the linear bounds on activation functions, the proposed CROWN framework can
also incorporate quadratic bounds by adding a quadratic term to h

(k)
U,r and h

(k)
L,r: h(k)

U,r(y) = η
(k)
U,ry

2 +

α
(k)
U,r(y+β

(k)
U,r), h

(k)
L,r(y) = η

(k)
L,ry

2+α
(k)
L,r(y+β

(k)
L,r), where η(k)U,r, η

(k)
L,r ∈ R. Following the procedure

of unwrapping the activation functions at the layer m− 1, we show in Appendix D that the output
upper bound and lower bound with quadratic approximations are:

fU
j (x) = Φm−2(x)

�Q
(m−1)
U Φm−2(x) + 2p

(m−1)
U Φm−2(x) + s

(m−1)
U , (3)

fL
j (x) = Φm−2(x)

�Q
(m−1)
L Φm−2(x) + 2p

(m−1)
L Φm−2(x) + s

(m−1)
L , (4)

where Q
(m−1)
U = W(m−1)�D

(m−1)
U W(m−1), Q(m−1)

L = W(m−1)�D
(m−1)
L W(m−1), p(m−1)

U ,
p
(m−1)
L , s(m−1)

U , and s
(m−1)
L are defined in Appendix D due to page limit. When m = 2, Φm−2(x) =

x and we can directly optimize over x ∈ Bp(x0, ε); otherwise, we can use the post activation
bounds of layer m− 2 as the constraints. D(m−1)

U in (3) is a diagonal matrix with i-th entry being
W

(m)
j,i η

(m−1)
U,i , if W(m)

j,i ≥ 0 or W(m)
j,i η

(m−1)
L,i , if W(m)

j,i < 0. Thus, in general Q(m−1)
U is indefinite,

resulting in a non-convex optimization when finding the global bounds as in Corollary 3.3. Fortunately,
by properly choosing the quadratic bounds, we can make the problem maxx∈Bp(x0,ε) f

U
j (x) into a

convex Quadratic Programming problem; for example, we can let η(m−1)
U,i = 0 for all W(m)

j,i > 0

and let η(m−1)
L,i > 0 to make D

(m−1)
U have only negative and zero diagonals for the maximization

problem – this is equivalent to applying a linear upper bound and a quadratic lower bound to bound the
activation function. Similarly, for D(m−1)

L , we let η(m−1)
U,i = 0 for all W(m)

j,i < 0 and let η(m−1)
L,i > 0

to make D(m−1)
L have non-negative diagonals and hence the problem minx∈Bp(x0,ε) f

L
j (x) is convex.

We can solve this convex program with projected gradient descent (PGD) for x ∈ Bp(x0, ε) and
Armijo line search. Empirically we find that PGD usually converges within a few iterations.

4 Experiments

Methods. For ReLU networks, CROWN-Ada is CROWN with adaptive linear bounds (Sec. 3.2),
CROWN-Quad is CROWN with quadratic bounds (Sec. 3.3). Fast-Lin and Fast-Lip are state-of-the-art
fast certified lower bound proposed in [20]. Reluplex can solve the exact minimum adversarial
distortion but is only computationally feasible for very small networks. LP-Full is based on the LP
formulation in [18] and we solve LPs for each neuron exactly to achieve the best possible bound.
For networks with other activation functions, CROWN-general is our proposed method.

Model and Dataset. We evaluate CROWN and other baselines on multi-layer perceptron (MLP)
models trained for MNIST and CIFAR-10 datasets. We denote a feed-forward network with m layers
and n neurons per layer as m × [n]. For models with ReLU activation, we use pretrained models
provided by [20] and also evaluate the same set of 100 random test images and random attack targets
as in [20] (according to their released code) to make our results comparable. For training NN models
with other activation functions, we search for best learning rate and weight decay parameters to
achieve a similar level of accuracy as ReLU models.

Implementation and Setup. We implement our algorithm using Python (numpy with numba). Most
computations in our method are matrix operations that can be automatically parallelized by the BLAS
library; however, we set the number of BLAS threads to 1 for a fair comparison to other methods.
Experiments were conducted on a Intel Skylake server CPU running at 2.0 GHz on Google Cloud.

Results on Small Networks. Figure 2 shows the certified lower bound for �2 and �∞ distortions
found by different algorithms on small networks, where Reluplex is feasible and we can observe the
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(a) MNIST 2× [20], �2 (b) MNIST 2× [20], �∞ (c) MNIST 3× [20], �2 (d) MNIST 3× [20], �∞

Figure 2: Certified lower bounds and min distortion comparisons for �2 and �∞ distortions. Left
y-axis is distortion and right y-axis (black line) is computation time (seconds, logarithmic scale). On
the top of figures are the avg. CLEVER score and the upper bound found by C&W attack [6]. From
left to right in (a)-(d): CROWN-Ada, (CROWN-Quad), Fast-Lin, Fast-Lip, LP-Full and (Reluplex).

Table 4: Comparison of certified lower bounds on large ReLU networks. Bounds are the average over
100 images (skipped misclassified images) with random attack targets. Percentage improvements are
calculated against Fast-Lin as Fast-Lip is worse than Fast-Lin.

Network Certified Bounds Improvement (%) Average Computation Time (sec)
�p norm Fast-Lin Fast-Lip CROWN-Ada CROWN-Ada vs Fast-Lin Fast-Lin Fast-Lip CROWN-Ada

MNIST
4× [1024]

�1 1.57649 0.72800 1.88217 +19% 1.80 2.04 3.54
�2 0.18891 0.06487 0.22811 +21% 1.78 1.96 3.79
�∞ 0.00823 0.00264 0.00997 +21% 1.53 2.17 3.57

CIFAR-10
7× [1024]

�1 0.86468 0.09239 1.09067 +26% 13.21 19.76 22.43
�2 0.05937 0.00407 0.07496 +26% 12.57 18.71 21.82
�∞ 0.00134 0.00008 0.00169 +26% 8.98 20.34 16.66

Table 5: Comparison of certified lower bounds by CROWN-Ada on ReLU networks and CROWN-
general on networks with tanh, sigmoid and arctan activations. CIFAR models with sigmoid activa-
tions achieve much worse accuracy than other networks and are thus excluded.

Network Certified Bounds by CROWN-Ada and CROWN-general Average Computation Time (sec)
�p norm ReLU tanh sigmoid arctan ReLU tanh sigmoid arctan

MNIST
3× [1024]

�1 3.00231 2.48407 2.94239 2.33246 1.25 1.61 1.68 1.70
�2 0.50841 0.27287 0.44471 0.30345 1.26 1.76 1.61 1.75
�∞ 0.02576 0.01182 0.02122 0.01363 1.37 1.78 1.76 1.77

CIFAR-10
6× [2048]

�1 0.91201 0.44059 - 0.46198 71.62 89.77 - 83.80
�2 0.05245 0.02538 - 0.02515 71.51 84.22 - 83.12
�∞ 0.00114 0.00055 - 0.00055 49.28 59.72 - 58.04

gap between different certified lower bounds and the true minimum adversarial distortion. Reluplex
and LP-Full are orders of magnitudes slower than other methods (note the logarithmic scale on
right y-axis), and CROWN-Quad (for 2-layer) and CROWN-Ada achieve the largest lower bounds.
Improvements of CROWN-Ada over Fast-Lin are more significant in larger NNs, as we show below.

Results on Large ReLU Networks. Table 4 demonstrates the lower bounds found by different
algorithms for all common �p norms. CROWN-Ada significantly outperforms Fast-Lin and Fast-Lip,
while the computation time increased by less than 2X over Fast-Lin, and is comparable with Fast-Lip.
See Appendix for results on more networks.

Results on Different Activations. Table 7 compares the certified lower bound computed by CROWN-
general for four activation functions and different �p norm on large networks. CROWN-general is
able to certify non-trivial lower bounds for all four activation functions efficiently. Comparing to
CROWN-Ada on ReLU networks, certifying general activations that are not piece-wise linear only
incurs a about 20% computational overhead.

5 Conclusion

We propose a general framework CROWN to efficiently compute a certified lower bound of minimum
distortion in neural networks. CROWN features adaptive bounds for improved robustness certification
and applies to general activation functions. Moreover, experiments show that (1) CROWN outperforms
state-of-the-art baselines on ReLU networks; and (2) CROWN can efficiently certify non-trivial lower
bounds for large networks with over 10K neurons and with different activation functions.
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A Proof of Theorem 3.2

Given an m-layer neural network function f : Rn0 → Rnm with pre-activation bounds l(k) and u(k)

for x ∈ Bp(x0, ε) and ∀k ∈ [m− 1], let the pre-activation inputs for the i-th neuron at layer m− 1

be y
(m−1)
i := W

(m−1)
i,: Φm−2(x) + b

(m−1)
i . The j-th output of the neural network is the following:

fj(x) =

nm−1∑
i=1

W
(m)
j,i [Φm−1(x)]i + b

(m)
j , (5)

=

nm−1∑
i=1

W
(m)
j,i σ(y

(m−1)
i ) + b

(m)
j ,

=
∑

W
(m)
j,i ≥0

W
(m)
j,i σ(y

(m−1)
i )

︸ ︷︷ ︸
S1

+
∑

W
(m)
j,i <0

W
(m)
j,i σ(y

(m−1)
i )

︸ ︷︷ ︸
S2

+b
(m)
j . (6)

Assume the activation function σ(y) is bounded by two linear functions h(m−1)
U,i , h

(m−1)
L,i in Defini-

tion 3.1, we have
h
(m−1)
L,i (y

(m−1)
i ) ≤ σ(y

(m−1)
i ) ≤ h

(m−1)
U,i (y

(m−1)
i ).

Thus, if the associated weight W(m)
j,i to the i-th neuron is non-negative (terms in S1), we have

W
(m)
j,i · h(m−1)

L,i (y
(m−1)
i ) ≤ W

(m)
j,i σ(y

(m−1)
i ) ≤ W

(m)
j,i · h(m−1)

U,i (y
(m−1)
i ); (7)

otherwise for terms in S2, we have

W
(m)
j,i · h(m−1)

U,i (y
(m−1)
i ) ≤ W

(m)
j,i σ(y

(m−1)
i ) ≤ W

(m)
j,i · h(m−1)

L,i (y
(m−1)
i ). (8)

Upper bound. Let fU,m−1
j (x) be an upper bound of fj(x). To compute fU,m−1

j (x), (6), (7) and

(8) are the key equations. Precisely, for the W
(m)
j,i ≥ 0 terms in (6), the upper bound is the right-

hand-side (RHS) in (7); and for the W(m)
j,i < 0 terms in (6), the upper bound is the RHS in (8). Thus,

we obtain:

fU,m−1
j (x)

=
∑

W
(m)
j,i ≥0

W
(m)
j,i · h(m−1)

U,i (y
(m−1)
i ) +

∑

W
(m)
j,i <0

W
(m)
j,i · h(m−1)

L,i (y
(m−1)
i ) + b

(m)
j , (9)

=
∑

W
(m)
j,i ≥0

W
(m)
j,i α

(m−1)
U,i (y

(m−1)
i + β

(m−1)
U,i ) +

∑

W
(m)
j,i <0

W
(m)
j,i α

(m−1)
L,i (y

(m−1)
i + β

(m−1)
L,i ) + b

(m)
j ,

(10)

=

nm−1∑
i=1

W
(m)
j,i λ

(m−1)
j,i (y

(m−1)
i +∆

(m−1)
i,j ) + b

(m)
j , (11)

=

nm−1∑
i=1

Λ
(m−1)
j,i (

nm−2∑
r=1

W
(m−1)
i,r [Φm−2(x)]r + b

(m−1)
i +∆

(m−1)
i,j ) + b

(m)
j , (12)

=

nm−1∑
i=1

Λ
(m−1)
j,i (

nm−2∑
r=1

W
(m−1)
i,r [Φm−2(x)]r) +

nm−1∑
i=1

Λ
(m−1)
j,i (b

(m−1)
i +∆

(m−1)
i,j ) + b

(m)
j , (13)

=

nm−2∑
r=1

(
nm−1∑
i=1

Λ
(m−1)
j,i W

(m−1)
i,r

)
[Φm−2(x)]r +

(
nm−1∑
i=1

Λ
(m−1)
j,i (b

(m−1)
i +∆

(m−1)
i,j ) + b

(m)
j

)
,

(14)

=

nm−2∑
r=1

W̃
(m−1)
j,r [Φm−2(x)]r + b̃

(m−1)
j . (15)
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From (9) to (10), we replace h(m−1)
U,i (y

(m−1)
i ) and h

(m−1)
L,i (y

(m−1)
i ) by their definitions; from (10) to

(11), we use variables λ(m−1)
j,i and ∆

(m−1)
j,i to denote the slopes in front of y(m−1)

i and the intercepts
in the parentheses:

λ
(m−1)
j,i =

{
α
(m−1)
U,i if W(m)

j,i ≥ 0 ( ⇐⇒ Λ
(m)
j,: W

(m)
:,i ≥ 0);

α
(m−1)
L,i if W(m)

j,i < 0 ( ⇐⇒ Λ
(m)
j,: W

(m)
:,i < 0);

(16)

∆
(m−1)
i,j =

{
β
(m−1)
U,i if W(m)

j,i ≥ 0 ( ⇐⇒ Λ
(m)
j,: W

(m)
:,i ≥ 0);

β
(m−1)
L,i if W(m)

j,i < 0 ( ⇐⇒ Λ
(m)
j,: W

(m)
:,i < 0).

(17)

From (11) to (12), we replace y
(m−1)
i with its definition and let Λ(m)

j,i := 1. From (12) to (13), we
collect the constant terms that are not related to x. From (13) to (14), we swap the summation order
of i and r, and the coefficients in front of [Φm−2(x)]r can be combined into a new equivalent weight
W̃

(m−1)
j,r and the constant term can combined into a new equivalent bias b̃(m−1)

j in (15):

W̃
(m−1)
j,r =

nm−1∑
i=1

Λ
(m−1)
j,i W

(m−1)
i,r = Λ

(m−1)
j,: W(m−1)

:,r ,

b̃
(m−1)
j =

nm−1∑
i=1

Λ
(m−1)
j,i (b

(m−1)
i +∆

(m−1)
i,j ) + b

(m)
j = Λ

(m−1)
j,: (b(m−1) +∆

(m−1)
:,j ) + b

(m)
j .

Notice that after defining the new equivalent weight W̃(m−1)
j,r and equivalent bias b̃(m−1)

j , fU,m−1
j (x)

in (15) and fj(x) in (5) are in the same form. Thus, we can repeat the above procedure again to
obtain an upper bound of fU,m−1

j (x), i.e. fU,m−2
j (x):

Λ
(m−2)
j,i = W̃

(m−1)
j,i λ

(m−2)
j,i

= Λ
(m−1)
j,: W

(m−1)
:,i λ

(m−2)
j,i

W̃
(m−2)
j,r = Λ

(m−2)
j,: W(m−2)

:,r

b̃
(m−2)
j = Λ

(m−2)
j,: (b(m−2) +∆

(m−2)
:,j ) + b̃

(m−1)
j

λ
(m−2)
j,i =

{
α
(m−2)
U,i if W̃(m−1)

j,i ≥ 0 ( ⇐⇒ Λ
(m−1)
j,: W

(m−1)
:,i ≥ 0);

α
(m−2)
L,i if W̃(m−1)

j,i < 0 ( ⇐⇒ Λ
(m−1)
j,: W

(m−1)
:,i < 0);

∆
(m−2)
i,j =

{
β
(m−2)
U,i if W̃(m−1)

j,i ≥ 0 ( ⇐⇒ Λ
(m−1)
j,: W

(m−1)
:,i ≥ 0);

β
(m−2)
L,i if W̃(m−1)

j,i < 0 ( ⇐⇒ Λ
(m−1)
j,: W

(m−1)
:,i < 0).

and repeat again iteratively until obtain the final upper bound fU,1
j (x), where fj(x) ≤ fU,m−1

j (x) ≤
fU,m−2
j (x) ≤ . . . ≤ fU,1

j (x). We let fj(x) denote the final upper bound fU,1
j (x), and we have

fU
j (x) = Λ

(0)
j,: x+

m∑
k=1

Λ
(k)
j,: (b

(k) +∆
(k)
:,j )

and (� is the Hadamard product)

Λ
(k−1)
j,: =

{
e�j if k = m+ 1;

(Λ
(k)
j,: W

(k))� λ
(k−1)
j,: if k ∈ [m].

and ∀i ∈ [nk],

λ
(k)
j,i =





α
(k)
U,i if k ∈ [m− 1], Λ

(k+1)
j,: W

(k+1)
:,i ≥ 0;

α
(k)
L,i if k ∈ [m− 1], Λ

(k+1)
j,: W

(k+1)
:,i < 0;

1 if k = 0.

∆
(k)
i,j =




β
(k)
U,i if k ∈ [m− 1], Λ

(k+1)
j,: W

(k+1)
:,i ≥ 0;

β
(k)
L,i if k ∈ [m− 1], Λ

(k+1)
j,: W

(k+1)
:,i < 0;

0 if k = m.

12

Lower bound. The above derivations of upper bound can be applied similarly to deriving lower
bounds of fj(x), and the only difference is now we need to use the LHS of (7) and (8) (rather
than RHS when deriving upper bound) to bound the two terms in (6). Thus, following the same
procedure in deriving the upper bounds, we can iteratively unwrap the activation functions and obtain
a final lower bound fL,1

j (x), where fj(x) ≥ fL,m−1
j (x) ≥ fL,m−2

j (x) ≥ . . . ≥ fL,1
j (x). Let

fL
j (x) = fL,1

j (x), we have:

fL
j (x) = Ω

(0)
j,: x+

m∑
k=1

Ω
(k)
j,: (b

(k) +Θ
(k)
:,j )

Ω
(k−1)
j,: =

{
e�j if k = m+ 1;

(Ω
(k)
j,: W

(k))� ω
(k−1)
j,: if k ∈ [m].

and ∀i ∈ [nk],

ω
(k)
j,i =




α
(k)
L,i if k ∈ [m− 1], Ω

(k+1)
j,: W

(k+1)
:,i ≥ 0;

α
(k)
U,i if k ∈ [m− 1], Ω

(k+1)
j,: W

(k+1)
:,i < 0;

1 if k = 0.

Θ
(k)
i,j =




β
(k)
L,i if k ∈ [m− 1], Ω

(k+1)
j,: W

(k+1)
:,i ≥ 0;

β
(k)
U,i if k ∈ [m− 1], Ω

(k+1)
j,: W

(k+1)
:,i < 0;

0 if k = m.

Indeed, λ(k)
j,i and ω

(k)
j,i only differs in the conditions of selecting α

(k)
U,i or α(k)

L,i; similarly for ∆(k)
i,j and

Θ
(k)
i,j .

B Proof of Corollary 3.3

Definition B.1 (Dual norm). Let ‖ · ‖ be a norm on Rn. The associated dual norm, denoted as ‖ · ‖∗,
is defined as

‖a‖∗ = {sup
y

a�y | ‖y‖ ≤ 1}.

Global upper bound. Our goal is to find a global upper and lower bound for the m-th layer network
output fj(x), ∀x ∈ Bp(x0, ε). By Theorem 3.2, for x ∈ Bp(x0, ε), we have fL

j (x) ≤ fj(x) ≤
fU
j (x) and fU

j (x) = Λ
(0)
j,: x+

∑m
k=1 Λ

(k)
j,: (b

(k) +∆
(k)
:,j ). Thus define γU

j := maxx∈Bp(x0,ε) f
U
j (x),

and we have
fj(x) ≤ fU

j (x) ≤ max
x∈Bp(x0,ε)

fU
j (x) = γU

j ,

since ∀x ∈ Bp(x0, ε). In particular,

max
x∈Bp(x0,ε)

fU
j (x) = max

x∈Bp(x0,ε)

[
Λ

(0)
j,: x+

m∑
k=1

Λ
(k)
j,: (b

(k) +∆
(k)
:,j )

]

=

[
max

x∈Bp(x0,ε)
Λ

(0)
j,: x

]
+

m∑
k=1

Λ
(k)
j,: (b

(k) +∆
(k)
:,j ) (18)

= ε

[
max

y∈Bp(0,1)
Λ

(0)
j,: y

]
+Λ

(0)
j,: x0 +

m∑
k=1

Λ
(k)
j,: (b

(k) +∆
(k)
:,j ) (19)

= ε‖Λ(0)
j,: ‖q +Λ

(0)
j,: x0 +

m∑
k=1

Λ
(k)
j,: (b

(k) +∆
(k)
:,j ). (20)

From (18) to (19), let y := x−x0

ε , and thus y ∈ Bp(0, 1). From (19) to (20), apply Definition B.1
and use the fact that �q norm is dual of �p norm for p, q ∈ [1,∞].
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Global lower bound. Similarly, let γL
j := minx∈Bp(x0,ε) f

L
j (x), we have

fj(x) ≥ fL
j (x) ≥ min

x∈Bp(x0,ε)
fL
j (x) = γL

j .

Since fL
j (x) = Ω

(0)
j,: x+

∑m
k=1 Ω

(k)
j,: (b

(k) +Θ
(k)
:,j ), we can derive γL

j (similar to the derivation of
γU
j ) below:

min
x∈Bp(x0,ε)

fL
j (x) = min

x∈Bp(x0,ε)

[
Ω

(0)
j,: x+

m∑
k=1

Ω
(k)
j,: (b

(k) +Θ
(k)
:,j )

]

=

[
min

x∈Bp(x0,ε)
Ω

(0)
j,: x

]
+

m∑
k=1

Ω
(k)
j,: (b

(k) +Θ
(k)
:,j )

= −ε

[
max

y∈Bp(0,1)
−Ω

(0)
j,: y

]
+Ω

(0)
j,: x0 +

m∑
k=1

Ω
(k)
j,: (b

(k) +Θ
(k)
:,j )

= −ε‖Ω(0)
j,: ‖q +Ω

(0)
j,: x0 +

m∑
k=1

Ω
(k)
j,: (b

(k) +Θ
(k)
:,j ).

Thus, we have

(global upper bound) γU
j = ε‖Λ(0)

j,: ‖q +Λ
(0)
j,: x0 +

m∑
k=1

Λ
(k)
j,: (b

(k) +∆
(k)
:,j ),

(global lower bound) γL
j = −ε‖Ω(0)

j,: ‖q +Ω
(0)
j,: x0 +

m∑
k=1

Ω
(k)
j,: (b

(k) +Θ
(k)
:,j ),

C Illustration of linear upper and lower bounds Sigmoid activation function.

(a) r ∈ S+
k (b) r ∈ S−

k (c) r ∈ S±
k

Figure 3: The linear upper and lower bounds for σ(y) = sigmoid

D fU
j (x) and fL

j (x) using Quadratic approximation

Upper bound. Let fU
j (x) be an upper bound of fj(x). To compute fU

j (x) with quadratic approxi-

mations, we can still apply (7) and (8) except that h(k)
U,r(y) and h

(k)
L,r(y) are replaced by the following

quadratic functions:

h
(k)
U,r(y) = η

(k)
U,ry

2 + α
(k)
U,r(y + β

(k)
U,r), h

(k)
L,r(y) = η

(k)
L,ry

2 + α
(k)
L,r(y + β

(k)
L,r).

14

(a) r ∈ S+
k (b) r ∈ S−

k (c) r ∈ S±
k

Figure 4: The linear upper and lower bounds for σ(y) = ReLU. For the cases (a) and (b), the
linear upper bound and lower bound are exactly the function σ(y) in the region (grey-shaded). For
(c), we plot three out of many choices of lower bound, and they are h

(k)
L,r(y) = 0 (dashed-dotted),

h
(k)
L,r(y) = y (dashed), and h

(k)
L,r(y) =

u(k)
r

u
(k)
r −l

(k)
r

y (dotted).

Therefore,

fU
j (x) =

∑

W
(m)
j,i ≥0

W
(m)
j,i · h(m−1)

U,i (y
(m−1)
i ) +

∑

W
(m)
j,i <0

W
(m)
j,i · h(m−1)

L,i (y
(m−1)
i ) + b

(m)
j , (21)

=

nm−1∑
i=1

W
(m)
j,i

(
τ
(m−1)
j,i y

(m−1)2
i + λ

(m−1)
j,i (y

(m−1)
i +∆

(m−1)
i,j )

)
+ b

(m)
j , (22)

= y(m−1)�diag(q
(m−1)
U,j )y(m−1) +Λ

(m−1)
j,: y(m−1) +W

(m)
j,: ∆

(m−1)
:,j , (23)

= Φm−2(x)
�Q

(m−1)
U Φm−2(x) + 2p

(m−1)
U Φm−2(x) + s

(m−1)
U . (24)

From (21) to (22), we replace h
(m−1)
U,i (y

(m−1)
i ) and h

(m−1)
L,i (y

(m−1)
i ) by their definitions and let

(τ
(m−1)
j,i , λ

(m−1)
j,i ,∆

(m−1)
i,j ) =

{
(η

(m−1)
U,i , α

(m−1)
U,i , β

(m−1)
U,i ) if W(m)

j,i ≥ 0;

(η
(m−1)
L,i , α

(m−1)
L,i , β

(m−1)
L,i ) if W(m)

j,i < 0.

From (22) to (23), we let q(m−1)
U,j = W

(m)
j,: � τ

(m−1)
j,i , and write in the matrix form. From (23)

to (24), we substitute y(m−1) by its definition: y(m−1) = W(m−1)Φ(m−2)(x) + b(m−1) and then
collect the quadratic terms, linear terms and constant terms of Φ(m−2)(x), where

Q
(m−1)
U = W(m−1)�diag(q

(m−1)
U,j )W(m−1),

p
(m−1)
U = b(m−1)� � q

(m−1)
U,j +Λ

(m−1)
j,: ,

s
(m−1)
U = p

(m−1)
U b(m−1) +W

(m)
j,: ∆

(m−1)
:,j .

Lower bound. Similar to the above derivation, we can simply swap h
(k)
U,r and h

(k)
L,r and obtain lower

bound fL
j (x):

fL
j (x) =

∑

W
(m)
j,i <0

W
(m)
j,i · h(m−1)

U,i (y
(m−1)
i ) +

∑

W
(m)
j,i ≥0

W
(m)
j,i · h(m−1)

L,i (y
(m−1)
i ) + b

(m)
j ,

= Φm−2(x)
�Q

(m−1)
L Φm−2(x) + 2p

(m−1)
L Φm−2(x) + s

(m−1)
L ,

where
Q

(m−1)
L = W(m−1)�diag(q

(m−1)
L,j )W(m−1), q

(m−1)
L,j = W

(m)
j,: � ν

(m−1)
j,i ; (25)

p
(m−1)
U = b(m−1)� � q

(m−1)
U,j +Λ

(m−1)
j,: , p

(m−1)
L = b(m−1)� � q

(m−1)
L,j +Ω

(m−1)
j,: ; (26)

s
(m−1)
U = p

(m−1)
U b(m−1) +W

(m)
j,: ∆

(m−1)
:,j , s

(m−1)
L = p

(m−1)
L b(m−1) +W

(m)
j,: Θ

(m−1)
:,j , (27)

and

(ν
(m−1)
j,i , ω

(m−1)
j,i ,Θ

(m−1)
i,j ) =

{
(η

(m−1)
L,i , α

(m−1)
L,i , β

(m−1)
L,i ) if W(m)

j,i ≥ 0;

(η
(m−1)
U,i , α

(m−1)
U,i , β

(m−1)
U,i ) if W(m)

j,i < 0.
(28)
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E Additional Experimental Results

E.1 Results on CROWN-Ada

Table 6: Comparison of our proposed certified lower bounds for ReLU with adaptive lower bounds
(CROWN-Ada), Fast-Lin and Fast-Lip and Op-nrom. LP-full and Reluplex cannot finish within a
reasonable amount of time for all the networks reported here. We also include Op-norm, where we
directly compute the operator norm (for example, for p = 2 it is the spectral norm) for each layer
and use their products as a global Lipschitz constant and then compute the robustness lower bound.
CLEVER is an estimated robustness lower bound, and attacking algorithms (including CW [6] and
EAD [31]) provide upper bounds of the minimum adversarial distortion. For each norm, we consider
the robustness against three targeted attack classes: the runner-up class (with the second largest
probability), a random class and the least likely class. It is clear that CROWN-Ada notably improves
the lower bound comparing to Fast-Lin, especially for larger and deeper networks, the improvements
can be up to 28%.

Networks Lower bounds and upper bounds (Avg.) Time per Image (Avg.)

Config p Target
Lower Bounds (certified) improvements Uncertified Lower Bounds

[20] [3] Our algorithm over [27] Attacks [20] Our bound
Fast-Lin Fast-Lip Op norm CROWN-Ada Fast-Lin CLEVER CW/EAD Fast-Lin Fast-Lip CROWN-Ada

MNIST
2× [1024]

∞
runner-up 0.02256 0.01802 0.00159 0.02467 +9.4% 0.0447 0.0856 163 ms 179 ms 128 ms

rand 0.03083 0.02512 0.00263 0.03353 +8.8% 0.0708 0.1291 176 ms 213 ms 166 ms
least 0.03854 0.03128 0.00369 0.04221 +9.5% 0.0925 0.1731 176 ms 251 ms 143 ms

2
runner-up 0.46034 0.42027 0.24327 0.50110 +8.9% 0.8104 1.1874 154 ms 184 ms 110 ms

rand 0.63299 0.59033 0.40201 0.68506 +8.2% 1.2841 1.8779 141 ms 212 ms 133 ms
least 0.79263 0.73133 0.56509 0.86377 +9.0% 1.6716 2.4556 152 ms 291 ms 116 ms

1
runner-up 2.78786 3.46500 0.20601 3.01633 +8.2% 4.5970 9.5295 159 ms 989 ms 136 ms

rand 3.88241 5.10000 0.35957 4.17760 +7.6% 7.4186 17.259 168 ms 1.15 s 157 ms
least 4.90809 6.36600 0.48774 5.33261 +8.6% 9.9847 23.933 179 ms 1.37 s 144 ms

MNIST
3× [1024]

∞
runner-up 0.01830 0.01021 0.00004 0.02114 +15.5% 0.0509 0.1037 805 ms 1.28 s 1.33 s

rand 0.02216 0.01236 0.00007 0.02576 +16.2% 0.0717 0.1484 782 ms 859 ms 1.37 s
least 0.02432 0.01384 0.00009 0.02835 +16.6% 0.0825 0.1777 792 ms 684 ms 1.37 s

2
runner-up 0.35867 0.22120 0.06626 0.41295 +15.1% 0.8402 1.3513 732 ms 1.06 s 1.26 s

rand 0.43892 0.26980 0.10233 0.50841 +15.8% 1.2441 2.0387 711 ms 696 ms 1.26 s
least 0.48361 0.30147 0.13256 0.56167 +16.1% 1.4401 2.4916 723 ms 655 ms 1.25 s

1
runner-up 2.08887 1.80150 0.00734 2.39443 +14.6% 4.8370 10.159 685 ms 2.36 s 1.15 s

rand 2.59898 2.25950 0.01133 3.00231 +15.5% 7.2177 17.796 743 ms 2.69 s 1.25 s
least 2.87560 2.50000 0.01499 3.33231 +15.9% 8.3523 22.395 729 ms 3.08 s 1.31 s

MNIST
4× [1024]

∞
runner-up 0.00715 0.00219 0.00001 0.00861 +20.4% 0.0485 0.08635 1.54 s 3.42 s 3.23 s

rand 0.00823 0.00264 0.00001 0.00997 +21.1% 0.0793 0.1303 1.53 s 2.17 s 3.57 s
least 0.00899 0.00304 0.00001 0.01096 +21.9% 0.1028 0.1680 1.74 s 2.00 s 3.87 s

2
runner-up 0.16338 0.05244 0.11015 0.19594 +19.9% 0.8689 1.2422 1.79 s 2.58 s 3.52 s

rand 0.18891 0.06487 0.17734 0.22811 +20.8% 1.4231 1.8921 1.78 s 1.96 s 3.79 s
least 0.20671 0.07440 0.23710 0.25119 +21.5% 1.8864 2.4451 1.98 s 2.01 s 4.01 s

1
runner-up 1.33794 0.58480 0.00114 1.58151 +18.2% 5.2685 10.079 1.87 s 1.93 s 3.34 s

rand 1.57649 0.72800 0.00183 1.88217 +19.4% 8.9764 17.200 1.80 s 2.04 s 3.54 s
least 1.73874 0.82800 0.00244 2.09157 +20.3% 11.867 23.910 1.94 s 2.40 s 3.72 s

CIFAR
5× [2048]

∞
runner-up 0.00137 0.00020 0.00000 0.00167 +21.9% 0.0062 0.00950 18.2 s 38.2 s 33.1 s

rand 0.00170 0.00030 0.00000 0.00212 +24.7% 0.0147 0.02351 19.6 s 48.2 s 36.7 s
least 0.00188 0.00036 0.00000 0.00236 +25.5% 0.0208 0.03416 20.4 s 50.5 s 38.6 s

2
runner-up 0.06122 0.00948 0.00156 0.07466 +22.0% 0.2712 0.3778 24.2 s 39.4 s 41.0 s

rand 0.07654 0.01417 0.00333 0.09527 +24.5% 0.6399 0.9497 26.0 s 31.2 s 42.5 s
least 0.08456 0.01778 0.00489 0.10588 +25.2% 0.9169 1.4379 25.0 s 33.2 s 44.4 s

1
runner-up 0.93836 0.22632 0.00000 1.13799 +21.3% 4.0755 7.6529 24.7 s 45.1 s 40.5 s

rand 1.18928 0.31984 0.00000 1.47393 +23.9% 9.7145 21.643 25.7 s 36.2 s 44.0 s
least 1.31904 0.38887 0.00001 1.64452 +24.7% 12.793 34.497 26.0 s 31.7 s 44.9 s

CIFAR
6× [2048]

∞
runner-up 0.00075 0.00005 0.00000 0.00094 +25.3% 0.0054 0.00770 27.6 s 64.7 s 47.3 s

rand 0.00090 0.00007 0.00000 0.00114 +26.7% 0.0131 0.01866 28.1 s 72.3 s 49.3 s
least 0.00095 0.00008 0.00000 0.00122 +28.4% 0.0199 0.02868 28.1 s 76.3 s 49.4 s

2
runner-up 0.03462 0.00228 0.00476 0.04314 +24.6% 0.2394 0.2979 37.0 s 60.7 s 65.8 s

rand 0.04129 0.00331 0.01079 0.05245 +27.0% 0.5860 0.7635 40.0 s 56.8 s 71.5 s
least 0.04387 0.00385 0.01574 0.05615 +28.0% 0.8756 1.2111 40.0 s 56.3 s 72.5 s

1
runner-up 0.59636 0.05647 0.00000 0.73727 +23.6% 3.3569 6.0112 37.2 s 65.6 s 66.8 s

rand 0.72178 0.08212 0.00000 0.91201 +26.4% 8.2507 17.160 39.5 s 53.5 s 71.6 s
least 0.77179 0.09397 0.00000 0.98331 +27.4% 12.603 28.958 40.7 s 42.1 s 72.5 s

CIFAR
7× [1024]

∞
runner-up 0.00119 0.00006 0.00000 0.00148 +24.4% 0.0062 0.0102 8.98 s 20.1 s 16.2 s

rand 0.00134 0.00008 0.00000 0.00169 +26.1% 0.0112 0.0218 8.98 s 20.3 s 16.7 s
least 0.00141 0.00010 0.00000 0.00179 +27.0% 0.0148 0.0333 8.81 s 22.1 s 17.4 s

2
runner-up 0.05279 0.00308 0.00020 0.06569 +24.4% 0.2661 0.3943 12.7 s 20.9 s 20.7 s

rand 0.05937 0.00407 0.00029 0.07496 +26.3% 0.5145 0.9730 12.6 s 18.7 s 21.8 s
least 0.06249 0.00474 0.00038 0.07943 +27.1% 0.6253 1.3709 12.9 s 20.7 s 22.2 s

1
runner-up 0.76648 0.07028 0.00000 0.95204 +24.2% 4.815 7.9987 12.8 s 21.0 s 21.9 s

rand 0.86468 0.09239 0.00000 1.09067 +26.1% 8.630 22.180 13.2 s 19.8 s 22.4 s
least 0.91127 0.10639 0.00000 1.15687 +27.0% 11.44 31.529 13.3 s 17.6 s 22.9 s

E.2 Results on CROWN-general
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Table 7: Comparison of certified lower bounds by CROWN-Ada on ReLU networks and CROWN-
general on networks with tanh, sigmoid and arctan activations. CIFAR models with sigmoid activa-
tions achieve much worse accuracy than other networks and are thus excluded. For each norm, we
consider the robustness against three targeted attack classes: the runner-up class (with the second
largest probability), a random class and the least likely class.

Network Certified Bounds by CROWN-general Average Computation Time (sec)
�p norm target tanh sigmoid arctan tanh sigmoid arctan

MNIST
3× [1024]

�∞
runner-up 0.0164 0.0225 0.0169 0.3374 0.3213 0.3148
random 0.0230 0.0325 0.0240 0.3185 0.3388 0.3128

least 0.0306 0.0424 0.0314 0.3129 0.3586 0.3156

�2
runner-up 0.3546 0.4515 0.3616 0.3139 0.3110 0.3005
random 0.5023 0.6552 0.5178 0.3044 0.3183 0.2931

least 0.6696 0.8576 0.6769 0.3869 0.3495 0.2676

�1
runner-up 2.4600 2.7953 2.4299 0.2940 0.3339 0.3053
random 3.5550 4.0854 3.5995 0.3277 0.3306 0.3109

least 4.8215 5.4528 4.7548 0.3201 0.3915 0.3254

MNIST
4× [1024]

�∞
runner-up 0.0091 0.0162 0.0107 1.6794 1.7902 1.7099
random 0.0118 0.0212 0.0136 1.7783 1.7597 1.7667

least 0.0147 0.0243 0.0165 1.8908 1.8483 1.7930

�2
runner-up 0.2086 0.3389 0.2348 1.6416 1.7606 1.8267
random 0.2729 0.4447 0.3034 1.7589 1.7518 1.6945

least 0.3399 0.5064 0.3690 1.8206 1.7929 1.8264

�1
runner-up 1.8296 2.2397 1.7481 1.5506 1.6052 1.6704
random 2.4841 2.9424 2.3325 1.6149 1.7015 1.6847

least 3.1261 3.3486 2.8881 1.7762 1.7902 1.8345

MNIST
5× [1024]

�∞
runner-up 0.0060 0.0150 0.0062 3.9916 4.4614 3.7635
random 0.0073 0.0202 0.0077 3.5068 4.4069 3.7387

least 0.0084 0.0230 0.0091 3.9076 4.6283 3.9730

�2
runner-up 0.1369 0.3153 0.1426 4.1634 4.3311 4.1039
random 0.1660 0.4254 0.1774 4.1468 4.1797 4.0898

least 0.1909 0.4849 0.2096 4.5045 4.4773 4.5497

�1
runner-up 1.1242 2.0616 1.2388 4.4911 3.9944 4.4436
random 1.3952 2.8082 1.5842 4.4543 4.0839 4.2609

least 1.6231 3.2201 1.9026 4.4674 4.5508 4.5154

CIFAR-10
5× [2048]

�∞
runner-up 0.0005 - 0.0006 37.3918 - 37.1383
random 0.0008 - 0.0009 38.0841 - 37.9199

least 0.0010 - 0.0011 39.1638 - 39.4041

�2
runner-up 0.0219 - 0.0256 47.4896 - 48.3390
random 0.0368 - 0.0406 54.0104 - 52.7471

least 0.0460 - 0.0497 55.8924 - 56.3877

�1
runner-up 0.3744 - 0.4491 46.4041 - 47.1640
random 0.6384 - 0.7264 54.2138 - 51.6295

least 0.8051 - 0.8955 56.2512 - 55.6069

CIFAR-10
6× [2048]

�∞
runner-up 0.0004 - 0.0003 59.5020 - 58.2473
random 0.0006 - 0.0006 59.7220 - 58.0388

least 0.0006 - 0.0007 60.8031 - 60.9790

�2
runner-up 0.0177 - 0.0163 78.8801 - 72.1884
random 0.0254 - 0.0251 84.2228 - 83.1202

least 0.0294 - 0.0306 86.2997 - 86.9320

�1
runner-up 0.3043 - 0.2925 78.7486 - 70.2496
random 0.4406 - 0.4620 89.7717 - 83.7972

least 0.5129 - 0.5665 87.2094 - 86.6502

CIFAR-10
7× [1024]

�∞
runner-up 0.0006 - 0.0005 20.8612 - 20.5169
random 0.0008 - 0.0007 21.4550 - 21.2134

least 0.0008 - 0.0008 21.3406 - 21.1804

�2
runner-up 0.0260 - 0.0225 27.9442 - 27.0240
random 0.0344 - 0.0317 30.3782 - 29.8086

least 0.0376 - 0.0371 30.7492 - 30.7321

�1
runner-up 0.3826 - 0.3648 28.1898 - 27.1238
random 0.5087 - 0.5244 29.6373 - 30.5106

least 0.5595 - 0.6171 31.3457 - 30.6481
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Abstract

If we want AI systems to make decisions, or to support hu-
mans in making them, we need to make sure they are aware
of the ethical principles that are involved in such decisions, so
they can guide towards decisions that are conform to the eth-
ical principles. Complex decisions that we make on a daily
basis are based on our own subjective preferences over the
possible options. In this respect, the CP-net formalism is a
convenient and expressive way to model preferences over de-
cisions with multiple features. However, often the subjective
preferences of the decision makers may need to be checked
against exogenous priorities such as those provided by eth-
ical principles, feasibility constraints, or safety regulations.
Hence, it is essential to have principled ways to evaluate if
preferences are compatible with such priorities. To do this,
we describe also such priorities via CP-nets and we define a
notion of distance between the ordering induced by two CP-
nets. We also provide tractable approximation algorithms for
computing the distance and we define a procedure that uses
the distance to check if the preferences are close enough to
the ethical principles. We then provide an experimental eval-
uation showing that the quality of the decision with respect
to the subjective preferences does not significantly degrade
when conforming to the ethical principles.

Introduction
If we want people to trust AI systems, we need to provide
them with the ability to discriminate between good and bad
decisions. The quality of a decision should not be based only
on the preferences or optimisation criteria of the decision
makers, but also on other properties related to the impact of
the decision, such as whether it is ethical, or if it complies to
constraints and priorities given by feasibility constraints or
safety regulations.

A lot of work has been done to understand how to model
and reason with subjective preferences. This is understand-
able, since preferences are ubiquitous in everyday life. We
use our own subjective preferences whenever we want to
make a decision to choose our most preferred alternative.
Therefore the study of preferences in computer science and
AI has been very active for a number of years with impor-
tant theoretical and practical results (Domshlak et al. 2011;

Copyright c© 2018, Association for the Advancement of Artificial
Intelligence (www.aaai.org). All rights reserved.

Pigozzi et al. 2015) as well as libraries and datasets (Mattei
and Walsh 2013).

Our preferences may apply to one or more of the individ-
ual components, rather than to an entire decision. For exam-
ple, if we need to choose a car, we may prefer certain colours
over others, and we may prefer certain brands over others.
We may also have conditional preferences, such as in prefer-
ring red cars if the car is a convertible. For these scenarios,
the CP-net formalism (Boutilier et al. 2004) is a convenient
and expressive way to model preferences (Rossi et al. 2011;
Chevaleyre et al. 2008; Goldsmith et al. 2008; Cornelio et
al. 2013) CP-nets indeed provide an effective compact way
to qualitatively model preferences over outcomes (that is,
decisions) with a combinatorial structure. CP-nets are also
easy to elicit and provide efficient optimization reasoning
(Chevaleyre et al. 2011; Allen et al. 2015). Moreover, in a
collective decision making scenario, several CP-nets can be
aggregated, e.g., using voting rules (Conitzer et al. 2011;
Mattei et al. 2013; Cornelio et al. 2015), to find compro-
mises and reach consensus among decision makers.

If ethical constraints are added to this scenario, it means
that the subjective preferences of the decision makers is
not the only source of information we should consider (Sen
1974; Thomson 1985; Bonnefon et al. 2016). Indeed, de-
pending on the context, we may have to consider specific
ethical principles derived from an appropriate ethical the-
ory (Copp 2005). While preferences are important, when
preferences and ethical principles are in conflict, the prin-
ciples should override the subjective preferences of the de-
cision maker. For example, in a hiring scenario, the prefer-
ences of the hiring committee members over the candidates
should be measured against ethical guidelines and laws e.g.,
ensuring gender and minority diversity. Therefore, it is es-
sential to have principled ways to evaluate if preferences are
compatible with a set of ethical principles, and to measure
how much these preferences deviate from the ethical princi-
ples. The ability to precisely quantify the distance between
subjective preferences and external priorities, such as those
given by ethical principles, provides a way to both recognize
deviations from feasibility or ethical constraints, and also to
suggest more compliant decisions.

In this paper we use CP-nets to model both exogenous
priorities, e.g., those provided by ethical principles, and sub-
jective preferences of decision makers. Thus the distance be-
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tween an individual subjective preferences and some ethical
principles can be measured via a notion of distance between
CP-nets. Indeed, we define such a notion of distance (for-
mally a distance function or metric) between CP-nets.

Since CP-nets are a compact representation of a partial or-
der over the possible decisions, the ideal notion of distance
is a distance between the induced partial orders of the CP-
nets. However, the size of the induced orders is exponential
in the size of the CP-net, and we conjecture that comput-
ing a distance between such partial orders is computation-
ally intractable because of this possibly exponential explo-
sion. Therefore we propose a tractable approximation that is
computed directly over the CP-nets dependency graphs, and
we study the quality of the approximation.

To define the desired distance between partial orders, we
generalize the classic (Kendall 1938) τ (KT) distance, which
counts the number of inverted pairs between two complete,
strict linear orders. We add a penalty parameter p defined for
partial rankings as proposed by (Fagin et al. 2006), and use
this distance, that we call KTD, to compare partial orders. In
KTD the contribution of pairs of outcomes that are ordered
in opposite ways is 1 and that of those that are ordered in one
partial order and incomparable in the other is p. We show
that 0.5 ≤ p < 1 is required for KTD to be a distance.

For the tractable approximation of KTD, we can define
a distance between CP-nets, called CPD, that only analyzes
the dependency structure of the CP-nets and their CP-tables.
We then characterize the case when CPD = 0, which cor-
respond to when the two CP-nets have the same dependency
structure and CP-tables. In other words, CPD = 0 if and
only if the two CP-nets are identical and they induce the
same partial order over outcomes.

In general the values returned by CPD and KPD can be
different. More precisely, the pairs of outcomes for which
CPD could give an incorrect contribution to the distance are
those that are either incomparable in both CP-nets (in this
case CPD could generate an error of +p or −p), or that are
incomparable in a CP-net and ordered in the other (in this
case the CPD error can be +1). To give upper and lower
bounds to the error that CPD can make, we study the number
of incomparable pairs present in a CP-net. We show that it
is polynomial to compute the number of incomparable pairs
of outcomes in a separable CP-net (that is, CP-nets with no
dependencies among features). Non-separable CP-nets have
fewer incomparable pairs of outcomes, since each depen-
dency link eliminates at least one incomparable pair.

Our theoretical bounds are fairly wide. For this reason,
we perform an experimental analysis of the relationship be-
tween CPD and KTD, which shows that the average error
is never more than 10%. We then define a procedure that
evaluates the distance between subjective preferences and
ethical principles, and makes decisions using the subjective
preferences if they are close enough to the ethical principles.
Otherwise, the procedure moves to less preferred decisions
until we find one that is a compromise between the ethical
principles and the preferences. We then perform an exper-
imental evaluation showing that the quality of the decision
with respect to the subjective preferences does not signifi-
cantly degrade, i.e., only needs to be moved a short distance

in the preference order, when we need compliance with the
ethical principles.

Background: CP-nets
CP-nets (Boutilier et al. 2004) (for Conditional Prefer-
ence networks) are a graphical model for compactly rep-
resenting conditional and qualitative preference relations.
They are sets of ceteris paribus preference statements (cp-
statements). For instance, the cp-statement “I prefer red
wine to white wine if meat is served.” asserts that, given
two meals that differ only in the kind of wine served and
both containing meat, the meal with red wine is prefer-
able to the meal with white wine. Formally, a CP-net has
a set of features F = {x1, . . . , xn} with finite domains
D(x1), . . . ,D(xn). For each feature xi, we are given a set
of parent features Pa(xi) that can affect the preferences
over the values of xi. This defines a dependency graph
in which each node xi has Pa(xi) as its immediate pre-
decessors. An acyclic CP-net is one in which the depen-
dency graph is acyclic. Given this structural information,
one needs to specify the preference over the values of each
variable x for each complete assignment on Pa(x). This
preference is assumed to take the form of a total or par-
tial order over D(x). A cp-statement has the general form
x1 = v1, . . . , xn = vn : x = a1 � . . . � x = am, where
Pa(x) = {x1, . . . , xn}, D(x) = {a1, . . . , am} , and � is
a total order over such a domain. The set of cp-statements
regarding a certain variable X is called the cp-table for X .

Consider a CP-net whose features are A, B, C, and D,
with binary domains containing f and f if F is the name of
the feature, and with the cp-statements as follows: a � a,
b � b, (a ∧ b) : c � c, (a ∧ b) : c � c, (a ∧ b) : c � c,
(a ∧ b) : c � c, c : d � d, c : d � d. Here, statement
a � a represents the unconditional preference for A = a
over A = a, while statement c : d � d states that D = d is
preferred to D = d, given that C = c.

A worsening flip is a change in the value of a variable to
a less preferred value according to the cp-statement for that
variable. For example, in the CP-net above, passing from
abcd to abcd is a worsening flip since c is better than c given
a and b. One outcome α is better than another outcome β
(written α � β) if and only if there is a chain of worsening
flips from α to β. This definition induces a preorder over the
outcomes, which is a partial order if the CP-net is acyclic.

Finding the optimal outcome of a CP-net is NP-
hard (Boutilier et al. 2004). However, in acyclic CP-nets,
there is only one optimal outcome and this can be found in
linear time by sweeping through the CP-net, assigning the
most preferred values in the cp-tables. For instance, in the
CP-net above, we would choose A = a and B = b, then
C = c, and then D = d. In the general case, the optimal out-
comes coincide with the solutions of a set of constraints ob-
tained replacing each cp-statement with a constraint (Braf-
man and Dimopoulos 2004): from the cp-statement x1 =
v1, . . . , xn = vn : x = a1 � . . . � x = am we get the
constraint v1, . . . , vn ⇒ a1. For example, the following cp-
statement (of the example above) (a ∧ b) : c � c would be
replaced by the constraint (a ∧ b) ⇒ c.

In this paper we want to compare CP-nets while lever-
aging the compactness of the representation. To do this, we
consider profile (P,O), where P is a collection of n CP-
nets (whose graph is a directed acyclic graph (DAG)) over
m common variables with binary domains and O is a to-
tal order over these variables. We require that the profile is
O-legal (Lang and Xia 2009), which means that in each CP-
net, each variable is independent to all the others following
in the ordering O. Given a variable Xi the function flw(Xi)
returns the number of variables following Xi in O.

Since every acyclic CP-net is satisfiable (Boutilier et al.
2004), we compute a distance among two CP-nets by com-
paring a linearization of the partial orders induced by the two
CP-nets. In this paper, we consider the linearization gener-
ated using the algorithm described in the proof of Theorem
1 of (Boutilier et al. 2004) and reproduced below as Algo-
rithm 1. This algorithm works as follows: Given an acyclic
CP-net A over n variables and a ordering O to which the
A is O-legal, we know there is at least one variable with
no parents. If more than one variable has no parents, then
we choose the one that comes first in the provided order-
ing O; let X be such a variable. Let x1 � x2 be the order-
ing over Dom(X) dictated by the cp-table of X . For each
xi ∈ Dom(X), construct a CP-net, Ni, with the n− 1 vari-
ables V −X by removing X from the initial CP-net, and for
each variable Y that is a child of X , revising its CPT by re-
stricting each row to X = xi. We can construct a preference
ordering �i for each of the reduced CP-nets Ni. For each
Ni recursively identify the variable Xi with no parents and
construct a CP-net for each value in Dom(Xi) following the
same algorithm until a CP-net have variables. We can now
construct a preference ordering for the original network A
by ranking every outcome with X = xi as preferred to any
outcome with X = xj if xi � xj in CPT(X). This lineariza-
tion, which we denote with LexO(A), assures that ordered
pairs in the induced partial order are ordered the same in
the linearization and that incomparable pairs are linearized
using the cp-tables.

Algorithm 1 Linearization of a Partial Order induced by a
CP-net A

1: function LEXO(A,O,Lin = [], o = None) � Where
A is a CP-net, O is the O-legal order on A, Lin is the
(initially empty) linearization computed by the function,
and o is an outcome (initially none).

2: if O = Null then
3: Lin.append(o)
4: return Lin
5: end if
6: v = pop(O)
7: for value ∈ CPTA,o(v) do
8: temp = o+ value
9: Lin = LexO(A,O,Lin, temp)

10: end for
11: return Lin
12: end function

In Algorithm 1, CPTA,o(v) returns the ordered values
of variable v in CP-net A, given a partial assignment o to

a subset of variables. This linearization, which we denote
with LexO(A,O), where A is a CP-net and O an O-legal
order over the features of A, enforces that ordered pairs in
the induced partial order are ordered the same in the lin-
earization and that incomparable pairs are linearized using
the cp-tables.

A CP-net Distance Function
In what follows we will assume that all CP-nets are acyclic
and in minimal (non-degenerate) form, i.e., all arcs in the
dependency graph have a real dependency expressed in the
cp-statements, see the extended discussion in (Allen et al.
2017; 2016). The following definition is an extension of the
(Kendall 1938) τ (KT) distance with a penalty parameter p
defined for partial rankings by (Fagin et al. 2006).
Definition 1. Given two CP-nets A and B inducing partial
orders P and Q over the same set of outcomes U :

KTD(A,B) = KT (P,Q) =
∑

∀i,j∈U,i �=j

Kp
i,j(P,Q) (1)

where i and j are two outcomes with i �= j, we have:

1. Kp
i,j(P,Q) = 0 if i, j are ordered in the same way or they

are incomparable in both P and Q;
2. Kp

i,j(P,Q) = 1 if i, j are ordered inversely in P and Q;

3. Kp
i,j(P,Q) = p, 0.5 ≤ p < 1 if i, j are ordered in P

(resp. Q) and incomparable in Q (resp. P ).

In the previous definition we choose p ≥ 0.5 to make
KTD(A,B) a distance function, indeed if p < 0.5 the dis-
tance does not satisfy the triangle inequality. We also ex-
clude p = 1 so that there is a penalty for two outcomes being
considered incomparable in one and ordered in another CP-
net. This allows us, assuming O-legality, to define for each
CP-net a unique most distant CP-net.
Proposition 1. Given two acyclic CP-nets A and B that
are not O-legal, deciding if KTD(A,B) = 0 cannot be
computed in polynomial time unless P = NP .

The NP-complete problem of checking for equivalence
for two arbitrary CP-nets (Santhanam et al. 2013), i.e., de-
ciding if two CP-nets induce the same ordering, can be re-
duced to the problem of checking if their KTD distance is 0.
That is, if we had a polynomial time algorithm for deciding
if KTD(A,B) = 0 then we could decide the equivalence
problem for acyclic CP-nets. We know from (Boutilier et
al. 2004) that dominance testing for max-δ-connected CP-
nets, that is CP-nets where the maximum number of paths
between two variables is polynomially bounded in the size
of the CP-net is NP-complete. We know that O-legal, acyclic
CP-nets are a class of max-δ-connected CP-nets because the
O-legality constraint means that there are only a maximum
of n − 2 paths between two nodes. However, this does not
necessarily mean that the equivalence question is automati-
cally hard. As we will see, our lower bound can actually be
used to check equivalence for acyclic, O-legal CP-nets.

Since the question of dominance is closely related to that
of distance, the complexity of computing KTD for O-legal
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CP-nets remains an important open question that we con-
jecture to be intractable. Due to this likely intractability we
will define another distance for CP-nets which can be com-
puted efficiently directly from the CP-nets without having to
explicitly compute the induced partial orders. This new dis-
tance is defined as the Kendal Tau distance of the two LexO
linearizations of the partial orders (see Section ).
Definition 2. Given two O-legal CP-nets A and B, with m
features, we define:

CPD(A,B) = KT (LexO(A), LexO(B)) (2)
We show that CPD is a distance over O-legal CP-nets.

Theorem 1. Function CPD(A,B) satisfies the following
properties:

1. CPD(A,B) ≥ 0;
2. CPD(A,B) = CPD(B,A);
3. CPD(A,B) ≤ CPD(A,C) + CPD(C,B).
4. CPD(A,B) = 0 if and only if A = B;

Proof. Properties 1-3 are directly derived from the fact that
KTD is a distance function over total orders. Let us now fo-
cus on property 4. In our context, A = B if and only if they
induce the same partial order. It is, thus, obvious that if A =
B then CPD(A,B) = 0 since LexO(A) = LexO(B).
Let us now assume that A �= B. Thus A and B induce dif-
ferent partial orders. In principle, what could happen is that
one partial order is a subset of the other. In such a case they
would have the same LexO linearizations and it would be
the case that CPD(A,B) = 0, despite them being differ-
ent. We need to show that this cannot be the case if A and B
are O-legal. Let us first assume that A and B have the same
dependency graph but that they differ in at least one ordering
in one CP-table. It is easy to see that in such a case there is
at least one pair of outcomes that are ordered in the opposite
way in the two induced partial orders. Assume that A and
B have a different dependency graph. Due to O-legality it
must be that there is a least an edge which is present, say,
in A and missing B. In this case by adding a non-redundant
dependency we are reversing the order of at least two out-
comes.

We will now show how CPD(A,B) can be directly com-
puted from CP-nets A and B, without having to compute the
linearizations. The computation comprises of two steps. The
first step, which we call, normalization, modifies A and B
so that each feature will have the same set of parents in both
CP-nets. This means that each feature will have in both nor-
malized CP-nets a CP-table with exactly the same number of
rows corresponding each to the same assignment to its par-
ents. The second step, broadly speaking, computes the con-
tribution to the distance of each difference in the CP-table
entries. We describe each step in turn.

Step 1: Normalization. Consider two CP-nets, A and B
over m variables V = {X1, . . . , Xm} each with binary do-
mains. We assume the two CP-nets are O-legal with respect
to a total order O = X1 < X2 < · · · < Xm−1 < Xm. We

note that O-legality implies that the Xi can only depend on
a subset of {X1, . . . , Xi−1}

Each variable Xi has a set of parents PaA(Xi) (resp.
PaB(Xi)) in A (resp. in B), and is annotated with a condi-
tional preference table in each CP-net, denoted CPTA(Xi)
and CPTB(Xi).

We note that, in general we will have that PaA(Xi) �=
PaB(Xi). However, it is easy to extend the two CP-nets so
that in both Xi will have the same set of parents PaA(Xi)∪
PaB(Xi). This is done by adding redundant information to
the CP-tables, which does not alter the induced ordering.

For example, let us consider CPTA(Xi), then we will add
2PaA(Xi)∪PaB(Xi)−2PaA(Xi) copies of each original row to
CPTA(Xi), that is, one for each assignment to the variables
on which Xi depends in B but not in A. After this process is
applied to all the features in both CP-nets, each feature will
have the same parents in both CP-nets and its CP-tables will
have the same number of rows in both CP-nets. We denote
with A′ and B′ the resulting CP-nets.

We note that normalization can be seen as the reverse pro-
cess of CP-net reduction (Apt et al. 2008) which eliminates
redundant dependencies in a CP-net.

Step 2: Distance Calculation Given two normalized CP-
nets A and B, let diff(A,B) represent the set of CP-table
entries of B which are different in A and let var(i) = j if
CP-table entry i refers to variable Xj . Moreover, let m =
|V | and flw(X) denote the number of features following X
in order O. Let us define the two following quantities:

nSwap(A,B) =
∑

j∈diff(A,B)

2flw(var(j))+(m−1)−|PaB(var(j))|

(3)

which counts the number of inversions that are caused by
each different table entry and sums them up.
Theorem 2. Given two normalized CP-nets A and B, we
have:

CPD(A,B) = nSwap(A,B) (4)
We provide an example of how a difference in a CP-table

entry affects the LexO linearization.
Example 0.1. Consider a CP-net with three binary features,
A, B, and C, with domains containing f and f if F is
the name of the feature, and with the cp-statements as fol-
lows: a � a, b � b, c � c. A linearization of the partial
order induced by this CP-net can be obtained by impos-
ing an order over the variables, say Let variable ordering
O = A � B � C. The LexO(A) is as follows:

A1Zone︷ ︸︸ ︷
B1Zone︷ ︸︸ ︷

abc � abc �

B2Zone︷ ︸︸ ︷
abc � abc �

A2zone︷ ︸︸ ︷
B3zone︷ ︸︸ ︷

abc � abc �

B4zone︷ ︸︸ ︷
abc � abc

Now, consider changing only the cp-statement regarding
A to a � a. Then, the linearization of this new CP-net can

be obtained by the previous one by swapping the first out-
come in the A1zone with the first outcome in the A2zone,
the second outcome in the A1zone with the second outcome
in the A2zone and so on. Moreover, the number of swaps
is directly dependent on the number of variables that come
after A in the total order.

From Theorem 2 we can see that 0 ≤ CPD(A,B) ≤
2m−1(2m − 1), where m is the number of features. In par-
ticular:
• CPD(A,B) = 0 when the two CP-nets have the same

dependency graph and cp-tables and so they are repre-
senting the same preferences;

• CPD(A,B) = 2m−1(2m − 1) when the two CP-nets
have the same dependency graph but cp-tables with re-
versed entries, so they are representing preferences that
are opposite to each other.

Notice that variables with different cp-statements in the rep-
resentation give more value to the distance if they come first
in the total order: the value decreases as the position in the
total order increases. For instance it is easy to prove that if
the cp-statement of the first variable in the total order differs,
than CPD ≥ 2m−2(2m − 1).

Supporting Ethical Decisions
Ethical principles are modelled via a CP-net, say S, and an
individual models her preferences via another CP-net, say
B. We assume that these two CP-nets have the same fea-
tures.

Of course this is a restriction and in general we think the
features of these two CP-nets can overlap but not necessarily
be the same. We are studying what happens when the two
sets of features do not coincide. But for the purpose of this
paper we will assume they do coincide.

Given the ethical principles and the individual’s prefer-
ences, we need to guide the individual in making decisions
that are not too unethical. To do this, we propose to proceed
as follows:
1. We set two distance thresholds: one between CP-nets

(ranging between 0 and 1), and another one between de-
cisions (ranging between 1 and n).

2. We check if the two CP-nets A and B are less distant than
t1. In this step, we use CPD to compute the distance.

3. If so, the individual is allowed to choose the top outcome
of his preference CP-net.

4. If not, then the individual needs to move down its pref-
erence ordering to less preferred decisions, until he finds
one that is closer than t2 to the optimal ethical decision.
This is a compromise decision between what the prefer-
ences say and what the ethical principles recommend.

Empirical Analysis
We divide the empirical evaluation in two parts. Firstly, we
evaluate the performances of the CPD distance by checking
running time and deviation from the exact KTD distance.

The first part of the experiments shows that in terms of com-
putation time and error rate, our approximation performs ex-
tremely well. The second part of our experiments focuses on
the ethical perspective. We show how the distance can be
used in an ethical scenario to evaluate how much an individ-
ual decision maker deviates from an adopted ethical princi-
ple modeled as a CP-net.

Ethical Scenario
Given an ethical principle and the preference of an individ-
ual, both encoded as CP-nets, we want to understand if fol-
lowing the preferences will lead to an ethical action. Since in
this scenario individuals want to act ethically, firstly the in-
dividual determines whether she can use her most preferred
choice by checking if her CP-net is “sufficiently close” to
the ethical CP-net. If these two CP-nets are farther apart than
some threshold t1, then we proceed down the preference or-
dering till we find a decision that is sufficiently close to the
optimal ethical decision, according to another threshold t2.

We represent the ethical principles with a CP-net A and
the individual’s preferences with a CP-net B, and we assume
that these two CP-nets have the same features. We judge that
the individual is acting ethically if CPD(A,B) ≤ t1. If yes,
the individual knows that her preferences are pretty ethical
and she can choose the best outcome induced by her CP-net.

If instead CPD(A,B) > t1, we compute how many
worsening flips we need to apply to her best decision (ac-
cording to her preferences) to get to a decision that is closer
than t2 flips from the optimal ethical decision.

This empirical analysis is run varying n, t1 and t2, where
n is the number of features, and t1 and t2 are the tolerances.
We run experiments varying the number of features 2 ≤ n ≤
8. For each value of n we vary t1 ∈ {0, 0.1, 0.2, 0.4, 0.8}.
Low values of t1 represents scenarios where the tolerance
is absent or low. This means that, in order for a decision
maker to take their first choice, they should have preferences
very close to the ethical principle. Larger values of t1 model
less strict ethics, where people have more freedom of choice.
For each value of n and t1, we vary the value of t2 (2 ≤
t2 ≤ (n + 2)/2). This again represents scenarios where the
freedom of individuals vary.

Given the values of n, t1,, and t2 we generate 1000 pairs
of CP-nets (A,B) from a uniform distribution using the soft-
ware described by (Allen et al. 2017; 2016). We compared
values of the approximate CPD distance with the real KTD
distance. This shows us how many times CPD is wrong and
how much individuals need to sacrifice of their preferences
in order to be ethical. We consider and report the following
cases which represent the confusion matrix of our experi-
ment:
1. True Positive (TP): CPD(A,B) ≤ t1 and

KTD(A,B) ≤ t1. In this case, individual prefer-
ences are close to the ethical principles and decision
makers choose their best alternative;

2. True Negative (TN): CPD(A,B) > t1 and
KTD(a,B) > t1. In this case, individual prefer-
ences are not close to the ethical principles and the
decision makers must find a compromise;
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3. False Positive (FP): CPD(A,B) ≤ t1 and
KTD(a,B) > t1. In this case, erroneously, indi-
viduals think they are acting ethically and consequently
choose their best alternative even though it is not ethical;

4. False Negative (FN): CPD(A,B) > t1 and
KTD(a,B) ≤ t1. In this case, erroneously indi-
viduals think they are not acting ethically and they select
a compromise decision even though they could select
their top preferred decision.
The number of TP + TN gives an idea of the accuracy

of the distance; the higher this value, the higher confidence
individuals can have in using the approximation of the dis-
tance to understand whether they are ethical or not.
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Figure 1: Percentage of TP, TN, FP, FN: the chart reports the
number of cases for which CPD and KTD agree, or not,
on the comparison based on the tolerance t1. This gives an
idea of the accuracy of the approximated distance.

Figure 1 shows the confusion matrix for n = 7 and t2 = 4
while varying t1. Notice that, as expected, when the toler-
ance t1 is null or low, e.g., t1 = 0 or t1 = 0.2, individuals
can almost never select their their best choice. Indeed, for
t1 = 0 the percentage of True Positives (purple bar) is close
to 0% while for t2 = 0.2 the percentage of True Positive
is around 5%. This means that the decision makers prefer-
ences must be close to the ethical principle in order to have
the freedom to choosing their best choice. Instead, when the
tolerance is higher, they have more freedom to choose what
they like. For example, with t1 = 0.4, the percentage of True
Positives (purple bar) is close to 40% while for t1 = 0.8 it
is more than 80%.

The next important question is: What happens when indi-
viduals cannot choose their first choice and have to look for
another one which is closer to the ethical principles? Figure
2 reports the percentage of cases in which individuals have
to find a compromise because their preferences are not close
to the ethical principles, according to t1,. For these cases
we quantify the amount of compromise in terms of positions
in the induced partial order. As before, when the tolerance
is strict, an individual has to look for a compromise nearly
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Figure 2: Compromises analysis: the charts reports a com-
parison between the number of times that individuals have
preferences which are not close to the ethics and for which
they have to look for a compromise and the quality of the
compromise in terms of distance from their best choice.

every time. It is interesting to notice that the amount of com-
promise varies based on the value of t2 and seems to be not
influenced by t1. This is quite natural, when t2 = 4 it means
that the individual has to find a choice that is in the top five
positions of the ethical ordering in order to reach a compro-
mise. This means that such a choice, on average, is in the
first two positions of the individual’s preference (red line
in figure). The lower the value of t2, the harder it becomes
for the individual to find an ethical decision, and she has to
descend down her preference order, on average, up to the
fourth position to find an acceptable alternative.

Conclusions
In order to model and reason with both preferences and
ethical principles in a decision making scenario, we have
proposed a notion of distance between CP-nets, providing
both a theoretical study and an experimental evaluation of
its properties. We show that our approximation is both accu-
rate in practice and efficient to compute.

Several extensions to our setting can be considered for the
future. Indeed, we have made some assumptions on the two
CP-nets for which we can compute the distance, that would
be useful to relax. First, the two CP-nets over which we de-
fine the CPD distance have the same features, and with the
same domains, but can differ in their dependency structure
and CP-tables. It is important to also cover the case of CP-
nets that may have different features and domains. More-
over, we have also assumed the two CP-nets are O-legal,
that is, there is a total order of the CP-nets features that is
compatible with the dependency links of both CP-nets. Intu-
itively, this means that the preferences are the ethical princi-
ples are not indicating completely opposite priorities. How-
ever, there could be situations where this is actually the case,
and it is important to know how to combine preferences and
ethical principles also in this case.
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Abstract

Autonomous cyber-physical agents and systems play an in-
creasingly large role in our lives. To ensure that agents be-
have in ways aligned with the values of the societies in which
they operate, we must develop techniques that allow these
agents to not only maximize their reward in an environment,
but also to learn and follow the implicit constraints of soci-
ety. These constraints and norms can come from any num-
ber of sources including regulations, business process guide-
lines, laws, ethical principles, social norms, and moral values.
We detail a novel approach that uses inverse reinforcement
learning to learn a set of unspecified constraints from demon-
strations of the task, and reinforcement learning to learn to
maximize the environment rewards. More precisely, we as-
sume that an agent can observe traces of behavior of mem-
bers of the society but has no access to the explicit set of
constraints that give rise to the observed behavior. Inverse re-
inforcement learning is used to learn such constraints, that
are then combined with a possibly orthogonal value function
through the use of a contextual bandit-based orchestrator that
picks a contextually-appropriate choice between the two poli-
cies (constraint-based and environment reward-based) when
taking actions. The contextual bandit orchestrator allows the
agent to mix policies in novel ways, taking the best actions
from either a reward maximizing or constrained policy. In ad-
dition, the orchestrator is transparent on which policy is be-
ing employed at each time step. We test our algorithms using
a Pac-Man domain and show that the agent is able to learn
to act optimally, act within the demonstrated constraints, and
mix these two functions in complex ways.

1 Introduction
Concerns about the ways in which cyber-physical and/or au-
tonomous decision making systems behave when deployed
in the real world are growing: what various stakeholder are
worried about is that the systems achieves its goal in ways
that are not considered acceptable according to values and
norms of the impacted community, also called “specifica-
tion gaming” behaviors. Thus, there is a growing need to
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understand how to constrain the actions of an AI system by
providing boundaries within which the system must operate.

To tackle this problem, we may take inspiration from hu-
mans, who often constrain the decisions and actions they
take according to a number of exogenous priorities, be they
moral, ethical, religious, or business values (Sen 1974), and
we may want the systems we build to be restricted in their
actions by similar principles (Arnold et al. 2017). The over-
riding concern is that the autonomous agents we construct
may not obey these values on their way to maximizing some
objective function (Simonite 2018).

The idea of teaching machines right from wrong has be-
come an important research topic in both AI (Yu et al. 2018)
and farther afield (Wallach and Allen 2008). Much of the re-
search at the intersection of artificial intelligence and ethics
falls under the heading of machine ethics, i.e., adding ethics
and/or constraints to a particular system’s decision making
process (Anderson and Anderson 2011). One popular tech-
nique to handle these issues is called value alignment, i.e.,
the idea that an agent can only pursue goals that follow val-
ues that are aligned to the human values and thus beneficial
to humans (Russell, Dewey, and Tegmark 2015).

Another important notion for these autonomous decision
making systems is the idea of transparency or interpretabil-
ity, i.e., being able to see why the system made the choices
it did. Theodorou, Wortham, and Bryson (2016) observe
that the Engineering and Physical Science Research Coun-
cil (EPSRC) Principles of Robotics dictates the implemen-
tation of transparency in robotic systems. The authors go on
to define transparency in a robotic or autonomous decision
making system as, “... a mechanism to expose the decision
making of the robot”.

This still leaves open the question of how to provide the
behavioral constraints to the agent. A popular technique is
called the bottom-up approach, i.e., teaching a machine what
is right and wrong by example (Allen, Smit, and Wallach
2005). In this paper, we adopt this approach as we consider
the case where only examples of the correct behavior are
available to the agent, and it must therefore learn from only
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these examples.
We propose a framework which enables an agent to learn

two policies: (1) πR which is a reward maximizing pol-
icy obtained through direct interaction with the world and
(2) πC which is obtained via inverse reinforcement learning
over demonstrations by humans or other agents of how to
obey a set of behavioral constraints in the domain. Our agent
then uses a contextual-bandit-based orchestrator to learn to
blend the policies in a way that maximizes a convex com-
bination of the rewards and constraints. Within the RL com-
munity this can be seen as a particular type of apprenticeship
learning (Abbeel and Ng 2004) where the agent is learning
how to be safe, rather than only maximizing reward (Leike
et al. 2017).

One may argue that we should employ πC for all deci-
sions as it will be more “safe” than employing πR. Indeed,
although one could only use πC for the agent, there are a
number of reasons to employ the orchestrator. First, the hu-
mans or other demonstrators, may be good at demonstrating
what not to do in a domain but may not provide examples
of how best to maximize reward. Second, the demonstrators
may not be as creative as the agent when mixing the two
policies (Ventura and Gates 2018). By allowing the orches-
trator to learn when to apply which policy, the agent may
be able to devise better ways to blend the policies, leading
to behavior which both follows the constraints and achieves
higher reward than any of the human demonstrations. Third,
we may not want to obtain demonstrations of what to do
in all parts of the domain e.g., there may be dangerous or
hard-to-model regions, or there may be mundane parts of
the domain in which human demonstrations are too costly to
obtain. In this case, having the agent learn through RL what
to do in the non-demonstrated parts is of value. Finally, as
we have argued, interpretability is an important feature of
our system. Although the policies themselves may not be di-
rectly interpretable (though there is recent work in this area
(Verma et al. 2018; Liu et al. 2018)), our system does cap-
ture the notion of transparency and interpretability as we can
see which policy is being applied in real time.
Contributions. We propose and test a novel approach to
teach machines to act in ways that achieve and compromise
multiple objectives in a given environment. One objective is
the desired goal and the other one is a set of behavioral con-
straints, learnt from examples. Our technique uses aspects
of both traditional reinforcement learning and inverse rein-
forcement learning to identify policies that both maximize
rewards and follow particular constraints within an environ-
ment. Our agent then blends these policies in novel and in-
terpretable ways using an orchestrator based on the contex-
tual bandits framework. We demonstrate the effectiveness of
these techniques on the Pac-Man domain where the agent
is able to learn both a reward maximizing and a constrained
policy, and select between these policies in a transparent way
based on context, to employ a policy that achieves high re-
ward and obeys the demonstrated constraints.

2 Related Work
Ensuring that our autonomous systems act in line with our
values while achieving their objectives is a major research
topic in AI. These topics have gained popularity among
a broad community including philosophers (Wallach and
Allen 2008) and non-profits (Russell, Dewey, and Tegmark
2015). Yu et al. (2018) provide an overview of much of the
recent research at major AI conferences on ethics in artificial
intelligence.

Agents may need to balance objectives and feedback from
multiple sources when making decisions. One prominent ex-
ample is the case of autonomous cars. There is extensive re-
search from multidisciplinary groups into the questions of
when autonomous cars should make lethal decisions (Bon-
nefon, Shariff, and Rahwan 2016), how to aggregate soci-
etal preferences to make these decisions (Noothigattu et al.
2017), and how to measure distances between these notions
(Loreggia et al. 2018a; Loreggia et al. 2018b). In a recom-
mender systems setting, a parent or guardian may want the
agent to not recommend certain types of movies to chil-
dren, even if this recommendation could lead to a high re-
ward (Balakrishnan et al. 2018a; Balakrishnan et al. 2018b).
Recently, as a compliment to their concrete problems in AI
saftey which includes reward hacking and unintended side
effects (Amodei et al. 2016), a DeepMind study has com-
piled a list of specification gaming examples, where very
different agents game the given specification by behaving in
unexpected (and undesired) ways.1

Within the field of reinforcement learning there has been
specific work on ethical and interpretable RL. Wu and
Lin (2017) detail a system that is able to augment an ex-
isting RL system to behave ethically. In their framework,
the assumption is that, given a set of examples, most of the
examples follow ethical guidelines. The system updates the
overall policy to obey the ethical guidelines learned from
demonstrations using IRL. However, in this system only one
policy is maintained so it has no transparency. Laroche and
Feraud (2017) introduce a system that is capable of select-
ing among a set of RL policies depending on context. They
demonstrate an orchestrator that, given a set of policies for
a particular domain, is able to assign a policy to control the
next episode. However, this approach use the classical multi-
armed bandit, so the state context is not considered on the
choice of the policy.

Interpretable RL has received significant attention in re-
cent years. Luss and Petrik (2016) introduce action con-
straints over states to enhance the interpretability of policies.
Verma et al. (2018) present a reinforcement learning frame-
work, called Programmatically Interpretable Reinforcement
Learning (PIRL), that is designed to generate interpretable
and verifiable agent policies. PIRL represents policies using
a high-level, domain-specific programming language. Such
programmatic policies have the benefit of being more eas-
ily interpreted than neural networks, and being amenable
to verification by symbolic methods. Additionally, Liu et

138 AI “specification gaming” examples are available at: https:

//docs.google.com/spreadsheets/d/e/2PACX-1vRPiprOaC3HsCf5Tuum8bRfzYUiKLRqJmbOoC-

32JorNdfyTiRRsR7Ea5eWtvsWzuxo8bjOxCG84dAg/pubhtml

al. (2018) introduce Linear Model U-trees to approximate
neural network predictions. An LMUT is learned using a
novel on-line algorithm that is well-suited for an active play
setting, where the mimic learner observes an ongoing inter-
action between the neural net and the environment. Empir-
ical evaluation shows that an LMUT mimics a Q function
substantially better than five baseline methods. The transpar-
ent tree structure of an LMUT facilitates understanding the
learned knowledge by analyzing feature influence, extract-
ing rules, and highlighting the super-pixels in image inputs.

3 Background
3.1 Reinforcement Learning
Reinforcement learning defines a class of algorithms solv-
ing problems modeled as a Markov decision process (MDP)
(Sutton and Barto 1998).

A Markov decision problem is usually denoted by the tu-
ple (S,A, T ,R, γ), where
• S is a set of possible states
• A is a set of actions
• T is a transition function defined by T (s, a, s′) =

Pr(s′|s, a), where s, s′ ∈ S and a ∈ A
• R : S ×A× S �→ R is a reward function
• γ is a discount factor that specifies how much long term

reward is kept.
The goal in an MDP is to maximize the discounted long

term reward received. Usually the infinite-horizon objective
is considered:

max
∞∑
t=0

γtR(st, at, st+1). (1)

Solutions come in the form of policies π : S �→ A,
which specify what action the agent should take in any given
state deterministically or stochastically. One way to solve
this problem is through Q-learning with function approx-
imation (Bertsekas and Tsitsiklis 1996). The Q-value of a
state-action pair, Q(s, a), is the expected future discounted
reward for taking action a ∈ A in state s ∈ S . A com-
mon method to handle very large state spaces is to approx-
imate the Q function as a linear function of some features.
Let ψ(s, a) denote relevant features of the state-action pair
〈s, a〉. Then, we assume Q(s, a) = θ · ψ(s, a), where θ
is an unknown vector to be learned by interacting with the
environment. Every time the reinforcement learning agent
takes action a from state s, obtains immediate reward r and
reaches new state s′, the parameter θ is updated using

difference =
[
r + γmax

a′
Q(s′, a′)

]
−Q(s, a)

θi ← θi + α · difference · ψi(s, a),
(2)

where α is the learning rate. ε-greedy is a common strategy
used for exploration. That is, during the training phase, a
random action is played with a probability of ε and the ac-
tion with maximum Q-value is played otherwise. The agent
follows this strategy and updates the parameter θ accord-
ing to Equation (2) until the Q-value converge or for a large
number of time-steps.

3.2 Inverse Reinforcement Learning
IRL seeks to find the most likely reward function RE , which
an expert E is executing (Abbeel and Ng 2004; Ng and Rus-
sell 2000). The IRL methods assume the presence of an ex-
pert that solves an MDP, where the MDP is fully known and
observable by the learner except for the reward function.
Since the state and action of the expert is fully observable
by the learner, it has access to trajectories executed by the
expert. A trajectory consists of a sequence of state and ac-
tion pairs, Tr = (s0, a0, s1, a1, . . . , sL−1, aL−1, sL), where
st is the state of the environment at time t, at is the action
played by the expert at the corresponding time and L is the
length of this trajectory. The learner is given access to m
such trajectories {Tr(1), T r(2), . . . , T r(m)} to learn the re-
ward function. Since the space of all possible reward func-
tions is extremely large, it is common to represent the re-
ward function as a linear combination of � > 0 features.
R̂w(s, a, s′) =

∑�
i=1 wiφi(s, a, s

′), where wi are weights
to be learned, and φi(s, a, s

′) → R is a feature function
that maps a state-action-state tuple to a real value, denoting
the value of a specific feature of this tuple (Abbeel and Ng
2004). Current state-of-the-art IRL algorithms utilize feature
expectations as a way of evaluating the quality of the learned
reward function (Abbeel and Ng 2004). For a policy π, the
feature expectations starting from state so is defined as

µ(π) = E

[ ∞∑
t=0

γtφ(st, at, st+1)
∣∣∣π
]
,

where the expectation is taken with respect to the state se-
quence s1, s2, . . . achieved on taking actions according to π
starting from s0. One can compute an empirical estimate of
the feature expectations of the expert’s policy with the help
of the trajectories {Tr(1), T r(2), . . . , T r(m)}, using

µ̂E =
1

m

m∑
i=1

L−1∑
t=0

γtφ
(
s
(i)
t , a

(i)
t , s

(i)
t+1

)
. (3)

Given a weight vector w, one can compute the optimal pol-
icy πw for the corresponding reward function R̂w, and esti-
mate its feature expectations µ̂(πw) in a way similar to (3).
IRL compares this µ̂(πw) with expert’s feature expectations
µ̂E to learn best fitting weight vectors w. Instead of a single
weight vector, the IRL algorithm by Abbeel and Ng (2004)
learns a set of possible weight vectors, and they ask the agent
designer to pick the most appropriate weight vector among
these by inspecting their corresponding policies.

3.3 Contextual Bandits
Following Langford and Zhang (2008), the contextual ban-
dit problem is defined as follows. At each time t ∈
{0, 1, . . . , (T − 1)}, the player is presented with a context
vector c(t) ∈ Rd and must choose an arm k ∈ [K] =
{1, 2, . . . ,K}. Let r = (r1(t), . . . , rK(t)) denote a reward
vector, where rk(t) is the reward at time t associated with
the arm k ∈ [K]. We assume that the expected reward is a
linear function of the context, i.e. E[rk(t)|c(t)] = µT

k c(t),
where µk is an unknown weight vector (to be learned from
the data) associated with the arm k.
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The purpose of a contextual bandit algorithm A is to min-
imize the cumulative regret. Let H : C → [K] where
C is the set of possible contexts and c(t) is the context
at time t, ht ∈ H a hypothesis computed by the algo-
rithm A at time t and h∗

t = argmax
ht∈H

rht(c(t))(t) the opti-

mal hypothesis at the same round. The cumulative regret is:
R(T ) =

∑T
t=1 rh∗

t (c(t))
(t)− rht(c(t))(t).

One widely used way to solve the contextual bandit prob-
lem is the Contextual Thompson Sampling algorithm (CTS)
(Agrawal and Goyal 2013) given as Algorithm 1. In CTS,
the reward rk(t) for choosing arm k at time t follows a para-
metric likelihood function Pr(r(t)|µ̃). Following Agrawal
and Goyal (2013), the posterior distribution at time t + 1,
Pr(µ̃|r(t)) ∝ Pr(r(t)|µ̃)Pr(µ̃) is given by a multivari-
ate Gaussian distribution N (µ̂k(t + 1), v2Bk(t + 1)−1),
where Bk(t) = Id +

∑t−1
τ=1 c(τ)c(τ)

�, d is the size of

the context vectors c, v = R
√

24
z d · ln( 1γ ) and we have

R > 0, z ∈ [0, 1], γ ∈ [0, 1] constants, and µ̂(t) =

Bk(t)
−1(

∑t−1
τ=1 c(τ)rk(τ)).

Algorithm 1 Contextual Thompson Sampling Algorithm

1: Initialize: Bk = Id, µ̂k = 0d, fk = 0d for k ∈ [K].
2: Foreach t = 0, 1, 2, . . . , (T − 1) do
3: Sample µ̃k(t) from N(µ̂k, v

2B−1
k ).

4: Play arm kt = argmax
k∈[K]

c(t)�µ̃k(t)

5: Observe rkt(t)
6: Bkt = Bkt + c(t)c(t)T , fkt = fkt + c(t)rkt(t),

µ̂kt = B−1
kt

fkt

7: End

Every step t consists of generating a d-dimensional
sample µ̃k(t) from N (µ̂k(t), v2Bk(t)

−1) for each arm.
We then decide which arm k to pull by solving for
argmaxk∈[K] c(t)

�µ̃k(t). This means that at each time step
we are selecting the arm that we expect to maximize the ob-
served reward given a sample of our current beliefs over the
distribution of rewards, c(t)�µ̃k(t). We then observe the ac-
tual reward of pulling arm k, rk(t) and update our beliefs.

3.4 Problem Setting
In our setting, the agent is in multi-objective Markov de-
cision processes (MOMDPs), instead of the usual scalar
reward function R(s, a, s′), a reward vector �R(s, a, s′) is
present. The vector �R(s, a, s′) consists of l dimensions
or components representing the different objectives, i.e.,
�R(s, a, s′) = (R1(s, a, s

′), . . . , Rl(s, a, s
′)). However, not

all components of the reward vector are observed in our set-
ting. There is an objective v ∈ [l] that is hidden, and the
agent is only allowed to observe expert demonstrations to
learn this objective. These demonstrations are given in the
form of trajectories {Tr(1), T r(2), . . . , T r(m)}. To summa-
rize, for some objectives, the agent has rewards observed
from interaction with the environment, and for some ob-
jectives the agent has only expert demonstrations. The aim

Figure 1: Layout of Pac-Man

is still the same as single objective reinforcement learning,
which is trying to maximize

∑∞
t=0 γ

tRi(st, at, st+1) for
each i ∈ [l].

4 Approach
4.1 Domain
We demonstrate the applicability of our approach using the
classic game of Pac-Man. The layout of Pac-Man we use
for this is given in Figure 1, and the following are the rules
used for the environment (adopted from Berkeley AI Pac-
Man2). The goal of the agent (which controls Pac-Man’s mo-
tion) is to eat all the dots in the maze, known as Pac-Dots,
as soon as possible while simultaneously avoiding collision
with ghosts. On eating a Pac-Dot, the agent obtains a reward
of +10. And on successfully winning the game (which hap-
pens on eating all the Pac-Dots), the agent obtains a reward
of +500. In the meantime, the ghosts in the game roam the
maze trying to kill Pac-Man. On collision with a ghost, Pac-
Man loses the game and gets a reward of −500. The game
also has two special dots called capsules or Power Pellets in
the corners of the maze, which on consumption, give Pac-
Man the temporary ability of “eating” ghosts. During this
phase, the ghosts are in a “scared” state for 40 frames and
move at half their speed. On eating a ghost, the agent gets
a reward of +200, the ghost returns to the center box and
returns to its normal “unscared” state. Finally, there is a con-
stant time-penalty of −1 for every step taken.

For the sake of demonstration of our approach, we define
not eating ghosts as the desirable constraint in the game of
Pac-Man. However, please recall that this constraint is not
given explicitly to the agent, but only through examples. To
play optimally in the original game one should eat ghosts
to earn bonus points, but doing so is being demonstrated as
undesirable. Hence, the agent has to combine the goal of
collecting the most points while not eating ghosts if possible.

4.2 Overall Approach
The overall approach we follow is depicted by Figure 2. It
has three main components. The first is the inverse reinforce-
ment learning component to learn the desirable constraints

2 http://ai.berkeley.edu/project overview.html

(depicted in green in Figure 2). We apply inverse reinforce-
ment learning to the demonstrations depicting desirable be-
havior, to learn the underlying constraint rewards being opti-
mized by the demonstrations. We then apply reinforcement
learning on these learned rewards to learn a strongly con-
straint satisfying policy πC .

Next, we augment this with a pure reinforcement learning
component (depicted in red in Figure 2). For this, we directly
apply reinforcement learning to the original environment re-
wards (like Pac-Man’s unmodified game) to learn a domain
reward maximizing policy πR. Just to recall, the reason we
have this second component is that the inverse reinforcement
learning component may not be able to pick up the origi-
nal environment rewards very well since the demonstrations
were intended mainly to depict desirable behavior. Further,
since these demonstrations are given by humans, they are
prone to error, amplifying this issue. Hence, the constraint
obeying policy πC is likely to exhibit strong constraint sat-
isfying behavior, but may not be optimal in terms of max-
imizing environment rewards. Augmenting with the reward
maximizing policy πR will help the system in this regard.

So now, we have two policies, the constraint-obeying pol-
icy πC and the reward-maximizing policy πR. To combine
these two, we use the third component, the orchestrator (de-
picted in blue in Figure 2). This is a contextual bandit al-
gorithm that orchestrates the two policies, picking one of
them to play at each point of time. The context is the state of
the environment (state of the Pac-Man game); the bandit de-
cides which arm (policy) to play at the corresponding point
of time.

4.3 Alternative Approaches
Observe that in our approach, we combine or “aggregate”
the two objectives (environment rewards and desired con-
straints) at the policy stage. Alternative approaches to doing
this are combining the two objectives at the reward stage or
the demonstrations stage itself:
• Aggregation at reward phase. As before, we can per-

form inverse reinforcement learning to learn the under-
lying rewards capturing the desired constraints. Now, in-
stead of learning a policy for each of the two reward func-
tions (environment rewards and constraint rewards) fol-
lowed by aggregating them, we could just combine the
reward functions themselves. And then, we could learn
a policy on this “aggregated” rewards to perform well
on both the objectives, environment reward and favorable
constraints. (This captures the intuitive idea of “incorpo-
rating the constraints into the environment rewards” if we
were explicitly given the penalty of violating constraints).

• Aggregation at data phase. Moving another step back-
ward, we could aggregate the two objectives of play at
the data phase. This could be performed as follows. We
perform pure reinforcement learning as in the original ap-
proach given in Figure 2 (depicted in red). Once we have
our reward maximizing policy πR, we use it to generate
numerous reward-maximizing demonstrations. Then, we
combine these environment reward trajectories with the
original constrained demonstrations, aggregating the two

objectives in the process. And once we have the combined
data, we can perform inverse reinforcement learning to
learn the appropriate rewards, followed by reinforcement
learning to learn the corresponding policy.
Aggregating at the policy phase is where we go all the

way to the end of the pipeline learning a policy for each of
the objectives, followed by aggregating them. This is the ap-
proach we follow as mentioned in Section 4.2. Note that, we
have a parameter λ (as described in more detail in Section
5.3) that trades off environmental rewards and rewards cap-
turing constraints. A similar parameter can be used by the
reward aggregation and data aggregation approaches, to de-
cide how to weigh the two objectives while performing the
corresponding aggregation.

The question now is, “which of these aggregation proce-
dures is the most useful?”. The reason we use aggregation at
the policy stage is to gain interpretability. Using an orches-
trator to pick a policy at each point of time helps us identify
which policy is being played at each point of time and also
the reason for which it is being chosen (in the case of an in-
terpretable orchestrator, which it is in our case). More details
on this are mentioned in Section 6.

5 Concretizing Our Approach
Here we describe the exact algorithms we use for each of the
components of our approach.

5.1 Details of the Pure RL
For the reinforcement learning component, we use Q-
learning with linear function approximation as described in
Section 3.1. For Pac-Man, some of the features we use for an
〈s, a〉 pair (for the ψ(s, a) function) are: “whether food will
be eaten”, “distance of the next closest food”, “whether a
scared (unscared) ghost collision is possible” and “distance
of the closest scared (unscared) ghost”.

For the layout of Pac-Man we use (shown in Figure 1),
an upper bound on the maximum score achievable in the
game is 2170. This is because there are 97 Pac-Dots, each
ghost can be eaten at most twice (because of two capsules
in the layout), Pac-Man can win the game only once and
it would require more than 100 steps in the environment.
On playing a total of 100 games, our reinforcement learn-
ing algorithm (the reward maximizing policy πR) achieves
an average game score of 1675.86, and the maximum score
achieved is 2144. We mention this here, so that the results in
Section 6 can be seen in appropriate light.

5.2 Details of the IRL
For inverse reinforcement learning, we use the linear IRL al-
gorithm as described in Section 3.2. For Pac-Man, observe
that the original reward function R(s, a, s′) depends only
on the following factors: “number of Pac-Dots eating in this
step (s, a, s′)”, “whether Pac-Man has won in this step”,
“number of ghosts eaten in this step” and “whether Pac-Man
has lost in this step”. For our IRL algorithm, we use exactly
these as the features φ(s, a, s′). As a sanity check, when IRL
is run on environment reward optimal trajectories (generated
from our policy πR), we recover something very similar to
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IRL for Constraints

RL for Game Rewards

Orchestrator
Constrained
Demonstration

Rewards Capturing
Constraints R̂C

Constrained
Policy

Environment
Rewards R

Reward Maxi-
mizing Policy

πC

πR

Environment

a(t)

s(t+ 1)

r(t)

Figure 2: Overview of our system. At each time step the Orchestrator selects between two policies, πC and πR depending on the observations
from the Environment. The two policies are learned before engaging with the environment. πC is obtained using IRL on the demonstrations
to learn a reward function that captures the particular constraints demonstrated. The second, πR is obtained by the agent through RL on the
environment directly.

the original reward function R. In particular, the weights of
the reward features learned is given by

1

1000
[+2.44,+138.80,+282.49,−949.17],

which when scaled is almost equivalent to the true weights
[+10,+500,+200,−500] in terms of their optimal policies.
The number of trajectories used for this is 100.

Ideally, we would prefer to have the constrained demon-
strations given to us by humans. But for our domain of Pac-
Man, we generate them synthetically as follows. We learn
a policy π�

C by training it on the game with the original re-
ward function R augmented with a very high negative re-
ward (−1000) for eating ghosts. This causes π�

C to play well
in the game while avoiding eating ghosts as much as pos-
sible.3 Now, to emulate erroneous human behavior, we use
π�
C with an error probability of 3%. That is, at every time

step, with 3% probability we pick a completely random ac-
tion, and otherwise follow π�

C . This gives us our constrained
demonstrations, on which we perform inverse reinforcement
learning to learn the rewards capturing the constraints. The
weights of the reward function learned is given by

1

1000
[+2.84,+55.07,−970.59,−234.34],

and it is evident that it has learned that eating ghosts strongly
violates the favorable constraints. The number of demon-
strations used for this is 100. We scale these weights to
have a similar L1 norm as the original reward weights
[+10,+500,+200,−500], and denote the corresponding re-
ward function by R̂C .

Finally, running reinforcement learning on these rewards
R̂C , gives us our constraint policy πC . On playing a total of
100 games, πC achieves an average game score of 1268.52

3We do this only for generating demonstrations. In real do-
mains, we would not have access to the exact constraints that we
want to be satisfied, and hence a policy like π�

C cannot be learned;
learning from human demonstrations would then be essential.

and eats just 0.03 ghosts on an average. Note that, when eat-
ing ghosts is prohibited in the domain, an upper bound on
the maximum score achievable is 1370.

5.3 Orchestration with Contextual Bandits
We use contextual bandits to pick one of the policies (πR

and πC) to play at each point of time. These two policies act
as the two arms of the bandit, and we use a modified CTS al-
gorithm to train the bandit. The context of the bandit is given
by features of the current state (for which we want to decide
which policy to choose), i.e., c(t) = Υ(st) ∈ Rd. For the
game of Pac-Man, the features of the state we use for con-
text c(t) are: (i) A constant 1 to represent the bias term, and
(ii) The distance of Pac-Man from the closest scared ghost
in st. One could use a more sophistical context with many
more features, but we use this restricted context to demon-
strate a very interesting behavior (shown in Section 6).

The exact algorithm used to train the orchestrator is given
in Algorithm 2. Apart from the fact that arms are policies
(instead of atomic actions), the main difference from the
CTS algorithm is the way rewards are fed into the bandit.
For simplicity, we call the constraint policy πC as arm 0
and the reward policy πR as arm 1. We now go over Algo-
rithm 2. First, all the parameters are initialized as in the CTS
algorithm (Line 1). For each time-step in the training phase
(Line 3), we do the following. Pick an arm kt according to
the Thompson Sampling algorithm and the context Υ(st)
(Lines 4 and 5). Play the action according to the chosen pol-
icy πkt (Line 6). This takes us to the next state st+1. We
also observe two rewards (Line 7): (i) the original reward in
environment, rRat

(t) = R(st, at, st+1) and (ii) the constraint
rewards according to the rewards learnt by inverse reinforce-
ment learning, i.e., rCat

(t) = R̂C(st, at, st+1). rCat
(t) can in-

tuitively be seen as the predicted reward (or penalty) for any
constraint satisfaction (or violation) in this step.

To train the contextual bandit to choose arms that perform
well on both metrics (environment rewards and constraints),
we feed it a reward that is a linear combination of rRat

(t) and

Algorithm 2 Orchestrator Based Algorithm

1: Initialize: Bk = Id, µ̂k = 0d, fk = 0d for k ∈ {0, 1}.
2: Observe start state s0.
3: Foreach t = 0, 1, 2, ..., (T − 1) do
4: Sample µ̃k(t) from N(µ̂k, v

2B−1
k ).

5: Pick arm kt = argmax
k∈{0,1}

Υ(st)
�µ̃k(t).

6: Play corresponding action at = πkt
(st).

7: Observe rewards rCat
(t) and rRat

(t), and the next state
st+1.

8: Define rkt
(t) = λ

(
rCat

(t) + γV C(st+1)
)

+(1− λ)
(
rRat

(t) + γV R(st+1)
)

9: Update Bkt
= Bkt

+ Υ(st)Υ(st)
�, fkt

= fkt
+

Υ(st)rkt
(t), µ̂kt

= B−1
kt

fkt

10: End

rCat
(t) (Line 8). Another important point to note is that rRat

(t)

and rCat
(t) are immediate rewards achieved on taking action

at from st, they do not capture long term effects of this ac-
tion. In particular, it is important to also look at the “value”
of the next state st+1 reached, since we are in the sequential
decision making setting. Precisely for this reason, we also
incorporate the value-function of the next state st+1 accord-
ing to both the reward maximizing component and constraint
component (which encapsulate the long-term rewards and
constraint satisfaction possible from st+1). This gives ex-
actly Line 8, where V C is the value-function according the
constraint policy πC , and V R is the value-function accord-
ing to the reward maximizing policy πR. In this equation, λ
is a hyperparameter chosen by a user to decide how much to
trade off environment rewards for constraint satisfaction. For
example, when λ is set to 0, the orchestrator would always
play the reward policy πR, while for λ = 1, the orchestrator
would always play the constraint policy πC . For any value
of λ in-between, the orchestrator is expected to pick poli-
cies at each point of time that would perform well on both
metrics (weighed according to λ). Finally, for the desired
reward rkt

(t) and the context Υ(st), the parameters of the
bandit are updated according to the CTS algorithm (Line 9).

6 Evaluation and Test
We test our approach on the Pac-Man domain given in Fig-
ure 1, and measure its performance on two metrics, (i) the
total score achieved in the game (the environment rewards)
and (ii) the number of ghosts eaten (the constraint violation).
We also vary λ, and observe how these metrics are traded
off against each other. For each value of λ, the orchestrator
is trained for 100 games. The results are shown in Figure 3.
Each point in the graph is averaged over 100 test games.

The graph shows a very interesting pattern. When λ is at
most than 0.215, the agent eats a lot of ghosts, but when it is
above 0.22, it eats almost no ghosts. In other words, there is
a value λo ∈ [0.215, 0.22] which behaves as a tipping point,
across which there is drastic change in behavior. Beyond the
threshold, the agent learns that eating ghosts is not worth the
score it is getting and so it avoids eating as much as possible.

Figure 3: Both performance metrics as λ is varied. The red curve
depicts the average game score achieved, and the blue curve depicts
the average number of ghosts eaten.

On the other hand, when λ is smaller than this threshold, it
learns the reverse and eats as many ghosts as possible.
Policy-switching. As mentioned before, one of the most im-
portant property of our approach is interpretability, we know
exactly which policy is being played at each point of time.
For moderate values of λ, the orchestrator learns a very in-
teresting policy-switching technique: whenever at least one
of the ghosts in the domain is scared, it plays πC , but if no
ghosts are scared, it plays πR. In other words, it starts off
the game by playing πR until a capsule is eaten. As soon
as the first capsule is eaten, it switches to πC and plays it
till the scared timer runs off. Then it switches back to πR

until another capsule is eaten, and so on.4 It has learned a
very intuitive behavior: when there is no scared ghost in the
domain, there is no possibility of violating constraints, and
hence the agent is as greedy as possible (i.e., play πR), but
when there are scared ghosts, better to be safe (i.e., play πC).

7 Discussion
In this paper, we have considered the problem of au-
tonomous agents learning policies that are constrained by
implicitly-specified norms and values while still optimiz-
ing their policies with respect to environmental rewards.
We have taken an approach that combines IRL to deter-
mine constraint-satisfying policies from demonstrations, RL
to determine reward-maximizing policies, and a contextual
bandit to orchestrate between these policies in a transparent
way. This proposed architecture and approach for the prob-
lem is novel. It also requires a novel technical contribution
in the contextual bandit algorithm because the arms are poli-
cies rather than atomic actions, thereby requiring rewards
to account for sequential decision making. We have demon-
strated the algorithm on the Pac-Man video game and found
it to perform interesting switching behavior among policies.

We feel that the contribution herein is only the starting
point for research in this direction. We have identified sev-

4A video of our agent demonstrating this behavior is uploaded
in the Supplementary Material. The agent playing the game in this
video was trained with λ = 0.4.
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eral avenues for future research, especially with regards to
IRL. We can pursue deep IRL to learn constraints with-
out hand-crafted features, develop an IRL that is robust to
noise in the demonstrations, and research IRL algorithms to
learn from just one or two demonstrations (perhaps in con-
cert with knowledge and reasoning). In real-world settings,
demonstrations will likely be given by different users with
different versions of abiding behavior; we would like to ex-
ploit the partition of the set of traces by user to improve the
policy or policies learned via IRL. Additionally, the current
orchestrator selects a single policy at each time, but more
sophisticated policy aggregation techniques for combining
or mixing policies is possible. Lastly, it would be interesting
to investigate whether the policy aggregation rule (λ in the
current proposal) can be learned from demonstrations.
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Abstract
AI systems that learn through reward feedback about
the actions they take are increasingly deployed in
domains that have significant impact on our daily
life. In many cases the rewards should not be the
only guiding criteria, as there are additional con-
straints and/or priorities imposed by regulations,
values, preferences, or ethical principles. We de-
tail a novel online system, based on an extension of
the contextual bandits framework, that learns a set
of behavioral constraints by observation and uses
these constraints as a guide when making decisions
in an online setting while still being reactive to re-
ward feedback. In addition, our system can highlight
features of the context which are more predicted to
be more rewarding and/or are in line with the be-
havioral constraints. We demonstrate the system by
building an interactive interface for an online movie
recommendation agent and show that our system is
able to act within a set of behavior constraints with-
out significantly degrading overall performance.

1 Overview and Related Work
In online decision settings an agent must select one out
of several possible actions, e.g., recommending a movie to
a particular user, or proposing a treatment to a patient in
a clinical trial. Each of these actions is associated with a
context, e.g., a user profile, and feedback, e.g., the reward
or rating, is only observed for the chosen option. In these
online decision settings the agent must learn the inherent
trade-off between exploration, identifying and understand-
ing the reward from an action, and exploitation, gathering
as much reward as possible from an action. These decision
problems are traditionally modeled for online settings as
a multi-armed bandit (MAB) problem [Mary et al., 2015;
Villar et al., 2015] and is used to solve many real-world prob-
lems [Sutton and Barto, 2017; Mnih et al., 2013]. In the MAB
setting there are K arms, each associated with a fixed but un-
known reward probability distribution [Lai and Robbins, 1985;
Auer et al., 2002]. At each time step, an agent plays an arm, i.e.,
recommends an item to a user, and receives a reward that fol-

lows the selected arm’s probability distribution, independent of
the previous actions. In the generalized contextual multi-armed
bandit (CMAB) problem the agent observes a d-dimensional
feature vector, or context before making a decision. Over time,
the agent learns the relationship between contexts and rewards;
LINUCB [Li et al., 2010; Chu et al., 2011] and Contextual
Thompson Sampling [Agrawal and Goyal, 2013] are the most
successful algorithms for this domain.

We consider cases where the behavior of the online agent
may need to be restricted in its choice of arm for a given con-
text by laws, values, preferences, or ethical principles [Sen,
1974]. Constrained or ethical decision making has become
popular in CS and AI [Briggs and Scheutz, 2015; Armstrong,
2015] with most of the work focused on teaching a computer
system to act within ethical or legal guidelines. We apply a
behavioral constraint to the agent that is independent of the
reward. For instance, a parent or guardian group may want
the agent to not recommend certain types of movies to chil-
dren, even if this recommendation could lead to a high reward.
There is recent work on combining contextual bandits with a
budget of arm pulls and/or time constraints [Wu et al., 2015;
Agrawal and Goyal, 2016] but none use policy constraints.
These exogenous behavioral constraints are guidelines that
should be followed by the agent and not updated online. Hence,
they should either be explicitly given or learnt from examples,
before the online agent begins taking actions. In many settings
we may not have access to the constraints as an explicit set
of rules or function, we may only have access to examples of
constrained behavior from a doctor, or a set of decisions made
by a parent, e.g., when setting up a new online account.

Contribution. We build an online agent using novel exten-
sions to the CMAB algorithms who is able to learn constraints
demonstrated as examples of appropriate actions and apply
these constraints in an online recommendation setting while
accruing as much reward as possible. For flexibility, we ex-
pose a parameter of the algorithm called σonline that allows
the system designer to transition between σonline = 0.0 where
the agent is only following the learned constraints and is in-
sensitive to the online reward to σonline = 1.0 where the
agent is only following the online rewards. We demonstrate
an example constrained movie recommendation system using
real-world data.

Proceedings of the Twenty-Seventh International Joint Conference on Artificial Intelligence (IJCAI-18)

5802

Section _ _ 4 
Value Alignm

ent

281



2 Behavior Constrained Contextual Bandits
In the standard contextual bandit problem, at each time
t ∈ {1, ..., T} the agent is presented with a context vector
c(t) ∈ RN and must choose an arm k ∈ A = {1, ...,K}
to play, observing reward rk(t) for pulling arm k at time
t [Langford and Zhang, 2008]. The purpose of a contex-
tual bandit algorithm is to minimize the cumulative regret
R(T ) =

∑T
t=1 r

∗(c(t))− rk(c(t)) where r∗(c(t)) is the max-
imum reward at time t and rk(c(t)) is the actual reward ob-
served. We assume that the expected reward for arm k is a
linear function of the context, i.e. E[rk(t)|c(t)] = µT

k c(t),
where µk is an unknown weight vector (to be learned from
the data) associated with the arm k. Informally µk models the
agents’ belief over what features of the context vector are most
rewarding. We build off the popular Contextual Thompson
Sampling Algorithm (CTS) [Agrawal and Goyal, 2013].

We introduce a new setting we call Behavior Constrained
Contextual Bandits (BCCB) and use it to demonstrate a system
for online movie recommendation that is able to learn and
follow behavioral constraints. We first train the agent during
the teaching phase with samples of (c, k), i.e., context and
subsequent arm pulled, which are examples of the teacher
agent who demonstrates the desired constraints. We use the
CTS algorithm to learn a policy µe from these examples that
captures the constraints we want our agent to follow during
the online recommendation phase.

In the recommendation phase the agent needs to maximize
both rk(t) ∈ [0, 1], the reward of the action k at time t, and
rek(t) ∈ [0, 1], which models whether or not the pulling of
arm k violates the behavior constraints. The agent does not
observe rek(t) online as the labeler may not be around to always
provide this feedback. Our algorithm uses Thompson sampling
to estimate the expected rewards of the online policy for each
arm µk and uses the learned policy µe

k to estimate whether or
not pulling arm k is consistent with the behavioral constraints.
It makes a decision based on a weighted combination of µe

k(t)
and µk(t) for each arm using σonline as weight given by the
user, this weight balances between following a reward driven
policy and constrained policy. The system can display the
features of the context vector which are most aligned with
either the constraints, i.e., more important in µe

k(t), or most
aligned for online reward, i.e., more important in µk(t). The
agent then obtains the reward rk(t) for arm k and updates the
parameters of the distribution.

3 Constrained Online Recommendation
To study the effect of imposing exogenous constraints on an on-
line decision making agent and to demonstrate the soundness
and flexibility of our techniques we built an agent and interface
for online movie recommendation [Mary et al., 2015]. This
system learns online what movies to recommend to users but
obeys guidelines set by parents during the teaching phase, e.g.,
young people should not be recommended movies with too
much violence, and reward is given when the user reviews the
movie. We want the agent to accrue as much reward as possi-
ble given that he does stray too far from the learned constraints
by controlling his behavior using σonline. A screenshot of our
interactive system is shown in Figure 1.

Figure 1: Screenshot of the demonstration system.

Data. We take the top 1000 users and movies from the Movie-
Lense 20m dataset [Harper and Konstan, 2016]. The genre
information, which defines the context vector for our agent,
is one or more of the categories: Action, Adventure, Comedy,
Drama, Fantasy, Horror, Romance, Sci-Fi, Thriller. We impute
ages to the users by commonly used advertising demographics:
12-17, 18-24, 25-34, etc. [Jobber and Ellis-Chadwick, 2012]
proportionally according to the US Census.
Methodology. To learn the behaviorally constrained policy µe

we construct a learning environment for the teaching phase
using a disjoint subset of movies (contexts), but the same arms
(users).We create a behaviorally constrained reward training
set that is derived from an behavior constraint matrix. While
in the real world the we assume the behavior constraint matrix
does not exist, in order to test our algorithms we use it as a
method of generating data. The behavior constraint matrix is a
{0, 1} matrix representing the frequency we can recommend a
movie with genre type d to someone of age type a. We enforce
a constraint in the most restricted sense, i.e., if a movie has
multiple features then if any feature is restricted the movie is
as well. We run the CTS algorithm over a 200 movie subset for
variable numbers of examples, modeling a parent who answers
a few queries as to what is appropriate. We allow users to add
examples to update µe. In the recommendation phase we show
the movies to the agent and allow the user to adjust σonline. For
each movie the system explains its decision by highlighting the
features of µe and µk it thinks most rewarding or constraining.
Discussion. The agent is able to learn a high quality con-
strained policy described only by examples. The agent is then
able to use this policy to guide the actions it takes while learn-
ing online a reward-based policy. This agent is able to make
decisions that very rarely or never violate the constrained poli-
cies, if necessary, and achieves performance on par with an
agent that is given the behavioral constraints explicitly. Un-
derstanding the interaction between the behavioral constraints
and online rewards is important and data dependent.
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Transparency 
and Accountability

Selected 
Publications

“A wise man, therefore, 
proportions his belief to 
the evidence”

David Hume

Safety, fairness, explainability and robustness are 
characteristics we demand from an AI system. 
Yet, to achieve trust in AI, engineering these traits 
into a final solution will not be enough; it must 
be accompanied with the ability to measure and 
communicate the performance levels of a system 
on each of these dimensions. In this section we 
highlight our work toward this objective. We show 
how to effectively capture events and performance 
metrics of an AI system on  hyperledger fabric [19], 
and introduce the concept of “factsheet” for AI 
services, which outlines how these metrics can be 
communicated to end-users as a way of informing 
their understanding of how the service works, 
evaluating its functionality, and comprehending its 
strengths and limitations [20].
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Abstract—We discuss the problem of constructing efficient
temporal indexes on Hyperledger Fabric, a popular Blockchain
platform. The temporal nature of the data inserted by Fabric
transactions can be leveraged to support various use-cases. This
requires that temporal queries be processed efficiently on this
data. Currently this presents significant challenges as this data
is organized on file-system, is exposed via limited API and does
not support temporal indexes.

In a prior work [1], we presented two models for creating
temporal indexes on Fabric which overcome these limitations
and improve the performance of temporal queries on Fabric.
The first model creates a copy of each event inserted and stores
temporally close events together on Fabric. The second model
keeps the event count intact but tags metadata to each event s.t.
temporally close events share the same metadata.

In this paper, we present variants on these two models which
are better able to handle the skew present in Fabric data. We
discuss the details and show that these variants significantly
outperform the approaches presented in [1] when Fabric data
contains skew. We also discuss the performance tradeoffs among
these variants across various dimensions - data storage, query
performance, event insertion time etc.

I. INTRODUCTION

A blockchain is a distributed, shared ledger that records
transactions between multiple and often mutually distrust-
ing parties in a verifiable and permanent way. Popularity
of this technology has led to the development of a num-
ber of blockchain platforms e.g., Hyperledger Fabric [2],
Ethereum [3], Parity [4] etc. As more and more transactions
happen, the data on the blockchain systems may grow to a
large volume. This data is inherently temporal in nature and
analytics of this data can generate valuable business insights
and support various use-cases e.g., lineage, visualization, re-
porting, compliance etc.

The Hyperledger Fabric and many other blockchain systems
make a distinction between current and historical states of the
data. Data pertaining to various events is ingested on these
systems in form of key-value pairs. For a key k, the latest
pair is called the current state of the key k while all the pairs
including the latest pair form the historical states of key k. The
collection of current states for all keys is termed as state-db
while the collection of the historical states is termed as history-
db. The state-db data hence is a snapshot of the history-db data
at the latest timestamp. Fabric houses the state-db data in a
database while the history-db data is distributed across a set
of blocks on file-system. Each block contains the details of a
set of transactions and a link to the previous block.

This paper concerns with the temporal analytics of data
stored on Hyperledger Fabric [2] history-db. Currently any
temporal analytics on Fabric history-db data is costly as Fabric
exposes this data using a limited API and does not support any
temporal indexing. We discuss the Fabric architecture and the
API it exposes in section II in detail. Efficient processing of
temporal queries requires quick retrieval of the events within
any duration [t1,t2]. However, this operation is costly on
Fabric. On Fabric, retrieval of key-value pairs which belong
to key k and which describe events within duration [t1,t2],
requires deserialization of those blocks which satisfy the
following two conditions - (a) the block contains a transaction
which ingested a key-value pair with key k and (b) this pair
describes an event which happened before or at t2 i.e., within
duration [0,t2]. Since we can’t get the relevant events by
accessing only those blocks containing events ingested within
duration [t1,t2] and we need to access all blocks containing
events within duration [0,t2], this operation incurs significant
cost on Fabric.

In a previous paper [1], we proposed two indexing models
- M1 and M2, to mitigate this problem. The first model
presented a paradigm wherein we collect events within suitably
chosen intervals and ingest them on Fabric as part of additional
key-value pairs. This data is then used to accelerate the
processing of temporal queries. The second model presented a
paradigm wherein we don’t ingest additional pairs but tag suit-
ably chosen intervals as metadata to the events being ingested
on Fabric. Using experiments on uniformly distributed data,
we discussed how these two models simulate the construction
of temporal indexes on Fabric , allow faster retrieval of Fabric
history-db data in any query interval [t1,t2] and hence allow
efficient execution of temporal queries on Fabric.

In this paper, we build on this work and investigate the per-
formance of models M1 and M2 when the data contains skew
and is not uniformly distributed. We propose new variants
which provide better performance on datasets containing skew.
These variants concern with how to choose indexing intervals
while building model M1 and M2 indexes. The contributions
of this paper are hence as follows.

• We review and summarize the models M1 and M2 de-
veloped in our previous work [1]. We further benchmark
the performance of the models M1 and M2 on data which
contains skew and is not uniformly distributed. We also
discuss the challenges, models M1 and M2 face while
indexing the skewed data (Section V, VI, VII)
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• In [1], we discuss a variant of model M1 and M2 wherein
index intervals of equal length are created. In this paper,
we present two new variants for models M1 and M2.
The first variant creates indexing interval in a way so
as the number of events in each index interval are more
than or equal to a threshold. The second variant takes
both interval-length and event-count into account. We
discuss the details, how these variants construct indexes
(Section VI, VIII-A).

• Using experiments on synthetically generated data, we
show that the index performance is better when we take
both index interval length and the event count in account.
We also discuss trade-offs among the three variants
across various dimensions - storage, query performance,
data ingestion on Fabric, index construction time etc
(Section VI, VIII-A).

• For model M2, the proposed variants take a long time
to build indexes. We next discuss a probabilistic version
of these variants which builds the indexes much faster
on Fabric history-db data while providing only a little
degradation in the temporal query execution times. We
also discuss its performance and the trade-offs involved
(Section IX).

II. THE HYPERLEDGER FABRIC ARCHITECTURE

The Hyperledger Fabric is a permissioned blockchain plat-
form. The business logic that governs how different parties
interact or transact with each other is encoded as a chaincode.
A chaincode executes transactions which ingest events on
Fabric in form of key-value pairs. A chaincode can insert any
number of key-value pairs on Fabric as well as read the current
states of any number of keys. For a key, a Fabric transaction
persists only one state on the ledger. If a transaction ingests
two pairs with the same key, only the latest state is persisted
on the ledger and the earlier state will not be recorded as part
of history-db data.

The details of a set of transactions are stored together to
form a block. Transaction details include the key-value pairs
ingested, commit time, response status etc. Fabric enforces
read-write conflicts on the transactions being part of the same
block i.e., if a transaction modifies the state of key k, no other
following transaction in the same block can read the state
of key k as well as modify the state of key k. However a
following transaction in the same block can modify the state
of key k if it does not read the state of key k.

A. State-db and History-db

The ingested key-value pairs are stored on state-db and
history-db. For each key k, the state-db stores its current state
i.e., the latest key-value pair with key k. The history-db records
all the states (i.e., all pairs ingested on Fabric) including the
current states. The state-db is located on a database (LevelDB
or CouchDB) but the history-db data is distributed across a
set of blocks on file-system.

The state-db contains the current states which Fabric trans-
actions potentially modify. Smart contracts also access these

states to make business decisions. Past states are neither mod-
ified by transactions nor accessed to make business decisions.
The Fabric hence keeps the current states separate from past
states so that the current states can be efficiently accessed and
modified. This separation of past and current states helps in
improving Fabric latency and throughput.

B. Accessing Fabric States

Fabric exposes the following API to access the states.
• GetState(k): This call returns the current state of key k.
• GetHistoryForKey(k) (GHFK): For key k, this call

returns all the past states of key k in the history.
• GetStateByRange(k1,k2): The state-db data is sorted on

keys. Given a range, we can retrieve the list of keys in
state-db which are within this range and their current
states. We also call this a range scan query.

For each key k, the Fabric maintains a mapping of the
blocks which contain the details of at least one transaction
which ingested a key-value pair with key k. Thus given a
key k, the Fabric knows the set of block-ids which together
contain the details of all transactions which ingested a key-
value pair with key k. To process a GHFK call, the Fabric
first retrieves the list of these block-ids. It then deserializes the
content of these blocks and extracts out the values inserted.
These blocks are deserialized lazily i.e., a GHFK call returns
an iterator and as more and more values are accessed through
this iterator, more and more blocks are deserialized. If we
stop accessing the iterator at a certain point, the blocks
with the remaining values are not deserialized. A GHFK call
retrieves the historical states from the blocks which have been
committed. A GHFK call does not retrieve past states ingested
by transactions which are part of the current block which is
being formed and hence is yet to be committed.

C. Why temporal analytics is inefficient on Fabric history-db?

The Fabric does not provide any indexing capability on
the history-db data. There is hence no generic call to retrieve
those historical values for a key which were ingested between
two timestamps t1 and t2. To retrieve such values, one needs
to execute a GHFK call which as discussed above requires
scanning all states for key k between timestamps 0 and t2.
We need to then filter all those states which were ingested
between t1 and t2. Larger the value of t1, the more inefficient
this operation gets as more and more redundant states in range
[0,t1] need to be retrieved.

III. RELATED WORK

Efficient handling of temporal queries has been a very well
researched topic in data management community [5], [6], [7].
In this paper, we look at how we can improve the processing
of temporal queries on-chain on Fabric. Blockchain analytics
is an emerging area and only a few studies have looked at
the issues concerning analytics of blockchain data. Recently
the BLOCKBENCH system [8] benchmarked the popular
blockchain implementations - Fabric [2], Ethereum [3] and
Parity [4] against a set of database workloads. Similar efforts

include - benchmarking Fabric and Ethereum against transac-
tional workloads [9], Bitcoin performance measurements [10]
etc. The focus of this paper is on temporal analytics of Fabric
history-db data.

An alternative paradigm “off-chain analytics” has also been
investigated wherein blockchain data is taken out, stored and
analyzed using a database. For example - blockchain data
analytics using Memsql [11], Bitcoin data analytics using
databases [12], [13]. The off-chain analytics allows for an
efficient processing of the data but has privact issues and an
additional overhead of transferring the data from blockchain
platform to an external database. The focus of this paper is
on-chain temporal analytics of Fabric history-db data.

IV. EXPERIMENTAL EVALUATION SETUP

A. The Use-Case

We adopt the blockchain supported supply chain scenario
as discussed in [1] wherein a set of shipments are placed in
containers and the containers are ferried by trucks. Whenever
a shipment s is placed in a container c at time t, a key-value
pair 〈s, (c, t, “l”)〉 is inserted on blockchain. When shipment
s is taken out of container c at time t, the pair 〈s, (c, t, “ul”)〉
is inserted. The symbols l and ul denote load and unload
events. Similarly the events 〈c, (tr, t, “l”)〉 and 〈c, (tr, t, “ul”)〉
denote the events when a container c is loaded on/unloaded
from a truck tr at time t. The state-db here hence contains
the current state of each shipment and container i.e., the
container containing the shipment and the truck ferrying the
container. The history-db data contains all the past states of
the shipments and containers i.e, for each shipment, the set of
containers it has been contained in and for each container, the
set of trucks which ferried it at some point in time. This use-
case models various abstractions needed to investigate various
issues concerning temporal analytics on Fabric.

B. The Temporal Analytics Query

We consider the following temporal join query Q. Given
a duration τ : [ts, te], for each shipment s, we want to find
out the trucks which have ferried the shipment s during this
duration and the associated time-intervals. This query requires
retrieving events of interest within a duration [ts, te] and also
involves a join operation which is costly to execute.

C. Synthetic Workloads

We carry out our experimental evaluation using synthetically
generated data. We write a synthetic data generator which gen-
erates a set of shipment load/unload events on/from containers
and container load/unload events from trucks. The parameters
are: (a) Number of shipments, containers and trucks, (b) Num-
ber of events for each shipment and container (c) Distribution
of load events, (d) Total time length within which all events
lie (tmax). Given a load event ev, the corresponding unload
event is randomly chosen at any point before the start of
the next load event. In this paper, we use the following two
synthetically generated datasets containing skew.

• SD1: (a) Number of shipments, containers and trucks are
400, 100 and 20 respectively. Total time length is 150K.
Number of events for each key are 2K. Total number
of events hence are 1M. Events for each keys are zipf
distributed over this temporal range. For each key, the
zipf parameter is chosen randomly between 0 and 1.

• SD2: (a) Same as SD1 but the number of shipments, con-
tainers and trucks are 15, 5 and 2 respectively. Number
of events for each key are 2K. Total number of events
hence are 40K.

Presence of zipf distribution implies that more events arrive
in the start and the data gets more and more sparse as time
progresses. This hence allows us to study how various models
(and their variants) handle the skew. For both datasets, half of
the events arrive within first 10K timestamps.

D. Fabric instance

We use Hyperledger Fabric release v1.0, single peer setup
running on a Lenovo T430 machine with 4GB RAM, dual core
Intel i5 processor. We hence use a single peer but we keep
the consensus mechanism turned on. We use all the default
configuration settings to run our experiments.

E. The event insertion scheme

We first sort all the load/unload events on time in a dataset
and then execute transactions to sequentially insert these
events. We ingest the data in two following ways.

1) Single Event (SE): We ingest one event in one transac-
tion. Dataset SD2 is ingested using this scheme.

2) Multiple Events (ME): We ingest multiple events in
one transaction. Dataset SD1 is ingested using this scheme.
For each transaction, we choose a batch of events to ingest
with each batch being a maximal set of consecutive events
s.t. in this set no two events share the same key. Different
transactions hence insert different number of events but for
each shipment and container, one transaction ingests at most
one event. We do not include two events with the same
key because as discussed in section II, one transaction on
Fabric only persists one state for a key. For dataset SD1, each
transaction ingests an average of 38 events. Total number of
transaction are ∼25K with 1193 transaction ingesting more
than 100 events and 2154 transactions ingesting less than 10
events.

F. Metrics for Measuring the Performance of a Model

In this paper, we measure the performance of a model using
the following three metrics - (a) Query execution times - time
taken to execute the temporal query. (b) Ingestion times - time
taken to ingest data on Fabric and (c) State access times - time
taken to execute GetState and GHFK calls.

V. TEMPORAL JOIN PERFORMANCE ON FABRIC

In this section, we discuss how we execute temporal join
query Q (section IV-B) on Fabric and discuss the performance
on datasets SD1 and SD2. We first look at the state-db and
retrieve the list of all shipments and containers using a range-
scan query. For each shipment and container, we issue a GHFK
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call on the history-db. We scan each iterator returned by the
GHFK calls and retain only those states (i.e., pairs/events)
which fall within duration [ts,te]. We load this data into
memory and compute the temporal join. We call this method
TQF. Table I presents the performance numbers.

Consider the query interval τ=(0-10K]. This requires 500
GHFK calls as there are 400 shipments and 100 containers.
The join time is 75s and the GHFK calls take up the majority
of this time (71s). As mentioned in section IV-C, more than
50% of the events in dataset SD1 are within duration (0-10K]
and it hence requires deserialization of lot of blocks to load
all relevant events. These GHFK calls deserialize all blocks
containing an event within duration (0-10K].

When the query interval is (10K-20K], we need to deseri-
alize all blocks which contain the details of any transaction
ingesting an event within duration (0-20K]. As discussed in
section II, Fabric does not support any temporal indexes and
hence we do not know which blocks specifically contain the
details of events ingested between (10K-20K]. The join time
hence increases and we need 95.3s to compute the join. In
general, to retrieve events within query interval (ts,te], we
need to deserialize blocks containing events within duration
(0,te]. Larger the value of ts, worse is hence the performance.
The join time hence steadily rises and the query interval moves
right. When the query interval is (140K-150K], we require
120.8s to compute the join even though there are only ∼9K
events within this interval. In prior work [1], we proposed two
indexing models to mitigate these issues, which we discuss
next.

VI. MODEL M1

In this section, we first summarize the model M1 proposed
in [1] for creating temporal indexes on Fabric. We then
benchmark its performance on skewed datasets SD1 and SD2,
and present new variants of this model which are better able
to handle the skew present in datasets SD1 and SD2.

A. Index Construction Process

Let E(k, θ) represent the set of events which (1) belong
to key k and (2) happen during time-interval θ. Let (0,t] be
the time duration within which all events arrive. For each key
k (i.e., each shipment and container), the indexing process
divides the time-interval (0, t] in a set of disjoint indexing
intervals Θ(k)={θ1,θ2,...,θm}. The number m and the intervals
Θ(k) can be different for each key. For each key k, the
indexing process executes a transaction which (a) first executes
a GHFK call on key k, (b) constructs the set Θ(k) and (c) for
each indexing interval θ in Θ(k), constructs the set E(k, θ)
and ingests the pair 〈(k, θ), E(k, θ)〉 on Fabric.

The indexing process then executes a second transaction
which ingests the pair 〈(k, θ), “”〉. This changes the current
state of the “newly formed key” (k, θ) from E(k, θ) to null.
This operation hence removes the set E(k, θ) from state-db.
The set E(k, θ) hence remains accessible only from history-db.
Secondly, these two pairs are ingested only if the set E(k, θ)
is not empty. We remove the set E(k, θ) from state-db so that

state-db size remains minimal. Otherwise, the state-db will
contain all the states and its size will hence blow up. We
hence design our indexing models s.t., the content added on
state-db for indexing purposes is minimal.

B. Temporal Analytics using M1 Indexes
Temporal queries can now be efficiently executed using

these model M1 indexes. Consider we want to retrieve events
within a query-interval τ for key k i.e., the set E(k, τ). We
first find out from state-db, the index intervals created for key
k i.e., Θ(k). We next find out index intervals in Θ(k) which
overlap with query-interval τ . For each overlapping indexing
interval θ, we execute a GHFK(k,θ) call, collect the events
from all these GHFK calls and remove those events which do
not fall within the query-interval τ .

Note that each GHFK(k,θ) call deserializes only one block
as the indexing process has collected all events in set E(k, θ)
together and stored them in a single key-value pair. In absence
of model M1 indexes, the events in set E(k, θ) are scattered
across many blocks and hence construction of set E(k, θ) re-
quires deserialization of many blocks. This hence significantly
speeds up the processing of temporal queries.

C. Variants for M1 Indexes
We next discuss three variants of model M1 indexes. These

variants concern with different mechanisms for creating index
intervals Θ(k) for key k. Out of these three, FL variant was
discussed in [1]. In this section, we discuss the performance of
FL variant on skewed datasets SD1 and SD2. We also propose
two new variants - FC and ALC which improve on FL variant
on skewed datasets.

• Fixed-Interval-Length (FL): This partitions the range
(0, t] into disjoint index intervals of fixed length u. Each
interval hence contains different number of events.

• Fixed-Event-Count (FC): This scheme partitions the
range (0, t] into disjoint index intervals s.t., each interval
contains a fixed number of events v. Each such index
interval is hence of different length.

• Adaptive-Length-Count (ALC): Given an interval
length u and an event count v, this scheme partitions
the range (0, t] s.t. each interval satisfies one of the two
conditions - (a) Index interval is of length u but the event
count within this interval is greater than or equal to v
and (b) The event count within this interval is v but the
interval length is greater than or equal to u.

D. Experimental Evaluation
Table I benchmarks the performance of these indexing

mechanisms and TQF on dataset SD1 (section IV-C). We
ingest the data using ME scheme (section IV-E). We take a
10K sized query interval and vary its start and end points as
shown in Table I. For FL and ALC scheme, we set the interval
length parameter u to 2K. Assuming the event distribution was
uniform, this would have implied 27 events within each index
interval. For FC and ALC scheme, we therefore set the event
count parameter v to 27. The indexes are built once when all
the events have been ingested.

TABLE I
PERFORMANCE COMPARISON - MODEL M1 VS TQF VS MODEL M2

Dataset SD1, Ingestion with ME Dataset SD2 with SE
Model M1 (u=2K, v=27) Hyperledger Fabric Model M2 (u=2K, 50K) Model M1 (u=2K, v=27)

Query Interval Join Time (s) GHFK Time (s) and Calls Join GHFK Time (s) Join GHFK Time (s) Join Time (s)Time (s) and Calls Time(s) and Calls
FL FC ALC FL FC ALC TQF TQF FL (2K) FL (50K) FL (2K) FL (50K) FL FC ALC TQF

1-10K 6.4 15.4 6.3 3.6 (2500) 12.7 (10401) 3.7 (3000) 75.7 71 (500) 72.5 68.4 69.3 (2.5K) 65.3 (500) 0.32 1.11 0.33 1.93
10K-20K 4.6 12.0 4.9 3.5 (2500) 10.9 (7488) 3.9 (3440) 95.3 91 (500) 21.5 86.3 20.2 (2.5K) 85.2 (500) 0.18 0.4 0.25 2.63
20K-30K 4.2 5.3 4.1 3.5 (2500) 4.8 (3881) 3.6 (3180) 103.6 100 (500) 10.5 88.0 9.7 (2.5K) 87.5 (500) 0.14 0.22 0.23 2.70
60K-70K 3.8 2.2 2.0 3.4 (2499) 2.0 (1643) 1.9 (1639) 115.2 111 (500) 4.0 4.9 3.5 (2.5K) 4.8 (500) 0.15 0.09 0.12 3.04
70K-80K 3.8 2.0 1.9 3.4 (2481) 1.9 (1507) 1.8 (1500) 116.5 112 (500) 3.6 5.8 3.2 (2.5K) 5.6 (500) 0.12 0.08 0.08 3.13
80K-90K 3.6 1.9 1.7 3.3 (2450) 1.8 (1423) 1.6 (1416) 116.4 111 (500) 3.5 6.5 3.0 (2.5K) 6.3 (500) 0.11 0.75 0.10 3.25

120K-130K 3.3 1.5 1.4 3.0 (2150) 1.4 (1158) 1.3 (1160) 121.4 117 (500) 3.1 3.7 2.5 (2.5K) 3.5 (500) 0.11 0.06 0.05 3.39
130K-140K 3.0 1.4 1.3 2.8 (1998) 1.3 (1076) 1.2 (1060) 122.1 117 (500) 2.9 4.1 2.5 (2.5K) 3.9 (500) 0.1 0.07 0.08 3.20
140K-150K 2.7 1.1 1.0 2.5 (1731) 1.0 (833) 0.9 (838) 120.8 116 (500) 2.7 4.4 2.3 (2.5K) 4.3 (500) 0.12 0.04 0.05 3.43

1) FL Performance: We first look at the results for FL
indexing scheme. The index length parameter u is 2K. For
each key k, the FL variant hence ingests key-value pairs of
form 〈(k, θ), E(k, θ)〉 wherein θ takes values in {(0-2K], (2K-
4K], ..., (148K-150K]}. For any query interval τ of length
10K, the FL method needs to hence make 5 GHFK calls over
these indexes which result in deserialization of 5 blocks. This
hence results in a significant improvement vis-a-vis TQF and
we needed 6.4s to compute the temporal join for query inteval
(0-10K].

For τ=(10K-20K], FL can get all relevant events by making
5 GHFK calls on indexes. As query interval τ shifts right, we
get lesser and less events due to zipf distributed data. For
this reason, the join time decreases. This is in contrast with
TQF where we need full scan to retrieve the relevant events
and the join time hence steadily increases. The performance
gap between FL and TQF hence widens as the query interval
moves right. This shows the efficacy of FL approach.

2) FC Performance: We next look at the results for FC
indexing scheme. The FC variant keeps the event count within
each indexing interval constant. As there are more events at
the start due to the zipfian nature of the data, FC creates more
indexing intervals at the start. As we move right, lesser events
are encountered and lesser indexing intervals are created. The
length of the index intervals hence increases as we move right.
An analysis of the index-intervals created revealed that the FC
scheme created 10401 index intervals (for all keys combined)
within (0-10K] duration while it created 833 intervals within
(140K-150K]. The join time hence decreases steadily from
∼15s for τ=(0-10K] to ∼1.1s for τ=(140K-150K]. In com-
parison, FL scheme created 2500 and 1731 index intervals
within (0-10K] and (140K-150K] ranges respectively. Due to
this reason, FC performs better than FL when the data is sparse
(i.e., when τ is at the right end) and is worse then FL when
the data is bursty (i.e., when τ is at the start of the temporal
range). Table I also presents the number of index intervals
created for each variant (numbers within braces)

3) ALC Performance: Finally we look at the ALC perfor-
mance. The ALC scheme creates an index interval when both
the FL and FC criteria are first met. This hence takes the
best of both the FL and FC scheme. In the beginning, when

the number of events are high, it creates indexes based on
interval length and its performance is hence FL like. Towards
the end, when the number of events are very small, it creates
the indexes based on event count and its performance is hence
FC like. Overall, its performance is hence better than FL and
FC at all times as shown in Table I.

These results show that the ALC variant handles the data
skew better then FL and FC variants. We obtain similar trends
on dataset SD2 however the individual query times are lower
as the data volume is smaller in SD2. If we use uniform
distribution instead of zipf distribution in SD1 and SD2, the
three variants perform equally well. We do not discuss these
results due to lack of space.

E. The cost of Model M1 Indexes

Broadly, there are two costs associated with model M1
indexes. First, the number of key-value pairs on state-db
increase and hence the storage cost increases. However ALC
creates least number of index intervals and hence the ALC
storage cost is smaller than FL and FC variants. On dataset
SD1, FL. FC and ALC variants created ∼35K, ∼36K, ∼14K
number of additional states respectively. On dataset SD2, these
numbers are ∼14K, ∼14K, ∼6K respectively.

The second cost is index construction time. As the model
M1 includes a separate indexing phase, this increases the over-
all data ingestion time. Each invocation of indexing process
executes one GHFK call for each key k. For each key, it further
executes two transactions to ingest the index. On dataset SD1,
FL, FC and ALC index construction took ∼10, ∼13 and ∼12
mins respectively. The data ingestion time excepting index
construction was ∼109mins. The index construction time for
the three variants is similar as they execute same number of
transactions as well as GHFK calls to construct the indexes.

Note that unlike our experiments, the data may be contin-
uously streaming on Fabric and there is hence no one time
when we can build the indexes in one go. The indexing
process hence needs to happen periodically. For example,
we can choose to build model M1 indexes after each 25K
timestamps and each time, we index the data that arrives in
previous 25K timestamps. Note that, each invocation of index
construction process is costlier than the previous one. This is
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because for each invocation we need to issue a full GHFK
scan for each key and the GHFK cost keeps increasing with
time. We built ALC indexes for dataset SD1 after each 25K
timestamps. There were hence a total of 6 invocations and
these 6 invocations took a total of 38mins. This is a big
bottleneck. We next discuss the second model M2 proposed in
[1] which does not have a seperate indexing phase and hence
improves on this aspect.

VII. MODEL M2
In this section, we first review model M2 proposed in [1],

for creating temporal indexes on Fabric. We then discuss its
performance on skewed datasets SD1 and SD2.

A. Index Construction Process

In this model, we store the indexing interval information
along-with each key-value pair being ingested on Fabric.
An incoming key-value pair 〈k, (v, t)〉 is transformed to
〈(k, θ), (v, t)〉 wherein θ is an indexing interval s.t. the time-
stamp t lies within index interval θ. We discard the incoming
pair 〈k, (v, t)〉 and only store the transformed pair. This way,
the indexing information gets stored on Fabric history-db and
unlike model M1, we do not need to create additional key-
value pairs for creating temporal indexes. Model M2 hence
does not require a separate indexing phase and rather embeds
the indexing information during event ingestion itself. Note
than unlike model M1, we do not store events within an index
interval together as part of a single key-value pair. Events in
model M2 are still distributed across multiple blocks. However
model M2 introduces a mechanism whereby to retrieve events
within a query interval, we do not need to scan all events from
t=0.

1) FL Approach: Similar to model M1 - FL approach, we
choose intervals of fixed size u. For an incoming key-value
pair 〈k, (v, t)〉, we associate the index interval [� t

u� ∗u, � t
u� ∗

u]. Each indexing interval of length u will hence have different
number of events.

B. Temporal Analytics using Model M2 Indexes

We use the following approach to retrieve the events for
key k, which lie within a query interval τ i.e., the set E(k, τ).
From the state-db, we find out all indexing intervals for key k
which overlap with τ i.e., all intervals θ s.t. there is a state for
key (k,θ). This is done using a range-scan query on state-db.
For each such interval θ, we execute a GHFK call for (k,θ).
We collect the events from these GHFK calls and remove the
events which do not fall within query interval τ .

C. Experimental Evaluation

Table I presents the performance of model M2. We try the
FL scheme with two different index interval lengths (u) - 2K
and 50K. We first discuss the results with u=2K. When query
interval τ is (0-10K], the model 2 takes ∼72 s which is the
same time taken by TQF. This is because both approaches
deserialize similar number of blocks. When the query interval
is (10-20K], TQF needs to scan all events within duration (0-
20K]. While in model M2, we need to deserialize only blocks

containing events within (10K-20K]. The model M2 hence
deserializes fewer blocks then TQF and this manifests itself
in significantly improved timings of model M2 vis-a-vis TQF.

We are able to achieve this improvement because with
model M2 indexes, we exactly know which set of blocks are
going to contain events within interval (10K-20K]. Specifi-
cally, we retrieve the history of keys (k,(10K-12K]), (k,(12K-
14K]), (k,(14K-16K]), (k,(16K-18K]) and (k,(18K-20K]).
With TQF, we do not have this information and we need to
resort to a full GHFK call. This effect becomes more severe
as the index interval τ moves right. Due to zipfian data, the
model M2 join time steadily decreases however the TQF time
steadily goes up. For τ=(140K-150K], model M2 takes only
2.7s to compute the join while TQF requires 120s.

We next look at the results with u=50K. For τ=(0-10K], the
TQF and model M2 times are similar. Same is the case for
query intervals (10K-20K], ..., (40K-50K]. However when the
query interval is (60K-70K], the model M2 needs to deserialize
blocks with events within (60K-70K] only while TQF needs to
deserialize blocks with events within (0-70K]. There is hence
a significant difference in the performance.

VIII. MODEL M2 - MINCOUNT AND ADAPTIVE VARIANTS

Similar to model M1, we outline the Min-Count (MC) and
Adaptive-Length-Count (ALC) variants for model M2 which
are better able to handle skew in the data.

1) MinCount(MC): This variant creates a new index-
interval when the event-count within the current index-interval
excluding events which are part of the current block being
formed, is greater than or equal to a threshold v.

2) Adaptive-Length-Count(ALC): Given an interval length
u and an event count v, this variant creates a new index-
interval when one of the following two conditions is satisfied
- (a) The interval-length is greater or equal to u , and (b)
The event-count within the current indexing interval excluding
events which are part of the current block being formed, is
greater than or equal to v.

A. Implementation of M2 Variants

Note that to count the number of events within an interval,
we need to issue a GHFK call. As discussed in section II-B, a
GHFK call returns the events which are part of the committed
blocks. Due to this reason, the MC and ALC variants are
designed so as not to take into account the events which are
part of the block currently being formed. We implement the
MC variant as follows.

For each key k, we create a new state (k,“index”). This
state tracks, how many index intervals have been created
for key k and the start-point of the current index interval.
Let IC(k,t) represent the index-counter for key k at time t.
The index-counter IC(k,t) starts with 0 for each key k and
keeps getting incremented by 1 with the creation of each
new index-interval for key k. Let S(k,t) represent the start-
point of the index-interval at timestamp t for key k i.e., the
interval represented by IC(k,t). Whenever a new index-interval

is created for key k at time t, the variant MC ingests a key-
value pair ((k,“index”),(IC(k,t),S(k,t)).

The variant MC transforms each incoming pair (k,(v,t))
to the form ((k, IC(k,t)), (v,t)). All events in the same
index-interval hence share the same index-counter. For each
incoming pair (k,(v,t)), MC executes the following sequence
of operations.

1) MC executes a GHFK call on (k,“index”) and obtains
the current index-counter for key k. This is obtained
from the last state of the result returned by GHFK call.
Let this counter be ic.

2) MC then executes a GHFK call on (k, ic) and counts
the number of events in the current index-interval.

3) If this count is less than v, MC ingests the pair ((k, ic),
(v,t)). Note that this event shares the same index-counter
i.e., ic.

4) If this count is greater or equal to v, MC creates a new
index-interval, increments the value of index-counter and
ingests two pairs - ((k,“index”),(ic+1,t)) and ((k, ic+1),
(v,t)). Note that a new index-interval starts at time-stamp
t and hence S(k,t)=t and IC(k,t)=ic+1.

Following points need to be noted so as the above details
are clear.

• Unlike FL scheme, we can’t know apriori the end point
of an index interval when it is formed. We therefore
represent an index-interval using a counter and store the
start-point as separate states (i.e., (k,“index”)). The end
point of an index interval is specified as the start point
of the next index-interval minus 1.

• In step 1 above, we do not execute a GetState call to
retrieve the index-counter for key k. This is because
as mentioned in section II-B, Fabric enforces read-write
conflict among the transactions in a block. A Fabric
transaction hence is not allowed to read the current state
for a key k if this state has been earlier modified by a
transaction in the same block.

1) ALC Variant: The ALC variant is identical to the MC
variant except in step 4 above, the ALC conditions (sec-
tion VIII-2) are checked.

B. Temporal Analytics using MC and ALC variants

We use the following approach to retrieve the events for key
k which lie within a query interval τ i.e., the set E(k, τ). We
execute a GHFK call on (k,“index”) and obtain the index-
counter of all index-intervals which overlap with the query
interval τ . For each such counter ic, we execute a GHFK call
for (k,ic). We collect the events from these GHFK calls and
remove the events which do not fall within the interval τ . Note
that each such GHFK call takes much smaller time vis-a-vis
GHFK call for key k in TQF.

C. Experimental Evaluation

We next evaluate the performance of MC and ALC vari-
ants and compare the performance with FL variant. Table II
presents the results. We again see the same trend that the ALC

TABLE II
PERFORMANCE COMPARISON FOR MODEL M2 VARIANTS - FL VS MC VS

ALC VS P-ALC

Index interval length u=50K, Event Count v=667, Time in seconds
Dataset SD1, Ingestion with ME Dataset SD2, Ingestion with SE

Query FL MC ALC p-ALC p-ALC FL MC ALC p-ALC p-ALC
Interval p=0.1 p=0.01 p=0.1 p=0.01
1-10K 68.4 73.3 76.7 69.8 66.7 2.1 2.4 2.8 2.0 2.1

10K-20K 86.7 49.0 57.5 54.4 49.3 2.5 3.6 3.3 1.6 1.4
20K-30K 88.1 26.3 36.9 30.3 32.7 2.8 1.6 1.9 0.9 1.1
60K-70K 4.9 25.9 27.7 29.9 25.0 0.2 1.0 1.3 1.0 0.7
70K-80K 5.8 26.2 9.9 16.5 22.1 0.2 0.9 0.30 0.7 0.6
80K-90K 6.5 25.9 7.5 11.5 19.7 0.3 0.9 0.3 0.4 0.6

120K-130K 3.6 25.9 5.5 6.9 14.2 0.17 0.87 0.25 0.2 0.5
130K-140K 4.0 24.7 4.8 6.3 12.6 0.18 0.97 0.22 0.2 0.5
140K-150K 4.4 22.3 4.2 4.8 9.9 0.24 0.99 0.17 0.2 0.4

variant handles the data skew much better than the variants FL
and MC. Consider the query interval τ=(10K-20K]. The FL
variant has three index-intervals for all keys, all of length 50K,
first of which is (0-50K]. FL variant hence needs to deserialize
all blocks with events in range (0-20K]. The variant MC
creates index-intervals based on event-count. As this dataset
contains half the events within (0-10K], mostly the first index-
interval created by MC for each key ends before the timestamp
10K. The variant MC hence does not need to deserialize many
blocks with events in range (0-10K].

We analyzed the index-intervals created for each key, found
out the first index-interval for each key which overlaps with the
range (10K-20K] and computed the average of the start-point
of all such index-intervals. This turned out to be ∼5K. Hence
on average MC needed to deserialize all blocks with events
in range (5K-20K]. This manifests itself in much improved
performance of variant MC. Variant MC hence handles the
bursts in data better then FL.

Consider next the query interval τ=(130K-140K]. Due
to zipfian nature of the data, there are lesser number of
events in this range. The FL variant works better then MC
variant for this case. When the data is sparse, MC creates
lengthier index-intervals vis-a-vis FL. As a result, MC needs
to deserialize larger number of blocks. This manifests in
the better performance of FL. Here, FL and MC needed to
deserialize all blocks with events in range (100K-140K] and
(22K-140K] respectively. For MC, on average, the first index-
interval overlapping with range (130K-140K] started at ∼22K.

The ALC variant takes the best of both the variants. When
the data arrives in burst, it creates index-intervals based on
fixed event-count and hence index-intervals of shorter length
are created. When the data is sparse, index-intervals of fixed
length are created and hence containing smaller number of
events. As a result, its performance is competitive throughout.
Table II presents the results for dataset SD2 as well and this
presents similar trends.

D. The Cost of MC and ALC Variants

Similar to model M1, one of the cost is state-db storage. The
three variants FL, MC and ALC created ∼1.5K, ∼1.5K and
∼2.5K states for dataset SD1. For dataset SD2, these numbers
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are 56, 55 and 92 respectively. ALC in model 2, creates larger
number of states vis-a-vis FL and MC variants. The second
cost associated with MC and ALC variants is that the data
ingestion becomes slow. This is because for each incoming
pair, the MC and ALC variants issue 2 GHFK calls - one to
retrieve the current index-interval for each key and one to get
the count of events in the current index-interval for each key.
These two GHFK calls incur significantly additional cost.

TABLE III
INGESTION TIME (MINS)

DataSet SD1 DataSet SD2

FL MC ALC TQF p-ALC p-ALC FL MC ALC TQF p-ALC p-ALC
p=0.1 p=0.01 p=0.1 p=0.01

105 664 616 121 183 129 170 191 191 156 172 171

Table III presents the ingestion times. As mentioned in
section IV-C, for dataset SD1, an average of 39 events are
ingested in each transaction. Each transaction on average
hence executes 78 GHFK calls which adds up to a significant
overhead. As a result, MC and ALC variant take much larger
time to ingest the data on Fabric. For dataset SD2 run,
we ingest only one event per transaction and hence each
transaction executes 2 GHFK calls. The relative overhead is
ALC variant is hence much smaller (∼21mins) vis-a-vis FL.

These observations suggest that ALC variant is a good
option for the case when each transaction ingests one or small
number of events but its performance degrades as the number
of events ingested per transaction increase. We next present
a probabilistic version of ALC variant which significantly
improves the ingestion time at the cost of a little degradation
in the query performance.

IX. PROBABILISTIC ALC VARIANT (P-ALC)

The p-ALC variant checks the ALC condition only with
a probability p. Whenever a key-value pair (k,(v,t)) arrives,
the p-ALC variant generates a random number. If this number
is greater than p, p-ALC finds out the current index-counter
ic for key k and ingests the pair ((k,ic),(v,t)). If the random
number is less than p, only then it checks the ALC condition
(section VIII-2) and creates a new index-interval if the ALC
condition is satisfied. This way, p-ALC avoids executing costly
GHFK calls to find out the event count in the current index-
interval for the instances when the generated random number
is greater than p.

Table III presents the data ingestion times. We tried p-
ALC variants with p=0.1 and 0.01. On dataset SD1, the data
ingestion times for these two variants are 183 and 129 mins
which are significantly improved on ALC time of 616 mins.
On dataset SD2, these times are 172 and 171 mins which are
equal to time taken by FL variant.

We next discuss the query performance of p-ALC variant.
Table II presents the results. For dataset SD1, p-ALC variants
perform better than MC variant for most query intervals. The
p-ALC variants perform better than FL when the data is bursty
and perform worse when the data is sparse. In general, the

performance will degrade as the value of p goes down. We
obtain similar trends for dataset SD2 as well.

X. CONCLUSIONS

In this paper, we discussed multiple approaches to index
Fabric history-db data. We benchmarked these variants and
analyzed the performance tradeoffs involved. The obtained
insights can be summarized as follows.

1) For both models M1 and M2, the ALC variant provides
best query performance. For model M1, FL works better
than FC when the data is bursty while FC works better
than FL when the data is sparse. For model M2, the MC
variant works better than FL when the data is bursty
while FL works better when the data is sparse. All
variants however significantly outperform the TQF case,
where no indexes are built.

2) The data ingestion times are minimum for model M2-
FL variant. Model M2 - MC and ALC variants have
large index construction overheads but these overheads
can be significantly reduced by using their probabilistic
variants. The performance of the probabilistic variant
degrades as the value of parameter p goes down.

3) If the data volume on Fabric is small or the data arrives
at a low enough rate, we can prefer model M1 indexes.
If the data volume is large, model M2 indexes should
be used. For model M2, FL or p-ALC variant can be
chosen, depending on the data volume and arrival rate.

We next plan to study how temporal analytics can be
efficiently carried out on other blockchain platforms e.g.,
Ethereum, TenderMint etc.
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Abstract

The accuracy and reliability of machine learning al-
gorithms are an important concern for suppliers of
artificial intelligence (AI) services, but considerations
beyond accuracy, such as safety, security, and prove-
nance, are also critical elements to engender con-
sumers’ trust in a service. In this paper, we pro-
pose a supplier’s declaration of conformity (SDoC)
for AI services to help increase trust in AI services.
An SDoC is a transparent, standardized, but often
not legally required, document used in many indus-
tries and sectors to describe the lineage of a product
along with the safety and performance testing it has
undergone. We envision an SDoC for AI services to
contain purpose, performance, safety, security, and
provenance information to be completed and volun-
tarily released by AI service providers for examina-
tion by consumers. Importantly, it conveys product-
level rather than component-level functional testing.
We suggest a set of declaration items tailored to AI
and provide examples for two fictitious AI services.

1 Introduction

Artificial intelligence (AI) services, such as those con-
taining predictive models trained through machine
learning, are increasingly key pieces of products and
decision-making workflows. A service is a function or
application accessed by a customer via a cloud infras-
tructure, typically by means of an application pro-
gramming interface (API). For example, an AI ser-
vice could take an audio waveform as input and re-
turn a transcript of what was spoken as output, with
all complexity hidden from the user, all computation
done in the cloud, and all models used to produce
the output pre-trained by the supplier of the service.

A second more complex example would provide an
audio waveform translated into a different language
as output. The second example illustrates that a ser-
vice can be made up of many different models (speech
recognition, language translation, possibly sentiment
or tone analysis, and speech synthesis) and is thus
a distinct concept from a single pre-trained machine
learning model or library.

In many different application domains today, AI
services are achieving impressive accuracy and other
similar performance metrics. Accuracy, however, is
only a consumer’s very basic need. Taking Maslow’s
hierarchy of needs as a metaphor [1], accuracy is a
physiological need like food and shelter. Once this
need is met, consumers seek the higher-level need of
safety and security. Safety is the prevention of unin-
tentional harms and security is the prevention of de-
liberate harms. Methods for safe and secure machine
learning are currently active areas of research [2, 3]
and are already making their way into AI services.

At the next level up in the hierarchy of needs is
trust. Transparency about the performance and re-
liability of the service, the safety and security mea-
sures instituted in the service (including operating
conditions under which it was tested), and the lin-
eage of the datasets, training algorithms, and mod-
els that go into the service all lend trust to the con-
sumer. Trusted AI services, thus, need good task
performance, good safety and security measures, ac-
countability via lineage, with supporting evidence for
each of these aspects.

Toward this final end of transparency, we propose
a supplier’s declaration of conformity (SDoC) for AI
services. An SDoC is a document to “show that a
product, process or service conforms to a standard
or technical regulation, in which a supplier provides
written assurance [and evidence] of conformity to the
specified requirements,” and is used in many different
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industries and sectors including telecommunications
and transportation [4]. The document typically spec-
ifies the creator, a unique identification of the product
or service including version or serial number, lists of
standardized tests conducted, technical information
about testing conditions and results, a declaration
statement indicating conformance to the tests, and
the signature of the responsible agent in the supplier
organization. Importantly, SDoCs are often volun-
tary and tests reported in SDoCs are conducted by
the supplier itself rather than by third parties. This
distinguishes self-declarations from certifications that
are mandatory and must have tests conducted by
third parties.

An SDoC for AI services will contain sections on
performance, safety, and security as discussed above.
Performance will include appropriate accuracy or risk
measures along with timing information. Safety, dis-
cussed in [5, 2] as the minimization of both risk and
epistemic uncertainty, will include explainability, al-
gorithmic fairness, and robustness to concept drift.
Security will include robustness to adversarial at-
tacks. Moreover, the SDoC will list how the service
was created, trained, and deployed along with what
scenarios it was tested on, how it will respond to non-
tested scenarios, guidelines that specify what tasks it
should and should not be used for, and any ethical
concerns of its use.

We propose that SDoCs for AI services be volun-
tary. Nevertheless, due to peer pressure to conform
[6], they could become a de facto requirement sim-
ilar to Energy Star labeling of the energy efficiency
of appliances. SDoCs will serve to reduce informa-
tion asymmetry between supplier and consumer, and
should allow better functioning of AI service market-
places [7]. In particular, consumers in many busi-
nesses do not have the requisite expertise to evaluate
various AI services available in the marketplace; un-
informed or incorrect choices can result in suboptimal
business performance. By creating easily consumable
SDoCs, suppliers can accrue a competitive advantage
by capturing consumers’ trust.

SDoC adoption could potentially lead to an even-
tual system of third-party certification [8], but proba-
bly only for services catering to applications with the
very highest of stakes, to regulated business processes
and enterprise applications, and to applications orig-
inating in the public sector [9]. (Children’s toys are
an example category of consumer products in which
an SDoC is not enough and certification is required.)
If an AI service is already touching on a regulation

from a specific industry in which it is being used, its
SDoC will serve as a tool for better compliance.

Several recent research studies argue for standard-
izing and sharing information about the data used to
train machine learning models. Gebru et al. propose
the use of datasheets for datasets as a way to expose
and standardize information about public datasets,
or datasets used in the development of commercial AI
services and pre-trained models [10]. The datasheet
would include provenance information, key character-
istics, and relevant regulations, but also significant
yet more subjective information such as potential
bias, strengths and weaknesses, and suggested uses.
Another group of researchers recently proposed a data
statement schema, as a way to capture and convey the
information and properties of a dataset used in natu-
ral language processing (NLP) research and develop-
ment [11]. The authors argue that data statements
should be included in most writing on NLP, includ-
ing: papers presenting new datasets, papers report-
ing experimental work with datasets, and documen-
tation for NLP systems. Holland et al. outline the
dataset nutrition label, a diagnostic framework that
provides a concise yet robust and standardized view
of the core components of a dataset [12]. Academic
conferences such as AAAI ICWSM1 are also starting
special tracks for dataset papers containing detailed
descriptions, collection methods, and use cases.

Scope and Contributions Our proposal of
SDoCs for AI services is inspired by and builds
upon datasheets, statements, and nutrition labels for
datasets, but may be distinguished in the following
manner. We focus on the final AI service, which
may be an amalgam of many models trained on many
datasets: the datasets are a component of an AI ser-
vice, but not what a consumer is finally exposed to.
Systems composed of safe components may be unsafe
and, conversely, it may be possible to build safe sys-
tems out of unsafe components, so it is prudent to
also consider transparency and accountability of ser-
vices in addition to datasets. In doing so, we take
a functional perspective on the overall service, and
can test for performance, safety, and security aspects
that are not relevant for a dataset in isolation, such
as generalization accuracy, explainability, and adver-
sarial robustness. Loukides et al. propose a checklist
that has some of the elements we seek [13].

1The International AAAI Conference
on Web and Social Media (ICWSM):
https://www.icwsm.org/2018/submitting/call-for-papers/

2

In this paper, our aim is not to give the final word
on declarations by AI service suppliers, but to be-
gin the conversation on the types of information and
types of tests that may be included. Moreover, de-
termining a single comprehensive set of declaration
items is likely infeasible as the context will often de-
termine the choice of items and the number needed.
(Presumably, higher stakes applications will require
more comprehensive declarations.) Our main goal
here is to help identify common issues. A multi-
stakeholder approach is essential to converge onto
standards for the set of safety and security tests along
with their particulars. It will only be then that we as
a community will be able to start producing mean-
ingful declarations of conformity.

The remainder of the paper is organized as follows.
In Section 2, we discuss labeling, safety and certifica-
tion standards in other industries. In Section 3, we
discuss the issue of trust in AI systems. In Section 4,
we describe the AI service SDoC in more detail, giv-
ing examples of questions that it should include. In
Section 5, we discuss challenges, opportunities and fu-
ture work needed to achieve the widespread usage of
AI service declarations of conformance. A proposed
complete set of sections and items for a declaration is
included in the appendix, along with sample SDoCs
for two exemplary fictitious services: fingerprint ver-
ification and trending topics in social media.

2 Enabling Trust in Other Do-

mains

Enabling trust in systems is not unique to AI. This
section provides an overview of mechanisms used in
other domains and industries to achieve trust. The
goal is to understand existing approaches to help in-
spire the right directions for enabling trust in AI ser-
vices.

Standards Organizations Standardization orga-
nizations, such as the IEEE [14] and ISO [15], de-
fine standards along with the requirements that need
to be satisifed for a product or a process to meet
the standard. The product developer can self-report
that a product meets the standard, though there are
several cases, especially with ISO standards, where
an independent accredited body will verify that the
standards are met and provide the certification.

Consumer Products The United States Con-
sumer Product Safety Commission (CPSC) [16] re-
quires a manufacturer or importer to declare its prod-
uct as compliant with applicable consumer product
safety requirements in a written or electronic dec-
laration of conformity. In many cases, this can be
self-reported by the manufacturer or importer, i.e.
an SDoC. However, in the case of children’s products,
it is mandatory to have the testing performed by a
CPSC-accepted laboratory for compliance. Durable
infant or toddler products must be marked with spe-
cialized tracking labels and must have a postage-paid
customer registration card attached, to be used in
case of a recall.

The National Parenting Center has a Seal of Ap-
proval program [17] that conducts testing on a variety
of children’s products involving interaction with the
products by parents, children, and educators, who fill
out questionnaires for the products they test. The
quality of a product is determined based on factors
like the product’s level of desirability, sturdiness, and
interactive stimulation. Both statistical averaging as
well as comments from testers are examined before
providing a Seal of Approval for the product.

Finance In the financial industry, corporate bonds
are rated by independent rating services [18, 19] to
help an investor assess the bond issuer’s financial
strength or its ability to pay a bond’s principal and
interest in a timely fashion. These letter-grade rat-
ings range from AAA or Aaa for safe, ‘blue-chip’
bonds to C or D for ‘junk’ bonds. On the other
hand, common-stock investments are not rated in-
dependently. Rather, the Securities and Exchange
Commission (SEC) requires potential issuers of stock
to submit specific registration documents that dis-
closes extensive financial information about the com-
pany and risks associated with the future operations
of the company. The SEC examines these documents,
comments on them, and expects corrections based on
the comments. The final product is a prospectus ap-
proved by the SEC that is available for potential buy-
ers of the stock.

Software In the software area, there have been re-
cent attempts to certify digital data repositories as
‘trusted.’ Trustworthiness involves both the quality
of the data and sustainable, reliable access to the
data. The goal of certification is to enhance scientific
reproducibility. The European Framework for Audit
and Certification [20] has three levels of certification,
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Core, Extended, and Formal (or Bronze, Silver, and
Gold), having different requirements, mainly to dis-
tinguish between the requirements of different types
of data, e.g. research data vs. human health data vs.
financial transaction data. The CoreTrustSeal [21], a
private legal entity, provides a Bronze level certifica-
tion to an interested data repository, for a nominal
fee.

There have been several proposals in the literature
for software certifications of various kinds. Ghosh
and McGraw [22] propose a certification process for
testing software components for security properties.
Their technique involves a process and a set of white-
box and black-box testing procedures, that eventu-
ally results in a stamp of approval in the form of a
digital signature. Schiller [23] proposes a certifica-
tion process that starts with a checklist with yes/no
answers provided by the developer, and determines
which tests need to be performed on the software to
certify it. Currit et al. [24] describe a procedure for
certifying the reliability of software before its release
to the users. They predict the performance of the
software on unseen inputs using the MTTF (mean
time to failure) metric. Port and Wilf [25] describe
a procedure to certify the readiness for software re-
lease, understanding the tradeoff in cost of too early
a release due to failures in the field, versus the cost
in personnel and schedule delay arising from more
extensive testing. Their technique involves the fill-
ing out of a questionnaire by the software developer
called the Software Review and Certification Record
(SRCR), which is ‘credentialed’ with signatories who
approve the document prior to the release decision.
Heck et al. [26] also describe a software product cer-
tification model to certify legislative compliance or
acceptability of software delivered during outsourc-
ing. The basis for certification is a questionnaire to
be filled out by the developer. The only acceptable
answers to the questions are yes and n/a (not appli-
cable).

A different approach is taken in the CERT Se-
cure Coding Standards [27] of the Software Engineer-
ing Institute. Here the emphasis is on documenting
best practices and coding standards for security pur-
poses. The secure coding standards consist of guide-
lines about the types of security flaws that can be
injected through development with specific program-
ming languages. Each guideline offers precise infor-
mation describing the cause and impact of violations,
and examples of common non-compliant (flawed) and
compliant (fixed) code. The organization also pro-

vides tools, which audits code to identify security
flaws as indicated by violations of the CERT secure
coding standards.

Human Subjects In addition to products and
technologies, another critical endeavor requiring trust
is research involving human subjects. Institutional
review boards (IRB) have precise reviewing proto-
cols and requirements such as those presented in the
Belmont Report [28]. Items to be completed include
statement of purpose, participant selection, proce-
dures to be followed, harms and benefits to sub-
jects, confidentiality, and consent documents. As AI
services increasingly make inferences for people and
about people [29], IRB requirements increasingly ap-
ply to them.

Summary To ensure trust in products, industries
have established a variety of practices to convey infor-
mation about how a product is expected to perform
when utilized by a consumer. This information usu-
ally includes how the product was constructed and
tested. Some industries allow product creators to vol-
untarily provide this information, whereas others ex-
plicitly require it. When the information is required,
some industries require the information to be vali-
dated by a third party. One would expect the latter
scenario to occur in mature industries where there
is confidence that the requirements strongly corre-
late with safety, reliability, and overall trust in the
product. Mandatory external validation of nascent
requirements in emerging industries may unnecessar-
ily stifle the development of the industry.

3 Elements of Trust in AI Sys-

tems

We drive cars trusting the brakes will work when the
pedal is pressed. We undergo laser eye surgery trust-
ing the system to make the right decisions. We accept
that the autopilot will operate an airplane, trusting
that it will navigate correctly. In all these cases, trust
comes from confidence that the system will err ex-
tremely rarely, leveraging system training, exhaustive
testing, experience, safety measures and standards,
best practices, and consumer education.

Every time new technology is introduced, it creates
new challenges, safety issues, and potential hazards.
As the technology develops and matures, these issues
are better understood, documented, and addressed.
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Human trust in technology is developed as users over-
come perceptions of risk and uncertainty [30], i.e., as
they are able to assess the technology’s performance,
reliability, safety, and security. Consumers do not yet
trust AI like they trust other technologies because of
inadequate attention given to the latter of these is-
sues. Making technical progress on safety and secu-
rity is necessary but not sufficient to achieve trust
in AI, however; the progress must be accompanied
by the ability to measure and communicate the per-
formance levels of the service on these dimensions in
a standardized and transparent manner. One way
to accomplish this is to provide such information via
SDoCs for AI services.

We expect that AI will soon go through the same
evolution that other technologies have gone through
(cf. [10] for an excellent review of the evolution of
safety standards in different industries). Trust in AI
services will come from: a) applying general safety
and reliability engineering methodologies across the
entire lifecycle of an AI service, b) identifying and ad-
dressing new, AI-specific issues and challenges in an
ongoing and agile way, and c) creating standardized
tests and transparent reporting mechanisms on how
such a service operates and performs. In this sec-
tion we outline several areas of concern and how they
uniquely apply to AI. The crux of this discussion is
the manifestation of risk and uncertainty in machine
learning, including that data distributions used for
training are not always the ones that ideally should
be used.

3.1 Basic Performance and Reliability

Statistical machine learning theory and practice is
built around risk minimization. The particular loss
function, whose expectation over the data distribu-
tion is considered to be the risk, depends on the task,
e.g. zero-one loss for binary classification and mean
squared error for regression. Different types of errors
can be given different costs. Abstract loss functions
may be informed by real-world quality metrics [31],
including context-dependent ones [32]. There is no
particular standardization on the loss function, even
broadly within application domains. Moreover, per-
formance metrics that are not directly optimized are
also often examined, e.g. area under the curve and
normalized cumulative discounted gain.

The true expected value of the loss function can
never be known and must be estimated empirically.
There are several approaches and rules of thumb for
estimating the risk, but there is no standardization

here either. Different groups make different choices
(k-fold cross-validation, held-out samples, stratifica-
tion, bootstrapping, etc.). Further notions of per-
formance and reliability are the technical aspects of
latency, throughput, and availability of the service,
which are also not standardized for the specifics of
AI workloads.

To develop trust in AI services from a basic perfor-
mance perspective, the choice of metrics and testing
conditions should not be left to the discretion of the
supplier (who may choose conditions which present
the service in a favorable light), but should be cod-
ified and standardized. The onerous requirement of
third-party testing could be avoided by ensuring that
the specifications are precise.

3.2 Safety

While typical machine learning performance metrics
are measures of risk (the ones described in the pre-
vious section), we must also consider epistemic un-
certainty when assessing the safety of a service [5, 2].
The main uncertainty in machine learning is an un-
known mismatch between the training data distribu-
tion and the desired data distribution on which one
would ideally train. Usually that desired distribution
is the true distribution encountered in operation (in
this case the mismatch is known as concept drift),
but it could also be an idealized distribution that
encodes preferred societal norms, policies, or regu-
lations (imagine a more equitable world than what
exists in reality). One may map four general cate-
gories of strategies to achieve safety proposed in [33]
to machine learning [2]: inherently safe design, safety
reserves, safe fail, and procedural safeguards, all of
which serve to reduce epistemic uncertainty. Inter-
pretability of models is one example of inherently safe
design.

Concept Drift As the statistical relationship be-
tween features and labels changes over time, known as
concept drift, the mismatch between the training dis-
tribution and the distribution from which test sam-
ples are being drawn increases. A well-known reason
for performance degradation, it is a common cause of
frustration and loss of trust for AI service consumers
that can be detected and corrected using a multitude
of methods [34]. The sensitivity of performance of
different models to concept drift varies and should be
part of a testing protocol. To the best of our knowl-
edge, there does not yet exist any standard for how
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to conduct such testing.

Fairness AI fairness is a rapidly growing topic of
inquiry [35]. There are many different definitions of
fairness (some of which provably conflict) appropri-
ate in varying contexts. The concept of fairness re-
lies on protected attributes (also context-dependent)
such as race, gender, caste, and religion. For fairness,
we insist on some risk measure being approximately
equal in groups defined by the protected attributes.
Unwanted biases in training data, due to either prej-
udice in labels or under-/over-sampling, lead to un-
fairness and can be checked using statistical tests on
datasets or models [36]. One can think of bias as
the mismatch between the training data distribution
and a desired fair distribution. Applications such as
lending have legal requirements on fairness in deci-
sion making, e.g. the Equal Credit Opportunity Act
in the United States. Although the parity definitions
and computations in such applications are explicit,
the interpretation of the numbers is subjective: there
is no immutable 80% rule [37] that is uniformly ap-
plied in isolation of context.

Explainability Directly interpretable machine
learning (in contrast to post hoc interpretation)
[38], in which a person can look at a model and
understand what it does, reduces epistemic un-
certainty and increases safety because quirks and
vagaries of training dataset distributions that will
not be present in distributions during deployment
can be identified by inspection [2]. Different users
have different needs from explanations, and there
is not yet any satisfactory quantitative definition
of interpretability (and there may never be) [39].
Recent regulations in the European Union require
‘meaningful’ explanations, but it is not clear what
constitutes a meaningful explanation.

3.3 Security

AI services can be attacked by adversaries in various
ways [3]. Small imperceptible perturbations could
cause AI services to misclassify inputs to any label
that attackers desire; training data and models can be
poisoned, allowing attackers to worsen performance
(similar to concept drift but deliberate); and sensitive
information about data and models can be stolen by
observing the outputs of a service for different inputs.
Services may be instrumented to detect such attacks
and may also be designed with defenses to be resilient

[40]. New research proposes certifications for defenses
against adversarial examples [41], but these are not
yet practical.

3.4 Lineage

Once performance, safety, and security are sufficient
to engender trust, we must also ensure that we track
and maintain the provenance of datasets, metadata,
models along with their hyperparameters, and test
results. Users, those potentially affected, and third
parties such as regulators must be able to audit the
systems underlying the services. Appropriate parties
may need the ability to reproduce past outputs and
track outcomes. Specifically, one should be able to
determine the exact version of the service deployed at
any point of time in the past, how many times the ser-
vice was retrained and associated details like hyper-
parameters used for each training episode, training
dataset used, how accuracy and safety metrics have
evolved over time, and the feedback data received by
the service. Also important for trust is transparency
into the triggers for retraining and improvement.

4 Introducing AI Service

SDoCs

In this section we provide an overview of the items
that should be addressed in an AI service SDoC. (See
the appendix for the complete list of items.) To illus-
trate how these items might be completed in practice,
we also include two sample SDoCs in the appendix:
one for a fictitious fingerprint verification service and
one for a trending topics service.

The items are grouped into several categories
aligned with the elements of trust. The categories
are: statement of purpose, lineage and provenance,
basic performance, safety, and security. They cover
various aspects of service development, testing, de-
ployment and maintenance: from information about
the data the service is trained on, to underlying al-
gorithms, test setup, test results, and performance
benchmarks, to the way the service is maintained and
retrained (including automatic adaptation).

The items are devised to aid the user in under-
standing how the service works, in determining if the
service is appropriate for the intended application,
and in comprehending its strengths and limitations.
The identified items are not intended to be definitive.
If a question is not applicable to a given service, it
can simply be ignored. In some cases, the service
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supplier may not wish to disclose details of the ser-
vice for competitive reasons. For example, a supplier
of a commercial fraud detection service for health-
care insurance claims may choose not to reveal the
details of the underlying algorithm; nevertheless, the
supplier should be able to indicate the class of algo-
rithm used, provide sample outputs along with ex-
planations of the algorithmic decisions leading to the
outputs. More consequential applications will likely
require more comprehensive completion of items.

A few examples of items an AI service SDoC might
include are:

• What is the intended use of the service output?

• What algorithms or techniques does this service
implement?

• Which datasets was the service tested on? (Pro-
vide links to datasets that were used for testing,
along with corresponding datasheets.)

• Describe the testing methodology.

• Describe the test results.

• Are you aware of possible examples of bias, ethi-
cal issues, or other safety risks as a result of using
the service?

• Are the service outputs explainable and/or in-
terpretable?

• For each dataset used by the service: Was the
dataset checked for bias? What efforts were
made to ensure that it is fair and representative?

• Does the service implement and perform any bias
detection and remediation?

• What is the expected performance on unseen
data or data with different distributions?

• Was the service checked for robustness against
adversarial attacks?

• When were the models last updated?

As such a declaration is refined, and testing pro-
cedures for performance, robustness to concept drift,
explainability, and robustness to attacks are further
codified, the SDoC may refer to standardized test
protocols instead of providing descriptive details.

5 Discussion and Future Work

In this paper, we continue in the research direc-
tion established by datasheets or nutrition labels for
datasets to examine trusted AI at the functional level
rather than at the component level. We discuss the
several elements of AI services that are needed for
people to trust them, including task performance,
safety, security, and maintenance of lineage. The fi-
nal piece to build trust is transparent documentation
about the service, which we see as a variation on dec-
larations of conformity for consumer products. We
propose a starting point to a voluntary AI service
supplier’s declaration of conformity. Further discus-
sion among multiple parties is required to standardize
protocols for testing AI services and determine the fi-
nal set of items and format that AI service SDoCs will
take.

We envision that suppliers will voluntarily popu-
late and release SDoCs for their services to remain
competitive in the market. The evolution of the mar-
ketplace of AI services may eventually lead to an
ecosystem of third party testing and verification lab-
oratories, services, and tools. We also envision the
automation of nearly the entire SDoC as part of the
build and runtime environments of AI services. More-
over, it is not difficult to imagine SDoCs being auto-
matically posted to distributed, immutable ledgers
such as those enabled by blockchain technologies.

We are not there yet, but we see our work as a
first step at defining which questions to ask and met-
rics to measure towards development and adoption of
broader industry practices and standards. We see a
parallel between the issue of trusted AI today and the
rise of digital certification during the Internet revolu-
tion. The digital certification market ‘bootstrapped’
the Internet, ushering in a new era of ‘transactions’
such as online banking and benefits enrollment that
we take for granted today. In a similar vein, we can
see AI service SDoCs ushering in a new era of trusted
AI end points and bootstrapping broader adoption.
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A Proposed SDoC Items

Below we list example questions that an SDoC for an
AI service could include. The set of questions we pro-
vide here is not intended to be definitive, but rather
to open a conversation about what aspects should be
covered.

To illustrate how these questions could be an-
swered, we provide two examples for fictitious AI ser-
vices: a fingerprint verification service (Appendix B)
and a trending topics service (Appendix C). How-
ever, given that the examples we provide are ficti-
tious, we would expect an actual service provider to
answer these questions in much more detail. For in-
stance, they would be able to better characterize an
API that actually exists. Our example answers are
mainly to provide additional insight about the type
of information we would find in an SDoC.

Statement of purpose

The following questions are aimed at providing an
overview of the service provider and of the intended
uses for the service. Valid answers include ”N/A”
(not applicable) and ”Proprietary” (cannot be pub-
licly disclosed, usually for competitive reasons).

General

• Who are ”you” (the supplier) and what type of
services do you typically offer (beyond this par-
ticular service)?

• What is this service about?

– Briefly describe the service.

– When was the service first released? When
was the last release?

– Who is the target user?

• Describe the outputs of the service.

• What algorithms or techniques does this service
implement?

– Provide links to technical papers.

• What are the characteristics of the development
team?

– Do the teams charged with developing and
maintaining this service reflect a diversity of
opinions, backgrounds, and thought?

• Have you updated this SDoC before?

– When and how often?

– What sections have changed?

– Is the SDoC updated every time the service is
retrained or updated?

Usage

• What is the intended use of the service output?

– Briefly describe a simple use-case.

• What are the key procedures followed while us-
ing the service?

– How is the input provided? By whom?

– How is the output returned?

Domains and applications

• What are the domains and applications the ser-
vice was tested on or used for?

– Were domain experts involved in the develop-
ment, testing, and deployment? Please elabo-
rate.

• How is the service being used by your customers
or users?

– Are you enabling others to build a solution by
providing a cloud service or is your application
end-user facing?

– Is the service output used as-is, is it fed di-
rectly into another tool or actuator, or is there
human input/oversight before use?

– Do users rely on pre-trained/canned models or
can they train their own models?

– Do your customers typically use your service
in a time critical setup (e.g. they have lim-
ited time to evaluate the output)? Or do they
incorporate it in a slower decision making pro-
cess? Please elaborate.

10

• List applications that the service has been used
for in the past.

– Please provide information about these appli-
cations or relevant pointers.

– Please provide key performance results for
those applications.

• Other comments?

Basic Performance

The following questions aim to offer an overall assess-
ment of the service performance.

Testing by service provider

• Which datasets was the service tested on? (e.g.,
links to datasets that were used for testing, along
with corresponding datasheets)

– List the test datasets and provide links to these
datasets.

– Do the datasets have an associated datasheet?
If yes, please attach.

– Could these datasets be used for independent
testing of the service? Did the data need to be
changed or sampled before use?

• Describe the testing methodology.

– Please provide details on train, test and hold-
out data.

– What performance metrics were used? (e.g.
accuracy, error rates, AUC, precision/recall)

– Please briefly justify the choice of metrics.

• Describe the test results.

– Were latency, throughput, and availability
measured?

– If yes, briefly include those metrics as well.

Testing by third parties

• Is there a way to verify the performance metrics
(e.g., via a service API )?

– Briefly describe how a third party could inde-
pendently verify the performance of the ser-
vice.

– Are there benchmarks publicly available and
adequate for testing the service.

• In addition to the service provider, was this ser-
vice tested by any third party?

– Please list all third parties that performed the
testing.

– Also, please include information about the
tests and test results.

• Other comments?

Safety

The following questions aim to offer insights about
potential unintentional harms, and mitigation efforts
to eliminate or minimize those harms.

General

• Are you aware of possible examples of bias, ethi-
cal issues, or other safety risks as a result of using
the service?

– Were the possible sources of bias or unfairness
analyzed?

– Where do they arise from: the data? the par-
ticular techniques being implemented? other
sources?

– Is there any mechanism for redress if individ-
uals are negatively affected?

• Do you use data from or make inferences about
individuals or groups of individuals. Have you
obtained their consent?
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– How was it decided whose data to use or about
whom to make inferences?

– Do these individuals know that their data is
being used or that inferences are being made
about them? What were they told? When
were they made aware? What kind of consent
was needed from them? What were the proce-
dures for gathering consent? Please attach the
consent form to this declaration.

– What are the potential risks to these individ-
uals or groups? Might the service output in-
terfere with individual rights? How are these
risks being handled or minimized?

– What trade-offs were made between the rights
of these individuals and business interests?

– Do they have the option to withdraw their
data? Can they opt out from inferences being
made about them? What is the withdrawal
procedure?

Explainability

• Are the service outputs explainable and/or in-
terpretable?

– Please explain how explainability is achieved
(e.g. directly explainable algorithm, local ex-
plainability, explanations via examples).

– Who is the target user of the explanation (ML
expert, domain expert, general consumer, etc.)

– Please describe any human validation of the
explainability of the algorithms

Fairness

• For each dataset used by the service: Was the
dataset checked for bias? What efforts were
made to ensure that it is fair and representative?

– Please describe the data bias policies that were
checked (such as with respect to known pro-
tected attributes), bias checking methods, and
results (e.g., disparate error rates across differ-
ent groups).

– Was there any bias remediation performed on
this dataset? Please provide details about the
value of any bias estimates before and after it.

– What techniques were used to perform the re-
mediation? Please provide links to relevant
technical papers.

– How did the value of other performance met-
rics change as a result?

• Does the service implement and perform any bias
detection and remediation?

– Please describe model bias policies that were
checked, bias checking methods, and results
(e.g., disparate error rates across different
groups).

– What procedures were used to perform the re-
mediation? Please provide links or references
to corresponding technical papers.

– Please provide details about the value of any
bias estimates before and after such remedia-
tion.

– How did the value of other performance met-
rics change as a result?

Concept Drift

• What is the expected performance on unseen
data or data with different distributions?

– Please describe any relevant testing done along
with test results.

• Does your system make updates to its behavior
based on newly ingested data?

12

– Is the new data uploaded by your users? Is it
generated by an automated process? Are the
patterns in the data largely static or do they
change over time?

– Are there any performance guaran-
tees/bounds?

– Does the service have an automatic feed-
back/retraining loop, or is there a human in
the loop?

• How is the service tested and monitored for
model or performance drift over time?

– If applicable, describe any relevant testing
along with test results.

• How can the service be checked for correct, ex-
pected output when new data is added?

• Does the service allow for checking for differences
between training and usage data?

– Does it deploy mechanisms to alert the user of
the difference?

• Do you test the service periodically?

– Does the testing includes bias or fairness re-
lated aspects?

– How has the value of the tested metrics evolved
over time?

• Other comments?

Security

The following questions aim to assess the susceptibil-
ity to deliberate harms such as attacks by adversaries.

• How could this service be attacked or abused?
Please describe.

• List applications or scenarios for which the ser-
vice is not suitable.

– Describe specific concerns and sensitive use
cases.

– Are there any procedures in place to ensure
that the service will not be used for these ap-
plications?

• How are you securing user or usage data?

– Is usage data from service operations retained
and stored?

– How is the data being stored? For how long is
the data stored?

– Is user or usage data being shared outside the
service? Who has access to the data?

• Was the service checked for robustness against
adversarial attacks?

– Describe robustness policies that were checked,
the type of attacks considered, checking meth-
ods, and results.

• What is the plan to handle any potential security
breaches?

– Describe any protocol that is in place.

• Other comments?

Lineage

The following questions aim to overview how the ser-
vice provider keeps track of details that might be re-
quired in the event of an audit by a third party, such
as in the case of harm or suspicion of harm.

Training Data

• Does the service provide an as-is/canned model?
Which datasets was the service trained on?
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– List the training datasets.

– Where there any quality assurance processes
employed while the data was collected or be-
fore use?

– Were the datasets used for training built-for-
purpose or were they re-purposed/adapted?
Were the datasets created specifically for the
purpose of training the models offered by this
service?

• For each dataset: Are the training datasets pub-
licly available?

– Please provide a link to the datasets or the
source of the datasets.

• For each dataset: Does the dataset have a
datasheet or data statement?

– If available, attach the datasheet; other-
wise, provide answers to questions from the
datasheet as appropriate [to insert citation]

• Did the service require any transformation of
the data in addition to those provided in the
datasheet?

• Do you use synthetic data?

– When? How was it created?

– Briefly describe its properties and the creation
procedure.

Trained Models

• How were the models trained?

– Please provide specific details (e.g., hyperpa-
rameters).

• When were the models last updated?

– How much did the performance change with
each update?

– How often are the models retrained or up-
dated?

• Did you use any prior knowledge or re-weight the
data in any way before training?

• Other comments?

14

B Sample SDoC for a Finger-

print Verification Service

Statement of purpose

The following questions are aimed at providing an
overview of the service provider and of the intended
uses for the service. Valid answers include ”N/A”
(not applicable) and ”Proprietary” (cannot be pub-
licly disclosed, usually for competitive reasons).

General

• Who are ”you” (the supplier) and what type of
services do you typically offer (beyond this par-
ticular service)?

Raj Kumar Biometrics Services, Ltd. The only
service we offer at present is fingerprint verifica-
tion.

• What is this service about?

– Briefly describe the service.

– When was the service first released? When
was the last release?

– Who is the target user?

The service takes an ordered pair of fingerprint
image and identity and returns a 1 if the image
matches the image corresponding to that iden-
tity in the database. The service accepts 500 dpi
images acquired using optical sensors. The v1.0
algorithm was created on June 30, 2005. The
current algorithm v1.7 was created on April 12,
2010. The algorithm was released as a cloud ser-
vice on August 10, 2017. The target user is a
manufacturer who creates physical access con-
trol systems as well as other entities interested
in physical or informational access control.

• Describe the outputs of the service.

A binary verification label.

• What algorithms or techniques does this service
implement?

– Provide links to technical papers.

P. Baldi and Y. Chauvin, “Neural networks for
fingerprint recognition,” Neural Computation,
vol. 5, no. 3, pp. 402–418, 1993.

• What are the characteristics of the development
team?

– Do the teams charged with developing and
maintaining this service reflect a diversity of
opinions, backgrounds, and thought?

The service was developed by 3 graduates of
Delhi College of Engineering. It was made into
a cloud service and is maintained by 2 graduates
of Amity University.

• Have you updated this SDoC before?

– When and how often?

– What sections have changed?

– Is the SDoC updated every time the service is
retrained or updated?

This is our first release of SDoC. We plan to
release a new SDoC when we release v1.8.

Usage

• What is the intended use of the service output?

– Briefly describe a simple use-case.

A locks manufacturer is creating a biometrics-
driven access control system that it will sell to
call centers. This internet-enabled system will
include an optical sensor for fingerprints and a
keypad for the user to enter a 7 digit identifica-
tion number. The system will acquire the fin-
gerprint and identification number and transmit
them to our service via a RESTful API. If the im-
age matches the image for that user in the previ-
ously acquired database, it will return a positive
result and the system will unlock.

• What are the key procedures followed while us-
ing the service?
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– How is the input provided? By whom?

– How is the output returned?

The end user supplies his or her fingerprint via
an optical sensor which digitizes it and transmits
it to the service. The binary output is returned
to the access-control system.

Domains and applications

• What are the domains and applications the ser-
vice was tested on or used for?

– Were domain experts involved in the develop-
ment, testing, and deployment? Please elabo-
rate.

The service has only been tested on fingerprint
verification of call center employees with no do-
main experts involved.

• How is the service being used by your customers
or users?

– Are you enabling others to build a solution by
providing a cloud service or is your application
end-user facing?

– Is the service output used as-is, is it fed di-
rectly into another tool or actuator, or is there
human input/oversight before use?

– Do users rely on pre-trained/canned models or
can they train their own models?

– Do your customers typically use your service
in a time critical setup (e.g. they have lim-
ited time to evaluate the output)? Or do they
incorporate it in a slower decision making pro-
cess? Please elaborate.

Our service is a cloud service for access control
system manufacturers. The output is directly
fed into an actuator. Users can only rely on
pre-trained models, but will necessarily upload a
database of individual identifiers with their fin-
gerprints. The service requires outputs be given
with small delay.

• List applications that the service has been used
for in the past.

– Please provide information about these appli-
cations or relevant pointers.

– Please provide key performance results for
those applications.

Call center access control and bank access con-
trol.

• Other comments?

No.

Basic Performance

The following questions aim to offer an overall assess-
ment of the service performance.

Testing by service provider

• Which datasets was the service tested on? (e.g.,
links to datasets that were used for testing, along
with corresponding datasheets)

– List the test datasets and provide links to these
datasets.

– Do the datasets have an associated datasheet?
If yes, please attach.

– Could these datasets be used for independent
testing of the service? Did the data need to be
changed or sampled before use?

FVC2002 DB1 (http://bias.csr.unibo.it/fvc2002/databases.asp).
This dataset does not have a datasheet. Yes,
this dataset can be used for independent testing.

• Describe the testing methodology.

– Please provide details on train, test and hold-
out data.

– What performance metrics were used? (e.g.
accuracy, error rates, AUC, precision/recall)

– Please briefly justify the choice of metrics.

Performance metrics were evaluated on a heldout
set as specified by FVC2002. We used the same
metrics as evaluated by FVC2002: equal error
rate (EER), the lowest false non-match rate for
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a false match rate ¡= 1% (FMR100), the low-
est false non-match rate for a false match rate
¡= 0.1% (FMR1000), the lowest false non-match
rate for a false match rate = 0% (ZeroFMR),
number of rejected fingerprints during enroll-
ment (RejENROLL), and number of rejected fin-
gerprints during genuine and imposter matches
(RejMATCH).

• Describe the test results.

– Were latency, throughput, and availability
measured?

– If yes, briefly include those metrics as well.

The accuracy results are as follows: EER =
3.7%, FMR100 = 6.0%, ZeroFMR = 12.4%, Re-
jENROLL = 0.0%, RejMATCH = 0.0%. We also
measured average enrollment time: 0.14 sec and
average matching time: 0.44 sec.

Testing by third parties

• Is there a way to verify the performance metrics
(e.g., via a service API )?

– Briefly describe how a third party could inde-
pendently verify the performance of the ser-
vice.

– Are there benchmarks publicly available and
adequate for testing the service.

Yes, a third party can call our service via the
same RESTful API that our customers use.

• In addition to the service provider, was this ser-
vice tested by any third party?

– Please list all third parties that performed the
testing.

– Also, please include information about the
tests and test results.

No.

• Other comments?

No.

Safety

The following questions aim to offer insights about
potential unintentional harms, and mitigation efforts
to eliminate or minimize those harms.

General

• Are you aware of possible examples of bias, ethi-
cal issues, or other safety risks as a result of using
the service?

– Were the possible sources of bias or unfairness
analyzed?

– Where do they arise from: the data? the par-
ticular techniques being implemented? other
sources?

– Is there any mechanism for redress if individ-
uals are negatively affected?

Yes, individuals with a history of manual labor
will have poorer performance in fingerprint veri-
fication. Children will have poorer performance
in fingerprint verification. Individuals without
fingerprints will be unable to use our service.
There is no mechanism for redress.

• Do you use data from or make inferences about
individuals or groups of individuals. Have you
obtained their consent?

– How was it decided whose data to use or about
whom to make inferences?

– Do these individuals know that their data is
being used or that inferences are being made
about them? What were they told? When
were they made aware? What kind of consent
was needed from them? What were the proce-
dures for gathering consent? Please attach the
consent form to this declaration.

– What are the potential risks to these individ-
uals or groups? Might the service output in-
terfere with individual rights? How are these
risks being handled or minimized?

– What trade-offs were made between the rights
of these individuals and business interests?

– Do they have the option to withdraw their
data? Can they opt out from inferences being
made about them? What is the withdrawal
procedure?
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Our training datasets come from international
optical fingerprint databases available on the
internet including FVC2000, FVC2002, and
FVC2004. We did not do any further due dili-
gence on these datasets.

Explainability

• Are the service outputs explainable and/or in-
terpretable?

– Please explain how explainability is achieved
(e.g. directly explainable algorithm, local ex-
plainability, explanations via examples).

– Who is the target user of the explanation (ML
expert, domain expert, general consumer, etc.)

– Please describe any human validation of the
explainability of the algorithms

No.

Fairness

• For each dataset used by the service: Was the
dataset checked for bias? What efforts were
made to ensure that it is fair and representative?

– Please describe the data bias policies that were
checked (such as with respect to known pro-
tected attributes), bias checking methods, and
results (e.g., disparate error rates across differ-
ent groups).

– Was there any bias remediation performed on
this dataset? Please provide details about the
value of any bias estimates before and after it.

– What techniques were used to perform the re-
mediation? Please provide links to relevant
technical papers.

– How did the value of other performance met-
rics change as a result?

We tested the service on a population of our
company’s employees and other office workers in
our building, which includes younger and older
adults, both male and female, with a range of
skin tones. We did not observe any systematic
differential performance. No bias remediation
was performed.

• Does the service implement and perform any bias
detection and remediation?

– Please describe model bias policies that were
checked, bias checking methods, and results
(e.g., disparate error rates across different
groups).

– What procedures were used to perform the re-
mediation? Please provide links or references
to corresponding technical papers.

– Please provide details about the value of any
bias estimates before and after such remedia-
tion.

– How did the value of other performance met-
rics change as a result?

No.

Concept Drift

• What is the expected performance on unseen
data or data with different distributions?

– Please describe any relevant testing done along
with test results.

Data from different types of sensors will result in
extremely poor performance. Data from people
from all working classes (those with frequent cuts
on their hands) will result in a degradation of
performance.

• Does your system make updates to its behavior
based on newly ingested data?

– Is the new data uploaded by your users? Is it
generated by an automated process? Are the
patterns in the data largely static or do they
change over time?

– Are there any performance guaran-
tees/bounds?

– Does the service have an automatic feed-
back/retraining loop, or is there a human in
the loop?

We have started to capture user data from our
actual customer deployments and will retrain the
algorithm including these additional images for
v1.8.

18

• How is the service tested and monitored for
model or performance drift over time?

– If applicable, describe any relevant testing
along with test results.

Proprietary.

• How can the service be checked for correct, ex-
pected output when new data is added?

We have not yet added any new data up to v1.7.

• Does the service allow for checking for differences
between training and usage data?

– Does it deploy mechanisms to alert the user of
the difference?

No.

• Do you test the service periodically?

– Does the testing includes bias or fairness re-
lated aspects?

– How has the value of the tested metrics evolved
over time?

Yes, we depute one of our staff members to visit
our customer deployments once per quarter and
do spot checks by enrolling and testing a few peo-
ple. Metric evolution over time is confidential.

• Other comments?

The general characteristics of fingerprints do not
change over time.

Security

The following questions aim to assess the susceptibil-
ity to deliberate harms such as attacks by adversaries.

• How could this service be attacked or abused?
Please describe.

Many different attacks are possible. Several are
described in B. Biggio, G. Fumera, P. Russu,

L. Didaci, and F. Roli, “Adversarial biomet-
ric recognition: A review on biometric system
security from the adversarial machine-learning
perspective,” IEEE Signal Processing Magazine,
vol. 32, no. 5, pp. 31–41, 2015.

• List applications or scenarios for which the ser-
vice is not suitable.

– Describe specific concerns and sensitive use
cases.

– Are there any procedures in place to ensure
that the service will not be used for these ap-
plications?

The service should not be used to investigate
crimes, prosecute individuals, or used in any
other way except for access control. There are
no procedures in place to prevent such usage.

• How are you securing user or usage data?

– Is usage data from service operations retained
and stored?

– How is the data being stored? For how long is
the data stored?

– Is user or usage data being shared outside the
service? Who has access to the data?

The usage data is not stored except when the
user provides negative feedback and explicitly
agrees for us to use current sample for retraining.
The samples are deleted after retraining.

• Was the service checked for robustness against
adversarial attacks?

– Describe robustness policies that were checked,
the type of attacks considered, checking meth-
ods, and results.

We have checked for model-inversion and hill-
climbing attacks using the techniques developed
in M. Martinez-Diaz, J. Fierrez, J. Galbally, and
J. Ortega-Garcia, “An evaluation of indirect at-
tacks and countermeasures in fingerprint veri-
fication systems,” Pattern Recognition Letters,
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vol. 32, no. 12, pp. 1643–1651, 2011. Our ser-
vice passed these tests.

• What is the plan to handle any potential security
breaches?

– Describe any protocol that is in place.

We will shut down the service immediately in
case of a potential security breach and only bring
customers back online after site visits.

• Other comments?

We take security very seriously.

Lineage

The following questions aim to overview how the ser-
vice provider keeps track of details that might be re-
quired in the event of an audit by a third party, such
as in the case of harm or suspicion of harm.

Training Data

• Does the service provide an as-is/canned model?
Which datasets was the service trained on?

– List the training datasets.

– Where there any quality assurance processes
employed while the data was collected or be-
fore use?

– Were the datasets used for training built-for-
purpose or were they re-purposed/adapted?
Were the datasets created specifically for the
purpose of training the models offered by this
service?

Our training datasets come from international
optical fingerprint databases available on the
internet including FVC2000, FVC2002, and
FVC2004. All quality assurance was done by
the dataset providers. They were purpose-built
for the evaluation and testing of fingerprint ver-
ification systems.

• For each dataset: Are the training datasets pub-
licly available?

– Please provide a link to the datasets or the
source of the datasets.

Yes: http://bias.csr.unibo.it/fvc2000/databases.asp,
http://bias.csr.unibo.it/fvc2002/databases.asp,
http://bias.csr.unibo.it/fvc2004/databases.asp.

• For each dataset: Does the dataset have a
datasheet or data statement?

– If available, attach the datasheet; other-
wise, provide answers to questions from the
datasheet as appropriate [to insert citation]

No.

• Did the service require any transformation of
the data in addition to those provided in the
datasheet?

No.

• Do you use synthetic data?

– When? How was it created?

– Briefly describe its properties and the creation
procedure.

No.

Trained Models

• How were the models trained?

– Please provide specific details (e.g., hyperpa-
rameters).

Proprietary.

• When were the models last updated?

– How much did the performance change with
each update?

– How often are the models retrained or up-
dated?

20

Proprietary.

• Did you use any prior knowledge or re-weight the
data in any way before training?

No.

• Other comments?

No.
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C Sample SDoC for a Trending

Topics Service

Statement of purpose

The following questions are aimed at providing an
overview of the service provider and of the intended
uses for the service. Valid answers include ”N/A”
(not applicable) and ”Proprietary” (cannot be pub-
licly disclosed, usually for competitive reasons).

General

• Who are ”you” (the supplier) and what type of
services do you typically offer (beyond this par-
ticular service)?

DataTrendly specializes in natural language pro-
cessing and time series analysis offering a wide
range of products focused on the analysis of
trending topics in several types of textual data,
such as social media, news media, and scientific
publications.

• What is this service about?

– Briefly describe the service.

– When was the service first released? When
was the last release?

– Who is the target user?

The DataTrendly’s social media trending topics
service allows our customers to check, identify,
search for, and monitor trends on a variety of
social media platforms. The service was first re-
leased in January 2014, and it was last updated
in June 2018. Our target users are broad, anyone
who wants to monitor a trending topic. Some
examples are a company wants to monitor its
brand or media company that wants to model
particular events.

• Describe the outputs of the service.

The service is offered as a comprehensive set of
RESTful API calls. The main API calls return a
ranked list of N trending topics for a given time
interval and a given list of key-phrases of inter-
est. For each trending topic it returns the key-
phrases that triggered the topic, the time stamp

of the topic, and a list of other related trending
topics.

• What algorithms or techniques does this service
implement?

– Provide links to technical papers.

The service implements a mix of both commonly
used techniques and our own proprietary tech-
niques. Our users can specify what technique
they want to use and can compare results from
multiple techniques.

For nowcasting and forecasting, the service im-
plements known models like ARMA (Autoregres-
sive, Moving Average), as well as proprietary
neural network models. Our implementation of
known techniques builds on Seabold and Perk-
told (2010)

For past trends, it implements proprietary tech-
niques for detecting sudden changes in time se-
ries data, which are tailored for social media
data.

Seabold, Skipper, and Josef Perktold.
“Statsmodels: Econometric and statistical
modeling with python.” Proceedings of the 9th
Python in Science Conference. 2010.

Link: https://www.statsmodels.org/dev/tsa.htm.

• What are the characteristics of the development
team?

– Do the teams charged with developing and
maintaining this service reflect a diversity of
opinions, backgrounds, and thought?

Our team includes statisticians, AI researchers,
developers, as well as a group of social scien-
tists that help us evaluate the outputs of our
service for the diverse use cases of our customers.
Our team is composed of individuals from a vari-
ety of socio-demographic backgrounds, with 32%
women and 11% African American representa-
tion.
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• Have you updated this SDoC before?

– When and how often?

– What sections have changed?

– Is the SDoC updated every time the service is
retrained or updated?

We update the SDoC with every service update,
typically every 6 months. The following sections
have changed in this SDoC from the previous
versions (available at URL): Statement of pur-
pose (General), Basic performance, Safety (Gen-
eral, Fairness), and Lineage.

Usage

• What is the intended use of the service output?

– Briefly describe a simple use-case.

Media organizations that wish to identify and
monitor related topics to an event of interest
form a common group of customers. Consider
a sports magazine wanting to monitor trending
topics related to the US Open tennis tourna-
ment. Monitoring only a few known key-phrases
associated with the US Open, will likely miss
topics that might be trending during the tour-
nament. Our client can use our service to iden-
tify and monitor related topics that were found
trending while the tournament was taking place.
Our client can monitor trending topics within
different time intervals and that exhibit differ-
ent structural characteristics, such as topics that
have gained sudden attention compared to those
that have gained attention in a more incremen-
tal fashion. Our client can monitor and collate
topics from multiple social media platforms.

• What are the key procedures followed while us-
ing the service?

– How is the input provided? By whom?

– How is the output returned?

The client inputs a list of social media platforms
that they wish to monitor for a specific set of

key-phrases associated with the event or topic of
interest to them. Using these, for each social me-
dia platform, our service returns a list of relevant
trending topics. The client can then examine
each of these topics to see what key-phrases are
relevant and to identify other potentially related
key-phrases, social media messages, and trend-
ing topics.

Domains and applications

• What are the domains and applications the ser-
vice was tested on or used for?

– Were domain experts involved in the develop-
ment, testing, and deployment? Please elabo-
rate.

Our service is often being used for brand mon-
itoring on social media and for event monitor-
ing by various local and regional media compa-
nies, where we work very closely with our cus-
tomers as they understand better the subtleties
around their brands and/or they often have a
better grasp of the context of the events they
are interested in monitoring.

• How is the service being used by your customers
or users?

– Are you enabling others to build a solution by
providing a cloud service or is your application
end-user facing?

– Is the service output used as-is, is it fed di-
rectly into another tool or actuator, or is there
human input/oversight before use?

– Do users rely on pre-trained/canned models or
can they train their own models?

– Do your customers typically use your service
in a time critical setup (e.g. they have lim-
ited time to evaluate the output)? Or do they
incorporate it in a slower decision making pro-
cess? Please elaborate.

Our service is typically integrated by our cus-
tomers in their own in-house data monitoring,
data gathering platforms, but can also be inte-
grated into more application-tailored solutions
by our customers. We encourage our customers
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to qualitatively validate the output of the ser-
vice, and we work closely with them as they in-
tegrate our service and use it. For our media
customers, the outputs of our service help them
better identify and contextualize the stories they
cover, while our brand customers use them for
marketing decisions and crisis management pur-
poses.

• List applications that the service has been used
for in the past.

– Please provide information about these appli-
cations or relevant pointers.

– Please provide key performance results for
those applications.

Our service is used for brand monitoring and
event monitoring. The specific details of each ap-
plication where the service was used is customer-
proprietary information.

• Other comments?

N/A.

Basic Performance

The following questions aim to offer an overall assess-
ment of the service performance.

Testing by service provider

• Which datasets was the service tested on? (e.g.,
links to datasets that were used for testing, along
with corresponding datasheets)

– List the test datasets and provide links to these
datasets.

– Do the datasets have an associated datasheet?
If yes, please attach.

– Could these datasets be used for independent
testing of the service? Did the data need to be
changed or sampled before use?

We release test results and benchmarks at
the end of the year based on a set of popu-
lar trending topics that year and our predic-
tions of how those trends will fare at differ-
ent time stamps. Data about these trends and

comprehensive result reports are available at
https://datatrendly.com/reports/.

Yes, we provide a datasheet for each end-of-year
popular trending topics release. Each release
contains the set of popular key-phrases for that
year, timeseries corresponding to their popular-
ity, and our prediction at different timestamps.
See them attached at the end of this SDoC.

These datasets can be used to further analyze
our performance, but also to check it on our plat-
form which allows retrospective browsing. In ad-
dition, our customers can check our predictions
retrospectively for any other trend of interest.

• Describe the testing methodology.

– Please provide details on train, test and hold-
out data.

– What performance metrics were used? (e.g.
accuracy, error rates, AUC, precision/recall)

– Please briefly justify the choice of metrics.

The performance metrics include: (1) scale de-
pendent error rates that are often useful per
case study basis, such as mean absolute error
(MAE) and root mean square errors (RMSE);
(2) percentage error rates as they allow for a bet-
ter comparison of results between different time-
series, such as mean absolute percentage error
(MAPE) and its symmetric version Armstrong
(1978, p. 348), and (3) and scaled error rates
that are preferred for comparisons of timeseries
originating from different platforms or of differ-
ent nature, explained in Hyndman & Koehler
(2006). In addition, we also examine the resid-
uals for any systematic trends, and that there
is no correlation between residuals for which we
use the Box-Pierce and Ljung-Box tests.

Hyndman, R. J., & Koehler, A. B. (2006). An-
other look at measures of forecast accuracy. In-
ternational Journal of Forecasting, 22, 679–688.
https://robjhyndman.com/publications/automatic-forecasting/

Armstrong, J. S. (1978). Long-range forecasting:
From crystal ball to computer. John Wiley &
Sons.

• Describe the test results.

24

– Were latency, throughput, and availability
measured?

– If yes, briefly include those metrics as well.

Our service makes real time predictions on how
various trends may fare, and it is critical for us
that our customers get access to the information
they need timely and reliably. As a result, la-
tency, throughput, and availability are critical
metrics for a service like ours. For instance, our
maximum latency to answer a query (between
receiving a query and producing a result) is 2s.

Testing by third parties

• Is there a way to verify the performance metrics
(e.g., via a service API )?

– Briefly describe how a third party could inde-
pendently verify the performance of the ser-
vice.

– Are there benchmarks publicly available and
adequate for testing the service.

Yes, to some extent the performance metrics
can be independently verified by third parties,
if those third parties are our customers. Oth-
erwise, it can be done only based on the data
we release at the end of the year on popular
trends that year and our corresponding predic-
tions at different timestamps. For confidentiality
and business reasons we do not allow third par-
ties access to the work we do for our customers.

• In addition to the service provider, was this ser-
vice tested by any third party?

– Please list all third parties that performed the
testing.

– Also, please include information about the
tests and test results.

No.

• Other comments?

No.

Safety

The following questions aim to offer insights about
potential unintentional harms, and mitigation efforts
to eliminate or minimize those harms.

General

• Are you aware of possible examples of bias, ethi-
cal issues, or other safety risks as a result of using
the service?

– Were the possible sources of bias or unfairness
analyzed?

– Where do they arise from: the data? the par-
ticular techniques being implemented? other
sources?

– Is there any mechanism for redress if individ-
uals are negatively affected?

We are not aware of broad ethical issues con-
cerning our service. Some ethical issues may
arise in the context of more sensitive applica-
tions such as identifying and monitoring trends
related to anti-governmental movements. Al-
though our service is not centered around identi-
fying or making inference about individuals, one
could use the trending topics to identify those
posting about them. In this particular case,
while we have a policy to not engage in such use-
cases (policy that our customers are made aware
of), our customers can use our service to mon-
itor key-phrases beyond the close engagements
we have with them. When we have any suspi-
cion about the topics being monitored via our
service, we block the usage of the related key-
phrases.

In addition to such concerns, various biases in
the data might skew the interpretation of the
output we provide. Social media data is known
not to be representative, and different social me-
dia platforms might exhibit different representa-
tional biases. The characteristics of each plat-
form might also influence how users are likely
to behave, such as what content they are likely
to share. These biases may also evolve over time
depending on seasonal patterns, external circum-
stances, and because of changes in the user-base
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or in the features of each social media platform.
These affect the type of insights that our cus-
tomers can draw from the data and the trending
topics we identify. For a comprehensive overview
of data biases that our data tends to suffer from,
see Olteanu et al. (2016, p. 6). We discuss
these issues in detail with our customers, includ-
ing how they might impact their analysis. We
recommend qualitative analyses of the outputs,
as well as tracking the same trends across mul-
tiple platforms.

Olteanu et al. ”Social data: Biases, method-
ological pitfalls, and ethical boundaries.” SSRN
(2016).

• Do you use data from or make inferences about
individuals or groups of individuals. Have you
obtained their consent?

– How was it decided whose data to use or about
whom to make inferences?

– Do these individuals know that their data is
being used or that inferences are being made
about them? What were they told? When
were they made aware? What kind of consent
was needed from them? What were the proce-
dures for gathering consent? Please attach the
consent form to this declaration.

– What are the potential risks to these individ-
uals or groups? Might the service output in-
terfere with individual rights? How are these
risks being handled or minimized?

– What trade-offs were made between the rights
of these individuals and business interests?

– Do they have the option to withdraw their
data? Can they opt out from inferences being
made about them? What is the withdrawal
procedure?

No, our service is not centered around making
inferences about individuals or groups of indi-
viduals. Any analysis we make is content based,
not user based. Given that we use only public
data, we do not obtain explicit consent from the
users of these platforms. However, some topics
might be of interest to certain groups, and we
acknowledge that in certain use-cases (as men-
tioned above) this may lead to safety concerns.
To minimize such risks, whenever there is a sus-
picion of such a use-case we block the use of re-

lated key-phrases on our service.

Explainability

• Are the service outputs explainable and/or in-
terpretable?

– Please explain how explainability is achieved
(e.g. directly explainable algorithm, local ex-
plainability, explanations via examples).

– Who is the target user of the explanation (ML
expert, domain expert, general consumer, etc.)

– Please describe any human validation of the
explainability of the algorithms

We do not provide explicit explanations for our
inferences.

Fairness

• For each dataset used by the service: Was the
dataset checked for bias? What efforts were
made to ensure that it is fair and representative?

– Please describe the data bias policies that were
checked (such as with respect to known pro-
tected attributes), bias checking methods, and
results (e.g., disparate error rates across differ-
ent groups).

– Was there any bias remediation performed on
this dataset? Please provide details about the
value of any bias estimates before and after it.

– What techniques were used to perform the re-
mediation? Please provide links to relevant
technical papers.

– How did the value of other performance met-
rics change as a result?

Although we report known statistics about the
socio-demographic composition of each social
media platform we work with our customers and
discuss with them about the type of conclusions
they can draw from the outputs of our system,
we do not perform our own bias checks.

• Does the service implement and perform any bias
detection and remediation?
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– Please describe model bias policies that were
checked, bias checking methods, and results
(e.g., disparate error rates across different
groups).

– What procedures were used to perform the re-
mediation? Please provide links or references
to corresponding technical papers.

– Please provide details about the value of any
bias estimates before and after such remedia-
tion.

– How did the value of other performance met-
rics change as a result?

No.

Concept Drift

• What is the expected performance on unseen
data or data with different distributions?

– Please describe any relevant testing done along
with test results.

N/A. We build a different model for each query
submitted by our customers in real-time.

• Does your system make updates to its behavior
based on newly ingested data?

– Is the new data uploaded by your users? Is it
generated by an automated process? Are the
patterns in the data largely static or do they
change over time?

– Are there any performance guaran-
tees/bounds?

– Does the service have an automatic feed-
back/retraining loop, or is there a human in
the loop?

N/A.

• How is the service tested and monitored for
model or performance drift over time?

– If applicable, describe any relevant testing
along with test results.

Not purposefully. However, we keep track of our
performance metrics for each use-case and ap-
plication our service is used for over time. This
also allows us to check for potential variations in
performance over time as the characteristics of
the data might vary with factors specific to each
social media platform.

• How can the service be checked for correct, ex-
pected output when new data is added?

N/A.

• Does the service allow for checking for differences
between training and usage data?

– Does it deploy mechanisms to alert the user of
the difference?

N/A.

• Do you test the service periodically?

– Does the testing includes bias or fairness re-
lated aspects?

– How has the value of the tested metrics evolved
over time?

Yes, as mentioned above, we keep track of our
performance metrics for each use-case and appli-
cation our service is used for.

• Other comments?

No.

Security

The following questions aim to assess the susceptibil-
ity to deliberate harms such as attacks by adversaries.

• How could this service be attacked or abused?
Please describe.

Our service is used in a subscription mode, where
the user registers and subscribes to a custom
set of trending topics. This leaves us in control
of the traffic and hence secure from attacks like
those on typical SQL query servers.
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• List applications or scenarios for which the ser-
vice is not suitable.

– Describe specific concerns and sensitive use
cases.

– Are there any procedures in place to ensure
that the service will not be used for these ap-
plications?

We have procedures in place to disallow subscrip-
tions by customers interested in monitoring eth-
ically questionable topics such as hate speech or
pornographic content.

• How are you securing user or usage data?

– Is usage data from service operations retained
and stored?

– How is the data being stored? For how long is
the data stored?

– Is user or usage data being shared outside the
service? Who has access to the data?

Yes, usage data is stored per tenant for a period
of 2 weeks. The data is used for understanding
usage patterns, helpful for improving the service.
Only our own data science team has access to
this data. The data is stored in encrypted format
on our servers.

• Was the service checked for robustness against
adversarial attacks?

– Describe robustness policies that were checked,
the type of attacks considered, checking meth-
ods, and results.

Yes. We do have algorithms in place to discard
“wrong” feedback data which may deteriorate
the performance of the service.

• What is the plan to handle any potential security
breaches?

– Describe any protocol that is in place.

Give the short retention period of customer data
and the nature of our service, we believe that
there is both a low risk of security breaches and
they have limited ramifications. If those hap-
pen, and limited customer data is compromised
or leaked, we will notify anyone affected imme-
diately.

• Other comments?

No.

Lineage

The following questions aim to overview how the ser-
vice provider keeps track of details that might be re-
quired in the event of an audit by a third party, such
as in the case of harm or suspicion of harm.

Training Data

• Does the service provide an as-is/canned model?
Which datasets was the service trained on?

– List the training datasets.

– Where there any quality assurance processes
employed while the data was collected or be-
fore use?

– Were the datasets used for training built-for-
purpose or were they re-purposed/adapted?
Were the datasets created specifically for the
purpose of training the models offered by this
service?

N/A. We build a different model for each use-
case and trend. We generate our time series
based on the queries submitted by our cus-
tomers; thus, they are built and used for the
purpose for which they were generated.

• For each dataset: Are the training datasets pub-
licly available?

– Please provide a link to the datasets or the
source of the datasets.

No. We only release data and results correspond-
ing to the most popular trends at the end of
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the year. We do not release data correspond-
ing to customers’ engagements. We do prepare
datasheets for every data release.

• For each dataset: Does the dataset have a
datasheet or data statement?

– If available, attach the datasheet; other-
wise, provide answers to questions from the
datasheet as appropriate [to insert citation]

N/A.

• Did the service require any transformation of
the data in addition to those provided in the
datasheet?

N/A.

• Do you use synthetic data?

– When? How was it created?

– Briefly describe its properties and the creation
procedure.

No.

Trained Models

• How were the models trained?

– Please provide specific details (e.g., hyperpa-
rameters).

To make a forecast for a given time slot in the
future and a given trend of interest, we use the
historical behavior of the time series correspond-
ing to this trend, as well as other historical in-
formation from related trends on a given social
media platform or from several platforms, which
can be either automatically extracted or hand
selected by experts in our customer teams, or a
combination of both.

We build a different model for each use-case and
trend.

• When were the models last updated?

– How much did the performance change with
each update?

– How often are the models retrained or up-
dated?

N/A.

• Did you use any prior knowledge or re-weight the
data in any way before training?

In some cases, yes, we do. We incorporate in our
models historical information about time series
selected by domain experts from our client teams
that are expected to share some relationship with
the trends of interests.

• Other comments?

No.
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“To be doing good deeds is 
man’s most glorious task.”

Sophocles

While understanding and addressing the  
technical dimensions of trusted AI is of paramount 
importance, we must not ignore the societal 
benefits AI can deliver. AI can be a major force 
for social good and pursuing new ways to achieve 
this should be the very fabric of how we shape and 
evolve these new technologies. In this section we 
showcase several innovative applications of AI in 
addressing social and humanitarian challenges, 
from using NLP to automate the tracking and 
assessment of the United Nations sustainable 
development agenda [21], to teaching computers 
to understand code as a way of enabling open 
innovation and open science [22], to using 
generative deep learning architectures to create 
novel peptides with antimicrobial properties  
[23], to modeling hate speech and its impact 
on communities  [24], to developing predictive 
models and cognitive financial advisors for low-
income individuals [25].    
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Abstract
The United Nations Development Programme (UNDP) helps
countries implement the United Nations (UN) Sustainable
Development Goals (SDGs), an agenda for tackling major
societal issues such as poverty, hunger, and environmental
degradation by the year 2030. A key service provided by
UNDP to countries that seek it is a review of national de-
velopment plans and sector strategies by policy experts to as-
sess alignment of national targets with one or more of the
169 targets of the 17 SDGs. Known as the Rapid Integrated
Assessment (RIA), this process involves manual review of
hundreds, if not thousands, of pages of documents and takes
weeks to complete. In this work, we develop a natural lan-
guage processing-based methodology to accelerate the work-
flow of policy experts. Specifically we use paragraph embed-
ding techniques to find paragraphs in the documents that
match the semantic concepts of each of the SDG targets. One
novel technical contribution of our work is in our use of his-
torical RIAs from other countries as a form of neighborhood-
based supervision for matches in the country under study. We
have successfully piloted the algorithm to perform the RIA
for Papua New Guinea’s national plan, with the UNDP es-
timating it will help reduce their completion time from an
estimated 3-4 weeks to 3 days.

Introduction
In 2015, the governments of the world adopted an ambi-
tious agenda containing 17 Sustainable Development Goals
(SDGs) aiming to end poverty, combat inequality, and pro-
mote prosperity. The document agreed upon by consensus,
Transforming our World: the 2030 Agenda for Sustainable
Development (UN General Assembly 2015), contains 169
very specific measurable targets within the goals, e.g. “By
2030, end all forms of malnutrition, including achieving,
by 2025, the internationally agreed targets on stunting and
wasting in children under 5 years of age, and address the
nutritional needs of adolescent girls, pregnant and lactat-
ing women and older persons” and “Adopt and strengthen
sound policies and enforceable legislation for the promotion
of gender equality and the empowerment of all women and
girls at all levels”.

Leaders of many of the member states of the United Na-
tions (UN) are now aiming to align their own countries’ na-

Copyright c© 2018, Association for the Advancement of Artificial
Intelligence (www.aaai.org). All rights reserved.

tional development plans and sectoral plans with the SDGs
and their targets. (Plans typically outline a systematic path
of growth and prioritize the actions and legislation that must
be undertaken.) To help facilitate this objective, the UN De-
velopment Programme (UNDP) offers its policy experts as a
resource to review drafts of national plans at the request of
individual governments.

The first step of this evaluation by policy experts is the
Rapid Integrated Assessment (RIA) methodology, which
consists of manually reviewing the national development
plans and assessing alignment of national targets with one or
more of the 169 targets of the 17 SDGs. Although contain-
ing the word ‘rapid,’ the RIA methodology requires policy
experts to review hundreds of pages of documents, taking
weeks to accomplish, and requiring the knowledge that only
policy experts possess. The specific task that the experts un-
dertake is to read every paragraph and mark it as relevant to
one or more of the 169 SDG targets (or to none).

In this work, we develop natural language processing and
machine learning methods to help reduce the manual bur-
den. Specifically, we use recently proposed word and docu-
ment embedding techniques to effectively develop a seman-
tic searching system for automating the RIA: properly as-
signing sentences of national development text to SDG tar-
gets. The proposed system has three phases: model train-
ing, finding sentences/paragraphs of new national plans that
match the UNDP targets, and returning the top matches
found for each target.

One unique feature of our problem is that we have ac-
cess to previously-conducted RIAs from other countries. Be-
cause of this data, we have snippets of text known to match
the different SDG targets and thus we do not have a com-
pletely unsupervised problem at hand. We take advantage of
this information in the second phase of the proposed system
by not only matching to SDG target descriptions, but also to
extracts from previously conducted RIAs. This novel techni-
cal approach improves accuracy appreciatively and presents
a general tactic for other similar problems that may be en-
countered having unique semantics but little data.

The system has been quantitatively evaluated on the na-
tional plans of 5 countries with previously conducted man-
ual RIAs: Liberia, Bhutan, Namibia, Cambodia, and Mau-
ritius. The results are promising to form the basis for a de-
ployed system. Moreover, it has been piloted for a country

The Thirtieth AAAI Conference on Innovative Applications of Artificial Intelligence (IAAI-18)
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Table 1: Extract of a RIA
SDG Target Target Match from Nation-

al Plan Text
3.1 By 2030, reduce the Equip, upgrade and expand
global maternal mortality a network of health facili-
ratio to less than 70 per ties providing quality
100,000 lives birth. emergency obstetric care

(EmOC) to secure a fair
distribution of and access
to services

5.2 Eliminate all forms of Enforce legislation and
violence against all wom- increase accountability of
en and girls in the public perpetrators of domestic
and private spheres, in- violence against women
cluding trafficking and
sexual and other types of Strengthen inter-agency
exploitation. cooperation on domestic

violence.

whose RIA the UNDP had not conducted before: Papua New
Guinea. Feedback on these results from UNDP policy ex-
perts has been very positive.

Data
Two different kinds of data was used to develop and test the
system. The first kind of data consisted of the national de-
velopment plans of 6 countries (Bhutan, Liberia, Cambodia,
Mauritius, Namibia, and Papua New Guinea (PNG)). These
plans ranged from 2 documents for Bhutan (totaling over
800 pages) to over a dozen documents for Cambodia (total-
ing around 1400 pages). These documents were in pdf for-
mat and, therefore, text extraction was necessary to utilize
the information within them.

The second data source consisted of previously completed
RIAs (for all the above countries, except Papua New Guinea
for which a RIA has not yet been done by the UNDP), each
of which contain plan-document sentences and the SDG tar-
gets that policy experts had matched them to. We refer to
these sentences as our “ground truth”. These RIAs came in
several formats from xlsx to docx files and we processed
them to retrieve the ground truth sentences along with the
target they matched. Table 1 shows an extract of one such
RIA.

Methodology
To find specific sentences/paragraphs of national plans that
match the targets of the SDGs, we need a model that can
discern the semantics and context of a given sentence and be
able to match it to a target of similar meaning and intention.

Classic information retrieval methods, such as normal-
ized bag of words (nbow) or term frequency-inverse docu-
ment frequency (tf-idf) (Salton and Buckley 1987), mainly
take word frequencies into account while ignoring word or-
der, thereby disregarding the context behind that text. These
types of models would perform poorly in the setting of na-
tional development plans due to the many varying ways
there are to write and convey legislation or plans of ac-

Figure 1: Three main phases of our semantic searching sys-
tem.

tion that ultimately have the same goal or meaning. To that
end, sentence embedding techniques, meaning vector rep-
resentations of a sentence/paragraph that capture and pre-
serve its semantic and syntactic relationships, are better
suited for this purpose. Word2Vec (Mikolov et al. 2013a;
2013b) and Doc2Vec (Le and Mikolov 2014; Dai, Olah, and
Le 2015) are two such models that can be used for this pur-
pose

Word2Vec is an unsupervised model (two-layer neural
network) that is used to produce word embeddings from a
corpus of text by mapping words to vectors (typically several
hundred dimensions) such that the word vectors of syntac-
tically/semantically related words are located close to each
other in the vector space. Once the model is trained, to learn
the sentence/paragraph embedding space, the embedding for
a sentence/paragraph Sj (comprising words wij ∈ Sj) can
be inferred as

∑
wij∈Sj

Word2V ec(wij) ∗ scale factor(wij)

for some appropriate scaling factor (e.g. word’s tf-idf or nor-
malized term frequency (nbow) in the corpus).

Doc2Vec is an adaptation of Word2Vec. It is an unsuper-
vised model that is used to directly generate vectors (embed-
dings) of sentences, paragraphs, or entire documents.

Both methods can be used to map sentences/paragraphs
from policy documents as well as target descriptions to the
corresponding sentence/paragraph embedding space, and
policy document sentences “close” to various target descrip-
tions in that vector space can be mapped to those descrip-
tions.

As such, we propose the following method (out-
lined in Figure 1) for mapping policy document sen-
tences/paragraphs to SDG target descriptions.

First, in phase 1, a Word2Vec model is trained using as
input all available national plan documents as well as SDG
target descriptions to produce a vector space, set to around
two thousand dimensions. Note that since a RIA maps plan
document sentences to target descriptions, all prior RIA data
is automatically included in the input. While the word em-
beddings can then be used to learn the sentence/paragraph
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embedding space by simply averaging the word vectors, or
by using a scaling factor, such as each word’s tf-idf or nbow
in the corpus (as described above), it does not utilize the
information available in the mapped data (sentences to tar-
gets) in the prior RIAs. Since Word2Vec is an unsupervised
model, it does not take the relationship between the mapped
sentences and targets into account. If the text corpus was
of sufficient size, it could presumably learn these relation-
ships. Given that the corpus consists of only a handful of
RIAs, it is imperative that this be coded explicitly. To that
end, we create a corpus of documents where each document
is the concatenation of a SDG target description with every
sentence/paragraphs mapped to that target in any prior RIA.
Given this corpus of 169 documents (corresponding to the
169 SDG targets), we then compute a scaling factor for each
word present in a target description/RIA as the tf-idf value
of that word in this corpus. Furthermore, for each word that
exists in a national policy document but not in a RIA, we
look for words that are close to it in the Word2Vec vector
space, and take the tf-idf score of the most similar word that
is available. If no such word is available, the scaling factor
is set to 0.

The next step is to embed the target descriptions which
will comprise our vector space. Once again we utilize the
ground truth information from prior RIAs, appending the
ground truth sentences to their corresponding target descrip-
tions, allowing a query to relate to multiple aspects of tar-
gets, greatly enhancing our semantic searching and improv-
ing the quality of our matches. In essence, although our
models are unsupervised, because we have access to the
class (target) of our ground truth sentences, which are ex-
amples of the corresponding target, we are able to capture
additional perspectives of the target that the semantics of the
target description alone would not provide. We later com-
pare the results of utilizing the ground truth sentences versus
only relying on the target description as a general semantic
search would do.

Second, in phase 2, once we have our vector space of
ground truth sentences combined to their corresponding tar-
get descriptions, we embed each sentence of the new docu-
ments. For each embedded sentence, we find the k nearest
neighbors, where the distance measure is the cosine similar-
ity (Subhashini, Jawahar, and Kumar 2010). Next, the sen-
tence is assigned to each of the targets of the k nearest neigh-
bors.

Third, in phase 3, we sort the results for each target by
cosine similarity and return the top X results.

Experimental Evaluation
In order to evaluate the performance of the system, we fol-
lowed a leave-one-out strategy. For each of the five countries
for which we have a completed RIA, we trained the model
using the RIAs of the other four countries along with the
national plan documents of all five. The learned model was
then applied to the national plan documents of the country
in question to identify sentences in the document that were
deemed to be relevant to each SDG target.

The main procedure of evaluation of our results is to see
how many of the sentences mapped by the policy experts in

Figure 2: Average percent matches with policy experts (us-
ing tf-idf scaling) across all targets as the number of sen-
tences outputted per target increases to 300.

the RIA for each SDG target are also picked by the system
for that target. Of course, as we increase the number of sen-
tences outputted by the system per target, we will eventually
retrieve 100% of the sentences matched by policy experts to
that target in the RIA.

The evaluation metric used was the average percentage
(across all SDG targets) of RIA sentences that were also
recovered by the system. Figure 2 shows the average per-
centage of matches with the RIA as a function of the num-
ber of sentences generated per target by the system. As can
be seen from the figure, the performance increases fairly
rapidly with a relatively small number of sentences gener-
ated per target (less than 50), and then increases much more
gradually as the number of sentences generated per target is
increased to 300.

After consulting with the UNDP policy experts, the num-
ber of sentences generated per target was set to 30. This
number was deemed to be reasonable for policy experts to
evaluate while still significantly faster and easier than find-
ing matches themselves. Figure 3 shows the corresponding
results. The best performance was attained for Liberia, fol-
lowed by Bhutan, Namibia, and Cambodia. The worst per-
formance was obtained for Mauritius. An interesting finding,
as policy experts confirmed, was that the rank ordering of the
countries by average percent matches after 30 sentences di-
rectly reflected the relative difficulty of conducting the RIA
for those countries by the policy experts. Thus, the policy
experts too found Mauritius to be the hardest country for
carrying out the RIA analysis, while Liberia was considered
to be the most straightforward of the lot.

It is important to note that the results above are based
upon the average percent matches across all targets after
the corresponding number of sentences outputted per tar-
get. There are, however, major differences in the difficulty
of finding matches for various targets. The targets in which
a high percent match was found early on (i.e. with fewer
sentences) generally reflects the level of difficulty for policy
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Figure 3: Average percent matches with policy experts (us-
ing tf-idf scaling) across all targets as the number of sen-
tences outputted per target increases to 30.

Figure 4: Liberia’s variations of percent matches with policy
experts (using tf-idf scaling) for individual targets.

experts for finding matches for that particular target within
the given national plans. It is interesting that the “level of dif-
ficulty” for the system and policy experts to find matches for
the various targets is similar. Figure 4, for example, shows
the percentage of matches obtained for various targets for
Liberia, as a function of the number of sentences outputted.
Targets 15.2, 3.3 and 9.3 were considered to be easier to
match by the policy experts, while 5.1 and 16.1 were con-
sidered to be relatively difficult.

We also compared the performance of our system to
Google’s pre-trained Word2Vec model, as well as our
word2Vec model with nbow scaling. While we also did
some preliminary comparisons with the Doc2Vec model,
manual inspection of SDG target matches obtained with the
Doc2Vec model showed that matches were relatively poor
and did not reflect the targets matched to them; hence, we
did not pursue it further. Figures 5 and 6 show the results
for Cambodia and Namibia. While in the case on Cambodia,

Figure 5: With some countries such as Cambodia, training
our own Word2evc model with nbow scaling outperforms
Google’s pre-trained Word2Vec model.

Word2Vec with nbow scaling outperformed Google’s pre-
trained Word2Vec model, the opposite held true in the case
of Namibia. In both cases (as well as the remaining 3 coun-
tries), our system performed better than both methods.

This outperformance with respect to the Google model is
not surprising for two reasons:

1. Google’s pre-trained model has 300 dimensions while
ours has around 2000. With training our own model, we
have the flexibility to choose the dimensionality and be-
cause the training set is relatively small, we can still effi-
ciently use high dimensional vectors. To that extent, be-
cause our training set is relatively small, training our own
model with vectors of 300 dimensions yields poor results.

2. Google’s pre-trained model is trained on the words of a
Google news data set, which adds noise due to the va-
riety of text in those documents. Our Word2Vec model
was trained strictly using policy documents, capturing the
context of the text with much less noise.
It is worth mentioning once again that the uniqueness of

this semantic search problem is derived from the fact that we
have ground truth sentences that are known to match certain
targets (as mapped by policy specialists in the RIAs). Map-
ping the sentences by relying only the the target descrip-
tions almost always resulted in worse performance. Using
the historical RIA data to augment the target descriptions
improved the performance substantially for 3 of the coun-
tries, improved slightly for one, and resulted in worse per-
formance for one (Table 2).

Once our system conducts a RIA, policy experts have the
ability to evaluate the sentences found for each target. Those
sentences that policy experts deem to be good matches will
be incorporated into subsequent RIAs, further improving the
system performance. Note that our Word2Vec model will
likely improve as well due to the addition of policy docu-
ments to train the model with. With every RIA conducted,
we expect the quality of our matches to increase, something
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Figure 6: With other countries such as Namibia, Google’s
pre-trained Word2Vec model outperforms training our own
Word2Vec model with nbow scaling Training our own
Word2Vec model with tf-idf scaling does best in all cases
when using prior RIA data.

that would not be as apparent when only using the target
descriptions.

Finally, while the system performs well in terms of iden-
tifying sentences for various targets that match those found
by policy experts in the RIA, it also often finds matches
that were not present in the RIA previously conducted. Ta-
ble 3 shows some such sentences that were picked by the
system for Liberia. While policy experts are still evaluating
these matches, initial evaluation suggests that at least some
of these sentences are relevant to the target, showing that the
system can pick up sentences that policy experts failed to
match.

Table 2: Average percent matches across all targets with pol-
icy experts (using tf-dif scaling) using the ground truth sen-
tences with target description vs only using the target de-
scription text.

Average Percent Matches after 30
sentences outputted for each target

Country Appending Only using target
ground truth to description text (%)

target description
text (%)

Bhutan 23.03 19.24
Cambodia 33.11 38.04
Liberia 50.91 35.67
Mauritius 15.91 15.28
Namibia 39.33 33.56

Table 3: Sample results for Liberia for selected targets. Re-
sults shown were not present in Liberia’s RIA conducted by
policy experts.
SDG Target Match found that is not

present in Liberia’s RIA
By 2030, eradicate extreme Liberia is piloting a social
poverty for all people cash transfer program
everywhere. (SCT) in Bomi County to

provide cash to households
that are below the poverty
line and are labor con-
strained.

By 2030, end hunger and Increase agriculture produc-
ensure access by all people, tivity, value-added and en-
in particular the poor and vironmentally sustainabil-
people in vulnerable situa- ity, especially for small-
tions, including infants, to holders, including women
safe, nutritious, and suffi- and youth. Increase fishery
cient food all year round. production in a sustainable

manner. Improve nutrition
for all Liberians.

By 2030, end the epidemic Establish and equip HIV
of AIDS, tuberculosis, ma-, and AIDS committees on
laria, and neglected tropical youth and other groups-at-
diseases and combat hepati- risk in all districts and
tis, water borne diseases counties and provide mate-
and other communicable rials for training for peer
diseases. educators.
By 2030, achieve access to At national and country lev-
adequate and equitable sani- els, government will estab-
tation hygiene for all and lish and implement a priori-
end open defecation, paying tized sector investment plan
special attention to the to increase water and sanita-
needs of women and girls tion services (including for
and those in vulnerable sit- liquid and solid waste). It
uations. will strengthen the entitites

and institutions responsible
for providing WASH ser-
vices, especially at the mu-
nicipal level.

Pilot Study
As discussed previously, the main purpose of our system is
to reduce the time taken by the UNDP to conduct a RIA for
a new country. As such, we piloted the algorithm to conduct
a RIA for Papua New Guinea for which the UNDP has yet to
conduct a RIA. There are 17 policy documents, with almost
1500 pages, that need to be evaluated for alignment against
the 169 SDG targets.

The system was used to identify up-to 30 relevant sen-
tences for each one of the 169 targets. These sentences
(along with the corresponding document/page number) were
then provided to the UNDP. The time taken to generate the
data was under an hour. UNDP policy experts then evalu-
ated the results to see how well each one of the flagged
sentence aligned with the corresponding SDG target. The
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evaluation was conducted by a UNDP policy expert and an
intern, taking them between 1-2 days each (9 and 8 SDGs,
respectively). The overall assessment of the results was very
positive, with the experts stating that the system found many
high-quality, relevant matches for the targets. With the help
of this system, the UNDP estimates that the time taken to
conduct a RIA assessment will drop down to around 3 days
from the typical 3-4 weeks it takes them manually.

Going forward, in the coming months, the UNDP plans
on demonstrating the system to a wider audience within the
organization, followed by a deployment of the system as an
integrated part of the RIA process.

Conclusions and Future Work
The UNDP helps nations assess the alignment of their na-
tional plans with the targets of the United Nation’s Sustain-
able Development Goals by carrying out a Rapid Integrated
Assessment of the plan documents. Currently done manually
by UNDP policy experts, this process takes several weeks
as it involves going over hundreds to thousands of pages of
documents. In this paper, we described a natural language
processing-based system to accelerate the workflow of pol-
icy experts. The system uses paragraph embedding tech-
niques to find paragraphs in the documents that match the
semantic concepts of each of the SDG targets, and incorpo-
rates prior RIA data (from other countries for which a RIA
has been done) as a form of neighborhood-based supervision
for matches in the country under study. Automating this pro-
cess allows UNDP policy experts to drastically decrease the
amount of time necessary to conduct a RIA. For each target
match outputted, the page number and national plan docu-
ment the text originated from are provided as well, allowing
policy experts to verify the matches as well as be directed to
the pages with relevant text for a particular target.

We have successfully piloted the algorithm to perform the
RIA for Papua New Guinea’s national plan, with the UNDP
estimating it will help reduce their completion time from
an estimated 3-4 weeks to 3 days. This reduction in time
should, in turn, helps countries more quickly identify policy
gaps and make changes to ensure coherence of their national
development planning frameworks with the SDGs.

Based on UNDP feedback, we are working on several
items to further improve the quality of the results generated.
These include

• Improving filtering of generated results to remove dupli-
cates, redundant matches, as well as better discrimination
between similar sentences that are candidates for a given
SDG target.

• Working with policy experts to remove ground truth sen-
tences that may be poor matches to their corresponding
target.

• Improving scaling factors to improve the quality of
matches.

• Working with the UNDP to evaluate our results for new
RIAs in larger scale studies. With every RIA conducted
by our system, we expect the results to improve.

The proposed method can also be applied for semantic
searching in other domains, specifically where the domain
is specific with unique semantics, the corpus is limited, and
some form of ground truth data is available.
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1 Introduction
Your computer—through which you are, in all likelihood,
reading this paper—is continuously, efficiently, and reliably
executing computer programs, but does it really understand
them? Not in any meaningful sense. That burden falls upon
human knowledge workers, who are increasingly asked to
write and understand code. They would benefit greatly from
intelligent tools that reveal the connections between their
code, their colleagues’ code, and the subject-matter concepts
to which the code implicitly refers and to which their real
enthusiasm belongs. By teaching machines to comprehend
code, we could create artificial agents that empower human
knowledge workers or perhaps even generate useful programs
of their own.

One computational domain undergoing rapid growth is
data science. Besides the usual problems facing the scientist-
turned-programmer, the data scientist must contend with a
proliferation of programming languages (like Python, R, and
Julia) and frameworks (too numerous to recount). Data sci-
ence therefore presents an especially compelling target for
machine understanding of computer code. An AI agent that
simultaneously comprehends the generic concepts of comput-
ing and the specialized concepts of data science could prove
enormously useful, for example to debug and visualize ma-
chine learning workflows or automatically summarize data
analyses as natural text for human readers.

Towards this vision, we propose and implement an AI sys-
tem that forms semantic representations of computer pro-
grams in a particular subject-matter domain. We will focus
on applications to data science because we, the authors, are
all data scientists of various stripes. Nevertheless, we think
that our methodology could be fruitfully applied to other sci-
entific domains with a heavy computational focus, such as
bioinformatics or computational linguistics.

2 An Example
Before explaining how our method works, we illustrate it with
a simple example. Two versions of a toy data analysis, both
written in Python, are shown in Listings 1 and 2. The first is
implemented using the scientific computing packages NumPy
and SciPy; the second using the data science packages Pandas
and Scikit-learn. The two programs perform the same compu-
tation: they read the Iris dataset from a CSV file, drop the last

Figure 1: Semantic flow graph for both versions of k-means cluster-
ing analysis (Listings 1 and 2)

column (labeling the flower species), fit a k-means clustering
model with three clusters to the remaining columns, and re-
turn the cluster assignments and centroids. The programs are
thus syntactically distinct but semantically equivalent.

Identifying this semantic equivalence, our system furnishes
the same semantic representation for both programs, the
dataflow graph shown in Figure 1. The labeled nodes and
edges refer to concepts in an ontology. The node tagged with
a question mark refers to code with unknown semantics.

We restrict ourselves to this simple example for reasons of
space and good pedagogy. However, we emphasize that our
system is capable of treating complex, real-world programs.
For an early example, see Figure 1 in [Patterson et al., 2017].

3 Ideas and Techniques
We now explain, as fully as space permits, our method of
constructing semantic representations of computer programs.
It is summarized in Figure 2.

Our method outputs two major artifacts, the raw and se-
mantic flow graphs. Both dataflow graphs capture the ex-
ecution of a computer program doing data analysis, but at
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import numpy as np
from scipy.cluster.vq import kmeans2

iris = np.genfromtxt('iris.csv',
dtype='f8', delimiter=',', skip_header=1)

iris = np.delete(iris, 4, axis=1)

centroids, clusters = kmeans2(iris, 3)

Listing 1: k-means clustering via NumPy and SciPy

import pandas as pd
from sklearn.cluster import KMeans

iris = pd.read_csv('iris.csv')
iris = iris.drop('Species', 1)

kmeans = KMeans(n_clusters=3)
kmeans.fit(iris.values)
centroids = kmeans.cluster_centers_
clusters = kmeans.labels_

Listing 2: k-means clustering via Pandas and Scikit-learn

different levels of abstraction. The raw flow graph records
the concrete function calls made by the program. This graph
is language and library dependent. The semantic flow graph
describes the same program in terms of abstract concepts be-
longing to a formal ontology about data science. This graph
is language and library independent. In our example, Figure 1
is a semantic flow graph. The raw flow graphs for Listings 1
and 2 are not shown.

Our method generates these artifacts in two major steps
(Figure 2). First, dynamic program analysis distills the raw
flow graph from a computer program. The semantic enrich-
ment algorithm then transforms the raw flow graph into the
semantic flow graph. This algorithm, and its associated on-
tology and ontology language, are the main contributions of
our work.

Semantic enrichment is supported by a new ontology (or
knowledge base) about data science, called the Data Science
Ontology. It contains two types of knowledge: concepts and
annotations. Concepts formalize the abstract ideas of ma-
chine learning, statistics, and computing on data. The seman-
tic flow graph has semantics, as its name suggests, because

its nodes and edges are linked to concepts. Annotations map
code from data science libraries, such as Pandas and Scikit-
learn, onto concepts. During semantic enrichment, annota-
tions translate concrete functions in the raw flow graph into
abstract functions in the semantic flow graph.

The ontology itself is written in a new ontology language
called the MONoidal Ontology and Computing Language
(Monocl). To cleanly model computer programs, our lan-
guage combines ideas from category theory, such as string
diagrams [Selinger, 2010], and ideas from type theory, such
as implicit conversions [Reynolds, 1980], thus exploiting
the close connection between the two subjects [Crole, 1993;
Jacobs, 1999]. We see the ontology language as belonging to
an emerging paradigm of categorical knowledge representa-
tion [Spivak and Kent, 2012; Patterson, 2017].

We raise an important methodological point about the role
of annotations in semantic enrichment. Our system is fully
automated inasmuch as it expects no special input from end
users. It does depend on annotations of commonly used soft-
ware packages. While that requires some human effort, it is
negligible compared to the usual effort of creating, maintain-
ing, and documenting software packages.

4 Related Work
The history of AI is replete with interactions between knowl-
edge representation and computer program analysis. Methods
as diverse as automated planning, expert systems, description
logic, and graph parsing have all featured in “knowledge-
based program analysis” [Johnson and Soloway, 1985; Ha-
randi and Ning, 1990; Devanbu et al., 1991; Wills, 1992;
Welty, 2007]. These projects are supposed to help software
developers maintain large codebases in specialized industrial
domains like telecommunications.

Our research goals are less ambitious in scale but also, we
hope, more tractable. We focus on knowledge workers who
write short, semantically rich scripts, without the endless lay-
ers of abstraction found in large codebases. In data science,
the code tends to be much shorter, the control flow more lin-
ear, and the underlying concepts better defined, than in large-
scale industrial software. Our methodology is accordingly
quite different from that of the older literature.

This work extends our earlier paper [Patterson et al., 2017]
by introducing a new ontology, ontology language, and se-
mantic enrichment algorithm.

Object values

Data science

ontology

Program execution
Program dataflow

analysis

Call stacks

Annotations

Language interpreter [Python, R, etc.]

Semantic

enrichment

User code & data

Raw flow graph

Semantic flow graph

Concepts &

annotations

Figure 2: System architecture
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Abstract

Given the emerging global threat of antimicrobial resistance, new methods for
next-generation antimicrobial design are urgently needed. We report a peptide
generation framework PepCVAE, based on a semi-supervised variational autoen-
coder (VAE) model, for designing novel antimicrobial peptide (AMP) sequences.
Our model learns a rich latent space of the biological peptide context by taking
advantage of abundant, unlabeled peptide sequences. The model further learns a
disentangled antimicrobial attribute space by using the feedback from a jointly
trained AMP classifier that uses limited labeled instances. The disentangled rep-
resentation allows for controllable generation of AMPs. Extensive analysis of
the PepCVAE-generated sequences reveals superior performance of our model in
comparison to a plain VAE, as PepCVAE generates novel AMP sequences with
higher long-range diversity, while being closer to the training distribution of bio-
logical peptides.

Introduction

Hospital-acquired infection is a serious global health concern and is the sixth leading cause of death
in the United States, with an estimated cost of $10 billion annually [Peleg and Hooper, 2010].
60-70% of hospital-acquired infection is attributed to Gram-negative bacteria. Those bacteria are
also efficient in creating antibiotic-resistant mutants. Each year, 30 million sepsis cases are reported
worldwide, and potentially 5 million deaths occur as a result of antibiotic-resistant infections [Fleis-
chmann et al., 2016]. The estimated annual number of deaths due to direct antibacterial resistance
(AMR) is reported to be at least 23,000 in US alone [CDC] and 700,000 globally. The emergence
of multidrug-resistant bacterial strains, aka priority pathogens [CDC], combined with the dry drug
pipeline, advocates for urgent development of new approaches to fight AMR. Antimicrobial pep-
tides (AMP) or host defense peptides are peptide sequences typically comprised of 10-50 amino
acids. AMPs directly disrupt the bacterial membrane integrity, leading to membrane pore formation
and membranolysis, which is referred as antimicrobial activity. These peptides are found among all
classes of life and are considered as potential candidates for next-generation antibiotics, because
of their natural antimicrobial properties and a low propensity for development of resistance by mi-
croorganisms.

∗The first two authors contributed equally
†Work done as an IBM Research intern
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Until now, discovery of many therapeutic molecules either happened by chance, e.g. discovery of
penicillin, or via exhaustive combinatorial search [Porto et al., 2018]. In cerebro design of AMPs
involves synthesis or modification of peptide sequences toward certain desired characteristics, e.g.
enhancing net positive charge and hydrophobicity, which favors interaction with negatively charged
bacterial membrane. Such approaches suffer from three main obstacles: (1) it is practically impossi-
ble to perform an exhaustive search and characterization of the original sequence space. (2) Hand-
engineering and/or selecting features is frequently needed. And (3) it is often not possible to have
control over the generation process during a trial-and-error method or brute-force search. Therefore,
inverse design of therapeutic molecules remains challenging.

Recently, the combination of big datasets with machine learning methods, like deep generative mod-
els, has opened the door towards accelerated molecule discovery by using data-driven approaches.
In fact, in recent years, popular deep generative models, such as generative adversarial networks
(GAN) [Goodfellow et al., 2014] and variational autoencoders (VAE) [Kingma and Welling, 2013]
have been successfully adapted to the development of new molecules [Kadurin et al., 2017, Blaschke
et al., 2018, Gómez-Bombarelli et al., 2018, Kusner et al., 2017, Jin et al., 2018]. Often, the molecule
generation task is approached by formulating the design problem as a natural language generation
problem, in which molecules are represented as SMILES strings, i.e. sequences of characters. Sim-
ilarly, biological molecule (peptide, nucleic acid) generation can be tackled by presenting the se-
quence as a text string of building blocks: e.g. peptide as a string of 20 basic amino acid characters,
and nucleic acid as a string of 4 basic nucleotide characters. It has been suggested that biological
sequences exhibit characteristics typical of natural-language texts, such as “signature-style” word
usage indicative of authors or topics. For example, at an unigram level, AMPs are reported to be rich
in cationic (K, R) and hydrophobic (A, C, L) amino acids. The natural language processing and gen-
eration algorithms may therefore be adapted to “biological language modeling” [Osmanbeyoglu and
Ganapathiraju, 2011, Müller et al., 2018, Nagarajan et al., 2018]. Therefore, it is safe to state. that
by exploiting the advent of large-scale data from next-generation sequencing, generative machine
learning algorithms can potentially accelerate the discovery process of novel AMPs.

The generative modeling task is difficult mostly because it needs to fulfill three main desiderata: (1)
discrete sequence data generation, which is more difficult than continuous data generation; (2) con-
trolled generation with certain attributes (e.g. AMP characteristics) disentangled into controllable
“knobs”; and (3) diversity of generated sequences. The diversity of generated peptide sequences is
one of the most important features that a good AMP generator should possess. One primary reason
for the difficulty on generating diverse sequences is that the generative models are usually trained
on labeled data only, which is relatively scarce and sparse and labeling at massive scale remains ex-
pensive. Generated sequences from those models demonstrate high identity with known sequences
in public databases and contain a restrictive set of amino acid patterns (see [Porto et al., 2018] and
references therein). Therefore, to achieve diversity, it is necessary to develop semi-supervised gen-
erative models that can simultaneously learn from the large unlabeled peptide sequence databases
and a limited number of labeled sequences.

In this work, we employ a combination of VAE and an AMP classifier to learn the disentangled latent
space of peptide sequences following [Hu et al., 2017], and generate novel antimicrobial molecules
by sampling from the latent space. We refer to this framework as PepCVAE. To this end, we col-
lected and curated a new dataset consisting of two main parts: (1) a large unlabeled dataset (1.6M
samples) of peptide sequences, and (2) a smaller set (15k samples) of peptides labeled for antimicro-
bial activity/inactivity. We demonstrate the advantage of our PepCVAE architecture and approach
by rigorously comparing the generated sequences with those from a simple VAE architecture trained
only on AMP sequences. The results show that our semi-supervised VAE setup produces a more di-
verse set of biologically relevant AMP sequences. The proposed approach can therefore be applied
to the general task of targeted design of novel molecules and materials.

Related Work

Sequence Generation: The simplest model one can consider for sequence generation involves a
single recurrent neural network (RNN) language model that predicts most probable next token, given
previous tokens. [Müller et al., 2018] have proposed a RNN-based peptide generator that is trained
on a set of known AMP sequences. A more versatile approach to sequence generation is based on
the VAE framework, which allows to sample new sequences based on a continuous latent space z.
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Figure 1: VAE for Modeling Sequences. Figure 2: Controlled Sequence Generation.

Bowman et al. first used a VAE for probabilistic generation of natural language, which has more
recently been adapted to molecular SMILES sequence generation [Gómez-Bombarelli et al., 2018].
Sequence generation using GANs has also been the focus of recent research, although they require
special techniques to deal with the non-differentiable nature of sequences [Yu et al., 2017, Kusner
and Hernández-Lobato, 2016].

Controlled Sequence Generation: the controlled generation of text based on stylistic attributes
has been the focus of a number of recent papers. [Hu et al., 2017] have demonstrated that, in a
variational encoder-decoder setup, feeding the generator with the attribute information along with
the latent variable enables generation with control. Additionally, Hu et al.’s method allows for semi-
supervised learning.

Methods

VAE-based Sequence Generation

Variational Autoencoder (VAE) is a class of generative models that build on the autoencoder (AE)
framework by adding a particular type of regularization. VAE’s regularization imposes a prior distri-
bution p(�z) to the latent codes �z. This allows the sampling of new instances (not present in the train-
ing set) by sampling from the prior distribution p(�z). Concretely, the encoder in VAE parametrizes
an approximate posterior distribution over �z with a neural network conditioned on the input x. The
prior distribution p(�z) is usually a standard Gaussian. The loss function in VAE encourages the
model to keep its posterior distributions (encoder) close to the prior p(�z), and has the form:

LVAE(θ;x) = −KL(qθ(�z|x)||p(�z))
+ Eqθ(�z|x)[log pθ(x|�z)]

≤ log p(x) .

(1)

where, KL is the Kullback−Leibler divergence KL(P‖Q) =
∫
X
log dP

dQ dP , Eqθ(�z|x)[log pθ(x|�z)]
is the reconstruction loss, qθ(�z|x) is the posterior distribution approximated by the encoder, pθ(x|�z)
is the posterior distribution approximated by decoder and θ is the set of learnable parameters of the
AE.

Fig. 1 illustrates the VAE framework for the peptide sequence generation case. During training,
known peptide sequences are fed into the encoder, which generates their respective latent codes. The
latent code is later decoded into a peptide sequence using the decoder. Next, the two components
of the loss are computed and the model is updated using stochastic gradient descent (SGD). In the
figure, we detail the inputs for computing the two components of the loss function. After training,
one can sample a latent code �z from the prior p(�z) and use the decoder to generate the corresponding
peptide sequence.

In our experiments, we use a single layer Gated Recurrent Unit (GRU) RNN for both the encoder
and decoder. The prior p(�z) is the standard Gaussian distribution. Previous work Bowman et al.
[2015] shows that VAE faces optimization challenges when used to model sequences. The most
common issue is that the model normally sets qθ(�z|x) equal to the prior p(�z), in this situation, the
decoder essentially becomes a language model and ignores �z. Two solutions proposed by Bowman
et al. are: (a) KL annealing, which consists in adding a variable weight to the KL term in the cost
function at training time; and (b) word dropout, which consists in randomly replacing a fraction of
the conditioned-on tokens with a common unknown word token <UNK>. We adopt both solutions
in our experiments.
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Semi-supervised Controlled Sequence Generation

Although VAE is a versatile approach to train generative models, it lacks two important qualities
to model AMPs: semi-supervised learning and controllable generation. The set of sequences known
to be AMPs is small compared to the universe of known peptides. Therefore, when training AMP
generators, we want to use semi-supervised methods that leverage not only the known AMP se-
quences but also the large number of available peptides. An additional design requirement is that the
generative model allows “knobs” to control certain properties like AMP activity and toxicity.

Hu et al. (2017) proposed a VAE variant that allows both controllable generation and semi-
supervised learning. In order to perform controllable generation, Hu et al.’s approach augments
the unstructured latent codes �z with a set of structured variables c, which are trained to control a
salient and independent attribute of the sequence: whether it is antimicrobial, toxic, soluble, etc.
Each model component of Figure 2 is alternatingly updated with a different loss function. For the
newly introduced classifier, we minimize the loss with respect to the parameters θC :

LC(θC) =E(x,c)∼lab[− log qC(c|x)]
+E(x,c)∼gen[− log qC(c|x)− βH(qC(c

′|x)]
(2)

where the first expectation is approximated with a minibatch of the small labeled dataset, while the
second expectation is computed with a minibatch of generated data with c, z sampled from the prior:
x ∼ p(z)p(c)pG(x|z, c). The classifier loss requires both real and generated sequences’ c attribute
to be classified correctly, while minimizing the entropy H of the classifier encourages it to have high
confidence in its predictions on generated data. For the encoder, the loss is unchanged LEnc = LVAE,
while for the decoder (Generator), the loss becomes:

LDec(θDec) =LVAE + λcLc + λzLz (3)

where the Lc and Lz enforce correct classification of a minibatch of “soft” generated sentences
under the classifier and the encoder respectively. The full expressions of Lc and Lz are omitted, we
refer the reader to [Hu et al., 2017].

This method gives a model with meaningful attribute codes c, with the major advantage that not
all data needs all attribute labels c. Specifically we will use a large unlabeled peptide database
for the encoder and decoder losses, with a much smaller labeled dataset (peptides with reported
antimicrobial annotation) for the classifier loss. We will refer to this as semi-supervised generative
modeling: using a large unlabeled corpus to capture the distribution with VAE, and a small labeled
corpus to learn the controlling attribute code c.

A Dataset for Semi-supervised Training of AMP Generators

We compiled a new two-part dataset for semi-supervised modeling of antimicrobial peptides. The
first part, AMP-lab-15K contains about 15K labeled peptides for which we know if they are AMPs
or not. The second part, Uniprot-unlab-1.7M contains just over 1.7M unlabeled sequences. In cu-
rating AMP-lab-15K, we created the positive set by extracting experimentally validated AMP se-
quences from two major databases: LAMP [Zhao et al., 2013], and satPDB [Singh et al., 2015].
LAMP is a comprehensive database of AMPs with information about their antimicrobial activity
and cytotoxicity. It consists of 3,904 natural AMPs and 1,643 synthetic peptides with antimicrobial
activity. SatPDB is an integrated database of therapeutic peptides, curated from twenty public do-
main peptide databases and two datasets. The duplicates between these two datasets were removed
to generate a non-redundant AMP dataset. As a preprocessing step, the sequences with non-natural
amino acids (B, J, O, U, X, and Z) and the ones with lower case letters were eliminated, resulting
in a total of 7960 positive monomeric sequences comprised of 20 natural amino acids. The AMP-
negative peptide sequences in AMP-lab-15K are filtered out from the negative AMP dataset created
by AmPEP [Bhadra et al., 2018]. Those sequences were originally retrieved from Uniprot-Trembl
comprising computer-reviewed sequences [EMBL-EBI, 2018]. Then, sequences with any of the
following annotations were removed: AMP, membrane, toxic, secretory, defensive, antibiotic, anti-
cancer, antiviral, and antifungal. We only considered unique sequences comprised of natural amino
acids. The negative dataset contains 6948 sequences.

For the second part, Uniprot-unlab-1.7M, the unlabeled sequences were retrieved from Uniprot-
Trembl database comprising computer-reviewed sequences [EMBL-EBI, 2018]. Again duplicates
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and sequences with non-natural amino acids or lower case letters were removed, resulting into a
total of 1.7M unlabeled sequences.

When training the VAE model, we will subselect sequences with length ≤ the hyperparameter
max_seq_length(l). Furthermore both AMP-lab-15K and Uniprot-unlab-1.7M were split into
train, heldout and test set. This reduces the available sequences for training; eg for Uniprot-unlab-
1.7M the number of available training sequences are 93k for l=25 and 168k for l=30.

Experiments

Experimental Setup

The model architecture from [Hu et al., 2017] was implemented in PyTorch. For LVAE (Eq 3), we
use the Uniprot-unlab-1.7M unlabeled sequences, while for the first term of Eq 2 we use our AMP-
lab-15K dataset. We consider one iteration to be a single stochastic update on both the classifier,
generator, and encoder respectively with minibatch size 32. Unless otherwise noted, we pretrain
the VAE for 20k iterations (∼ 7 epochs) followed by 5k iterations (∼ 34 epochs) of full model
training. We noticed a slight advantage using KL annealing: from initial value 1e − 5 to 1.0 during
VAE pretraining. Further hyperparameters mostly follow Hu et al. [2017]: learning rate = 1e − 3,
balancing weights λc = λz = λu = 0.1, entropy β = 0.1.

max_seq_length (l) 15 20 25 30
PepCVAE 82.17 82.11 84.33 83.04

VAE 83.37 82.95 84.56 83.25
Unlabeled 60.16 47.98 38.26 28.06

Table 1: Accuracy of the independently trained LSTM-based AMP classifier on generated sequences
and random Uniprot-Trembl sequences.

Evaluation Metrics

In our framework we propose 3 escalations of evaluations; level 1 comprises preliminary automated
evaluation based on peptide heuristics (sequence similarity, diversity, uniqueness, and molecular
characteristics) and an external AMP classifier. Level 2 consists of an AMP potency (high/low)
ranking model and ab initio structure prediction. Level 3 consists of in silico full-blown atomistic
simulations and wet lab experiments. In this work we performed level 1 and 2 evaluations. More
expensive level 3 evaluation will be covered in future work. All evaluation statistics presented in
this work are averaged from 3 different runs with different random seeds. We present results with
l = 15, 20, 25, and 30. For evaluation we generate 5000 sequences.

Figure 3: Difference in amino acid composition between high-confidence and low-confidence AMP
sequences, as returned by the LSTM-based AMP classifier.
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AMP Classification Accuracy: We measure the efficacy of the models on generating positive AMP
sequences by assessing the accuracy using a pretrained AMP classifier for a set of generated se-
quences. We independently trained a LSTM-based AMP classifier using a dataset of 8,944 labeled
examples for training, 2,982 examples for validation, and another 2,982 for testing. Our LSTM-
based classifier achieves 81% overall accuracy on the held out test examples, with 87% accuracy
for positive AMP examples and 74% accuracy for negative examples. This accuracy on positive
samples is comparable to the models reported in literature [Bhadra et al., 2018, Veltri et al., 2018],
which were all trained on a much smaller set of AMPS. It should be mentioned that the relatively
lower test accuracy on the negative samples makes sense, as the majority of negative instances lack
experimental validation, so there is an intrinsic low confidence associated with their label annotation.

Sequence Similarity and Uniqueness: Pairwise sequence similarity was estimated using the widely
used BLOSUM62 amino acid substitution matrix [Henikoff and Henikoff, 1992]. A penalty of -10
was assigned to a gap opening and -1 penalty was assigned to a gap extension. The final results
were robust against the choice of gap penalty values. The sequence similarity was normalized with
the logarithm of query sequence length. A positive value suggests stronger evolutionary relationship
between two sequences.

Sequence Diversity: Three different metrics are used to evaluate sequence diversity. (1) Language
model perplexity. A character-level LSTM language model (LM) [Merity et al., 2017] trained on
the labeled AMP/non-AMP sequences was used to estimate the perplexity (PPL) of the generated
sequences. A lower value of PPL suggests “closeness” of the sequence to the original distribu-
tion it was trained on. (2) n-gram entropy, En, that is the information entropy per character for
n-grams and is given by En = −1/n

∑
i pi ∗ lnpi. Relative entropy gain, δEn was defined as

δEn = (Ecvae
n − Eorig

n )/(Evae
n − Eorig

n ). We further mixed generated samples with original sam-
ples at a 1:1 ratio and again estimated relative entropy gain in the above-mentioned manner, which is
captured in δEmix

n . (3) The diversity is also estimated by measuring the number of shared n-grams
[Osmanbeyoglu and Ganapathiraju, 2011] for different values of n between the generated sequences
and the original ones, which we refer as Sn. Therefore, a value of Scvae

n /Svae
n < 1 implies more

diversity of PepCVAE sequences at a particular n compared to that of the VAE ones.

Molecular Characteristics: Peptide characteristics, e.g. hydrophobicity, charge, were estimated
using the GlobalAnalysis method in modLAMP [Müller et al., 2017].

AMP Raking Model: In level 2 evaluation, PepCVAE-generated sequences with > 0.98 antimicro-
bial probability, as predicted by the external LSTM classifier, were selected and ranked according to
their predicted potency (high/low). For ranking, an LSTM model was trained on 1200 independent
sequences with broad-spectrum antimicrobial activities from [Pirtskhalava et al., 2015] and yielded
a test accuracy of 70%.

Ab Initio Structure Prediction: For structure prediction of sequences, PEP-FOLD3 server [Lami-
able et al., 2016] was used, which employs structural alphabets (SA) to describe the structure of
four consecutive amino acids, couples the predicted series of SA letters to a greedy algorithm and a
coarse-grained force field, generates 3D structures and finally sorts them according to energy.

Experimental Results

Table 1 presents the classification accuracy of the AMP sequences generated by PepCVAE. Specifi-
cally, we generate sequences given attribute code c that matches AMP, and then use the pre-trained
LSTM-based AMP classifier to assign AMP/non-AMP labels to the generated sequences. We com-
pare the classification accuracy of PepCVAE-generated AMPs with the one obtained by using a plain
vanilla VAE trained solely on AMP sequences. The probability of randomly selected unlabeled se-
quences from Uniprot-Trembl database to be predicted as AMP by the classifier is also shown for
comparison. It is evident from Table 1, that the generated AMP sequences by both PepCVAE and
plain VAE are predicted to be “active” with a probability > 82%, which is significantly higher than
the predicted probability for the unlabeled training sequences of all lengths.

In Fig. 3, we show, for a set of 5K sequences generated by PepCVAE, the unigram distribution
difference between the high confidence and low confidence samples, as returned by the LSTM-
based AMP classifier. This difference expresses the positive contribution of cationic (K, R) and
hydrophobic (A, C, L I, W) amino acids towards determining AMP character, which is consistent
with features identified by existing AMP classifiers [Bhadra et al., 2018, Veltri et al., 2018].
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Figure 4: Relative entropy gain of PepC-
VAE sequences w.r.t VAE (Solid lines - with-
out mixing, dashed lines - with mixing). See
Evaluation Metrics section for details.

Figure 5: n-gram shared similarity, Sn of
PepCVAE over VAE sequences as a function
n. Sn < 1 implies higher diversity of PepC-
VAE sequences.

Peptide Heuristics

Model Length Uniq-3 Uniq-4 Sself Sorig PPL
Training 15.53 16.00 52.40 -6.49 NA 3.57

PepCVAE 16.55 11.40 68.10 -6.52 -6.62 30.27
VAE 15.12 9.90 72.00 -7.49 -7.51 32.72

Unlabeled 18.84 4.90 68.70 -5.68 -6.71 28.77
Random 15.03 0.02 83.00 -6.90 -7.63 38.10

Table 2: Sequence heuristics for l = 25. Positive instances from PepCVAE and plain VAE were
compared with training AMPs, random sequences, and unlabeled Uniprot sequences.

Given that both cVAE and VAE generate AMP sequences with high probability, next we estimate
a number of heuristics that give some clues about how similar/dissimilar the generated AMPs are
compared to the ones present in the training set. The heuristics are sequence length, fraction of
unique 3 and 4-gram, and sequence similarity estimated by using standard amino acid substitution
matrix, and language model perplexity (PPL). Table 2 presents these estimates for l=25. For the
purpose of comparison, the values corresponding to random peptides and unlabeled sequences from
Uniprot of similar length are also provided. The VAE sequences are closer in length to the original
ones, while the PepCVAE ones are relatively longer. Both methods result into AMPs with lower
uniqueness at a 3-gram level and higher uniqueness at a 4-gram level, with respect to the original
ones. PepCVAE sequences appear closer to the original ones in terms of 3 and 4-gram uniqueness.

The average pairwise sequence similarity within the set of generated sequences itself, Sself, is consis-
tently lower for PepCVAE compared to VAE (Table 2). Sself of cVAE sequences is closer to that of the
biological distribution (both training and unlabeled). This is meaningful, as a higher self-similarity
or “homology” implies stronger evolutionary relation between the sequences. In this sense, the ex-
tent of homology within the PepCVAE sequences is higher than the VAE ones and matches more
closely to that of existing AMPs. Sorig further suggests that PepCVAE sequences possess stronger
evolutionary relationship with the actual AMPs as well as the unlabeled biological peptides. The
high evolutionary dissimilarity of VAE sequences (both with self and with biological) is reminiscent
of random sequences (refer Table 2). It is likely that PepCVAE learns a more “biologically plausible”
latent space by exploiting a much larger dataset, that includes unlabeled and negative sequences as
well as the positive ones. These results suggest that PepCVAE architecture intrinsically inserts more
“biological” character/context during controlled generation of AMPs. The perplexity value (PPL)
returned by a LSTM language model that was independently trained on the AMP-lab-15K dataset
further confirms this observation. PepCVAE sequences are low in perplexity and are closer to bio-
logical sequences, whereas high PPL of VAE samples implies more random-like character.
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Sequence diversity

Next, we analyze the diversity of the generated sequences in terms of n-gram entropy gain (see Eval-
uation Metrics section). Figure 4 plots the relative entropy gain of PepCVAE sequences with respect
to VAE, δEn, as a function of n-gram size. We observe that δEn ≤ 1 for n ≤ 3, while increasing to
values > 1 for larger n. This result implies that, although VAE sequences are more diverse locally
(n < 4), PepCVAE sequences demonstrate strong long-range diversity. Consistent with this result,
the n-gram similarity, i.e. fraction of shared n-grams with training AMPs, is lower for PepCVAE
with respect to VAE for n ≥ 3 (Figure 5 and Evaluation Metrics section). Even though PepCVAE
generates diverse sequences, at short range it is still consistent with biological sequences, as evi-
dent from the language model perplexity values (Table 2). In summary, the PepCVAE sequences
show stronger diversity at higher n-grams. High peptide diversity compared to existing AMPs is a
desired feature, while designing next-generation antimicrobials, as that can potentially help prevent
antimicrobial resistance.

Figure 6: Comparison of molecular characteristics for l � 25 between training data (training-pos
- orange, training-neg - blue), PepCVAE sequences (cvae-pos - purple, cvae-neg - green), VAE
sequences (vae-pos - yellow). Horizontal dashed lines account for the mean. Whiskers extend to the
most extreme non-outlier data points. (a) amino acid distribution, (b) total charge distribution, (c)
Eisenberg hydrophobicity, and (d) Eisenberg hydrophobic moment.

Sequence l Charge H µH Structure
MWHFIWYLILLPRR 13 3.0 0.30 0.37 Helix

LWNYWFLWSAFRAF 14 2.0 0.45 0.19 Helix
YHSIFFCFKKIKAK 14 5.0 0.07 0.28 Helix
IIYLIWWWLNWV 12 1.0 0.85 0.39 Helix

HKERRWRYW 9 4.0 -0.92 0.35 Helix

Table 3: High-potency AMP sequences (and their features) generated by PepCVAE with l =15.

Molecular Characteristics

Figure 6 compares PepCVAE and VAE sequences with the training data in terms of molecular fea-
tures, e.g. charge, hydrophobicity (H), and hydrophobic moment (µH), which are of particular inter-
est, as they play a key role in determining the membrane binding specificity [Fjell et al., 2012].

The amino acid composition, net positive charge, and hydrophobicity (H) (Fig. 6a-c) of generated
AMPs by PepCVAE and VAE matches well to the training data, suggesting both models perform
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equally well in capturing the charge patterning, hydrophobicity, and composition within AMPs. The
hydrophobic moment (µH), a qualitative measure of the helical character within the sequence, is
another frequently used descriptor used in cationic amphiphathic AMP classification [Bhadra et al.,
2018]. Both VAE and PepCVAE generate sequences with hydrophobic moment values consistent
with, albeit slightly lower than, existing AMPs.

AMP Potency ranking and structure prediction

We first selected 45 high probability AMPs out of 5000 PepCVAE sequences and ranked them ac-
cording to the predicted potency. Next, 3D models of the final 11 high-potency AMP sequences were
constructed using the PEP-FOLD3 server [Lamiable et al., 2016]. Out of those 11 candidates, the
lowest energy model of 9 sequences consistently exhibited a helix (for examples see Table 3), one
showed an extended structure, and one revealed coil. As amphipathic helices are abundant in antimi-
crobial peptides and determine their activity, this multi-level in silico screening scheme successfully
identifies high potency, broad-spectrum antimicrobial candidates.

Conclusion and Future Work

We present a peptide sequence design framework PepCVAE based on a semi-supervised variational
autoencoder model for generating novel antimicrobial peptide molecules. We curated a dataset that
comprises a large number (1.7M) of unlabeled peptide sequences and a smaller set (15k) of labeled
(AMP/non-AMP) sequences. The model architecture allows learning of a representation where de-
sired properties are disentangled, and so can handle controlled generation of peptide sequences with
AMP/non-AMP characteristics. Extensive analysis of the generated antimicrobial sequences reveals
that the proposed framework is capable of learning and generating from a richer representation and
yields AMPs that are closer to the original distribution, when compared with a vanilla VAE trained
solely on AMP sequences. The generated AMPs from our architecture exhibit high diversity, par-
ticularly at a higher n-gram level, while still retaining biological characteristics, such as stronger
homology and high helicity. These peptide characteristics suggest that the present framework is
well-suited for therapeutic molecule design, where it is important to maintain control over “knobs”
or attributes, while generating novel samples. In future, we plan to validate the generated AMP
sequences using in silico modeling and wet lab experiments.
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Abstract
User-generated content online is shaped by many factors, in-
cluding endogenous elements such as platform affordances
and norms, as well as exogenous elements, in particular sig-
nificant events. These impact what users say, how they say
it, and when they say it. In this paper, we focus on quan-
tifying the impact of violent events on various types of hate
speech, from offensive and derogatory to intimidation and ex-
plicit calls for violence. We anchor this study in a series of
attacks involving Arabs and Muslims as perpetrators or vic-
tims, occurring in Western countries, that have been covered
extensively by news media. These attacks have fueled intense
policy debates around immigration in various fora, including
online media, which have been marred by racist prejudice and
hateful speech. The focus of our research is to model the ef-
fect of the attacks on the volume and type of hateful speech
on two social media platforms, Twitter and Reddit. Among
other findings, we observe that extremist violence tends to
lead to an increase in online hate speech, particularly on mes-
sages directly advocating violence. Our research has implica-
tions for the way in which hate speech online is monitored
and suggests ways in which it could be fought.

1 Introduction
Hate speech is pervasive and can have serious consequences.
According to a Special Rapporteur to the UN Humans
Rights Council, failure to monitor and react to hate speech in
a timely manner can reinforce the subordination of targeted
minorities, making them “vulnerable to attacks, but also in-
fluencing majority populations and potentially making them
more indifferent to the various manifestations of such ha-
tred” (Izsák 2015). At the individual level, people targeted
by hate speech describe “living in fear” of the possibility that
online threats may materialize in the “real world” (Awan and
Zempi 2015). At the level of society, hate speech in social
media has contributed to fuel tensions among communities,
in some cases leading to violent clashes (Izsák 2015).

Following one of the most severe humanitarian crises
in recent history, Europe has seen a high immigration in-
flux, including Syrian, Afghan, and Iraqi refugees.1 In the

Copyright c© 2018, Association for the Advancement of Artificial
Intelligence (www.aaai.org). All rights reserved.

1World Economic Forum (Dec. 2016) “Europe’s refugee
and migrant crisis” https://www.weforum.org/agenda/2016/12/
europes-refugee-and-migrant-crisis-in-2016-in-numbers

same period, several deadly terror attacks have occured in
Western nations (Wang 2017; Global Terrorism Database
2017), leading to an increasingly alarming anti-Muslim
rhetoric (TellMAMA 2017) by right-wing populist move-
ments (Greven 2016) and right-leaning media outlets (Wor-
ley 2016), often conflating refugees and Muslims with Is-
lamic fanatics (Diène 2006). This rhetoric has also gained
adoption online (UNGP and UNHCR 2017), prompting gov-
ernmental agencies2 and NGOs to call on social media plat-
forms to step up their efforts to address the problem of hate
speech (Roberts 2017; TellMAMA 2017). The concern is
that the increase in hateful narratives online led to an up-
surge in hate crimes targeting Muslim communities (Roberts
2017). Insights into how online expressions of hate thrive
and spread can help stakeholders’ efforts to de-escalate ex-
isting tensions (Burnap and Williams 2014).

In this paper, we explore how hate speech targeting spe-
cific groups on social media is affected by external events.
Anchoring our analysis in a series of Islamophobic and Is-
lamist terrorism attacks in Western countries, we study their
impact on the prevalence and type of hate and counter-hate
speech targeting Muslims and Islam on two different social
media platforms: Twitter and Reddit.
Our contribution. We conduct a quantitative exploration of
the causal impact of specific types of external, non-platform
specific events on social media phenomena. For this, we cre-
ate a lexicon of hate speech terms, as well as a collection of
150M+ hate speech messages, propose a multidimensional
taxonomy of online hate speech, and show that a causal in-
ference approach contributes to understanding how online
hate speech fluctuates. Among our findings, we observe that
extremist violence attacks tend to lead to more messages
directly advocating violence, demonstrating that concerns
about a positive feedback loop between violence “offline”
and hate speech online are, unfortunately, well-founded.

Paper Outline and Methodology Overview. Outlined in
Figure 1, our approach consists of several steps:
Step 1: We create a longitudinal collection of hate speech
messages in social media from Twitter and Reddit that cov-
ers a period of 19 months. This collection is based on a series
of keywords that are obtained through an iterative expansion

2BBC News (Sep. 2017) “Social media warned to crack down
on hate speech” http://bbc.com/news/technology-41442958
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Figure 1: Steps in our analysis framework: (1) data acquisition and lexicon creation, §3; (2) data categorization, §4; (3) events
selection, §6; (4) impact analysis on time series of hate related terms, §5 and results, §6.

of known hate speech terms (§3).
Step 2: We categorize the data along four dimensions: 1) the
group each message refers to, 2) the attitude of speakers,
3) the severity of hateful expressions, particularly whether
they advocate violence, and 4) the framing of content (§4).
Step 3: We select 13 extremist attacks involving Arabs and
Muslims as perpetrators or victims, like the Berlin Christmas
market attack on Dec. 2016, perpetrated by a follower of
jihadist group ISIL, or the Quebec City mosque shooting on
Jan. 2017, by a far-right white nationalist (Table 2).
Step 4: As evaluating the effect of such attacks on vari-
ous slices of social media is a causal question, we frame
it as measuring the impact of an intervention (event) on a
time series (temporal evolution of speech). Following tech-
niques for causal inference on time series (Brodersen et al.
2015), we estimate an event’s impact on various types of
hate and counter-hate speech by comparing the behavior of
corresponding time series after an event, with counterfactual
predictions of this behavior had no event taken place (§5).

The last sections present (§6) and discuss (§7) our results.

2 Background & Prior Work
We are interested in the relation between online hate speech
and events. To ground our study, we first review work defin-
ing hate and counter-hate speech. Given our focus on anti-
Muslim rhetoric in the context of extremist violence, we
outline previous works on hate speech after terror attacks,
and studies of hateful narratives targeting Muslims. We also
cover observational studies on social media, particularly
those focusing on harmful speech online.

Hate Speech Online and Offline
Defining hate speech. While hate speech is codified by
law in many countries, the definitions vary across jurisdic-
tions (Sellars 2016). As we study hate speech directed at
followers of a religion (Islam) that is often conflated with a
particular ethnicity and culture, we use the definition by the
Council of Europe covering “all forms of expression which
spread, incite, promote or justify racial hatred, xenophobia,
anti-Semitism or other forms of hatred based on intolerance,
including: intolerance expressed by aggressive nationalism
and ethnocentrism, discrimination and hostility against mi-
norities, migrants and people of immigrant origin.” (Com-

mittee of Ministers, Council of Europe 1997). We extend
this definition to further consider as hate speech “animosity
or disparagement of an individual or a group on account of a
group characteristic such as race, color, national origin, sex,
disability, religion, or sexual orientation” (Nockleby 2000),
allowing us to juxtapose hateful speech directed at Muslims
with other groups (e.g., LGBTQ, immigrants).
Counter-hate speech. Censoring hate speech may clash
with legal protections on free speech rights. Partially due to
this tension, the position of international agencies like UN-
ESCO is that “the free flow of information should always be
the norm. Counter-speech is generally preferable to suppres-
sion of speech” (Gagliardone et al. 2015). Thus, it is impor-
tant not only to study hate speech, but also to contrast it with
counter-speech efforts—a rare juxtaposition in social media
research (Benesch et al. 2016; Magdy et al. 2016). Magdy
et al. (2016) estimate that a majority of Islam and Muslim
related tweets posted in reaction to the 2015 terrorist attacks
in Paris stood in their defense; an observation also made by
UNGP and UNHCR (2017) following the 2016 terrorist at-
tack in Berlin, and supported by our own results (§6).
Hate speech and violent events. The prevalence and
severity of hate hate speech and crimes tends to increase
after “trigger” events, which can be local, national, or
international, often galvanizing “tensions and sentiments
against the suspected perpetrators and groups associated
with them” (Awan and Zempi 2015). For instance, Benesch
et al. (2016) found extensive hate and counter-hate speech
after events that triggered widespread emotional response
like the Baltimore protests, the U.S. Supreme Court de-
cision on same-sex marriage, and the Paris attacks during
2015; while Faris et al. (2016) found spikes in online harm-
ful speech to be linked to political events. While these stud-
ies are related to ours, they focus on content posted during
specific events, or on correlating changes in patterns (e.g.,
spikes) with events’ occurrence. We focus on broader pat-
terns, aiming to quantify changes across types of events and
types of content by applying causal inference techniques.
Islamophobia. The conflation of Muslims and Islam
with terrorism—particularly developed after September 11,
2001—is a key factor behind the increase in Islamophobic
attitudes (Diène 2006). A significant increase in anti-Muslim
hate crimes was observed after terrorist attacks by individu-

als that identify as “Muslim or acting in the name of Islam,”
with those having a “visible Muslim identity” being the most
vulnerable to hostility, including online and offline intimida-
tion, abuse and threats of violence (Awan and Zempi 2015).

Observational Studies Using Social Media

Hate speech on online social platforms. While social me-
dia platforms provide tools to meet new people, maintain re-
lationships, promote ideas, and promote oneself; they have
also opened up new avenues for harassment based on phys-
ical appearance, race, ethnicity, and gender (Duggan 2017).
This has led to efforts to detect, understand, and quantify
such harmful speech online, with goals such as modeling so-
cially deviant behavior (Cheng et al. 2017), building better
content filtering and moderation tools (Matias et al. 2015),
and informing policy makers (Faris et al. 2016).

The main categorization criteria for online hate speech
has been based on the group being targeted (e.g., “black
people,” “fat people”), the basis for hate (e.g., race, reli-
gion) (Silva et al. 2016; Mohammad et al. 2016), and the
speech severity (Davidson et al. 2017). For instance, Silva et
al. (2016) found “soft” targets like “fat people” to be among
the top target groups; yet, these groups are often not included
in the documentation of offline hate crimes. Davidson et al.
(2017) further discuss challenges in distinguishing between
hate speech and other types of offensive speech.
Observational methods applied to social data. Recent
studies show that quasi-causal methods can be applied to
social media data to e.g., distill the outcomes of a given
situation (Olteanu, Varol, and Kıcıman 2016), measure the
impact of an intervention (Chandrasekharan et al. 2018), or
estimate the effect of online social support (Cunha, Weber,
and Pappa 2017). The application of these methods to social
data, including propensity score matching (De Choudhury
et al. 2016), difference-in-differences (Chandrasekharan et
al. 2018), and instrumental variables (Zhang, Li, and Hong
2016), was found to reduce confounding biases.

Chandrasekharan et al. (2018)’s work is closest to ours, as
it employs techniques from the causal inference literature to
quantify the impact of an intervention on hateful behavior on
Reddit. Yet, the intervention they study is platform-specific–
a ban on an existing community on Reddit–whereas we look
at the impact of external (non-platform specific) events on
both Reddit and Twitter. Our focus is on the overall preva-
lence of hate speech, rather than on the behavior of given
groups of users, and we measure the effect of given inter-
ventions (events) on various types of hate speech (§4).
Operationalization of hate speech on social media. Due
to lack of consensus on what constitutes hate speech and
the challenges in operationalizing existing definitions at the
scale of current online platforms, prior work has used a mix
of manual and automated term selection strategies to iden-
tify terms that are likely to occur in hateful texts (Chan-
drasekharan et al. 2018; Davidson et al. 2017). While fo-
cusing on speech targeting Muslims and Islam, we simi-
larly combine existing lexicons with terms obtained through
a combination of manual and automated steps (§3).

3 Data Collection
Our goal is to characterize and measure online hate speech
targeting Muslims and Islam in reaction to major Islamist
terror attacks and Islamophobic attacks perpetrated in West-
ern countries. Here, we describe our data collection process,
which attempts to be inclusive (high-recall) and hence uses
a broad definition of hate and counter-hate speech. We iter-
atively expand an initial query of keywords related to rele-
vant items by identifying new keywords in the retrieved mes-
sages. Our base datasets contain messages from Twitter and
Reddit, and a collection of news articles; these are not asso-
ciated to any particular event, but cover messages potentially
related to hate and counter-hate speech over a period of 19
months: from January 1, 2016 to August 1, 2017.

Data Sources
Twitter (https://twitter.com/) is one of the largest mi-
croblogging platforms used by hundreds of millions every
month. To collect Twitter messages (“tweets”) we use an
archive representing 10% of the entire public stream, known
as the “Decahose.”
Reddit (https://reddit.com/) is a large social news aggrega-
tion platform used by millions every month. Users submit
“posts” and “comments” that gain or lose visibility accord-
ing to up- and down-votes. We collect posts through Reddit’s
Search API3 (comments are not searchable via this API), re-
taining all comments to posts matching our queries.
News. Finally, we collect news articles from GDELT
(Global Data on Events, Location, and Tone, http://
gdeltproject.org/), the largest online catalog of global news
events. We use these data as exogenous variables when mod-
eling social media time series before and after a given event.

Query Construction
We collected data using keyword queries, a sampling
method applicable to both Twitter’s and Reddit’s APIs. As
our goal was to create a high-recall collection, our sampling
procedure consists in formulating an initial query (boot-
strapping), followed by an expansion of that query. This
method is known to improve the coverage of social media
data (Olteanu et al. 2014; Davidson et al. 2017).
Query Bootstrapping. We bootstrapped our query selection
with an initial list of terms (keywords and hashtags) used
in social media campaigns related to anti-Muslim hate and
counter-hate speech. This list was assembled retrospectively
(as was the rest of our data) using (i) news articles and blog
posts discussing social media usage during hate and counter-
hate campaigns,4 (ii) resources from NGOs or governmental
agencies tracking or analyzing hate speech on social me-
dia (Awan and Zempi 2015; UNGP and UNHCR 2017),
and (iii) research articles (Magdy et al. 2016). Selected
terms were individually validated by manually searching for
them on both Twitter and Reddit. Additional co-occurring

3Using the PRAW library: https://praw.readthedocs.io/.
4E.g., http://huffingtonpost.com/entry/

anti-muslim-facebook-twitter-posts-myths-wajahat-ali us
57f55bb1e4b002a7312084eb or http://muslimgirl.com/29612/
10-hashtags-literally-changed-way-muslims-clap-back/
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Source Terms Messages Users URLs

Twitter 825 107M 26M –
Reddit 1,257 45M 3.3M –
News – – – 3.3 M

Table 1: Summary of the final data collection.

terms found in this process were added to the list. This
step resulted in a list of 91 terms, including “‘#f***quran,”
“#nosharia,” “ban islam,” and “kill all muslims.”
Query Expansion. We then employed a query expan-
sion heuristic to identify further terms that may appear in
messages expressing hate or counter-hate towards different
groups, including, but not limited to, Arabs and Muslims.
The heuristic considers terms frequently appearing in social
media messages matched by the terms in our initial list. To
obtain a high-recall collection, we considered any new term
that may constitute hate or counter-hate speech, using an in-
clusive, broad definition inspired by Silva et al. (2016) and
Chatzakou et al. (2017), and expanded to also cover com-
mentary and counter-hate speech elements. We recorded all
terms related to speech that could be perceived as offensive,
derogatory, or in any way harmful, and that is motivated,
in whole or in a part, by someone’s bias against an aspect
of a group of people, or related to commentary about such
speech by others, or related to speech that aims to counter
any type of speech that this definition covers.

This expansion was independently done in two iterations
for both Twitter and Reddit. First, one of the authors did
an annotation pass to identify new query terms. Second, as
we favored recall, at least one other author did an additional
annotation pass over the terms rejected by the first annotator.
External lexicon. To further expand our list of query terms,
we added terms from a lexicon built using HateBase,5 a web-
site that compiles phrases submitted and tagged by internet
users as constituting hate speech. Given that only an esti-
mated 5% of messages containing HateBase terms were ac-
tually identified as hateful; instead of directly using these
terms, we used 163 unique terms extracted from Twitter
messages containing HateBase terms and manually anno-
tated as hateful or offensive by Davidson et al. (2017).6

Data Acquisition
Table 1 presents a summary of the data we acquired.
Acquiring Twitter data. We first queried the bootstrap
terms, and retrieved 958K messages posted by 413K users.
We then expanded the query by manually annotating 2088
terms that appeared more frequently than an arbitrary thresh-
old (ranging from 75 for tri-grams to 300 for uni-grams,
which are typically less precise than tri-grams and noisier
at lower frequencies), after removing stopwords using the
Python NLTK package. We found an extra 612 terms. We
queried these terms, growing our collection by 55M tweets

5HateBase: https://www.hatebase.org/
6Given that our queries represent a conjunction of the words in

each term and that for Reddit articles are ignored, we pre-process
most terms to remove the article a and remove duplicates.

posted by 12.5M users. The resulting dataset contains on av-
erage 4.5M tweets per month. Since we used the Twitter
Decahose (a 10% sample of all Twitter content), we esti-
mate this collection is in fact representative of a larger set of
roughly 45M tweets per month. Finally, we retrieved tweets
matching the 163 external hate terms (based on HateBase),
resulting in an additional 51.6M tweets by 13.7M users. Al-
together, we collected over 1TB of raw Twitter data.
Acquiring Reddit data. We again began by querying the
bootstrap terms, and retrieved 3K posts with 140K com-
ments written by 49K users. We then expanded the query
by selecting high-frequency terms (thresholds ranging from
50 to 300 as these data were sparser than Twitter) across all
posts and comments, and manually annotating them. Given
that the Reddit Search API normalizes terms before running
a query, we did not keep different inflections of the same
terms. We annotated 4272 terms, and found 1002 related to
hate and counter-hate speech. We queried these terms, and
retrieved an extra 300K posts with 41M comments written
by 3.1M users. Finally, we queried the external hate terms.
Altogether, we collected 337K posts with 45M comments
written by roughly 3.3M users.
Acquiring news data. We used GDELT’s Global Knowl-
edge Graph (GKG), as it provides the list of news articles
covering each event in their database. This allowed us to
compute the overall volume of news per day, amounting to
over 130M URLs over our 19 months period of interest.

4 Characterizing Hate Speech
Here, we present example themes from messages posted in
the aftermath of extremist events (listed in §6), and charac-
terize them along four dimensions (stance, target, severity,
and framing), which we then use to analyze the data.

Exploration of Post-Event Messages
To understand how the content and themes of messages vary
with respect to who is mentioned, what is said, and how
the content is framed, we review messages posted after one
terrorist and two Islamophobic attacks: Manchester Arena
bombing, an Islamist terrorist attack in Manchester that tar-
geted concert goers, killing 23 people and wounding 512
others; Portland train attack, carried out by a man shouting
racial and anti-Muslim slurs who fatally stabbed two people
and injured a third; and Quebec City mosque shooting that
targeted worshipers, leaving 6 dead and 19 injured. We fo-
cus on these particular events for their overall difference in
nature. Table 2 includes example messages.
Who is mentioned? Naturally, many messages mentioned
(directly or indirectly) Arabs, Muslims, or Islam, given how
we collected our data and the focus of our study. Yet, we also
found messages mentioning the victims of the attacks, the
mainstream media, political and religious groups (e.g., “the
left”, “Christians”), immigrants in general, and high-profile
individuals (e.g., politicians, journalists).
What is said, and why? The content of the messages
ranged from blaming Arabs and Muslims for the attack,
to providing context and defending Islam. Some messages
made crude generalizations or included denigrating insults,
while others appeared to either intimidate or incite violence.

Theme Paraphrased message/comment(s) Theme Paraphrased message/comment(s)

Blames
Muslims

“Ban Muslims, and you won’t have Islamic terrorism” (T)
“Islam is the problem and everyone knows this” (R)

Defends
Muslims

“killing innocent people is not Islam, there were Muslims at that
concert as well” (T) “#IllRideWithYou indicates one should not be
scared to be a Muslim. One should be scared to be a racist” (T)

Denigrates or
intimidates

“Muslim savages brainwash their kids into hating and killing non
believers, as apes and pigs, since really young” (R)

Incites
violence

“#StopIslam wipe its followers from the face of the earth” (T)

Diagnoses
causes

“the left say, look they were not refugees; the fact is that this would
never happen if we would have banned them” (R)

Suggests a
remedy

“we should deport Muslim scumbags and their families” (R)

Table 2: Example messages from Reddit (R) and Twitter (T) for some of the analyzed events, provided for illustration purposes.
Messages have been (sometimes heavily) paraphrased for anonymity.

How is the content framed? According to Entman (1993),
content may be framed according to whether it defines a
problem, diagnoses its causes, makes a moral judgment, or
suggests a remedy. Several messages echoed similar points
of view about what the “problem” might be, what the causes
are, and what the solutions should be. After the Manchester
Arena Bombing, a repeated theme could be paraphrased as
“if Muslims were not allowed in the country, there would be
no terrorist incidents.” A proposed solution was e.g., “stop
Islamic immigration before it is too late.” Some messages
went further, linking the event to immigration more broadly.
We also found posts framing the event (and what happened
after) as a lesson on what Islam is, and what it stands for,
e.g., “Islam only wants to kill and rape, [Q]uran is a man-
ual of evil.” Yet, other messages tried to push back on this
framing by suggesting a counter-narrative.

Four Dimensions of Online Hate Speech
Based on prior work and our exploration of post-event mes-
sages, we derive four main dimensions of hate and counter-
hate speech: stance, target, severity, and framing. While
these are useful, we recognize these dimensions are unlikely
to capture all aspects of online expressions of hate.
Stance. Magdy et al. (2016) make a distinction between on-
line speech that attacks and blames, speech that defends, and
speech that is neutral towards Islam and Muslims following
a terrorist attack. Benesch et al. (2016) introduce a taxon-
omy for spontaneous expressions of counter-hate speech on
social media platforms. We adapt these categorizations to
define the following stances of speech for our study:
– Takes a favorable stance in support of individuals, groups,

or ideas: defend, show solidarity, propose counter nar-
ratives, denounce, or comment on acts of hatred, or em-
phasize the positive traits of individuals, groups, or ideas
(e.g., #ThisIsNotIslam, #NotInMyName);

– Takes an unfavorable stance against individuals, groups,
or ideas: attack, blame, denigrate, demean, discriminate,
employ negative stereotypes, seek to silence, or generally
emphasizes the negative traits of an individual or group
(e.g., “kill all Muslims,” #RefugeesNotWelcome);

– Commentary on negative actions or speech against in-
dividuals, groups, or ideas: comment on or character-
ize acts of violence, hatred, harassment, or discrimination
(e.g., “hate speech,” “racial slur”); and

– Neutral, factual, or unclear if it is in support or against a

person or group: none of the above; report news facts or
comments, describe an event, or not related to a minority
or vulnerable group (e.g., “seven injured,” “white van”).

Target. Hate speech can target any minority or vulnerable
group by singling out its identifying characteristics. In the
case of Muslims or Islam, these characteristics include re-
ligion, country of origin, immigration status, ethnicity, or a
conflation of several or all characteristics. We identify the
following targets of hate and counter-hate speech:
– Muslims and Islam;
– Religious groups: unspecified, any religion except Islam;
– Arabs, Middle-Easterners, or North Africans: descent

without reference to religion;
– Ethnic groups or groups of foreign descent: unspecified,

any foreign descent, except Arab;
– Immigrants/refugees/foreigners in general: without indi-

cating a specific religion or descent; and
– Other groups of non-immigrants: based on e.g., gender,

sexual orientation, appearance, disability, or age.
Severity. International organizations are concerned with
how hate speech can lead to violent acts (Izsák 2015). Ex-
pressions of hate take many forms (Ghanea 2013; Matias et
al. 2015); they can be ambiguous, and the perception of what
is hateful varies between individuals (Olteanu et al. 2017).
Capturing such subtleties is essential to understanding how
severe the repercussions of online hate speech can be; for in-
stance, the Jewish Anti-Defamation League defines a “Pyra-
mid of Hate,” showing how prejudice enables discrimina-
tion, which enables violence, which enables genocide.7 We
use the following levels of severity of hate speech:
– Promotes violence: threaten with violence, incite violent

acts, and intend to make the target fear for their safety
(e.g., “attack mosque,” “kill muslims”);

– Intimidates: harass or intimidate the target, or invite oth-
ers to do so, while actively seeking to cause distress (e.g.,
“deport illegals,” “Muslims not welcomed”);

– Offends or Discriminates: defame, insult, or ridicule the
target, showing bias, prejudice, or intolerance, while ac-
tively seeking to embarrass or harm the target’s reputa-
tion, (e.g., “Muslim [expletive],” “sand [n-word]”);

Framing. Kuypers (2010) defines framing as the “process
whereby communicators, consciously or unconsciously, act
to construct a point of view that encourages the facts of a

7See: https://sfi.usc.edu/lessons/pyramid-hate
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given situation to be interpreted by others in a particular
manner.” Benford and Snow (2000) note that framing is crit-
ical to understand social movements and collective action; it
can also operate in different ways (Entman 1993). For our
analysis, from test annotations we noticed that two frames
were quite distinguishable in the text and complementary:8
– Diagnoses the cause or causes for a problem (or elements

seen as possible causes): identifies what creates a prob-
lem, suggests a diagnose or disagrees with a diagnose
(e.g., “terrorists exist because they come from a place that,
socially, is centuries behind”);

– Suggests a solution or solutions for a problem (or actions
seen as possible solutions): proposes or defends actions
seen as solving or removing the problem (e.g., “we should
target the mosques and [M]uslims, this is what you need
to do when at war with these [expletive]”);

– Both diagnoses causes and suggests solutions: if both of
the above categories apply to the message.

Terms or sentences may perform multiple of these framing
functions, but they may also perform none of them (Entman
1993). Thus, for annotation purposes we add a catch-all cat-
egory for those cases where none of these functions apply.

5 Methodological Framework
To quantify how extremist violence events affect the preva-
lence of various types of speech, we treat these events as
interventions on observed time series. Following existing
techniques for causal inference on time series (Eichler 2012;
Brodersen et al. 2015), we measure this effect by comparing
the behavior of an observed time series (which we refer to
as treated) after an event with a counterfactual time series
of its behavior had the event not taken place. This synthetic
unobserved counterfactual time series (which we refer to as
control) is modeled from several observed time series that
may be correlated to the treated time series (yet not affected
by the event), as we describe below. The causal effect is then
estimated based on the differences between the treated and
the control time series. Broadly, since we model the counter-
factual of the treated time series, this is a generalization of
the application of the differences-in-differences techniques
to time series (Brodersen et al. 2015).
Observed Time Series. We consider time series covering
our 19-month observation period with a granularity of one
day. For each of the 825 terms we have for Twitter, we
experiment with three time series: one for the number of
tweets, one for the number of tweets excluding re-tweets
(i.e., unique after removal of “RT @user” prefixes), and
one for the number of unique users. Similarly, for the 1,257
terms we have for Reddit, we experiment with three time se-
ries: one for the number of posts, one for the total number
of comments in these posts, and one for the total number of
unique users in the post and comments.
Synthetic Control Time Series. A synthetic control time
series is a counterfactual that reflects behavior had the ex-
tremist violence event not taken place. For each treated time

8The “makes a moral judgment” frame is present in some form
in many messages, but often supporting another frame; the “defines
a problem” frame is rarely seen without the “diagnoses its causes.”

series, we build a control series for 1 week following the
event based on several data sources:9 (1) the observed series
in the 11 weeks leading to the event; (2) the observed series
exactly 1 year before the event, for 12 weeks (corresponding
to the 11 weeks before and 1 week after the event, but a year
earlier); (3) the observed series 23 weeks prior to the event,
similarly for 12 week;10 and (4) external information from
Twitter, Reddit, and news sources.

The external information includes time series whose be-
havior is unlikely to be affected by the events (§6). First, we
use the overall volume of news on GDELT (i.e., number of
daily news article URLs per day) as it does not seem to be
affected by any of our events during the observation window.
Second, we use the overall number of tweets containing the
word “news” which we also observe is not affected by any
of our events (also a proxy for the overall volume of tweets).
Third, we use the overall number of Reddit posts containing
the general term “people,” which we also observe is not af-
fected by the events in our list (this is not the case for the
series of posts in Reddit containing, e.g., the term “breaking
news” which was affected by several of our events).

The methodology for synthesizing the control fol-
lows Brodersen et al. (2015), using a state space model
to predict the counterfactual from the various sources
we described above. However, our models are fit using
maximum likelihood estimation (Fulton 2015) rather than
Bayesian methods like Markov chain Monte Carlo preferred
by Brodersen et al. (2015). Our implementation uses the
state space model in the UnobservedComponents Python
package to model and predict the series, following existing
Python implementations of Brodersen et al. (2015).11

Impact Estimation. To estimate the effect of an event using
the treatment and control time series, we compute the rela-
tive lift or drop as releffect = 100×

∑
tk−ck∑
ck

, where tk is the
value of the treated time series at time k, and ck that of the
control time series. The summations are over the days we
observe after the event, seven in our case. We focus on rel-
ative effect as it better allows for comparison across events.
For each event, we rank terms based on the relative effect.

Some of our time series have intervals of low volume (par-
ticularly for Reddit) that may lead to negative-valued syn-
thetic controls and skewed estimates of the effect. To address
this, we add a large constant C to all time series before syn-
thesizing the control and estimating the effect. This transfor-
mation preserves the shape and amplitude of the impact.12

9The 1 week observation period allows us to observe the bulk
of the effects, e.g., after a terror attack in UK, (Burnap et al. 2014)
found that related messages were propagated for less than 2 days.

10Recall that our entire dataset spans 19 months. When informa-
tion one year before is not available, we use one year later; when
information 23 weeks before is not available, we use 5 weeks later.

11Python modules used: http://statsmodels.org/dev/generated/
statsmodels.tsa.statespace.structural.UnobservedComponents.
html; similar Python implementations https://github.com/tcassou/
causal impact, and https://github.com/jamalsenouci/causalimpact.

12We experimented with logarithmic transformations, but be-
lieve that a linear transformation leads to more interpretable confi-
dence intervals and estimates. We arbitrarily set C = 1000.

Num. Date Name Type URL Language Country

1 March 22 2016 Brussels bombings Islamist terrorism http://r.enwp.org/2016 Brussels bombings French/Dutch Belgium
2 June 12 2016 Orlando nightclub shooting Islamist terrorism http://r.enwp.org/2016 Orlando nightclub shooting English United States
3 June 28 2016 Istanbul Airport attack Islamist terrorism http://r.enwp.org/2016 Ataturk Airport attack Turkish Turkey
4 July 14 2016 Nice attack Islamist terrorism http://r.enwp.org/2016 Nice attack French France
5 July 22 2016 Munich shooting Islamophobic http://r.enwp.org/2016 Munich shooting German Germany
6 November 28 2016 Ohio State University attack Islamist terrorism http://r.enwp.org/2016 Ohio State University attack English United States
7 December 19 2016 Berlin attack Islamist terrorism http://r.enwp.org/2016 Berlin attack German Germany
8 March 22 2017 Westminster attack Islamist terrorism http://r.enwp.org/2017 Westminster attack English United Kingdom
9 January 29 2017 Quebec City mosque shooting Islamophobic http://r.enwp.org/Quebec City mosque shooting English Canada
10 February 23 2017 Olathe Kansas shooting Islamophobic http://r.enwp.org/2017 Olathe, Kansas shooting English United States
11 May 22 2017 Manchester Arena bombing Islamist terrorism http://r.enwp.org/2017 Manchester Arena bombing English United Kingdom
12 May 26 2017 Portland train attack Islamophobic http://r.enwp.org/2017 Portland train attack English United States
13 June 19 2017 Finsbury Park attack Islamophobic http://r.enwp.org/2017 Finsbury Park attack English United Kingdom

1 2 3 4 6 7 10 115 8 9 12 13
Twitter: Normalized timelines of unique tweets

hate muslims
#notinmyname
attack mosque
#stopislam
attack muslims

1 2 3 4 6 7 10 115 8 9 12 13
Reddit: Normalized timelines of comments

hate muslims
attack mosque
ban islam
kill all muslims
attack muslims

Figure 2: List of events we consider in this study (top), and examples of normalized time series corresponding to top 5 bootstrap
terms by volume on both Twitter and Reddit (bottom). Markers in the time series correspond to event numbers in the table.

Stance Severity Target Framing
Favor. Unfavor. Comm. Neutral Violent Intimid. Offend Muslims Relig. Ethnic Immigr. Non-Immigr. Cause Sol. Both

Reddit 6.7% 31.6% 16.4% 43.3% 13.8% 9.8% 75.8% 47.4% 6.3% 9.4% 2.0% 6.7% 64.5% 2.5% 9.7%
Twitter 5.1% 48.3% 16.7% 27.0% 22.1% 9.8% 67.5% 40.6% 4.5% 11.2% 3.1% 8.2% 56.5% 8.3% 24.1%

Table 3: Distribution of annotations along the entire 19-month observation period, done at the term level (except framing, done
at the message level). The percentages may not add to 100% as we omit the cases when none of the categories apply.

6 Experimental Results
In this section, we present experimental results that estimate
how different types of events affect various forms of on-
line speech. First, we select 13 extremist violence attacks
(Islamist terrorist and Islamophobic), that occurred during
our full 19-month observation period. Next, we annotate our
data at query term level for stance, target, and severity, and at
message level for framing, according to the hate speech tax-
onomy introduced in §4. Finally, we present results on vari-
ous categories of hate speech across events and platforms.

Experimental Setup
Events Selection. We select a set of extremist violence at-
tacks in Western countries involving Arabs and Muslims as
perpetrators or victims, and covered by international news
media. Our sources are two Wikipedia pages listing Islamist
terrorist attacks and Islamophobic incidents.13 When two
events occur within the same week, we selected the one with
the largest number of victims, also the most prominent in
the news. The list of events is available in Figure 2, where
we also display the time series of top-5 bootstrap terms (§3)
on Twitter and Reddit, which shows that these events cover

13https://en.wikipedia.org/wiki/Islamophobic incidents and
https://en.wikipedia.org/wiki/List of Islamist terrorist attacks

most of the peaks in these terms for Twitter and a majority
of them for Reddit.
Crowdsourced Annotations. Our entire list of terms con-
tains 1890 unique terms, which we annotate by employing
crowdsource workers through the Crowdflower platform.
We select workers from countries having a majority of na-
tive English speakers or that were affected by the events
(e.g., Germany). Except for “framing,” for cost and scala-
bility purposes, we annotate each term with the most likely
category the text containing them may fall under. For fram-
ing we annotate entire messages, as annotating at the term-
level annotations does not produce reliable labels.

For each hate speech dimension and category, we provide
detailed definitions and extensive examples; and, for each
term we annotate, we show crowd workers clickable links
to corresponding search results matching our queries, as re-
turned by both social media platforms, Twitter and Reddit,
as well as by two major search engines, Bing and Google.
Following standard crowdsourcing practices, we gather at
least 3 annotations per term (up to 5 when consensus was
not reached), using a set of unambiguous test questions pro-
vided by the authors to catch inattentive workers, and resolv-
ing disagreements by majority voting. For framing, for each
event we annotate samples of 5-6 messages matching the
top 100 terms by relative effect, and posted around the time
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Figure 3: Example of impact estimation with counterfactual
predictions, for the term “evil muslims.” Black/red are the
observed series before/after the event, green the counterfac-
tual. Top: time series of tweets containing the term after an
Islamist terrorism attack (left: Orlando nightclub shooting)
and an Islamophobic attack (right: Olathe Kansas shooting).
Bottom: differences between observed and counterfactual.

of the event.14 To obtain the dominating frame of a term, we
first determine the label of the messages it matches, and then
assign by majority voting to each term the most prevalent
frame, or if the “causes” or “solutions” frames are similarly
prevalent, we assign the “causes and solutions” frame.

Table 3 shows the overall distribution of annotations; the
annotations for frame provide only an approximation based
on top terms as impacted by the events in our list. We ob-
served that terms marked as unfavorable represent ≈30%-
50% of our query terms, and only ≈20%-30% of those are
identified as particularly severe (i.e., promoting violence or
intimidating); corresponding to 15% on Twitter and 7% on
Reddit. Given the recall-oriented nature of our collection,
this supports the observation of Faris et al. (2016), who, us-
ing a similar taxonomy, also observed that the incidence of
the most severe cases of hate speech is also typically small.
Pre- and Post-filtering. Our estimation method requires a
minimum number of messages to produce a meaningful re-
sult; hence we filter out terms matching only a small num-
ber of messages, which we operationalize through arbitrary
thresholds requiring a maximum of at least 30 users or mes-
sages per day during the event observation window.

Figure 3 shows an example of impact estimation on the
“evil muslims” term, displaying the observed series, the con-
trol series, and their difference in two separate events. In
the figure, the widening confidence interval of the forecast
matches the intuition that predictions become less certain as
we look further into the (counterfactual) future. In general,
after applying this process, we consider there to be effect
(increase or decrease) if the 90% confidence interval of the
difference between treatment and control does not include
zero, which means we consider there is no effect where the
90% confidence interval is too large or centered around zero.

14Due to restrictions to the use of our main collection, to anno-
tate samples of tweets we used the 1% sample available at Internet
Archive (https://archive.org/details/twitterstream), parsing through
over 500 M tweets to locate those matching the query terms.
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Figure 4: Distribution of impact on severity and stance
across platforms (best seen in color). The absolute values
of the relative effect on the y-axis are log transformed such
that Ri = sign(Releffect)× ln(abs(Releffect)).
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Figure 5: Aggregated variations in the mean relative effect
across targets and types of speech on both platforms.

Results and Discussion
In this section, we want to quantify the increase or decrease
of various types of speech according to the type of event and
platform.
Do distinct types of events impact hate and counter-hate
speech in different ways? Prior work found an increase
in hate speech targeting Muslims following Islamist terror-
ist attacks (Faris et al. 2016), and our results agree (Twit-
ter (T): +3.0, 95%CI [1.7, 4.4], Reddit (R): +2.9, 95%CI
[2.4, 3.3]).15 Looking at the intersection of high severity
categories (“promotes violence” and “intimidates”) with the
target categories for Muslims and Arabs, we estimate an in-
crease in the relative effects across events in both platforms
(T: +10.1, 95%CI [1.4, 18.9], R: +6.2, 95%CI [3.9, 8.4]);
also higher than the less severe category (offends or discrim-
inates), with one exception, the 2016 Istanbul Airport attack.

The question is whether Islamophobic attacks elicit a sim-
ilar, consistent reaction across platforms and events. The an-
swer seems to be no: for instance, we only observe this pat-
tern after one Islamophobic attack (the 2016 Finsbury Park
attack), while after the 2017 Olathe Kansas shooting we es-
timate a decrease in high severity terms in both platforms.
This observation is also supported at an aggregate level by
Figure 4 (per-event figures omitted for brevity).

Similarly, our estimates indicate an overall increase in
counter-hate speech terms following Islamist terrorist at-
tacks (T: +1.8, 95%CI [0.7, 3.0], R: +2.9, 95%CI [2.4, 3.4]),
but not after Islamophobic attacks. This effect of Islamist
terror attacks on counter-speech is consistent with Magdy et
al. (2016) who noticed a notable number of messages de-
fending Muslims and Islam following the 2015 Islamist ter-
ror attack in Paris.

15Throughout the evaluation, these values indicate point esti-
mates for the mean relative effect for each referenced category.
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Figure 6: Increase and decrease of top terms after the 2016
Orlando nightclub shooting, where a gay venue was attacked
by a self-identified “Islamic soldier.”

Islamist terrorism Islamophobic
Cause Solution Both Cause Solution Both

Reddit 64.4% 2.6% 7.5% 64.8% 2.5% 13.3%
Twitter 54.4% 9.2% 25.2% 59.6% 6.7% 22.4%

Table 4: Framing distribution for top terms (percentages do
not add to 100% as we omit the “Does not apply” category).

Are these events more likely to lead to an increase in a
specific type of speech? Figure 5 suggests that, on average,
there is a higher increase in speech that both promotes vio-
lence or intimidates and focuses on Muslims and Arabs fol-
lowing extremist violence events; while there is an increase
in counter-hate speech related to religion but not specifically
mentioning Islam, e.g., focusing on religious tolerance or on
positive aspects of religion in general (T: +2.8, 95%CI [2.1,
3.6], R: +7.8, 95%CI [1.9, 14.5]).

At the event-level, Figure 6 showcases an example of
a complex interplay between hate and counter-hate speech
terms in reference to different groups after the 2016 Orlando
nightclub shooting. This was not only a deadly Islamist ter-
rorist incident, but also the deadliest homophobic attack in
the U.S., which means it was very prominently covered in
media. It triggered a substantial increase in terms referring
to both Islam and the gay/LGBT community. In general, our
observations agree with an increase in mentions of Muslims,
Islam, or Arabs, after Islamist terror attacks; but not after Is-
lamophobic attacks (figures omitted for brevity).
Are there differences in how hate speech is shaped by
the events across platforms? For Twitter, Figure 4 suggests
an increase for the high-severity categories (“promotes vio-
lence” and “intimidates”) after Islamic terrorist attacks, but
not after Islamophobic attacks. In contrast, for Reddit this

distinction is absent, as we see an overall increase after both
Islamist terrorist and Islamophobic attacks.

Another aspect in which we see differences between Twit-
ter and Reddit is in terms of the framing of messages, par-
ticularly with respect to messages including a “solution or
something seen as a solution.” In general, the terms that tend
to increase the most in this frame call for banning or de-
porting immigrants/Muslims/Arabs, or waging war against
Islam and/or Arabs. As shown in the “solution” and “both”
columns in Table 4, this fraction is more prevalent for Twit-
ter among the top 100 most impacted terms (about 34% in Is-
lamist terrorist attacks, about 29% in Islamophobic attacks)
than for Reddit (about 10% and 16% respectively).

7 Conclusions
Measuring the effect of external events on hate speech on
social media is a challenging task, which needs to be ap-
proached with an appropriate methodology (causal inference
in our case), and requires a combination of automated pro-
cesses and manual annotations that balances the needs of
large-scale analysis with a finite human annotation budget.

We used data from two social media sites, and from two
classes of events (Islamist terrorism and Islamophobic at-
tacks), performing a comparison of observed time series for
various classes of online hate speech during such events,
with counterfactual series that approximate their behavior
had those events not taken place. This allows us to make
more precise observations about the evolution of hate (and
counter-hate) speech of various classes. Our methodology
and observations provide a blueprint for better monitoring
hate speech online, with particular attention to the relation
between calls for violence online and deadly extremist at-
tacks. Additionally, as we estimate increases in counter-hate
speech during these attacks, social media platforms could
intervene by boosting its visibility.
Future Work and Limitations. We hope that the evidence
of variations in hate speech following certain events will
lead to further research to understand why it happens, who
it happens to, and what other qualities of an event may ex-
plain these variations; as well as research that delves into the
source of the differences we observed across platforms.

Further, while our data collection is designed to maximize
recall, aiming to provide a good coverage across several cat-
egorization dimensions, our bootstrap list of terms can still
lead to bias in what gets included in our collections or not.
The reliance on query-level annotations may as well intro-
duce noise and biases due to ambiguous uses of some of
the terms. We focused on English and only 13 events in the
“West,” yet future work includes explorations into how our
observations may translate to other regions, languages, and
type of events. Our frame analysis is also only a first stab at
how hateful content is framed after extremist attacks; more
in-depth analyses are needed.

Finally, our analysis is retrospective, and harmful content
is actively deleted by many social media platforms when re-
ported (Matias et al. 2015), which can result in incomplete
data collections. As a result, we are more confident in re-
sults indicating an increase in certain types of speech, than
on those indicating a decrease.
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Reproducibility. The list of our query terms, several ex-
ample time series, and the detailed instructions used in the
crowdsourcing tasks, are available for research purposes at
https://github.com/sajao/EventsImpactOnHateSpeech.
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ABSTRACT
Despite the plethora of financial services and products on
the market nowadays, there is a lack of such services and
products designed especially for the low-wage population.
Approximately 30% of the U.S. working population engage
in low-wage work, and many of them lead a paycheck-to-
paycheck lifestyle. Financial planning advice needs to ex-
plicitly address their financial instability. In this paper, we
propose a system of data mining techniques on small-scale
transactions data to improve automatic and personalized fi-
nancial planning advice to low-wage workers. We propose
robust methods for accurate prediction of bank account bal-
ances and automatic extraction of recurring transactions and
unexpected large expenses. We formulate a hybrid method
consisting of historical data averaging and a regularized re-
gression framework for prediction. To uncover recurring
transactions, we use a heuristic approach that capitalizes on
transaction descriptions. Our methods achieve higher per-
formance compared to conventional approaches and state-
of-the-art predictive methods in real financial transactions
data. The proposed methods will upgrade the functionali-
ties in WageGoal, Neighborhood Trust Financial Partners’
web-based application that provides budgeting and cash flow
management services to a user base comprising mostly low-
income individuals. The proposed methods will therefore
have a direct impact on the individuals who are or will be
connected to the product.

1. BACKGROUND AND MOTIVATION
Low-wage workers make up a large portion of the working
population, and need the most help in financial planning.
The U.S. Bureau of Labor Statistics defines low-wage work
according to three hourly-wage levels [13]:

• ($9.25) to lift family of two above poverty line,
• ($10.75) to lift family of three above poverty line,

∗This work was conducted under the auspices of the IBM
Science for Social Good initiative.
†Now at Tencent AI Lab, Bellevue, WA, USA.

• ($13.50) to lift family of three to 125% of poverty line,

where the corresponding wages in 2013 are in parenthe-
sis. Approximately 15,000,000 U.S. workers earned up to
$9.25/hr and 36,000,000 earned up to $13.50/hr in 2013.
These are equivalent to 12.63% and 29.54% of the U.S. work-
ing population respectively. To put the wages into perspec-
tive, $13.50/hr amounts to a monthly income of just over
$2000, while the median rent for one-bedroom apartments
across 50 major U.S. cities is already $1200 [9].

Many low-income households live paycheck-to-paycheck, at
risk of financial instability in the event of medical, job or
other unforseen emergencies when they are forced to take up
loans and in the process incur additional charges. Reference
[24] reports that the largest U.S. banks charged $11.6 billion
in overdraft and insufficient fund fees in 2015, of which a sig-
nificant portion is attributed to the poor. To make matters
worse, the average debit charge triggering such fees is $24,
while the typical overdraft fee is $35.

The poor are affected by obstacles including high cost of per-
sonalized financial services, lack of suitable banking services
[4], and hassle of seeking financial services [21]. We hope to
alleviate these obstacles through data-driven solutions. In
this paper, we propose a system of data mining techniques
to improve automatic and personalized financial planning
advice to low-wage workers. We work with anonymized
checking, savings, and credit card account transactions data.
User identification information such as age, gender, and size
of household is not used. We also work in the small data
scenario where low-income individuals may not have a long
banking history due to the aforementioned obstacles.

This work is motivated by use cases for Neighborhood Trust
Financial Partners’ WageGoal app which caters primarily to
low-income individuals [23]. Figure 1 contains screenshots
illustrating some current functionalities such as giving a cash
flow snapshot of the user’s income, bills and expenses, and
helping with cash flow management. As illustrated in Figure
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Figure 1: Some current functionalities of WageGoal.

Figure 2: Proposed functionalities for WageGoal.

2, our main contributions are to propose methods for:

• Short- and long-term prediction of bank account bal-
ances with improved accuracy;

• Automatic extraction of recurring transactions and un-
expected large expenses.

The functionalities inform users about their possible future
spending behavior so that they have enough time to adjust
and to save up for emergencies. The main difficulties of
these tasks originate from the multifaceted nature of trans-
actions data. A user’s spending depends on individual needs
and historical spending, but can also exhibit patterns sim-
ilar to other users. Moreover, salary, bills and other recur-
ring transactions provide characteristic features of a user’s
spending behavior, but these cyclic patterns can be noisy
and inconsistent at times. Our methods address these dif-
ficulties by both effectively mining a user’s recurring trans-
actions and borrowing strength from the spending patterns
of other users. We tested on two real financial transactions
datasets, one is a smaller dataset from actual WageGoal
users, and the other is a larger publicly available dataset
from PKDD’99 Discovery Challenge. Our methods achieve
higher performance compared to conventional approaches
and state-of-the-art prediction methods on both datasets.

We differentiate the proposed functionalities from those al-
ready offered by personal finance apps on the market [10].
The apps mainly track cash flow and provide simple budget-
ing tools, such as calculating an average daily “spendable”
amount based on a user’s income and saving goal. For low-
wage workers whose bank balance can hover dangerously
around zero, more accurate estimates and finer-grained fi-

ID Date Description $ Category
1 6/22/2016 IKEA 20 Shops
2 6/22/2016 Target 10 NA
1 6/24/2016 Starbucks 15 Food & Drink
3 6/24/2016 Interest -0.01 Interest
3 6/24/2016 Direct Deposit -1000 Transfer

Table 1: WageGoal Dataset: Examples of transactions data.

nancial analysis are necessary.

2. TRANSACTIONS DATA: OVERVIEW
The WageGoal app collects users’ transactions through au-
thorized accounts using a third-party service Plaid [25]. Each
transaction is associated with an account ID, date, descrip-
tion or merchant name, amount and category. Table 1 shows
a sample snippet of the transactions captured. There are
a total of 11 categories, namely Bank Fees, Cash Advance,
Community, Food and Drink, Healthcare, Interest, Payment,
Recreation, Service, Shops, and Travel. Uncategorized trans-
actions are labeled NA. In the WageGoal Dataset, 28% of the
transactions are uncategorized. The category labels are pro-
vided through Plaid and we do not attempt to address the
problem of missing labels in this paper. Daily account bal-
ances are retrospectively calculated from current balances.

2.1 Initial Cluster Analysis
The WageGoal dataset consists of 19 users with approxi-
mately one year of transactions. Using Dynamic TimeWarp-
ing (DTW) distance [6, 30], we cluster the overall balance
sequences for the last available month by hierarchical ag-
glomerative clustering. Balance sequences are set to zero-
mean which does not affect the spending pattern. We use
DTW window = 2 to allow for slight time series misalign-
ments.

Setting the number of clusters to five, two clusters consist
of one user each. For the three other clusters, we plot their
average category-wise spending in Figure 3, which shows a
clear distinction between the less and more well-off users.
The least well-off (blue) group spent less and also incurred
more bank fees compared to the moderate (green) and the
most well-off (yellow) groups. The three groups spent simi-
larly in four other categories omitted from the figure.

Temporal patterns in balance sequences help to distinguish
the users’ financial status. Hence, we devise our prediction
method to borrow strength from the data of similar users.

3. RELATED WORK
Most works on transactions data make use of RFM (Re-
cency, Frequency and Monetary value) to define and ana-
lyze customer value [7, 16, 11]. However, these summary
statistics mask too many details for our purpose. Instead,
we devise data mining and time series techniques to extract
more information from the raw data and also make use of
similarities amongst users’ spending behaviors to effectively
improve prediction.

3.1 Prediction
Two-part models are popular in modeling household finances,
medical expenditure and other nonnegative data [8, 19, 20,
22], and can be formulated to cluster the subjects such that

(a) Transfer (negative spending = income)

(b) Selected categories

Figure 3: WageGoal Dataset: Average category-wise spend-
ing for each cluster of users: blue, green and yellow.

each cluster receives different parameter values. They often
use covariates as part of the binary and continuous compo-
nent representations. Covariates include time-related and
class-membership variables, such as gender and employee
vs. dependency status [22], which need extra manual effort
to construct or are simply not available in anonymized data.

A traditional time series model is the ARMA (autoregressive
moving average) which regresses the current variable value
on the past [27]. Seasonal ARMA is used on periodic data
such as traffic flow [29]. Since transactions contain multiple
seasonal components which may not have fixed periodicities,
a plain seasonal ARMA is not suitable. Neural networks are
used to model ARMA model residuals [32] or directly to pre-
dict [15], but they require large data for good performance.

In other data-driven time series analysis literature, Taylor
and Letham [28] implement a fast regression-based method
that includes holiday effects, but models only weekly season-
ality and requires handcrafted variables to indicate holiday
effects. Approaches reported in [3, 17, 31] extract similar se-
quences in historical data and use KNN regression to predict
by taking unweighted or weighted averages of the samples
immediately after the matched sequences. These may not be
robust enough against “anomalies” or spikes not uncommon
in expenditure. To induce sparsity on regression coefficients,
[17] uses a spike-and-slab prior. Markov chain Monte Carlo
methods estimate the full Bayesian model parameters, but
they take significant computation time to iteratively forecast
multiple future days, one day at a time.

While the aforementioned methods are suitable for “well-
behaved”time series, we incorporate design features suitable
for transactions, while working under the framework that no
further data annotations are required and data is limited at
early stages of user enrollment. We recognize that different
bank account types and prediction horizons require differ-
ent treatment, and hence propose a hybrid approach. One

aspect of our approach works on the level of individual trans-
actions and relies on extracted recurring transactions, while
the other works from the holistic point-of-view of overall bal-
ance, where we extract similar sequences and use a compu-
tationally efficient regularized regression scheme to penalize
anomalous sequences. Another key innovation is that we
align the extracted sequences using landmark transactions
before regressing, which increases prediction accuracy.

3.2 Finding recurring transactions
It is common to identify time series periodicities in the fre-
quency domain. A Lomb-Scargle periodogram approach to
treat missing values and unevenly-spaced time points in find-
ing periodicity in gene expression patterns is proposed in
[14]. Another thread line of research [30, 18] learns the
vector-form representation for multi-variable time-series to
use in subsequent downstreaming tasks. There are also
methods such as [12] which address the problem directly
in the time domain. Although some of these methods are
capable of detecting multiple periodicities, they require the
period of each cyclic component to be consistent across time.
In transactions, there can be significant jitter in the peri-
odicity for recurring transactions such as payments due to
differences in the number of days each month and the pres-
ence of holidays. Moreover, just using numerical values is
insufficient to identify recurring transactions since there is
substantial noise, and this is especially so for recurring trans-
actions with small dollar amounts. Manually constructing
and maintaining a complete biller’s list for each user’s recur-
ring transactions is ideal but tedious. Hence in this paper,
we propose a procedure that automatically identifies possible
recurring transactions that takes into account the inconsis-
tent nature of transactions and better distinguish between
transactions through their textual descriptions.

4. TECHNICAL SOLUTIONS
We propose methods that use transactions data as described
in Section 2. The main challenges of working with transac-
tions data versus conventional numerical time series are the
presence of:

• Text description for each transaction;
• Multiple noisy and inconsistent periodic patterns;
• Spikes in spending.

4.1 Prediction of account balances
We predict account balances up to 31 days ahead to encom-
pass two semimonthly paydays to give users sufficient time
and information to plan their finances. We propose a his-
torical averaging method HistAvg for short-term prediction
and accounts with minimal transactions, and a regularized
least squares method SubseqLS for long-term prediction of
accounts with distinct cyclic patterns. To effectively address
the nuances in modeling different account types, we further
propose a hybrid method HistAvg-SubseqLS where the first
τ days are predicted by HistAvg and the rest by SubseqLS.

4.1.1 HistAvg
HistAvg predicts daily spending and is adapted from the cur-
rent implementation in WageGoal. The original version uses
a biller’s list for bills, while we use recurring transactions
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found by our proposed procedure in Section 4.2. Predicting
spending using past three months’ transactions follows:

1. Remove recurring charges and top 10% of transactions;
2. Calculate daily basic spending as the average amount

spent daily according to the remaining transactions;
3. Estimate future spending as the sum of daily basic

spending and any recurring charge on that day.

Top 10% of transactions are excluded since these are typi-
cally rare purchases. Finally, the account balance is the sum
of the previous day’s balance and the estimated spending.

4.1.2 SubseqLS
We assume that a similar balance history implies a similar
future save for some“anomalies”. This motivates us to make
use of all available historical data across users for prediction.

SubseqLS predicts one-day ahead by first setting the target
account’s balance sequence from the immediate past as the
length−L query vector Y . It then selects M balance se-

quences
{
f (m)

}M

m=1
that are similar to Y in its first L1 ≤ L

values from historical balances of all users. Finally, it de-
termines the best weights for the M sequences to match Y .
We combine the M sequences linearly for simplicity of the
model, but more flexible combinations are also possible in
principle. Essentially, for account A of user U , we consider

Y� = α0 +

M∑
m=1

αm

[
hA,U

(
f (m)

)]
�

for some transformation hA,U and estimate the coefficients
α for a good prediction performance. Weights determined in
traditional KNN regression methods tend to overfit to the
query and are not robust to “anomalies”, so we regularize
the estimation to avoid this.

Let t be the current date, and S = 31 be the number of
days to predict. We set L = 31 so that Y is sufficiently long
to capture most recurring transactions. To recap notations,
Y = [Yt−L+1, . . . , Yt]

T is the query for some account A of
some user U , and Yt+s is the s-day ahead balance to be pre-

dicted. Each selected sequence f (m) =
[
f
(m)
t−L+1, . . . , f

(m)
t+S

]T

is L + S in length. We use DTW distance with window =
2 to measure sequence similarity to allow slight misalign-
ments, and iteratively find each f (m) using the fast search
in [26]. We then locally expand or contract the sequences to
adjust for temporal variations through function hA,U , which
aligns each f (m) to a template of payday events, since pay-
days mark the start of cyclic spending patterns. Payday
estimation is described in Section 4.2. Denoting the aligned

sequence as
[
f̃
(m)
t−L+1, . . . , f̃

(m)
t+S

]T
= f̃ (m) = hA,U

(
f (m)

)
, the

first subsequence with length L is used to match Y , and the

second with length S is used for prediction. Note that f̃
(m)
�

may not be observed at time � but is just matched to Y�.

We outline SubseqLS algorithm for one-day ahead prediction
below. All sequences mentioned are standardized.

1. Set query vector Y consisting of user U, account A’s
daily balance from t− L+ 1 to t.

(a) Original sequences (b) Aligned sequences

Figure 4: Effect of aligning to template of payday land-
marks: black solid line is query Y , colored dotted lines are
first L values of matched sequences.

2. Find M sequences
{
f (m)

}M

m=1
of length L + S most

similar to Y in DTW distance in the first L1 values.
3. Create a template of indicators marking user U’s pay-

check deposits into account A between t − L + 1 and
t+ S, with magnitude being the paycheck values. Set
hA,U to be the function that aligns any sequence to
this template by DTW.

4. Align each f (m) such that f̃ (m) = hA,U

(
f (m)

)
.

5. Estimate β0 and nonnegative β coefficients which min-
imize the following objective

t∑
�=t−L+1

w� (Y� − β0 −X�β)
2 + λ‖Dβ‖2,

where X� =
[
f̃
(1)
� , . . . , f̃

(M)
�

]
, Di,j =

∣∣∣f̃ (i)
t+1 − f̃

(j)
t+1

∣∣∣ and
obtain β̂0 and β̂.

6. Estimate Ŷt+1 = β̂0 +
[
f̃
(1)
t+1, . . . , f̃

(M)
t+1

]
β̂.

Aligning in Step 4 is an essential adjustment for temporal
variations of matched sequences. Figure 4 shows how this
preserves the exact cyclic pattern of Y .

We set L1 = 20 in Step 2 so that similarity matching is
done on a sufficiently long sequence with at least one semi-
monthly pay period. We let L1 < L to eliminate sequences

in
{
f (m)

}M

m=1
which do not consistently match Y in Step 5.

Matrix D also penalizes β based on anomalous predictions
of each f (m). Weight w� is 1 if � ≤ L1, 5 if L1 < � < L and
10 if � = L to emphasize more accurate estimation of the
tail of Y which is closer to the start of prediction.

4.2 Extraction of recurring transactions and
unexpected large expenses

We propose a procedure to automatically extract recurring
transactions in each account, which include bills and peri-
odic behavior such as salary, recurring money transfer, and
grocery shopping. They are split into monthly, semimonthly,
biweekly and weekly frequency. For spending category C, for
each transaction and frequency, we look for past transactions
with similar descriptions satisfying the frequency constraint.
Figure 5 shows the procedure for monthly charges. We start
with all transactions within a 7-day window, denoted At.
We backtrack by 31 days and retrieve all transactions in a
window that have descriptions similar to those in At. We
repeat till we obtain 4 windows of transactions to ensure

Figure 5: Procedure to extract monthly charges.

that the remaining transactions identified in the last win-
dow indeed have the desired frequency.

For monthly and semimonthly charges, we use a 7-day win-
dow to accommodate differing month lengths, and use a 2-
day window otherwise to accommodate small spending shifts
due to holidays, etc. To compare descriptions, we use the
Python difflib module [1] to iteratively find the longest
contiguous matching subsequences excluding junk elements,
with a similarity threshold ratio of 0.75 to accommodate in-
significant differences such as dates and reference numbers.

To predict the next occurrence of a monthly transaction, we
estimate the date as the last observed transaction date plus
one month, and the amount as the historical average. We do
similarly for semimonthly, biweekly and weekly transactions.

We further use the recurring transactions to find unexpected
or anomalous large expenses. On each user’s transactions:

1. Remove all recurring transactions;
2. Retain unique transactions in remaining top 10%.

The results are pooled across all users, and the list of ex-
penses displayed to a user can be personalized depending on
their characteristics (e.g., car owner, a person with children).

5. EMPIRICAL EVALUATION
5.1 Data Description
Since WageGoal is a relatively new app, the dataset collected
is limited in terms of the number of users and the length
of usage. We hence include an additional financial dataset
from the PKDD’99 Discovery Challenge. We note that the
PKDD’99 Dataset is not specific to low-wage workers.

5.1.1 WageGoal Dataset
This dataset is collected from 19 individuals, with approxi-
mately one year’s worth of financial transactions from June
21, 2016, to June 16, 2017, in checking, savings, and credit
card accounts. There are a total of 52 accounts of which
16 are checking, 19 are savings, and 17 are other accounts
including credit cards. Each line item in the data includes
date, description, amount, category and final account bal-
ance as described in Section 2. The one year’s worth of data
is split into a training period of nine months and a testing
period of three months. All users have semimonthly income.

5.1.2 PKDD’99 Dataset

This is a publicly available dataset of real anonymized bank
transactions from January 1, 1993 to December 31, 1998 [5].
We test here the scenario of long historical data and retain
the 2263 accounts with at least four years of data. Accounts
have sparse transactions with a maximum of 52.479 per year,
so we consider weekly instead of daily balances. Training
and testing periods are 4.5 and 1.5 years respectively. Each
line item includes date and amount. No information on de-
scription and category is provided, and hence this dataset is
not used to evaluate any other task besides prediction.

5.2 Prediction of account balances
From the test set, 25 length-31 sequences are randomly cho-
sen for prediction. We compute two different error measures:

• MAE (Mean Absolute Error), the average absolute dif-
ference between true and predicted account balances;

• Average difference in dollar amounts between true and
predicted balances when the former becomes negative.

The point in time at which balances become negative is of
special interest because penalty fees will start being charged.
We use only the first error measure on the PKDD’99 dataset,
the second is not applicable because true account balances
in the PKDD’99 dataset are unknown and we arbitrarily set
all account balances to start at 0. To calculate the error
measures, we scale all accounts to have variance equal to
100 so that they contribute approximately equally.

We compare the performance of the individual methods His-
tAvg and SubseqLS, the hybrid HistAvg-SubseqLS, as well
as Prophet, ARMA, NearestNeighbor and KNN averaging.
Prophet is a state-of-the-art forecasting method from Face-
book [28] that uses a regression model to fit a linear trend,
and incorporates weekly seasonality and holiday effects by
marking them through indicator variables. We used paydays
in lieu of holiday effects. ARMA is a well-established model
for stationary stochastic processes [27], and we implemented
ARMA with parameters found through the statsmodels

module using default arguments [2]. K-Nearest Neighbor
is a popular nonparametric approach that is flexible and
applied widely in diverse domains such as traffic flow and
energy [3, 31]. In NearestNeighbor, only the top matched
sequence to the query is used by directly taking the value
immediately after the match as the one-day-ahead predic-
tion, and in KNN averaging, the top 10 matched sequences
are used and the one-day-ahead prediction is the average of
the values immediately after all 10 matches.

5.2.1 Prediction with WageGoal Dataset
The WageGoal Dataset is split into two types of accounts,
those with paycheck income transactions (20 accounts), and
those without (32 accounts). The former demonstrates more
pronounced cyclic pattern as in Figure 6 and 7.

The training set is used to optimize the number of matches
M and penalty parameter λ in SubseqLS by cross-validation
and also to determine the switching parameter τ for HistAvg-
SubseqLS. Search range for M is in multiples of 5 between
5 and 25, λ values are between 0 and 10, and τ values are
integers between 0 and S = 31. For paycheck accounts,
Mpay = 10 and τpay = 3. For non-paycheck accounts,
Mnopay = 5 and τnopay = 31, meaning HistAvg-SubseqLS
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(a) Example balance sequences (b) Standard deviations

Figure 6: WageGoal Dataset: Paycheck accounts

(a) Example balance sequences (b) Standard deviations

Figure 7: WageGoal Dataset: Non-paycheck accounts

reduces to HistAvg. Parameter λ is determined individually
for each account and hence not reported here.

Table 2 shows the test results. HistAvg-SubseqLS almost
always performs the best, and is otherwise a close second.
Figure 8 plots the average absolute difference between the
actual and predicted account balance across time.

Paycheck account balances tend to have pronounced semi-
monthly patterns starting with a sharp increase at payday
followed by a decrease to pre-payday levels. These cyclic
patterns sometimes perpetuate through historical data and
are shared across users, which make sequence-matching suit-
able. SubseqLS benefited from regularization in this small
dataset because not all top matches were close matches.
KNN, in contrast, had average prediction error at least 50
times higher than all other methods. In Figure 8a, SubseqLS
maintained almost consistent error across time, while other
methods had higher errors predicting further ahead. Due to
the regression formulation, SubseqLS focuses on modeling
overall trend instead of next-day prediction. Weights w pro-
vides some balance, but are difficult to tune. In Figure 8a,
HistAvg had the best short-term predictions as its next-day
prediction is designed to be close to the current observa-
tion. Switching parameter τpay let HistAvg-SubseqLS use
HistAvg for 3 days before switching to SubseqLS, thereby
attaining the lowest errors in both short- and long-term.

Non-paycheck accounts are mostly used for savings and occa-
sional purchases. Common transactions include spare change
saved through bank programs. The lack of prominent struc-
tures in balance sequences resulted in poor matches found
for NearestNeighbor, KNN and SubseqLS. As in Figure 8b,
HistAvg performed the best by making conservative pre-
dictions. The switching parameter τnopay correctly picked
to use HistAvg throughout the prediction period, so that
HistAvg-SubseqLS shared the same good performance.

Methods MAE Error in amount
HistAvg 11.417 7.460
SubseqLS 7.005 5.774
HistAvg-SubseqLS 6.790 5.099
Prophet 9.534 7.508
ARMA 7.941 6.983
NearestNeighbor 19.126 11.851
KNN 1105.719 88.193

(a) Paycheck accounts

Methods MAE Error in amount
HistAvg 6.876 6.863
SubseqLS 18.474 7.226
HistAvg-SubseqLS 6.876 6.863
Prophet 8.794 11.944
ARMA 6.565 6.981
NearestNeighbor 15.439 6.832
KNN 7212.774 370.220

(b) Non-paycheck accounts

Table 2: WageGoal Dataset: Account balance prediction
errors averaged across 25 one-month test samples.

Methods MAE Mean MAE Standard deviation
HistAvg 12.245 0.578
SubseqLS 7.017 0.277
Prophet 7.794 0.311
ARMA 7.967 0.455
NearestNeighbor 9.243 0.674
KNN 8.012 0.751

Table 3: PKDD’99 Dataset: Account balance prediction er-
rors averaged across 25 length-31 test samples.

5.2.2 Prediction with PKDD’99 Dataset
Balances exhibit cyclic patterns as in Figure 9, just like
WageGoal paycheck account balances. Since transaction de-
scriptions and categories are not available, we cannot ex-
tract any recurring transaction for HistAvg, SubseqLS, and
Prophet. We also do not report HistAvg-SubseqLS, since
HistAvg, being reliant on good estimates of recurring trans-
actions, is heavily handicapped in this setup and does not
benefit the hybrid approach.

In each iteration of the experiment, we randomly select 52
accounts to predict. We present test results across eight
iterations in Table 3. Figure 10 plots the average absolute
difference between the actual and predicted account balance
across time. Solid lines are the mean across all iterations,
and the shaded regions are the 25th to 75th percentile.

Results mirror those in Section 5.2.1 that SubseqLS per-
forms the best in long-term predictions, showing it is con-
sistent across different scenarios and dataset sizes. Further-
more, in this larger dataset, SubseqLS achieved low errors in
short-term predictions as well. Larger data benefit sequence-
matching methods since more close matches are available.
For instance, KNN’s performance for the PKDD’99 Dataset
is also much higher than that for the WageGoal Dataset.

5.3 Extraction of recurring transactions and
unexpected large expenses

From the test set of the WageGoal Dataset, 25 dates are
randomly picked. For each date, we extract recurring trans-

(a) Paycheck accounts

(b) Non-paycheck accounts

Figure 8: WageGoal Dataset: Average account balance pre-
diction error over time across 25 test samples. KNN is ex-
cluded due to large magnitude of error.

(a) Example balance sequences (b) Standard deviations

Figure 9: PKDD’99 Dataset: Properties of accounts

actions prior to the date, and predict the dates for their next
occurrence. A transaction is correctly extracted if the pre-
diction is within 5 days of the true date. We evaluate the
quality of the extraction procedure by:

• Average number of true recurring transactions extracted
per user;

• Precision, i.e., proportion of recurring transactions ex-
tracted that is true;

• Average error in days for the predicted dates at which
recurring transactions next occur.

We compare the performance of our proposed procedure
with an extraction method utilizing transaction descriptions
and category labels. The competing method flags a transac-
tion as recurring if the description contains the word ‘recur-
ring’ or if the category label contains the following keywords:
‘bill pay’, ‘payroll’, ‘service - insurance’ and ‘service - sub-
scription’. These rules are manually formulated based on

Figure 10: PKDD’99 Dataset: Average account balance pre-
diction error over time across 25 test samples.

Method # extracted Precision
Error in
days

Proposed 4.633 0.647 1.465
Using labels 2.161 0.311 1.043

Table 4: WageGoal Dataset: Performance in extraction of
recurring transactions across 25 test samples.

close inspection of the dataset.

As in Table 4, the proposed method identified a larger num-
ber of true recurring transactions and with higher precision.
Despite extracting more than double the number of true
recurring transactions, the proposed method was only half
a day worse on average in predicting the next transaction
date. We combine the recurring transactions found by both
methods above and use them to obtain a list of unexpected
large expenses. Some examples of their approximate costs
are shown in Table 5. We provided only a single value for
each cost, but given observations of the expense from more
users, a range or empirical distribution will be appropriate.

6. SIGNIFICANCE AND IMPACT
Our system will upgrade and replace existing models in
WageGoal, and therefore have a direct and near-immediate
impact on the low-income individuals connected to the prod-
uct. The enhancements will help users manage their volatile
cash flow, capitalize on opportunities for debt reduction
and savings, obtain greater overall financial health and stay
out of poverty. Strategic partnerships will help Neighbor-
hood Trust further penetrate relevant markets in the coming
years, eventually reaching many tens of thousands of clients
nation-wide through its technology platforms.

Robust tracking systems are in place to measure the out-
comes. Results will be shared as appropriate via Neighbor-
hood Trust’s network of financial empowerment providers
and other interested stakeholders.

Description Cost ($)
House cleaning service 350
Car repair 500
Student loan 5000
Roofing 8000

Table 5: WageGoal Dataset: Examples of unexpected large
expenses.
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7. CONCLUSION
We proposed a system of data mining techniques to pre-
dict and analyze spending behaviors. Future work includes
improving the predictive models by incorporating additional
individual- and group-level information, providing early and
enhanced visibility for users into their financial health, and
automatically generating personalized recommendations for
improving financial stability. Depending on deployment feed-
back, other improvements will be considered as necessary.
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and M. d. C. Pegalajar Jiménez. An application of
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