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ABSTRACT

To develop more satisfying image navigation systems, we need tools to construct a semantic bridge between the user and the
database. In this paper we present an image indexing scheme and a query language, which allow the user to introduce a
cognitive dimension to the search. At an abstract level, this approach consists of: 1) learning the “natural language” that humans
speak to communicate their semantic experience of images, 2) understand the relationships between this language and objective
measurable image attributes, and then 3) develop the corresponding feature extraction schemes. In our previous work we have
conducted a number of subjective experiments in which we asked human subjects to group images, and then explain verbally
why they did so [1]. The results of this study indicated that part of the abstraction involved in image interpretation is often
driven by semantic categories, which can be broken into more tangible semantic entities, i.e. objective semantic indicators. By
analyzing our experimental data, we identified some candidate semantic categories (i.e. portraits, people, crowds, cityscapes,
landscapes, etc.), discovered their underlying semantic indicators (i.e. skin, sky, water, object, etc.), and derived important low-
level image descriptors accounting for our perception of these indicators. In our recent work we have used these findings to
develop a set of image features that match the way humans communicate image meaning, and a “semantic-friendly” query
language for browsing and searching diverse collections of images. We have implemented our approach into an Internet search
engine, | See, and tested it on alarge number of images. The results we obtained are very promising.
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1. INTRODUCTION: HOW TO APPROACH “IMAGE SEMANTICS’

Due to great difficulties in recognizing and classifying images on general level, not much success has been achieved in
identifying high-level semantics for image browsing and retrieval. Although great progress has been made since the early image
retrieval and browsing systems (for an excellent review of the early years see [2]), none of the existing methods captures
enough of the semantic-related information to be used as a navigation tool in a general broad-content image database. Our
inability to capture “image semantics’ comes from incompatibility of the information we are able to compute from image data
directly, and our subjective interpretation of the same data.

The information pathways that lead to our perception of images and their content are exceptionally complex. The whole
process is initiated in retina. The retina receives the image in aform of light stimulus and converts it into chemical and neural
signals, which reach our brain “traveling” aong the optic nerve. The neura signals are interpreted in the cortex, in the context
of other visua information, i.e. spatial and temporal signals received at the same time (motion, smell, etc.), and in the context
of previously accumulated experience, i.e. memory. Thus, during the whole process, human perception is built up from simple
elements into more complex ones. Perception proceeds via analysis of input signals, through feature detection, followed by
reconstruction into full rich array. For example, given a single complex stimulus (e.g. a landscape), the spatial frequency
channels may analyze the image into its high, medium, low, and all the intermediate frequencies, and reconstruct them later into
a complex representation. Neurological evidence for such a mechanism includes the existence of spatial frequency detector
cells lower in the neural pathways (V1) that give the best response to simple sine wave gradients of particular spatial
frequencies — and — the existence, in the visual cortex (IT) of the “landscape templates’ that give the best response to the
particular “complex” stimuli [3].

Whereas the visual input actually consists of “meaningless’ patches of light, we obviously perceive distinguishable objects
as the result of complex perceptual groupings. These capabilities of human vision have been studied extensively, starting from
the early Gestalt psychologists [4], through the theories of texture perception [5], to the studies in computer vision [6], [7]. In
the lowest stages of this process, our “vision” uses light intensity changes across retina to identify object’s edges and breaks
them into primitives such as lines, bars, crossings, or blobs. These visua cues are then organized into perceptually significant
groups. For example, points of interest are grouped into larger structures (such as chains, curves and clusters), primitives are
organized into indeterminate shapes (such as segments, boundaries and regions), or identifies as one of the “built-in” geometric
forms (such as circles, squares and ellipses). The visual cues are further processed to detect certain instances of clustering,
connectivity, symmetry, parallelism, “textureness’, to perform object/background separation and similarity matching. These
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“internal” processes behind human vision are amost infinite. Even when the scene has been perceived and represented
internally the processing is still not complete, as people go beyond the purely perceptual experience to classify things into
categories and attach linguistic labels to them.

For this reason a representation composed of pictorial properties of regions cannot capture image semantics, however, the
very same representation is indirectly related to semantics. Hence, by developing descriptive models of human visua system
and human semantic perception, we may be able to compute valuable indicators of image content. To start with, we need a
model capable of understanding what are the important cues in our perception of (at least) some of the elementary semantic
templates. For instance, cues like “sky”, “water” and “grass’ are important in identifying “landscapes’ or “photographs of
nature”. We also need amodel capable of understanding what attributes and pictorial features are characteristic for certain cues,
and we need algorithms to quantify these properties. As an example, the cue “sky” can be described as “upper, uniform, blue
region”, which then implies the use of a segmentation technique, texture features and a color-naming a gorithm that will capture
these properties. In such a scenario, these “measurable” cues can be seen as semantic indicators, which can be further
combined, not to understand imaged in away humans do, but merely to assign image to a candidate semantic category, or assist
retrieval and browsing in an image-rich environment. Also, as we will demonstrate in our paper, an image retrieval system that
takes advantage of these templates and the underlying pictorial features, indirectly takes the advantage of the cognitive
capabilities of the user.

As we discussed so far, image semantics has severa levels. From the highest to the lowest level, this hierarchy can be
described as: 1) Abstract semantics, which contributes to our interpretation of the scene (e.g. happy person, scary
photograph). 2) Semantic templates (i.e. semantic categories), which constitute our accumulated semantic knowledge. The
examples are infinite, landscape photographs, portraits, cartoons, newspaper adds, still life, objects/catalog images, etc.
3) Semantic indicators, or semantic cues, (i.e. image elements or several image elements, their composition and relationships
that are characteristic for certain semantic categories). For example, a large human face is the most important feature in our
perception of human portraits. However, whether the picture will be interpreted as “ portrait”, is determined at the highest level
of abstract semantics. 4) Low-level primitives and their perceptual groupings, i.e. measurable image attributes (or most likely
the groups of attributes and their relationships) that describe certain semantic indicators. Let us take the semantic template for
“Portrait-photograph” as an example, and the dominant face as its main semantic ingredient. The foreground/background
separation property of human visual system contributes to our perception of central object (i.e. “there is a dominant object in
the scene”). The ability to detect lines, segments, curves, and boundaries, and the ability to extract the built-in geometric
prototypes contributes to our shape perception (“the object is oval”). Our color-perception and color categorization mechanism
add another piece of information to that representation (“the object has the color of human skin”).

In a broad-content database, the gap between the low-level primitives and semantic interpretation has proven unbridgeable;
in such a case, the abstract semanticsis far beyond our reach. The closest we can get in capturing the meaning of an imageisto
understand some fairly general semantic templates and their “ingredients’, and design feature detection a gorithms that capture
these properties. Although very far from direct semantic interpretation, this representation provides atoolkit for breaking image
into semantic cues (such as “face”, “sky”, or “red ova object”). The ability to detect and combine these cues facilitates the
design of natural similarity metrics, query languages and user interfaces, thus minimizing the gap between the recorded image
data and our understanding of the scene.

Based on the analysis above our work focuses on: a) understanding some important semantic categories that drive our
visual perception, b) studying human similarity judgments to extract meaningful, discriminating attributes of these semantic
categories, and c) designing and implementing feature extraction algorithms, similarity metrics and query language, that
provide useful semantic cues for image search and navigation. In our previous work we have conducted several subjective
experiments [1]. These experiments helped us identify several candidate semantic categories human observers rely upon in
organizing photographic images and measuring their similarity. Furthermore, these subjective experiments alowed us to
identify several important “semantic cues’, learn the underlying low-level primitives, and understand how they are combined in
deriving the interpretation for the given image. In this work we have used these findings to develop and implement a set of
image features related to the semantics of the categories and cues we had identified. In particular, these features have been
carefully designed to match the way humans communicate the meaning of an image, and thus led us to the development of a
natural “semantic-friendly” language for indexing and querying image databases. To evaluate our approach, we have
implemented our agorithms into an Internet search engine, and tested it on a large number of images.

This paper is organized as follows. Section 2 reviews the most important findings from our previous work. Section 3 gives a
high-level overview of the complete feature extraction scheme. The scheme includes several contributions to the problems of
image feature extraction -- some novel implementations and methods will be described briefly in Sections 4, 5 and 6. The novel
approach for combining the features to detect some important semantic cues is described in Section 7. The design of the query
language is described in Section 8. The implementation of the Internet search engine and the search examples are presented in
Section 9. The limitations of the method, additional comments and concluding remarks can be found in Section 10.



2. EXPERIMENTS

In order to gain insight into how humans categorize images and perceive their semantics, in our previous work we had
conducted a number of subjective experiments. In these experiments we asked human subjects to group images according to
their similarity, and then explain verbally why they did so. More on these experiments and their findings can be found in [1].
The results of our study indicated that part of the abstraction involved in image interpretation is often driven by semantic
categories, which can be broken into more tangible semantic entities, i.e. objective semantic indicators. By analyzing our
experimental data, we have identified some candidate semantic categories (i.e. “Portraits’, “People”, “Outdoor scenes with
people’, “Crowds’, “Cityscapes’, “Objects indoors’, “Objects outdoors’, “Indoor scenes with objects’, “Landscapes’,
“Waterscapes”, “ Snow”, “Landscapes with man-made influence”, “Animals’, “FHowers’, “ Textures’, etc.), and their underlying
semantic indicators (i.e. “skin”, “sky”, “water”, “nature’, “snow”, “mountain”, “object”, “man-made object”, “texture’,
“flower”, etc.). Having identified some elementary candidate semantic categories -- semantic templates -- and discovered
important semantic cues in the perception of these categories — semantic indicators -- the next step was to model these cues so
they can be used operationally in image retrieval and browsing applications. To do so, in one of our experiments we asked our
subjects to describe and list important properties for each category. We have then translated these descriptors into calculable
image-processing features. For example, “image consisting primarily of a human face, with little or no background scene”, used
to describe category “Portraits’, in “image-processing language’ corresponds to “dominant, large skin colored region”. Or,
“busy scene”, used to describe category “Crowded scenes with people”, in “image-processing language” corresponds to “high
spatia frequencies’. By mining these descriptors we were able to identify feature combinations that “best capture’ the
semantics of each category. For example, the following fetaures can be used to describe the category “ Cityscapes’:

Skin = no skin, Face = no face, Nature = no nature, Nunber of edges = large, Details = yes,
Energy = high, Nunber of regions = large, Region size = snall, Central object = no central object

More on these experiments and their findings can be found in [1].

3. FEATURE EXTRACTION: THE HIGH-LEVEL VIEW

By now we had conducted subjective experiments that helped us identify several elementary semantic templatesinvolved in
our perception of image content. By analyzing the subjective data for each template, we have gained some understanding of the
visual cues involved in the perception of these templates, and identified the basic primitives and perceptual mechanisms that
“trandate” these primitives into the determining characteristics of each cue. We have then encoded these processes into
calculable image features and the relationships among these features, to model the elementary cues, thus providing an indirect
link to image content. In this work we use these findings to develop a set of image features that match the way humans
communicate image meaning, and a “semantic-friendly” query language for browsing diverse collections of images. This
section gives a high-level overview of our feature extraction scheme. The scheme is quite elaborate, as it relies upon numerous
image processing and analysis operations to compute a large number of local and global features. Our implementation includes
many agorithms that are well studied in the computer vision and image-processing communities — these methods will be
documented through their original references. However, some descriptors from our representation have not been addresses
before (e.g. the computation of color names, or the extraction of the linguistic descriptors of color composition), some features
have not been used in the context of image retrieval and navigation (line and curve detection), and we needed to provide
solutions to these problems. These novel implementations and methods will be described in Sections 4, 6, 7, and 8.

The complete feature extraction scheme is illustrated in Fig. 1. The input image is first rescaled, to account for different
viewing conditions, and preprocessed, to account for color constancy mechanisms of human vision (we first apply the modified
Von Kries adaptation, as described in [8]). The image is then subjected to edge-detection and three types of segmentation. The
edge-detection encompasses the line/curve detection procedure that isolates the “significant regular edges’, i.e. the edges that
are most likely to “influence” our perception of image content (the most important steps in this algorithm are described in
Section 4). The next step isimage segmentation that includes: texture segmentation and pixel labeling, color segmentation, and
the foreground/background segmentation. Texture segmentation results in a texture map, which is used to provide additional
information about specific image regions. The image is then subjected to the color segmentation. Finally the texture and color
information are combined to achieve the foreground-background segmentation, i.e. to determine if there is a dominant object
(or objects) in the image. (The details of this process are given in Section 5). These segmentations provide a partitioning into
“likely-to-be” meaningful regions. We will therefore assume, that although not necessarily constituent objects, the pictorial
properties of these regions still provide valuable links to image semantics.

The third step is the computation of local features. Consequently, to each relevant region from the color segmentation, and
to each relevant object from foreground-background segmentation, we assign a structure containing the information about its
size, position, neighbors, boundary, boundary curvature, texture, elementary shape descriptors (boundary, eccentricity,
moments and symmetry features), mean color, and color name (e.g. “red”, “light pink”, “black”, or “dark gray” — the algorithm



for attaching the color names is addressed in Section 7). Note that, although not required by the model, we incorporate the
properties of al identified regions and objects, and use the redundancy to compensate for segmentation errors.
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Fig. 1: An overview of the feature extraction process.

Next, the local features are merged to provide global features, such as: number of regions, number of blobs, number of
regions with specific color, number of details, number of lines, energy, spatia activity, measures of local and global contrast,
measures of image complexity. Furthermore, the color names from all relevant regions are combined into a color name
histogram to determine a color appearance of the image. The color name histogram generates descriptions such as grayish,
brownish, vivid colors, graphic/artificia colors, dark image, green regions, etc.

Finaly, the local features are analyzed and combined to detect the presence of certain semantic cues. In this step,
information about each relevant region, and each relevant object is further analyzed to determine whether that region (or object)
represents one of the semantic cues. Specifically, to each relevant region and each relevant object we assign a structure of
semantic flags - each flag representing one of the semantic cues (central object, background, skin, sky, grass, water, snow, man-
made object, man-made blob, nature, flower, etc.). Details regarding combining features and modeling the semantic cues are
given in Section 8.

4. FEATURE EXTRACTION: LINE AND CURVE DETECTION

The reason why we found it necessary to develop a new line detection technique is that rather than extracting all edgesin
the image, we are mostly interested in lines and curves that carry a strong semantic information. For example, perfectly straight
or highly regular lines are often related to man-made objects (in such a case the length of these lines also indicates the viewing
distance). Another example is horizon, along horizontal line typically found in traditional landscape photographs. This section
describes the methodology for detecting such lines and curves. The scheme we propose has its foundation within the well-
known theory of edge detection, however it presents an original point of view, which results in a practical agorithm and
efficient implementation.

To give the mativation of our method let us consider a geometrically smooth edge in the image, aline for instance, because
itisasregular as a curve can be. We will also assume that the image is not noisy in the neighborhood of thisline, i.e. thelineis
a straight isophote. No assumption is made about the level of contrast across the line. Then, observe that, in general, the edge-



preserving restoration techniques do not keep this line invariant. Indeed, in edge-preserving techniques, like the one introduced
by Perona and Malik in [9], the local anisotropy is controlled by the local magnitude of the image derivative. Thisis a problem
since an image may contain edges with different levels of contrast. Consequently, at edges, the tangential smoothing is more
important than the normal one but the contribution of the latter is by no means negligible. Thus, the line we have considered
will be displaced by an amount that depends upon the profile of the intensity discontinuity and thisis not desirable. We propose
that such a “perfect” line should be kept perfectly invariant, regardless of the intensity profile in the neighborhood of the line.
This natural ideais the fundation of our method.

From the curve evolution theory, a way to preserve the “perfect” line is to smooth the image by the curvature flow [10], so
that al its isophotes undergo the curvature motion. Since the curvature flow corresponds only to a tangential smoothing, one
may wonder how this may deal with noise. An answer to this question is in the work of Grayson [11] who proved that under
the curvature motion, any planar closed simple curve would shrink to a point (i.e. disappear) in finite time. It means that small
looped isophotes arising from noise are naturally eliminated. Of course, this aso implies that any closed curve containing a
straight portion would eventualy vanish too, which sounds like a contradiction, but is not. In effect, only infinite lines are
invariant under the curvature motion, not the segments of lines. The latter are transformed in the following way: they become
shorter and vanish in finite time. Still, until a portion of the line disappears, it remains strictly invariant.

Once the scale space of images has been created, it remains to extract the vanishing set of the Laplacian operator. A way to
do it is to use the marching lines algorithm (see [12] for implementation). Practically, it consists of the following procedure.
Consider four adjacent pixels, seen as the four corners of a square. The image intensity function is bilinearly interpolated inside
the sguare and the vanishing set of this function is a segment (or two segments) that runs from a border of the square to another
one. The ends of these segments have real coordinates, not integer ones. It is easy to see, by considering similar adjacent
squares, that the segment will necessarily be continued. This proves that, the extracted curve will either be closed (or will end at
the border of the image), and it will be simple (i.e. not self-intersecting). It is important to understand that these closed curves
do not necessarily enclose homogeneous regions. However, although their globa topology does not necessarily form a
satisfying segmentation, these curves represent well the significant edges, i.e. edges that are often very important to our
perception and understanding of the scene.

A natural extension of this method is to use a purely geometric approach to find remarkable portions of the detected curves
(lines, circles, etc.). It is important to point out that the extracted curves are smooth because their nodes have real coordinates.
Furthermore, normal vectors and curvatures at those nodes may be computed very accurately by bilinear interpolation, directly
from the first and second derivatives of the smoothed image. Also, our detects lines, or regular curves on the basis of their sole
geometric regularity, independently on the photometric aspects.

5. FEATURE EXTRACTION: SPATIAL AVERAGING, TEXTURE, COLOR AND FOREGROUND-
BACKGROUND SEGMENTATION

In its early stages human visual system performs significant amount of spatial averaging, which accounts for the way we
extract dominant objects, interpret color information and perceive images on global level. The smoothing process is partly due
to the nature of the channel between the retina and the visual cortex, where the neighboring receptors converge into one
ganglion, while the groups of ganglions converge to single neurons in the visual cortex [13]. However, the amount of averaging
depends on the spatial frequencies, spatial relationships among the colors, size of the observed objects and the global context.
For example, the capability of human visua system to distinguish different colors drops rapidly for high spatial frequencies.
Consequently, we describe textured areas with a single color, since only spatia averages of the microvariations are perceived.
On the other hand we do not average isolated edges, as they represent object and region boundaries. Based on these
observations we model human perception as an adaptive low-pass filter operation. For each pixel (x,y), we first compute the
local color contrast as:
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where c(x,y) is the color value of the pixel (x,y), t(x,y) isthe average color in asmall neighborhood around (x,y), and ||¥| is
the norm of the vector. In our work we used the neighborhood with the radius of D/50, where D = max(width,height) . The
pixel (x,y) isconsidered an edge if its contrast exceeds a predefined threshold con,,,. In the next step, to distinguish between
the uniform regions, texture areas, and contour points, we use a sliding window to estimate the mean m, and variance v, of edge
density for each pixel. Depending on these estimates we label pixels as: type 1) uniform, m = 0, type 2) noise, m< tml, type 3)
color edge, i.e. edge between two uniform regions, tml < m< tm2, type 4) texture edge, i.e. transition between uniform and
textured region (or between two textured regions), tm2 < m< tm3, type 5) coarse texture, m>tm3, v>tv, or type 6) fine
texture, m>tm3, v<tv. The pixel labeling operation produces a texture map, which controls the smoothing process in the
following way. The pixels labeled as noise are first removed, i.e. their color is changed into the surrounding uniform color.
Since human eye creates a perception of a single dominant color within uniform regions, the amount of smoothing is largest for

con(x, y) =



the uniform pixels. To alow for the highest amount of smoothing, the radius of the smoothing kernel is chosen adaptively for
each uniform pixel, depending on the distance to the closest edge (color or texture). Pixels labeled as color edge (type 3) and
texture edge (type 4) are not filtered. Finally, the amount of averaging performed in the textured areas is chosen based on the
edge density, so that the amount of averaging is higher for fine textures and lower for coarse textures. Thus, the perceived color
at thelocation (x,y), pc(x,y), iscomputed as a convolution with the Gaussian kernel:
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and N(xy) istheradius of the kernel. Note that N(x,y) depends on the type of pixel in the center of the kernel, (x;,y,) , as.

pe(X, y) = (C* gN(x,y) )X ¥): ON(xe,ye) (% Y) = kexp(-

(X, y)- (Xe,Ye) |, uniformregion,i.e.(Xc,Yyc) isType 1l
N(x,y)= D, coarsetexture, i.e.(Xc, yc) isType 5
2D, finetexture,i.e. (Xc, yc) isType 6

and (xg,Ye) isthe edge pixel closest to (x,y) . The smoothed image is then subjected to the mean-shift color segmentation [14].
Also, since edges (i.e. contours, boundaries and transition regions) do not contribute to the way humans perceive overall color
content, prior to the segmentation the color value for each pixel labeled as color (or texture) edge is replaced with the color
value of the closest uniform (or texture) region.

Texture information (mean and variance of edge density) and the color information (color quantized image) are combined
viathe recursive clustering procedure to achieve the foreground-background segmentation. The clustering is performed for two,
three and four classes. The foreground regions that remain stable in al configurations are mapped into the relevant objects.
Similarly, if the background region remains stable in all subdivisions of the image, it is identified as the background. The
important steps in the smoothing and segmentation operations areillustrated in Fig. 2.

Fig. 2: @) Image after the preprocessing, b) pixels labeled as uniform (white), ¢) pixels labeled as color and texture edges (white), d)
pixelslabeled as texture (white), €) smoothed image, and f) color segmented image.

6. FEATURE EXTRACTION: COLOR NAMES

Although color spaces alow us to describe colors in unambiguous manner and measure their similarity, in everyday life we
mainly identify colors by their names. For that reason, the color names we use to describe certain objects, image regions or the
overal color scheme provide strong links to image content. For example, we aways describe sky as “light blue’, although its
spans a wide range of different “blues’. Similarly, we often rely upon descriptors such as “bright”, “brownish”, “grayish” and
“dark” to convey the impression of the atmosphere in the scene. Therefore, when combined with image segmentation, color
names can be used to select objects by color, identify important semantic cues, describe the appearance of the image, and
ultimately generate semantic annotations. In our feature extraction scheme color naming ability is needed both locdly, to
provide local/regional features (i.e. color names for the specific objects, image regions or group of regions), and on the global
level to provide the description of the overall color composition.

For each extracted region, the novel color naming procedure is carried by comparing the average region color with the set
of standard colors described in the ICCS NBS Color dictionary [15] using the modified L2 norm in the Lab color space as the
color naming metric. The details of this agorithm can be found in [16].

At the lover level, the color naming algorithm is applied to name all regions from the color segmentation and all objects
obtained through the foreground-background segmentation. Moreover, using color names to label regions can further improve
the segmentation result, by merging the neighboring regions that share the same color name.

At the higher level, the color naming algorithm is applied to generate the description of color composition. To do so, we
start from the color-segmented image, and attach the color name to all pixels labeled as uniform (type 1) or texture (type 5, 6).
In the next step, we compute the histogram of color names and use it to generate the description of color composition. The
structure and syntax of the vocabulary of color names allow us to describe color composition at different accuracy levels.
According to the findings from our experiments [16], at the fundamental level, the color names are expressed as <generic hue>
or <generic achromatic term> (e.g. blue, or gray). At the gross level, color names are expressed as <luminance> <generic hue>,



or <luminance> <generic achromatic term> (e.g. light blue, or dark gray). At the medium level, color names are obtained by
adding <saturation> to the gross descriptions (e.g. light vivid blue, moderate dark red). Finaly, at the minute level, the color
names are expressed by expanding the medium description with <hue modifier> (e.g. light vivid greenish blue, moderate dark
purplish red). These different precision levels correspond to different color naming patterns in humans. For example, people
often use fundamental level when referring to the well-known objects, or when the color-related information is not considered
important. According to our experiments, the descriptions of the photographic images are mainly formulated with the gross or
medium precision, while the color names at the minute level are typically used when describing specific objects or regions, or
emphasizing the difference among them. Table | illustrates the description of color composition for image in Fig. 2a, for al four
levels. The table also includes a comparison between the automatically generated color composition, and descriptions obtained
for the same images in our subjective experiments [16].

Tablel: Color composition for image in Fig. 2a and the comparison to three typical descriptions from our subjective experiments [16].

Minute Medium Gross Fundamental Subjects’ descriptions
strong purplish red (29%) strong red (29%) red (29%) red (29%) purple red yellow
vivid yellow (21%) vivid yellow (21%) yellow (21%) yellow (21%) yellow yellow | pink
moderate pink (22%) moderate pink (22%) pink (22%) pink (31%) lightgreen | pink green
moderate dark pink (9%) moderate dark pink (9%) | dark pink (9%) green (4%) pink purple
strong light yellowish green (4%) | light green (4%) light green (4%) dark pink
a) b) 0)

Fig. 3: &), b) Color names attached to neighboring regions carry the information about important semantic cues. b) Example of the
“brownish” scene -- the color composition for this image at the minute level is: brownish black (29%), dark brown (6%), dark
yellowish brown (7%), dark grayish brown (2%), strong yellowish brown (8%), light grayish brown (3%), moderate brown (17%),
yellowish white (3%), beige (9%), light beige (6%).

The descriptors derived from the color names are among the most valuable in linking the low-level features to the important
semantic cues, as well as in modeling some basic semantic categories. For example, as illustrated in Fig. 3a, upper regions
labeled as “vivid blue” or “vivid purplish blue” may represent sky on a bright sunny day, regions with regular
boundaries/geometry and bright saturated colors are very likely to be man-made objects. Similarly, for the image in Fig. 3b, the
relationships between the curvature and color of the “bright purple” region, and the neighboring “green” regions indicate that
thisisa“good” candidate for the category “Flowers’. Overall color composition, as generated with our method, often captures
the atmosphere in the scene. By combining the linguistic terms from the color name syntax it is easy to see why the scene
shown in Fig. 3c can be described as “brownish”, and easily related to a man-made environment. The linguistic descriptions

that can be generated with our method are quite flexible, and involve terms like “bright”, “dark”, “monochromatic”, “grayish”,

“lot of green”, “computer generated”, etc.

7. COMBINING FEATURES TO DERIVE SEMANTIC INDICATORS (CUES)

Semantics indicators are built upon image features and are defined individually as special relationships between the latter.
For the sake of simplicity, we can assume that the elementary semantic indicators may be described by means of ad-hoc
formulas. For instance, the semantic indicator “sky” may be defined as “upper, uniform, blue region”. Another example is
“flower” which is defined as “bright colored region with curved or rigid boundaries, either in the neighborhood of irregular
green regions, or on the textured green background”.

In many cases, these formulas may be easily derived from our “everyday” language, i.e. from the verbal descriptors we use
to describe scenes and objects. One such example is our set of perceptual experiments (see Section 2), where we used our
subjective data to model some of the elementary semantic categories, the underlying semantic cues, and visual attributes that
contribute to their “ semantic appearance”.

Most semantic indicators, however, resist empirical modeling and require the use of more formal tools. Such a formal
modeling can be significantly ssimplified if we adopt the following hypothesis. Each semantic indicator is built upon a small
number of image features (say, less than six or seven). Of course, the relationships between these features may be very rich.



This hypothesis simplifies the problem because the number of features that builds up into our perception is enormous and the
complexity of the resulting models depends mostly upon the number of considered variables. Also, even for very simple
semantic cues (such as sky, water or grass) the choice of the depending image features is subjective. Nevertheless, we believe
that the semantic modeling still may be done in areasonable way.

An example of such amodeling in our implementation is the semantic indicator “skin’’. It involves the presence of regions
of human skin colors (but not necessarily faces for the latter are not semantic indicators but real semantic objects). Therefore it
sounds reasonable that the presence of human skin may be detected by the local color and its variation of the first order. Of
course, the particular relationships between the color components and their first order derivatives that are characteristic to the
range of human skin colors are complex. The following sections address how we used a variational approach to model the
“skin”’ semantic indicator - however the same agorithm could very well apply to other semantic cues, as long as they satisfy
the af orementioned hypothesis.

7.1 Learning semantic indicator s through a variational approach

Consider a set P containing N points of a n-dimensional manifold W. In order to illustrate the ideas, we may think of P asa
data set of N measures performed on a stochastic (or deterministic) process whose state may be partially (or totally) described
using n numeric values. Consequently, each point in P is a sample, each coordinate is a parameter of the process under
consideration, and Wis the set of possible values these variables may take a priori. Here we propose a theoretical and practical
framework which is relevant when the measured variables are expected to have complex distributions, strong relationships, and,
more specifically, in the limit case of functionally related variables. Formally, this restriction is equivalent to saying that the
points of P are not distributed arbitrarily in W but, instead, due to some noise, belong to a submanifold of W of dimension
smaller than n. Analysing the data set is then equivalent to recovering this submanifold.

Let u:W® [0;1] be asmooth function to be constructed so that the family of hypersurfaces S, =u-1(a), 0<a <1, tends
to a submanifold M of W when a tends to 0. In that sense, ucan be interpreted as a weak implicit representation since
M =limy@ ou 1(@). In particular, far from P the value of uis 1, and tends to O as one approaches P. We propose to define u as
a solution to a variational problem that is naturally related to the reconstruction one. We start with the case W= R". For the
moment, let us consider independently the following four non-negative integrals

Pu2, wpU- 12, WNZU, WNu >Q,Nu,

where Q, is the projector onto the sub tangent space of W corresponding to negative eigenvalues of the Hessian of u. The
motivation for considering the first three integrals is obvious. The minimization of the first one enforcesthat M passes through
P. In effect it is null if and only if u(P) ={0} . Minimizing the second one prevents M from passing through other points than
those of P. Finally, minimizing the third one enforces the smoothness of Y hence, to some extent (actually to the extent that a
is not a singular value of u), that of S, . The Euler-Lagrange equations of these three first integrals are 2u, 2(u- 1), and

- 2Du, respectively, on the domains where the corresponding integrals are defined and 0O, i.e. the null function, elsewhere in
W. As for the fourth integral, it is minimized by non-concave functions but thisis not as straightforward (the way this integral
is minimized is given in [17]). In order to achieve the right balance between each effect, it is important to combine these
integrals properly. We form a weighted sum of those four integrals depending only upon one parameter, the scale s . We define
the scale as the critical distance between two just distinguishable points of P. As shown in [17], the partia differential equation
to solveis

2
111# ::—2(- 1pu+(1- 1p)(1- u)) +eDu+D u,

where b =In(7 +\/E) , e<<1 and 1p istheindicatrix function of P in W. This PDE is solved using standard finite differences
numerical schemes and the manifold M is extracted by the Marching Cubes algorithm.

7.2 Application to modeling skin color

Typical agorithms for detecting skin in color images proceed in two steps. First, the candidate skin pixels are detected
locally. Then, the geometry of the detected regions is regularized using morphological operators. This section concerns only the
first step and deals with the local detection of skin color using the following approach: 200 images with people have been
segmented manually, and the set P is defined as the set of the Lab colors values of al the pixels corresponding to human skin,
W isthe set of existing colorsin the Lab color system, and M is supposed to approximate the set of colors corresponding only
to human skin. After reconstructing M, it is possible to test whether the condition u(L,a,b) <u, is satisfied, where (L,a,b) is
the color value of the tested pixel and u, is the threshold related to the probability of the color being “on” the manifold M.
Consequently, this test may be used as alocal skin color detector. Fig. 4 shows a comparison of our detection method with two
other methods on both images containing skin and images without skin. Of course, one of the strengths of the presented method
isthat it can be applied with more than three variables, which can further enhance the detection of skin regions. In this example,
we added a fourth variable being the variance of ||(L,a,b)- (Ly,a5.by) || in a small neighborhood of each pixel, where



(Lg.ag:b,) is the color of the considered pixel, and ||§ denotes the Euclidean distance. This measure, denoted as
V((Lg,a9,by)) , @counts for the textural properties of skin regions, and therefore significantly reduces the false acceptance in
detecting the skin candidates.

Fig. 4: Examples of skin color detection using (from the left to the right) the methods proposed in [18], in [19] and in this section with
the variables (L, a, b) and, in last column, with the variables (L, a, b, v(L, a, b)). Notice how the additiona variable, related to texture
properties, enhances the classification in images that do not contain skin.

8. “NATURAL” QUERY LANGUAGE

This section presents a natural language for querying image databases. Following the findings from our experiments, the
vocabulary of the query language is based on the concept of semantic indicators, while the syntax captures the basic patternsin
human perception of semantic templates and semantic categories. The language we propose is simple but expressive. It is
simple because both its vocabulary and its syntax are elementary. In effect, the words of the language are aimost limited to the
names of the semantic indicators. Being “elementary” visual cues, semantic indicators are often described with a single word
(e.g. people, snow, mountain, object). These words may be composed in order to construct sentences. A sentence is meant to
express an assertion about the image, like for instance “the number of skin regions is greater than 5" or “scene is busy and
dark”. All the images in the database are then tested against this query, and only those that satisfy the assertion are selected.
Performing such a comparison requires only the addition of a few words for expressing logical relationships (e.g. “or”
comparison operators (e.g. “greater than”, “equal to”, “similar to”), and severa other words (e.g. “the”, “is”) that are common
in any natural language. Although semantic indicators individually do not carry the level of abstraction involved into our
perception of image semantics, as our experiments have shown, humans use these cues when describing images, and
communicating their own interpretation of the image content. It is certainly questionable whether this conscious self-
introspection of the human subjects reflects what actually happensin their brain. But, we believe that humans are likely to make
natural use of these very same words when interacting with an image querying system. Thus, we believe that the power of our
querying language is not in the richness of its vocabulary or syntax — instead it lays in the intelligence of the constructed
sentences (i.e. queries). These queries may legitimately be qualified as “semantic” because they also carry a cognitive
dimension, introduced by the user. Consequently, the entire “ system” we have developed can be qualified as “semantic”, asit is
enpowered by the brain of its user. We have generalized our observations into the following formal grammar.

query::= <sentence> regions_size::= the percentage of <regions_names>
sentence::= <assertion> regions_names::= skin | sky | grass | water | nature | central object |
assertion::= (<assertion>) | <assertion> or <assertion> | background | color object | color blob | green region
<assertion> and <assertion> | not <assertion> | counter::= the number of <counter_name>
<regions_size> <comparison> <number> | counter_name::= lines | details | regions | objects | skin regions |
<counter> <comparison> <number> | color blobs | color regions | colors
<length> <comparison> <number> | global::= the <global_name>
<global> <comparison> <number> | global_name::= contrast | x-symmetry | y-symmetry
theimage is <composition> composition::= grayish | pinkish | brownish | monochrometic |
length::= the size of the <length_name> computer generated | bright | dark | dominant green
length_name::= width | height | background_boundary comparison::= is greater than | is smaller than | is equal to | is similar to

Using this grammar, we can formulate queries, i.e. sentences of the language, in a very concise form, which is equivalent to
verbal descriptions we use in everyday life. For examples, the previous examples write:

skin_regions > 5, conposition = "dark” &% (regions>200 || detail s>50)



9. EXPERIMENTSAND RESULTS

In order to evaluate our method, we have implemented an image-driven Internet search engine, ISEE (Image Search and
Exploration Engine) and applied it to a large number of images collected from the World Wide Web. ISEE has two parts: an
image web robot, and a user interface, visual browser. In our experiments we used 3500 “randomly” collected images. The web
robot is design to search the Internet for images and send the URLs of the found images back to the common server. The server
back-end then computes the image features and stores them in a repository along with image URLs and the URLSs of the parent
documents. The visua browser provides the user interface for searching and browsing the repository using the computed
features and the proposed querying scheme. Using this browser we have tested the method with respect to the following four
tasks: 1) modeling the categories we identified in our experiments, 2) expressing new semantic categories, and 3) using the
language to measure image similarity, i.e. image retrieval.

10.1 M odeling the semantic categories

The resultsin this section, demonstrate that our features and language indeed “capture” the semantics of the basic categories
identified in our experiments. Fig. 5a) shows the result of the following query that models the category “People”:

nat ure<10 && contrast>8000 && contrast<23000 && regions>140 && skin_regions>=3 &&
skin_regi ons<10 && skin<l5 && lines<4 && col or _regi ons<15.

The similar queries can be written for other categories. Figs. 5b), ¢), and d) show the results for categories “Outdoor

Architecture”, “FHowers’, and “ Objects Indoors”.

a) b)

<) d)
Fig. 5: Thefirst page of search results for categories @) “People”, b) “Outdoor architecture”, c) “Flowers’, and d) “Objects Indoors’.



10.2 Expressing new semantic categories

The categories we have modeled are not strict and deterministic — they very much depend on the task, user or environment.
Hence, rather than the strict set of rules that determines our response to image stimuli in an arbitrary application, the proposed
perceptual model should be viewed as a complex dynamic system we use to navigate through the world of images. Of course,
semantic indicators being constructing bricks, a user may use his or her imagination for expressing new semantic categoriesin a
natural manner. For example, let us assume a new semantic template “High contrast graphics’ (note that this template does not
correspond to any of the categories from our experiments). The following query captures the semantics of this template:

(col or_regions>35 & |ines>0) || contrast>28000 || (colors<6 && (col or_regi ons+col or_bl obs) >20)
The results for this query are shown in Fig. 6a).

10.3 Searching for similar images

So far, queries like “an image similar to this example image” are not supported in the query language. However, it is natural
to extend the language in order to include information about known images. This was implemented by alowing the previously
described assertions to be attached to the selected (reference) image. For instance, assuming the reference image, "ref", one may
query “the contrast is the same as contrast in ref”, which, in its concise form writes contrast == ref.contrast. All the
images in the database are than tested against this assertion and only those that satisfy it are selected.

Of course, amore realistic query would be “the contrast is similar to the contrast in ref”, which may be written as:

contrast> ref.contrast-ref.contrast/10 & contrast< ref.contrast+ref.contrast/10
Or by adding a new similarity operator:
simlar(contrast, ref.contrast)<ref.contrast/10

where the construction si ni | ar (. ) represents a simple addition to the language. This extension to the language gives the user
the opportunity to query images whose visual attributes are similar to the visual attributes of selected images. Of course, asin
all other cases, the interpretation of similarity isin the user’s mind. This search for similar images can be demonstrated through
the following example. In order to find images with vivid-colored flowers in the filed, similar to the image number 653 (second
image in the top row in Fig. 4c) the user may compose the following query:

Fl owers() && simlar(regions, |nage(653).regions)<50 & conposition==| nage(653). conposition

where in the feature domain r egi ons is a measure of image activity (busy image with many details), and composition is a
measure of color composition. The results for this query are given in Fig. 6b).

a) b)
Fig. 6: @) Thefirst page of the search results for newly introduced category “High-contrast graphics’. b) Animage retrieval example.



10. DISCUSSIONS AND APPLICATIONSOF THE METHOD

We have proposed a method for semantic-related image retrieval, categorization and browsing, based on low-level image
descriptors derived from perceptual experiments. Although our study was limited to elementary semantic templates and cues,
we believe that our results are promising, as our approach seemed robust when tested on the large set of images collected on the
Internet. Our prototype implementation demonstrates the potential value of the natural query language in image navigation. We
have shown that our system is fairly general and is able to satisfy queries for which it had not been explicitly designed.
However, thislevel of generality hasits price, and there are limitations that need to be discussed.

We have indeed proposed several new agorithms, and used some of the “well-known” features in a novel way. However,
these are only the first-steps, and many of our features can be further improved. Observe, for instance, the results of the query
"Flowers()" in Fig. 5c. In addition to many nice guesses, the system has also retrieved an image of towels, a school buss and
rainbow, mainly because these images aso have these typical “flower-looking” colors. And we do not find it surprising to
discover that a perceptua system suffers from "illusions’, just as humans do. These errors are categorized as “false positives’
and are acceptable as long as their number is relatively low (we found that many users simply ignore them). But, as a careful
reader may have realized, this drawback isjust the tip of the iceberg. The system produces "false negatives' as well, i.e. images
of beautiful flowers that did not show up because they did not satisfy the query. These errors are a more important concern,
since they remain invisible. The only way for the user to know for sure what he or she is missing is to traverse the entire
database! So, our system has an intrinsic bias toward showing good results (and hiding the bad ones). Thisis a “very pleasant
bias” for the user who interacts with the system, but still it is alimitation. Many of these “false negatives’ can be eliminated by
further improving the feature extraction schemes. Furthermore, the querying language being natural and the parameters
intuitive, the user may use his understanding to correct these errors through multiple tries. However, except by traversing the
entire database, there is no exact solution for the problem of “missing images’, and yet it would not be “exact” because two
different users would not always agree whether a certain image is a flower or not! An interactive and tractable approach to
apprehend "what you are missing" is to relax the query progressively, (make it less and less restrictive). By observing how, and
how fast the ratio between correct answers and “false positives’ changes, one may apprehend the importance of the missing
information. Of course, such alearning scheme would be an interesting future research direction.
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