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We study the accuracy of the estimators of mean response

time and throughput in closed interactive systems such as <
Web systems. The response time law allows us to calculate :
the throughput from the mean response time and vice versa. b/ 2+ Think fime

However, we nd that the accuracy of the two estimators
can be quite different. We re ne the response time law using S Service time
the central limit theorem and study the asymptotic accuracy

of the estimators when the measurement time approaches ﬁ—}j@mghput
in nity. Based on the asymptotic accuracy of the estimators i Web system

we derive rules of thumb for the accuracy of the measured !

mean response time and measured throughput. Extensive

simulation study suggests that the rules of thumb are often  Figure 1. A closed interactive system model.
valid under realistic measurement time.

R: Response time

user waits for the result of the request and thinks (pauses)
for a random period before issuing the next request. In such
a closed interactive system, there is a relation, knownes th

(interactive) response time law [7, 10], between the mean
The performance of computer systems such as Web SYStesponse time,, and the throughput,;

tems is measured to guarantee quality of service (QoS) or to
compare difference con gurations of the systems. Mean re- — (1)
sponse time and throughput are popular metrics of the per-
formance of Web systems: the mean response time is thavhere is the mean think time and is the number of
average time between when a request is issued and whensers. Note that and are known, since they are speci-
the request is completed, and the throughput is the aver-able parameters of the workload generator. Hence, if the
age number of requests that the system processes in a unthroughputis measured, the mean response time can be cal-
time. In this paper, we consider the problem of whether we culated via the response time law, and vice versa.
should measure mean response time or throughput to better However, our own experience in performance measure-
guarantee QoS or to better compare different con gurations ment of Web systems [13] suggests that measured mean re-
of a Web system. Speci cally, is measured mean responsesponse time and measured throughput can have quite dif-
time or measured throughput more accurate, when the Welferent accuracy. The goal of this paper is to characterize
system is measured for a xed period of time? when measured mean response time has higher accuracy
Mean response time and throughput are often related: ifthan measured throughput in a closed interactive system.
one is measured, the other can be calculated. Observe that The primary contribution of this paper is characteriza-
a Web system under measurement can often be modeled aon of when the measured mean response time has higher
a closed interactive system as shown in Figure 1. A work- accuracy than the measured throughput. We nd that the
load generator emulates a xed number of users, sending resules of thumb are that measured throughput tends to be
guests to the Web system. After a user issues a request, thmore accurate than measured mean response time when (i)

1 Introduction



the think time has low variability, (ii) the service time has equilibrium idle period and calculating the mean delay via
high variability, (iii) the load is intermediate, and/ov)ihe the relationship between the delay and the idle period than
Web system induces high variability in the sample averagedirectly estimating the mean delay [11]. The mean equilib-
response time. rium idle period is estimated by the rst two sample mo-

To derive these rules of thumb, we study the rela- ments of the idle period in [11]. Recently, Wang and Wolff
tionships between the asymptotic variabilities of meadure propose a superior method to estimate the mean equilibrium
mean response times and measured throughputs when thiglle period directly [16].
measurement times approach in nity. Our results can be Yet another example of indirect estimation is the use
seen as a central limit theorem (CLT) version of the re- of Little's law to estimate the blocking probability in the
sponse time law, since the response time law relates the avG/G/s/0 model. Speci cally, Little's law allows us to cal-
erage response time and average throughput. culate the blocking probability from the mean number of

The rules of thumb are then validated via extensive simu- busy servers, the arrival rate, and the mean service time.
lation studies. Our simulation studies suggest that thesrul  Srikant and Whitt show that it is more ef cient to estimate
of thumb derived from the asymptotic variabilities are ofte  the blocking probability by estimating the mean number of
valid for relatively short measurement times. busy servers and calculating the blocking probability via
Little's law than directly estimating the blocking probétyi
as the ratio of losses to arrivals [14, 15].

The response time law can also be used for indirect esti-
mation, but indirect estimation via the response time lasv ha
not been investigated in the literature. Although the focus
of this paper is to compare the estimators of the throughput
and the mean response time, we also discuss the ef ciency
of indirect estimation via the response time law in the asso-
ciated technical report [12].

The mathematical techniques needed to prove the CLT
version of the response time law are introduced in [4, 5],
where a CLT version dfittle's law is proved. Although the
CLT version of the response time law can be proved based
on what has been known in the literature, our interpretation
of the CLT version of the response time law is entirely new.
In particular, the problem of whether to measure mean re-
sponse time or throughput in a closed interactive system is
rst studied formally in this paper. However, this problem

is related to the problems addressedirect estimation . : . .
P bl tion 2, we introduce a CLT version of the response time

technigues, which we brie y review below. . . .
: L . . law. In Section 3, the CLT version of the response time law
Indirect estimation is a technique that estimates a met-.

. ) L : . is used to derive rules of thumb for the accuracy of the mea-
ric of interest by estimating another metric and calcutatin )
. . . : . sured mean response time and the measured throughput. In
the metric of interest using a known relationship between : . . .
. . T . Section 4, the rules of thumb are validated via simulations.
the two metrics. Indirect estimation is often asymptotical

more ef cient (.e. the estimator has a smaller coef cient o ]
of variation) than directly estimating the metric of intsre 2 A central limit theorem version of the re-

The rest of the paper is organized as follows. In Sec-

when the simulation time approaches in nity. For example, sponse time law

Law shows that it is asymptotically more ef cient to esti-

mate the mean number of jobs, in an M/G/1 queue by The response time law refers to the relationship (1)

estimating the mean delay, , in the queue and calculating among the number of users, the mean think time, the
via Little's law, , than to estimate directly [9]. mean response time and the throughput, in the closed

The result in [9] is extended to a G/G/s queue in [8]. An interactive system shown in Figure 1. To state the response
important assumption in [8, 9] is that the arrival ratgjs  time law more formally, we introduce several notations. Let
known. Glynn and Whitt show that indirect estimation and be the number of requests completed up to time
direct estimation of have the same asymptotic ef ciency Then the time average of the throughput at tine
if is unknown and needs to be estimated.

Another example of indirect estimation is the use of a - - )
relationship between the delay and the idle period in the
GI/G/1 queue. The mean delay in the GI/G/1 queue can| et  be the response time of theh completed requests
be expressed as a sum of the mean equilibrium idle periodfg, . See Figure 2 for an illustration of . Then
and a quantity that can be calculated from the service timethe sample average of the response times at tiige
and the interarrival time distributions [17]. Minh and Sorl
show that, under heavy traf c, itis more ef cient to estireat _
the mean delay in a GI/G/1 queue by estimating the mean - (3)



D(t) as , where denotes a normal random vari-

Userl Ry ‘ Zs ‘ Ra‘ 25‘ R, able with mean and variance , and  denotes con-
i \ vergence in distribution. Observe that (8) and (9) suggest
Userz R ‘ Z4 ‘ Re how quickly ~ and ~  converge to and , respec-
User 3 Zp ‘ Rs r tively. Since and , respectively, are well approxi-
Userd 2z, ‘ Ry ‘ Ze ‘ Rs mated by and _ foralarge, is
stochastically more accurate than iff
0 for the large . To study how and compare to each
Figure 2. The de nitions of . and ot::_err; W|e tcorlildelz_r z?\t_CLT ver3||0n (3‘ the re_s?)(l)ns_e tlgne,
when there are USETS. which relates the limiting normal random variables in (8)-
(10):
Lemma 1 (A CLT version of the response time law)
Let be the number of think times recorded up to time Suppose that a closed interactive system satis es the
. Let  be the -th recorded think time. Then the sample assumptions made in Proposition 1 with (7) replaced by a
average of the think times at timés slightly stronger condition:

(11)
4)
Under the condition that (10) holds, (8) holds iff (9) holds.
Observethat ,~ ,and |, respectively, are nat- Furthermore, suppose that
ural estimators of the throughput, the mean response time, - — —
and the mean think time at timeand converge to, , and
almost surely as if the strong law of large num- 5 , where is a zero vector with two elements de-
bers holds for the natural estimators. The response time lawhoting the means, and is a covariance matrix such that
relates the limiting values of the natural estimators:

(12)

Proposition 1 (The response time law)Let be the
number of users, and let
Then
(5) T - o (13)
_ . _ as , Where is a zero vector with three elements
(see Figure 2 for anillustration of ). Suppose that denoting the means, and is a covariance matrix such
- that

(6)

(7)
almost surely as , where , , and are constants
suchthat and . Then Relationship

(1) holds among these constants.

We note that Assumption (7) is usually satis ed but could Proof: We will rst prove (13) under the condition that (12)
holds. Let and |, respectively, be the normal random

be violated in real systems, for example when a particular 25

request is never processed by the Web server. variables to which and converge
The CLT version of the response time law re nes Propo- [N distribution as - Thatis,
sition 1. Under the assumptions made in Proposition 1, the - — — (14)
natural estimators converge to constants. When appropri-
ately n_orm_ali_zed,_ we expect that the natura_ll estimators con 4¢ _and is equal in distribution to _
verge in distribution to normal random varlable_s underthe  \ve will represent the normal random variable which
conditions that the CLT holds for the natural estimators: - converges to in terms of and . First ob-
-— (8) serve that by (2) and (5)
o (9) S _

(10)



By Proposition 1, as , which implies (9). We provide a complete proof
- — of (18) in the associated technical report [12].m

3 Efciency of the estimators

The CLT version of the response time law allows us to
- - compare the accuracy of the estimators of mean response
time and throughput. In Section 3.1, we introduce a formal
Now, by (3)-(4), framework to compare the accuracy of the estimators. In
- — - — Section 3.2, we discuss rules of thumb for the accuracy of
the estimators.

The accuracy of an estimator can be evaluated using the
and by (2) asymptqtic variance parameter. For exgmple, the.asymp—
_ totic variance parameter of is , which determines
how quickly ~ converges to, since
for a large . To compare the asymptotic ef ciency of
= ~ and , we normalize the asymptotic variance pa-
= rameters, since the asymptotic variance parameter tends to
be larger simply because the mean of the metric is larger.
— — Speci cally, we compare the asymptotic accuracy of esti-
- mators using the following de nitions:

Deniton1 Let  and  be estimators such that, as
(19) . and almost surely, and
Note that by the de nitions of o _ and :
and , and hence - as ) We say that is asymptotically more ef cient than
Thus, by (6) and (11)-(14), the right hand side of (15) iff . Also, s called the

converges in distribution to a normal random variable as asymptotic relative error of

Now the following theorem follows from Lemma 1.
(16) Theorem 1 Suppose that the assumptions made in
by the continuous mapping theorem [3]. Therefore, i‘hear?]ma 1ifrf10|d' Then is asymptotically more ef cient

— (19)
as , Which implies (13).
Observe that we have shown that (8) holds if (8) holds
under the condition that (10) holds by proving that (12) im-
plies (13). It only remains to prove that (9) holds if (8) h®ld  Proof: By Lemma 1 and (1), the asymptotic relative error

under the condition that (10) holds. Suppose that of is
S N (17)
We will represent the normal random variable which
T converges to in terms of and . Similarly - (20)
to (16), it can be shown that and the asymptotic relative error of is

— (18) (21)



Hence,  is asymptotically more ef cient than  iff time are often negatively correlated. However, when the
. Since load of the Web system is very low or very high, the neg-
ative correlation may not be strong. For example, when
— the load is very low, the request may be issued only when
the Web system is idle regardless of the think time. When
the load is very high, the request may be issued only when
requests are waiting or processed at the Web server
the theorem is proved. = regardless of the think time. Note that the load depends on
the number of users, the mean think time, the mean service
_ time, and also the scheduling policy at the Web system in
Theorem 1 allows us to discuss when is asymptoti-  the closed interactive system.
cally more ef cientthan . Below, we discuss how the Third, Theorem 1 implies that  tends to be asymp-
asymptotic ef ciency of the estimators is affected by the {gtically more ef cient than when s higher. It is
parameters of the Web system and the users in the closegpyiousthat  is asymptotically more ef cient than
interactive system, including the service time distribaoti  \yhen unless as well, in which case the

the think time distribution, the number of users, and the o estimators have the same asymptotic ef ciency. Note
scheduling policy (how the requests are processed) at theyowever that, unlike the think time, the response time is
Web system. . usually unknown and uncontrollable, and that is

First, Theorem 1 implies that  tends to be asymp-  possible only under extreme cases, for example when the
totically more ef cientthan ~ when is lower. Notice  sepyice time is deterministic and the load is very low so that
that is usually known, since the think time is a parame- the Web server is always idle when a request is issued and
ter of the workload generator. In particular, when the think g other requests are issued until the request is completed.
time is independent and identically distributed (i.i.dhen We expect that is most affected by the service time vari-

is simply the variance of the think time. Observe that gapjlity so that is higher when the service time is more

~is lowest ( ) when the think time is determin-  yariable. There are also other factors that can affect
istic. In fact, when , we can prove that IS including the scheduling policy at the Web server.
always asymptotically more ef cient than . Formally, Finally, observe that the mean think time, and the
the following corollary follows directly from the proof of  ean response time, do not directly affect the asymp-
Theorem 1: totic ef ciency of the estimators, since the asymptoticivar

Corollary 2 Suppose that the assumptions made in &NC€ parameters are simply normalized kgnd in (19).
Lemma 1 hold. If the think time is a nonzero constant, then However, since the load depends omnd , and can

is asymptotically more ef cient, strictly, than . If indirectly affect the asymptotic ef.ciency of the estimedo _
the think time is zero, then and _ have the same Note that the above argument is by no means exhaustive.
asymptotic ef ciency. There_are other factors, suc_h as the correlatior_1 bet_ween the
think times and the correlation between the think time and
Proof: When , we also have . Thus, the service time, that can affect the asymptotic ef cienty o
T and " . Therefore, , and the estimators. The impact of these factors can be studied
the equality holds iff . = similarly based on Theorem 1.

Note that Corollary 2 holds under very general condi-
tions. A‘.S qug as the assumptiong made-in _Lemma 1 hold, Our conjecture is that, if an estimator is asymptot-
tbhe serwlcet tgnesbian _Ta?vtehanvsrgnrar){ distribution and Canically more ef cient than an estimator , then . has

€ correlated arbitrartly, the YVEb SysStem can process re'higheraccuracythan even when the measurementtime
questin an arbitrary mannez.(.it can preempt and resume

) _ is nite, or at least when the measurement time is long. To

requests); and we can have_ an arbitrary number of users. compare the ef ciency of the estimators under nite mea-
_Second, Theorgm Limplies that ~ tends to be asymp- surement times, we introduce the following de nitions:

totically more ef cient than when the sample average
think time and the sample average response time are negbe nition 2 Let and , respectively, be the co-
atively correlatedi(e. ), and the correlation is  ef cients of variation (the standard deviation divided by
strong. Observe that, when the think times are shorter, thethe mean) of the estimators and  at time . We
Web system is likely to receive more requests, whichinturn say that  is more efcient than  at time iff
makes the response times longer. Hence, we expect that the . Also, is called therelative error of
sample average think time and the sample average response  at time .



Based on the asymptotic ef ciency discussed in Sec- period ( ) are ignored. Speci cally, the simulation is
tion 3.1, we expect that the ef ciency of the estimators can started at time such that each user is expected to
be explained via the following rules of thumb. The esti- have issued ten requests by timé the Web server is al-
mator of throughput is more ef cient than the estimator of ways busy. Formally, we choose , where
mean response time when is the mean think time, is the mean service time, and

is the number of users. To increase the speed of conver-
gence to the steady state, we choose the number of requests
2. the think time has low variability:; being processed at the Web server and the number of users

thinking attime from the steady state distribution assum-
3. the Web system is operated at an intermediate load; ing that the steady state distribution has a product form [2]
4

1. the service time has high variability;

Then we choose the remaining processing time and the re-
maining think time from the service time distribution and
the think time distribution, respectively. In general, thate
These rules of thumb will be validated via simulations in attime is notthe steady state, and this is why we start the
Section 4. Notice that the last rule is not as speci ¢ as the simulation at time
rst three rules, since it is not clear which scheduling pol- In our experiments, the estimator of throughput at time
icy creates more variability in the sample average response is de ned to be , where denotes the
time. We will also investigate how the scheduling policy number of requests completed between timand time .
affects the variability of the sample average response time The estimator of mean response time at tinmes de ned

to be , Where is the response time of
4 Validation by simulation the -th completed request after time Note that a request
completed after time may be issued before time

We start by describing the conditions of the experiment ' N€ Simulation is run 1,000 times in each setting. Then
(respectively, ) is calculated using the sam-

in Section 4.1. In Section 4.2, we will see that the rules of ¢ ot g
thumb derived from the asymptotic ef ciency of the estima- P! mean and the sample variance of (respectively,
tors are often valid for realistic measurement times. In the ) of the 1,000 runs. For example, we obtain

, Where and , re-

associated technical report [12], we also discuss when the®S ;
rules of thumb become invalid. spectively, are the sample mean and the sample variance of

. the scheduling policy at the Web system creates high
variability in the sample average response time.

We study the ef ciency of the estimators of mean re-
sponse time and throughput in the closed interactive sys- Below, we discuss the results of our simulation experi-
tem shown in Figure 1. Throughout the experiments, we ments. Although we show a limited set of gures, our dis-
compare the relative error, , of the estimator of mean cussion is actually based on the results of extensive simula
response time and the relative error, , ofthe estimator  tions under a wider range of conditions.
of throughput for a range of simulated measurement times,

. Let_ _be the time when the measurementis startedin 4 5 1 g5 ciency and asymptotic ef ciency
the simulation.

Throughout, we assume that the think times are i.i.d., We rst study whether an estimator having good asymp-
the service times are i.i.d., and the service times and thetotic ef ciency also has good ef ciency for realistic mea-
think times are independent. In the simulation, users be-surement times. Recall that Lemma 1 suggests that the rel-
have identically as follows. A user issues a request to theative error approaches ~ when becomes large, where
Web server, where the service time of the request is cho- is the the asymptotic relative error of the estimator. We

sen independently from a common service time distribution. will study how well ~and " approximate

The request is processed by the Web server, possibly afteand , respectively, for a range of If it turns out that
waiting for other requests and/or being interrupted by othe ~and ~ for a small , then
requests, and the result of the request is returned to the usethe ef ciency of ~ and  atthe small can be deter-
After receiving the result of the request, the user thinks be mined from and

fore issuing the next request, where the think time is chosen  Figure 3(a) shows " by asolid line and
independently from a common think time distribution. by a dashed line for a range ofHere, the service time has

To study the system at the steady state, we start the sim-an exponential distribution with mean 1, the think time has
ulation before time , and the events during the warm-up an exponential distribution with mean 10, the number of
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Figure 3. The relative error (a) and the relative Figure 4. Impact of service time variability.
bias (b) of and for a range of

the relative bias, but we nd that the relative bias is sig-
ni cantly smaller than the relative error in all of the cases
users is 10, and the scheduling policy at the Web server isstudied (we have not studied the relative bias in Figure 8(a)
processor sharing (PS). Under PS, the requests at the Welwhere the steady state distribution does not have a product
server receive equal shares of the processing capacity. P&rm).
is a popular model of the scheduling policy at a Web server  In the rest of this section, we study the impact of various

(seee.q.[6]). parameters in the closed interactive system on the ef gienc
Note that ~and ~are surprisingly insen-  of the two estimators. Throughout, we keep the mean ser-

sitive to . We expect that “and ,respec-  vice time at 1, and other parameters are changed.

tively, well approximate and  at the right end of the

gure, where . At the left end of the gure, the 422 Impact of service time variability

simulated measurement time is 10, when only several re- _

quests have been completed. We ndthat  and Recall that the rst rule of thumb suggests that  tends

are well approximated by ~and ", respectively. to be more ef cient than when the service time has

even when the simulated measurement time is relativelymore variability. Figure 4 illustrates the impact of seevic
short. Hence, an estimator that is asymptotically more ef- fime variability on the ef ciency of the estimators. The eon
cient is also more ef cient under realistic measurement ditions of the experiment are the same as in Figure 3 except
times. In particular, under the conditions of Figure 3, it that the service time is less variable in Column (a) and more

appears that _and in fact for any variable in Column (b). Speci cally, in Column (a), the ser-
such that _ vice time is deterministic such that the mean is 1 and the
Figure 3(b) shows the relative bias of the two esti- Varanceis O..In Column (b), the service time has a Weibull
mators. The relative biases of and are de- distribution with shape parameter and scale pa-
ned to be E and rameter such that the mean is 1 and the variance
E . respectively. Here, and are derived is 5. Recall that the Weibull distribution with shape param-

. — = . eter and scale parameterhas the following cumulative
analytically [2], andE andE are estimated distribution functiI(D)n' g

by the averages of the 1,000 runs. Note that the relative bias
evaluates the consistent inaccuracy of an estimator, while
the relative error evaluates the uncertainty of an estimato

To compare the magnitude of the relative error and the rel-for

ative bias, we show “and ~in Figure 3(b) Observe that  is more efcientthan  when the
so that the relative error and the relative bias are scaled byservice time has low variability (Figure 4(a)), but is
the same factor. more efcient than  when the service time has high

Observe that the relative bias is signi cantly smaller than variability (Figure 4(a)). This observation agrees witle th
the relative error for the range ofstudied. This suggests rule of thumb. Figures 3(a) and 4 also suggest that both
that the superiority of an estimator should be discussed  and  become more ef cient as the service time
based on the relative error instead of the relative bias. Inbecomes less variable, but is more sensitive to the vari-
theory, it can also be shown that the relative error is of or- ability of the service time. This makes intuitive senseg¢sin
der ~, while the relative bias is of order and canbe  the variability of the service time can directly affect treiv
reduced to (seee.q.[1]). Below, we will not discuss  ability of the response time.
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4.2.3 Impact of think time variability

The second rule of thumb suggests that tends to be ~ Servicetime at 1.

more efcient than  when the think time is less vari- . - -

able. Figure 5 illustrates the impact of think time variapil The conditions in Figure 6 are the same as in Figure 3 ex-
- rigur — mp . ceptthat there are fewer (ve) users in Column (a) and more

on the ef ciency of and . The conditions of the

fteen) users in Column (b). Hence, the load is lower in
olumn (a) and higher in Column (b). As the rule of thumb
suggests, becomes more ef cientthan  when the

experiment are the same as in Figure 3 except that the thin
time is deterministic in Column (a) and has a Weibull distri-

bution W'th shape parameter and scale parameter load becomes lower or higher than the intermediate load.
in Column (b).

The impact of the variability of the think time is in con- An interesting observation from Figures 3 and 6 is that
trast to the_impact of the variability oithe servicetime.-Ob poth~ and  become more ef cient as the number
serve that  is more efcientthan ~ when the think  of users increases.€. as the load increases), but the rate
time has low variability (Figure 5(a)), but is more ef-  of increase is quite different between the two estimators.
cient than when the think time has high variability ~ Speci cally, is more sensitive to the number of users

(Figure 5(b)). Note that this observation agrees with the ru - when there are fewer users, and is more sensitive to
of thumb. Figures 3(a) and 5 also show that both and  the number of users when there are more users. This ob-
become more ef cient as the service time becomes servation may be explained as follows. The service time
less variable, but is more sensitive to the variability of  has an exponential distribution and the scheduling policy a
the service time. This sensitivity is also in contrast to the the Web server is PS in Figures 3 and 6. Hence, the output
service time variability but makes intuitive sense, sirfe t process from the Web server is Poisson as long as the Web
variability of the think time can only affect the variabylit  server is busy. At the intermediate to high load, the Web
of the response time indirectly: the variability of the thin  server is busy most of the time, and the output process from
time affects the variability of the number of requests being the Web server does not depend much on the load. Thus

processed at the Web server, which in turn affects the vari-the ef ciency of  does not depend much on the load,

ability of the response time. either. At the low to intermediate load, the Web system is
idle most of the time. Hence, the output process from the

4.2.4 Impact of load Web server depends heavily on the load, and the ef ciency
of can also depend on the load.

The third rule of thumb suggests that  tends to be more
efcient than ~ when the load is intermediate. In a The conditions in Figure 7 are the same as in Figure 3
closed interactive system, the load primarily depends en th except that the mean think time is shorter (ve) in Column
mean service time, the mean think time, and the number of(a) and longer ( fteen) in Column (b). Hence, the load is
users (although the load can also depend on the schedulhigher in Column (a) and lower in Column (b). Again,

ing policy at the Web server). Note however that the mean becomes more ef cient than ~ when the load becomes
service time affects the load only through the ratio betweenlower or higher than the intermediate load. Also, Figures 3
the mean service time and the mean think time. We studyand 7 suggest that both estimators become more ef cient as
the impact of the load on the ef ciency of the estimators by the mean think time decreases(as the load increases),
changing the number of users in Figure 6 and by changingbut™  (respectively, ) is more sensitive to the mean
the mean think time in Figure 7, while holding the mean think time when the load is lower (respectively, higher).
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Figure 7. Impact of the mean think time. Figure 8. Impact of scheduling policy.
4.2.5 Impact of scheduling policy ticular scheduling policy even when the service time has

an exponential distribution and the scheduling policy does
The fourth rule of thumb suggests that the scheduling pol- not use the size of the request. An intuitive explanation
icy at the Web server also has an impact on the ef ciency may be given by considering the time of renewal when the
of the estimators. Throughout, we assume that the schedulyeb server becomes idle. Note that the busy period of the
ing policy at the Web server is work conserving (the Web \web server is stochastically equivalent under any schedul-
server does not become idle as long as it has requests). Wehg policy that does not use the size of the request when the
primarily consider scheduling policies that do not use the service time has an exponential distribution, since the out
size of the requeste. the processing time needed to com- puyt process is stochastically equivalent and the remaining
plete the request, in determining which requests are pro-work in the Web system is also stochastically equivalent.
cessed at any moment. Observe that PS does not use that the time of renewal, the sample average response time
size of the request, since the requests at the Web servepecomes stochastically equivalent, since the sum of the re-
receive equal shares of the processing capacity regardlessponse times is stochastically equivalent and the number of
of the sizes of the requests. Other scheduling policies thatrequests completed by the time of renewal is also stochasti-
do not use the size of the request include rst-come-rst- cally equivalent. Therefore, s equivalent at the time
serve (FCFS), preemptive-last-come- rst-serve (PLCFS), of renewal. It turns out that ‘s under FCFS, PLCFS,
and least-attained-service (LAS). Under FCFS, the reguest | AS, and PS are indistinguishable for anynder our con-
are processed in the order in which they are issued. Undefitions.

PLCFS, the Web server processes the request that is most \when the service time does not have an exponential dis-

recently issued. Under LAS, the Web server processes thgyipytion, and can depend on the particular

request that has received least processing time. scheduling policy even when the scheduling policy does
We nd that and are insensitive to the  not use the size of the request. Figure 8 shows

scheduling policy as long as the service time has an expo-and when the service time has a Weibull distribu-

nentigl distribution and the scheduling policy d0e§ not use tion and the scheduling policy is FCFS in Column (a) and
the size of the request. Fo.r_all of th_e cases studied abovep| CFS in Column (b). Except for the scheduling policy, the
(speci cally, under the conditions of Figures 3, 5,6, and 7) - conditions are the same as in Figure 4(b). In Figure 4(b),

we nd that 's (respectively, 's) under FCFS,  we have seen that  is more ef cient than under
PLCFS, LAS, and PS are indistinguishable. PS for . By contrast, when the scheduling policy is
The insensitivity of to the scheduling policy may FCFS,  is more ef cientthan  for . Taking
be explained as follows. The output process from the Weba closer look, we see that under FCFS is similar to
server is stochastically equivalent as long as the service t under PS for , but under PS is smaller
has an exponential distribution and the scheduling policy than under FCFS. That is, when the service time has
does not use the size of the request. Since is deter- high variability, FCFS creates more irregularity in the-out
mined by the output process from the Web server, put process from the Web server than PS.

does not depend on the particular scheduling policy as long  Figure 4(b) and Figure 8(b) show that and
as the scheduling policy does not use the size of the requestunder PLCFS are very similar to those under PS for
It may be counterintuitive that is also insensi- , although they are quite different for . This
tive to the scheduling policy, since tmaarginal distribu- suggests that and under PLCFS are very similar to
tion of the response time can depend heavily on the par-those under PS even when the service time does not have an



exponential distribution. Although PLCFS and PS processtime, the service time, and the number of users affect the
requests quite differently, they have similar propertiest (asymptotic) ef ciency of the estimators, we feel that the
example, the stationary distribution has a product form for impact of the scheduling policy of the Web system on the ef-
both PLCFS and PS. This similarly might be related to the ciency of the estimators is only partially understood. Fur
similarity in the asymptotic ef ciency under PLCFS and PS. ther investigation is left as future work.
Further investigation is left as future work.

The scheduling policy can use the size of the requestReferences
to provide better performance. An example of a schedul-
ing policy that uses the size of the request is the shortest- [1] H. P. Awad and P. W. Glynn. On the theoretical comparison
remaining-processing-time (SRPT) policy, where the Web of low-bias steady-state estimator&CM Transactions on
server always processes the request having the least remain Modeling and Computer Simulatiph7(1):4, 2007.
ing processing time. When the scheduling policy uses the [2] F. Baskett, K. M. Chandy, R. R. Muntz, and F. G. Palacios.
size of the request, the ef ciencies of the estimators can Open, closed, and mixed networks of queues with different
depends on the particular scheduling policy even when the classes of customerslournal of the ACM22(2):248-260,

. e 1975.
service time has an exponential distribution. In general, W (3 p_Biliingsley. Convergence of Probability Measuredohn

nd that the scheduling policy can have counterintuitive ef Wiley & Sons, New York, NY, 2nd edition, 1999.

fects on the ef ciency of the estimators. It requires more [4] P. W. Glynn and W. Whitt. A central-limit-theorem versio
investigation both mathematically and with simulation ex- of . Queueing Systems: Theory and Applicatjons
periments to provide a clear explanation as to how the ef - 1(2):191-215, 1986.

P. W. Glynn and W. Whitt. Ordinary CLT and WLLN ver-
sions of . Mathematics of Operations Research
13(4):674-692, 1988.

[6] M. Gong and C. Williamson. Revisiting unfairness in web
5 Conclusion server schedulingComputer Networks: The International
Journal of Computer and Telecommunications Networking

. . . archive 50(13):2183-2203, 2006.
We have studied the ef ciency of the estimators of mean 7] R. Jain.The Art of Computer Systems Performance Analysis:

response time and throughput in closed interactive systems Techniques for Experimental Design, Measurement, Simu-
This problem is motivated by our own experience with mea- lation, and Modeling John Wiley & Sons, New York, NY,
suring the performances of a Web system. Although the 1991.

mean response time and the throughput are related in the [8] A. M. L. John S. Carson. Conservation equations and vari-
sense that one can be calculated from the other via the re- ~ @nce reduction in queueing simulation®perations Re-

; ; } search 28(3):535-546, 1980.
sponse time law, it turns out that the measured mean re [9] A. M. Law. Ef cient estimators for simulated queueingssy

ciency of the estimators depend on the scheduling policy of 5]
the Web system.

sponse Fime and the measured throughput can have signi - tems.Management Sciencg2(1):30-41, 1975.

cantly different accuracy. [10] E.D. Lazowska, J. Zahorjan, G. S. Graham, and K. C. Sev-
To formally account for the difference in accuracy, we cik. Quantitative System Performance: Computer System

derive a central limit theorem (CLT) version of the response Analysis Using Queueing Network ModelBrentice-Hall,

time law, which relates the asymptotic ef ciency (accuracy Inc., Englewood Cliffs, NJ, 1984.

D. Minh and R. Sorli. Simulating the GI/G/1 queue in hgav
traf c. Operations Researc31(5):966-971, 1983.
[12] T. Osogami. Relations in the central limit theorem i@ms

of the estimator of the mean response time and the asympill]
totic ef ciency of the estimator of the throughput. The CLT

versior_1 of the_response time law allows us to consider when of the response time law. Technical Report RT0733, IBM
an estimator is asymptotically more accurate than another. Tokyo Research Laboratory, 2007.
In particular, we nd that when the think time is determin- [13] T. Osogami and S. Kato. Optimizing system con guration
istic, the estimator of the throughput is asymptoticallyreno quickly by guessing at the performance. Rroceedings of
accurate than the estimator of the mean response time under ~ The SIGMETRICS 200pages 145-156, San Diego, CA,
quite general conditions. 2007. Association for Computing Machinery.
. . . . [14] R. Srikant and W. Whitt. Simulation run lengths to esite
Our simulations suggest that the asymptotic ef ciency : . \ .

f imator i d indicat f the ef ci fth blocking probabilities ACM Transactions on Modeling and
of an estimator is a good indicator of the ef ciency of the Computer Simulatiors(1):7-52, 1996.
estimator for a nite measurement time. Hence the rules [15] R. Srikant and W. Whitt. Variance reduction in simutets
of thumb derived from the asymptotic ef ciency are often of loss modelsOperations Researcid7(4):509-523, 1999.
valid for a nite measurement time. We nd however that [16] C. Wang and R. W. Wolff. Ef cient simulation of queues in
the rules of thumb can become invalid when the measure- ~ heavytraf c. ACM Transactions on Modeling and Computer

Simulation 13(1):62-81, 2003.
[17] R.W. Wolff. Stochastic Modeling and the Theory of Queues
Prentice Hall, Upper Saddle River, NJ, 1989.

ment time is very short or when the variability of the service
time and/or the think time is very high.
Although we have a clear exposition as to how the think



