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Abstract

Many objeds, suchas files, electroinc messagesand
webpagesgontainovedappingconten. Numewouspast
researctprojectshave obsered that onecancompres
one object relative to anotherone by compting the
differencesbetweenthe two, but thesedelta-erodirg

systemshave almostinvarially required knowledge of

a specificrelationshipbetweernthem—mat commaorty,

two versiors usingthe samenameat different pointsin

time. We considercasesn whichthisrelatiorshipis de-
termineddynamically, by efficiently determiiing when
a sufiicientresemblace exists betweertwo objectsin a
relatively large collection. We look at specificexanmples
of this techniqie, namelyweb pages,email, and files
in afile system,and evaluate the potentialdataredic-

tion and the factorsthat influerce this rediction. We
find that delta-eroding using this resembance detec-
tion techniqe canimprove on simple compessionby
up to a factorof two, depenling on workload, andthat
a smallfractionof objectscanpotentiallyaccount for a
large portionof thesesavings.

1 Intr oduction

Delta-encding is the act of conpressinga data ob-
ject, suchasafile or web page,relative to anotherob-
ject[1, 13]. Usuallythereis atempoal relationslip be-
tweenthetwo objeds: thelatterobjectexists,andwhen
it is subseqgantly modified the chargescan be repie-

sentedn asmallfractionof thesizeof theentireobject.
Thereis often also a namirg relationshipbetweenthe
objects,sincea modifiedfile can have the samename
astheoriginal copy. In thesecasesjdentifying the base
versionaganst which to compute a deltais straightfa-

ward.

Delta-encdingis particdarly attractive for situations
where information is being updated acrossa network
with limited bandwidh. For examge, web sitesareof-
tenreplicatedbothfor highe perfamanceandavailabil-
ity. The bandvidth betweenthe replicascan be lim-

ited. Anotherexampe wouldbereplicatednail systems.

Electronc mail systemsftenallow clientsto replicate

copiesof mail messagesocally. Clients may be con-
nectedo thenetwork via phonelineswith limited band
width. For an email client conrectedto a mail sener
via a slow link, technigieswhich minimize bandwidh
required for updatesare highly desirable. However, in
eachof theseenvironments, it is not alwayspossibleto
identify anappopriatebaseversionto take adventageof
delta-ercoding

Ourworktherefae addresseadomainin whichthere
arevery mary objectswith arbitray overlapamongdif-
ferent pairs of objects, and the relatiorships between
thesepairsarenot known a priori. If onecanidentify
which pairsare suitablecandid&es, delta-excodirg can
redue thesizeof onerelative to anothe, therely redwc-
ing storageor transmissiorcostsin exchangefor com-
putation We considerseveral applicationdomainsfor
this techrique, which we referto asdeltaencodimy via
resemblanceetectionor DERD: webtraffic, email,and
filesin afile system.

We deferadditiona discussionof our researchuntil
after a more detaileddiscussionof delta-erwodingand
resemblaoe detection which appeardn the following
subsection. After that, the next sectiondescribeshe
framavork of our analysis in greder detail, including
the metricswe consicr. Section3 presentghe various
datasetsve used. Section4 describeghe experiments,
andSection5 providesthe resultsof theseexperiments.
Section6 discussetheresouce usagassueshatwould
arisein a practicalimplementatio of DERD. Section7
suneys relatedwork, andSection8 summaizesandde-
scribegpossiblefuturework.

1.1 Background

It is difficult to descrile our appoachwithout provid-
ing a generaloverview of both delta-ecodingand re-
semblanceletection We cover enaigh of eachof these
areashereto setthe stagefor comhbning the two, then
returnto amorecompehensie compaisonwith related
work towardtheendof the paper

Deltasareusefulfor reducirg resouice requrements,
andexistingapplicatiors of deltasgeneally fall into two



catgaries: storageandnetworking. For storagewhen
one alreadystoresa baseversion of a file, subsequet
versiors can be representg by changs. This lowers
storagedemails within file systemgthe Revision Con-
trol System(RCS) [25] is a longstanling exanple of
this), baclup-restoe systemg1], andsimilar erviron-
ments.

Over a network, transmittingdata that are alreaq
known to the recipient canbe avoided. The mostcom-
mon appoachin this caseis to work from a comma
baseversin known to the senderand recipien, com-
putethe delta,andtransmitit. This techniqee hasbeen
appliedto web traffic [16], IP-level network commu
nication[24], and otherdomains. An extersion to the
traditioral web delta-eicodingappoachis to selectthe
baseversion by finding similar, ratherthan identical,
URLs[7].

Whatif onewishesto find asimilarfile basedncon-
tentratherthanname amonga large collectionof files?
Manberdeviseda methal for extracting features of files
basedon their contentsjn order to find files with over-
lappingconten efficiently [14]. He computedhashe®f
overlapping sequenes of bytes(also known as “shin-
gles”), thenlooked for how mary of thesehashesvere
sharedby differert files. Manberindicatedthat cluster
ing similar files for improved compessionwould be an
application of this technque. Broderuseda similar ap-
proad but usedadetermirstic samplingof thehashval-
uesto dramaticlly redu@ the amouwnt of dataneedd
for eachfile [5, 6]. With his appoach,a subsebf fea-
turesof afile is usedto representhe file, andif two
files sharemary of thosefeatuesin comma, thereis
a high probability of significantcontert in comnon as
well. A comnon usefor this techniqe is to suppras
nearduplicatesin searchengne results[6], andvaria-
tionsof thetechniaiehave beenusedin link-level dudi-
catesuppressiofi24] andfile systemg8, 17, 20].

Becauseheshinglingtechnquehasseersomuchuse
in the systemscomnunity of late, we refrainfrom pro-
viding a detaileddescriptio of it. Briefly, it usesRa-
bin fingeprints [21] to conpute a hashof consecutie
bytes;the key propertiesof Rabinfingerprints arethat
they areefficientto compue over a slidingwindow, and
they are uniformly distributed over all possiblevalues.
Thus,Brodets appr@chof selectingthe IV fingergints
with the smallestvalueseffedively selectsV “random”
feature in a deterninistic fashion,andtwo docunents
with mary featuresn comnon overall would hopefully
have mary of theseV featuresn comman.

1.2 Goals

As Manbersuggestedpnecanusethe featuesof doc-
umers to identify when files ovedap and then delta-
encoe pairsof overlappirg files to save spaceor band
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width. Onegoalof this work wasto assessvhethe this
techniqieis generallyapplicalte, andif not, to identify
somespecificinstancesn whichit is applicate. A sec-
ond goal was to evaluate a numler of the paraneters
usedin this process,suchas:

o thesizeof ashingle

e theamoun of overlap amory featuesnecessaryo
getasuficiently smalldelta,

e the nunber of files with similar overlapnecessary
to getcloseto the“best” delta,

¢ selectionof delta-erodingalgorithns andparam
etersto thosealgoritims,

e whetherdelta-ecodirg the conterts of specially
formattedfiles suchas Zip files in anapplication
specificmethodis beneficial,

¢ andothermetrics.

1.3 Summary of Results

We have found that the benefitsof applicatian-specific
deltasvary depeling on the mix of contenttypes. For
exampe, HTML and email messageslisplay a great
deal of redundng/ acrass large datasetsyesultingin
deltasthat are significantly smallerthan simply com-
pressinghedata,while mail attachmets areoftendom
inatedby nontextud datathatdo not lend themseles
to thetechnque. A few largefiles cancontribute muc
of the total savings if they are particulaty amenale to
delta-ercoding Application-specifidechriques,suchas
delta-ercodingan unzppedversia of a zip or gzip file
and then zipping the result, can significantly improve
resultsfor a particdar file, but unlessan entire dataset
consistsof suchfiles, overall resultsimprove by just a
coue of percen

Numeraus parametes canbe variedin assessinghe
benefitsof deltasin this context, and we have evalu-
atedsereral. The resultsdo not appearto be sensitve
to the size of shinglesor the delta-erodingalgorithm
within reason. The extent of the matchof the numker
of features is agoodpredicta of thedeltasize. Perhaps
mostimportarily, when multiple files matchthe same
numker of featuresthereis minimal differencebetween
thebestdelta—thesmallestdeltaobtairedacrassall the
files—andthe average delta. Thelattertwo resultssug-
gestthat while it is bereficial to deternine the file(s)
with themaximalnumker of matchirg featurespnly one
deltaneedbe conmputed. This is crucial becausdind-
ing matchingfeaturesgivena preconputeddatabasef
thefeatureof otherfiles andthe dynamcally computed
featureset of the file beingdelta-eroded,is far more
efficientthancompuing anactualdelta.

2 Framework

This sectiondescribesour apprachto the prodem of
delta-ercodingwith resemblaoedetectiorin greateide-



tail. We discusghetypesof datawe consideedandthe
wayin whichwe evaluatethepoternial bendits of DERD.

2.1 Typesof Data

In thepast,delta-erodinghasbeenusedfor mary types
of datain numepuservironmens. Our interesthasfo-
cusedon datathat arelocated“together,” meanimgy that
they belorg to a single user or they resideon a single
sener. Earlierwork hasdemorstratedthe potentialben-
efits of deltaswhenthe sameobjectis modified over
time, whereaswe considerifferent objectsthat exist at
the sametime. Thus far, we have analyed web data
(primarily HTML), email,andafile system.

In a ResearchReport[10] coauthoed with Kiem-
PhongVo of AT&T Labs,we previously aguedthatone
could use Brodets techniqie for efficiently selecting
features of objectsto deternine dynamically a suitable
candichteto sene asthebasefor HTTP delta-ercoding
Thiswould beanextersionto theproposedstandardie-
scribedn arecentRFC[15]. Therepat descritedapos-
sibleprotocd but gave no statisticsto suppat the utility
of the ideain practice. In the caseof individual web
clients,objectsmustbelargeenoudn to justify theadde
overheadsof transmittingtheir featues, conparingthe
features on a client, possibly computing a newv delta-
encodng on thefly in respmseto the client’s request,
andrecorstructingthe pageon the client. Beyond that
proposal,similarity amory differentwebpagescouldbe
usedfor efficientdistribution of new pagego cachesn a
conten distributionnetwork (CDN), or otherreplicas;n
thiscaseby transmittingmary page atonce, overheads
could be minimized We have estimatedthe best-case
benefitsfor aweb-b@edbERD system by downloadirg
numeous page from several sitesat a single point in
time, andthencomgaring eachpageagainstthe others.
In practice,not all the otherpageswould be cachedby
anindividual client, thowgh they might be cachedby a
CDN if they arenotcomgetely dynamic.

In parallelwith assessindghe overdap of contenton
real web sites, we identified the overlap of conter in
email and otherlocal file systemcortent as an appre
priate application doman. At ary instant,all the files
areavailable,soin theoryary file coud berepresents
as a deltafrom one or more otherfiles. As new files
are created they codd be encoed againstall earlier
storedfiles, especiallya previousversionof thesamefile
shouldit exist. If a“live” file systemusesthis appioach,
it must usetechniqes suchas copy-on-wiite and ref-
erencecountirg to ensurethat the baseversion against
which a deltawas computedis not modifiedor deleted
until the deltaitself is no longerneead. The sameap-
proad could be usedto efficiently backup a file sys-
tem: ratherthandelta-ercodingupddesin anincremen
tal backup the entirefile systemwould be compessed
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by identifying wheresimilarity exists.

Noneof thesgechnqueswouldbeusefulwithout sig-
nificant reductionin file sizes,so the primary focus of
this studyis to evaluatethosereductiors. Like the ear
lier study of deltasin HTTP [16], we conside reguar
compessionasa basisfor comparison,sincecompess-
ing eachobjectto remove internalredunndang is trivial.
We analyedsereral datasetsthe conters of / usr on
aRedhatinux 7.1PC,totalingnearly2 Gbytesof data;
the contants of a users MH mail repositoy, with each
messagstoredin a separatdile (possiblyincludng one
or more MIME attachmets) totaling 566 Mbytes of
data;andtheconterts of severd users’LotusNotesmail,
with messagéodiesandattachmets separateéhto dis-
tinct files. Section3 describeshedatasetén detail.

2.2 Evaluation Metrics and Practical Con-
siderations

As notedabove, sizereductim is the crucial determin
ing factorfor the succes®f our proposal. This redic-
tion must be consideed not only relative to the origi-
nal content, but relative to the size of the contentusing
traditioral compessiontools suchasgzip. Considerig
thatreconstratingtheoriginal requiesthereferercefile
to be available, one might favor a compessedversim
over adelta-encdedversionif theformeris maminally
larger.

Furthemore,the effect of the rediction is deperent
ontheernvironmert:

¢ If anindividual file is encoded either as a delta
or simplecompression,andthenstoredon disk or
someotherblock-basednediun, thegainis notex-
actly the numter of bytesby which the file is re-
duced Instead,it is a function of the numkber of
blocks taken up by the file before and after en-
coding For instance,if every file is roundedto
the neares#t-Kbyte bowndary thenshrinking a file
from 4097 bytes to 4095 bytes actually saves 1
block, i.e. 4096bytes. More typically, a file might
beencodd but still usethe samenunberof blocks
ondisk.

e Similarly, redudng traffic over a network haslow
mauginal benefitsif the samenumber of pacletsis
usedhowever, if thenumkberof rourd-tripsin com-
municdion canbe decreasedthe improvement in
resposetime is moresignificant.

o If mary files are encoad togethe, suchasa full
backip or websener replication, thenthe bendits
aremoredirectlyrelatedto theactualperfile gains,
sincerourding effectsareamortizedover theentire
dataset.

Thereareotherevaluation metricsof interest,includ-
ing:



Computation There are overhead due to compiting
the featues for eachfile, conparing the features
of the candidateand storedfiles, and encodimy a
deltaonce a baseversionis selected.Sincethere
hasbeenextensie researchin makirg both delta-
encodhg [1] and resemblace detection[5, 6] ef-
ficient even in enornous datasetssuch as Inter
net searchengires, and becase our praotype is
gearedtoward assessingpacereduction bendits
ratherthanspeedwe do not repat timings in this
paper However, we discussgperfamanceissuesn
geneal termsin Section6.

Spaceoverheads A systemthatis selectinga basever
sion given a set of featues mustbe ableto com-
parethosefeaturesto a large setof existing files.
Theoverheadperfile maybefrom 50-800bytesde-
pendng on how muchinformationis storedwhich
in turn affectsthe quality of the cormparison[6].

Execution parameteas Thereareanumnberof runtime
paramgersthat canaffect the perfamanceand/a
effectivenessof the system. We corsider the fol-
lowing:

Sizeand number of features Shinglingafile cre-
ates an enornous number of fingerpints,
or featues, represeting sequencesf data.
Brodefs techniqie selectsa “small” numker
of them,where“small” is parametazable[5].
We evaluatedthe sensitvity of the resultsto
this parameteiWe alsocanrequire aminimal
fraction of feature to matchbefae compu-
ing a delta,to seeif the poore matche still
demanstratebenefits. Finally, the nunber of
bytesusedto createa singlefeatue canvary.

Bestmatches If multiple files match the same
nunber of features,an exhaustive compua-
tion coulddeternine which basefile produces
the smallestdelta. In fact, a file matchirg
fewer featurescould prodice a smallerdelta
than one matchingmore featues. However,
in practice,one would want to conside as
few baseversiors aspossible. While it was
not possibleto perform an exhaustve search
within large datasetsywe sampledsereralfiles
with anequalnumter of matchirg featuesto
deternine whetherthereis a significantvari-
anceamory candid#e basefiles.

There is also an interaction betweenthe
nunber of featuresand the quality of the
match. If morefeaturesare conpared,then
differentbasefiles canbe distinguishe more
finely, possiblyresultingin a smallerdelta.

Lastly, some files may prodice particu
larly large savingsrelativeto anentiredataset,
while othes may contiibute relatively little.
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Assumingfiles aresortedby thesavingsfrom
encaling them, we analyzehowv mary files
need be delta-elmodedto produce a given
fraction of thetotal benefit.

Unzip-Rezip A small charge to a file can re-

sult in significant differences in a com-
pressed version of the file. For ex-
ample, we made a copy of the Redhat
7.1/ usr/share/dict/words (409,276
bytes, 45424 oneword lines) and change
line six from abandon to xyzzy. We
call the copy words1. Both words and
wor ds1 gererated gzipped files of abaut
131 Kbytes, with a difference of just four
bytes in size. Encodirg the differences
between the uncompressedwor ds1 and
wor ds, usingvcdiff, representedhe differ-
encesn just79bytes.In starkcontast,delta-
encaling wor ds1. gz agairst wor ds. gz
geneatedaboutd3 K bytes.

Therefore,delta-ercodingtwo compessed
filesby encodimy theiruncanpressedersions
andconpressingheresult(if needejlhasthe
poterial for significart gairs. Sincezip can
storean arbitraily large nunber of files and
directaies asa singlecompessedile, com-
parirg its contents individually and zip-ing
theresultsinto a singlezip file canhave simi-
lar benefits Onemightassumeéhatt ar need
notbehardledspecially sinceit concaenates
its input without compression We find below
thatthis hypothesisis incorrect for the three
delta-ercoding progams we tried. For all
thesedatatypeshowever, the overall effects
depend on the mix of data: in practice,the
nunber andsizeof compessediles thatcan
bendit from thisappr@achmaybedwarfedby
all theotherdata.

Delta-encaling algarithm and parameters

There are a few possible delta-erodirg
programs. We did not find significant dif-
ferercesin output sizesamory the available
programs;therefae, following the appoach
of delta-encding in HTTP [16], we repat
nunbersusingKornandVo's vediff [13].

Delta-encaling versuscompression We vary a

paraneterthat specifieshon muchsmallera
deltamustbe thansimply compressinga file
befae the deltais used. If no deltais small
enowgh, of the files usedas poterial base
versions,the compresedversin is usedin-
stead.We usevcdiff for compression(delta-
encdling a file against/ dev/ nul 1), due
to historicd reasons. Its data rediction is



comprableto gzip, thoudh typicdly slightly
worse.

Identical files Whenanidenticalfile appearsmul-
tiple timesin a datasetjt canbetrivially en-
codal againstanotter instancethrough the
useof hashfunctionssuchasMD5. Paststud-
ieshaveinvestigatedheprevalenceof mirrors
ontheweb[4] andtechnquesfor suppessing
dupicatepayloals[12]. Wechosdo suppres
dugdicatesfrom consicerationin our analysis,
sincethey aretrivially handed throwgh other
meansgxcef whena file containedn a zip
archive is duplicaed (sincetwo zip files may
have mary identicalfiles and somechangd
conten, andour unziprezipprocedurewould
matchup theidenticalfiles).

3 Datasets

We separateour analysednto two typesof data: web
pagesandfilesin afile system.We lump emailinto the
latter category, sincein geneal we expect the bendits
to be greaterfor staticencodng (spaceredudion) than
network transmission Note that not all the datasetsve
analyzedarediscussedurther in this paper but we in-
cludethemin thetablesto give a senseof the variallity
of theresults.

3.1 WebData

Ideally, to analyze the benefitsof DERD for the web,
onewould studyaliveimplementationover anexterded
time,and/a usefull conten tracesto simulateanimple-
mentation The latter apprachwas usedeffedively to
studydelta-erodingbasednidentical URLs [16], but
suchtracesaredifficult to obtain.

Instead,we usedthe w3get progam to download a
small setof roat web pages,andrecursvely the pages
linked from them,up to two levels. We specificallyex-
cludedfile suffixesthat suggestedmagedata,suchas
JPGandGlIF, focusinginsteadonthebasepagesThisis
partly becasedelta-erodinghasalreadybeendemon
stratedto be ineffective acrosgwo differentimagefiles,
evenhaving thesamename[16], andpartly becausém-
ageschang mote slowly thanHTML [9] andaremore
likely to becachel in thefirst place.

While periodc downloadsof specificwebpageshave
beenusedin the pastto evaluate delta-ercoding [13],
Cross-pag compaisonsrequiie a single snapshbof a
large numbe of pages.We believe thesepagesandthe
resultsobtaired from them, demorstratea high degree
of overlap in contentbetweenpage on the samesite;
this hasbeenobseredin otherresearchdueto the high
useof “templates”for creatirg dynamicpageq3, 23.

Tablel liststhesitesaccessedll betweer?4-26July
2002 with the numter of pages andtotal size. Note
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thatin thecaseof Yahod, thedownloadwasabotedaf-
ter about27 Mbyteswere downloaded,as that offered
sufficient datato perfom an analysis, and it was un-
clearhow muchaddtional datawould beretrieved if left
uncrecked.

3.2 File Data

We usedtwo typesof file data,which are summarizd
in Table 2. First, we scannedthe entire /usr direc-
tory in a nearlyunmodified RedhatLinux 7.1 distribu-
tion, totaling just under2 Gbytesof datain over 100K
files. Second,we exanined email from several users
andin severalformats. Much of our analysis usedover
500 Mbytes of oneusers UNIX-basedemail, which is
storedindividually in separatdiles by the MH mail sys-
tem. Theremainirg datacamefrom LotusNotes,which
storesmessagdodiesand attachmets as separateb-
jectsin a flat-file docunent database.We studiedthe
attachmets of five usersandthemessagéodes of two.

4 Experiments

As descriledin Section2.2, we varieda nurnber of pa-
rametersin the delta-encding and resembancedetec-
tion process.Our gereral goalswereto determire how
much more data could be eliminatedby using deltas
ratherthanjust compession,andhow sensitve thatre-
sultwould beto this setof paraneters.In particdar, we
wantedto estimateheminimal work a systemmightdo
to getareasoableberefit (i.e., the poirt of diminishing
returrs).

In generalwe fixedthe paranetersto a comma set.
We then varied eachparaneter to evaluateits effect.
Table 3 lists theseparaneters,with a brief descriptio
of eachone, the default value in boldface, and other
testedparaneters.The paraméeersareclusterednto two
sets:thefirst controlsthe passover the datato compue
thefeaturesandthe secondcontiols the comparisonof
thosefeatures andcompuationof thedeltas.

In somecases,dueto spaceconstraits, we do not
presenidditioral detailsabou varigionsin paraneters
thatdid notsignificantlyaffect results;thesearedenotel
by italic text. Additiond descriptims of mary of the
paraneterswere given abose in Section2.2. Note that
m n_f eat ures_rati o is special,in thatit is possi-
ble to computethe savingsfor eachnunberof matchirg
features andthencompte a cumulative benefitfor each
numter of matche in a later stage,asdemorstratedin
Section5.1.

4.1

Most of the work to encoe differencesasedon simi-
larity is performedby a pair of Perlscripts.Oneof these
recursvely descendoverasetof directoresandinvokes

Implementation Details



Name Files From... Files | Size(Mbytes) | Delta% | Comp%
Yahm yahoo. com 3,7% 2755 8 34
IBM i bm com 177 3.21 19 36
Masters mast ers. com 192 3.19 9 35
CNN cnn.com 73 2.53 15 29
Wimbledon | wi nbl edon. com 190 2.40 10 35
Table 1: Web datasetsvaluaed. Delta and compresion percentagesefer to the size of the encodeddatasetelative to the
original.
Name FilesFrom... IncludedFlleéchuded (Milyztis) Delta% | Comp%
[ usr [ usr 102932 1,250 1,964.16 36 45
VH oneusers MH directoy 87,005 56569 34 54
UserlBod | Userl’s Notesmail bodes 3,007 5.97 29 60
UserlAtt | Userl’s Notesmail attach. 189 8129 71 75
User2Bod | User2’s Notesmail bodes 445 1.18 42 56
User2Att | User2’s Notesmail attach. 1,078 41735 32 37
User3Att | User3’s Notesmail attach. 140 3618 52 61
User4Att | Userd’s Notesmail attach.| 1,982 99145 53 66

Table 2: File datasetgvaluaed. Excludedfiles areexplainedin thetext. Deltaandcompressiompercentagsreferto the sizeof

theencode datasetelative to the original.

a Java programto compue the featues. Eachcompua-
tionis aseparaténvocationof Java,thoughthatcouldbe
optimized Oncea file's featues have beencomputed,
they arecachedn a separatdile.

The other script takes the preomputel set of file-
namesandfeaturesandfor eachfile deternineswhich
otherfiles have the maximumnurmber of matchingfea-
tures. Currertly this is doneby identifying which fea-
turesa file has,andincrementingcowntersfor all other
files with a given featue in comnon, usingthe value
of the featureas a hashkey. This recods the most
features in comnon at ary point, F'. After all fea-
turesareprocessed ary files thathave at leastonefea-
ture in comman are sortedby the numbe of matchirg
features. Typicdly, only the files that match exactly
F features are consideed as baseversions,up to the
max_comnpar i sons parameterbut if thebestmatches
fail to prodicea smallenoudn delta,poaer matchesre
consideed until the maximun is reacted. Thereare
method to optimize this compaison by precanputing
the overlap of files, aswell asthrough estimation[22],
whichwe intendto integrateat a laterdate.

Delta-encding is perfamedby oneof a setof pro-
grams,all writtenin C. Oncea pair of files hasbeenso
encoad, the sizeof the outpu is cached Occasionally
the delta-erwoding progam might generatea deltathat
is largerthanthecompessedile, or evenlargerthanthe
original file. In thosecasesthe minimum of the other
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valuesis used.

For a given datasetthe resultsare reportedby list-
ing how mary files have a maximun featuresmatch
for a given numter of features,with statisticsagge-
gatedover thosefiles: the original size, the size of the
delta-ercodedoutput, andthesizeof theoutpu usingvc-
diff compression(delta-ercodingaganst/ dev/ nul | ,
comparableto gzip). Table4 is anexanple of this out-
put. The rows at the top shav dissimilar files, where
deltasmadeno difference while the rows at the bottam
hadthe greatst similarity andthe smallestdeltas. The
BestDeltaand AvgDelta columrs shaw that,in geneal,
therewasat mosta 1% differencein size(relative to the
original file) betweerthebestof upto tenmatching files
andthe averag of all ten. This charateristicwascom-
monto all the datasetsCorrespodingly, in all the fig-
uresthecurvesfor thesavingsfor delta-eroding depict
theaveragecases.

Thereare two apparet anonaliesin Table 4 worth
noting First, thereis a substantialjump in size at
the complete30/30featuresmatch,despitea consistent
numter of files, shaving amuchhigheraveragfile size.
This is skewed by a large numter of nearly identical
files, resultingfrom form lettersattachingmanuscripts
for review; if eachmanwscriptwassentto threepersons
andthe featuresin the large comnon datawereall se-
lected by the minimization process,they all matchin
every feature. (This is a desirablebehaior, but may



Processing
Stage

Parameter

Description

Values

Numbe of bytesin a fingerpinted

shi ngl esi ze shingle 20,30

numf eat ur es Numbe of featuescompaed 30, 100
Prepra@essing m n.si ze :\r/:::rl]llﬁgm gtlzﬁgtfi;mndlwdual eto 128 512bytes

unzi p fgrzl:)l:i;rﬁ) files be unzipped befole yes no

gunzi p Should gz files be unzipped before yes no

compaison

staticfiles

Whetherencodng A agairst B pre-
cludesencodng B againstA

web=o, files=yes

pr ogr am

Progran to perfam delta-encding

vediff

Whetherto compae againstall files,

i . no, yes
exhausti ve search or justbestmatches Yy
Maximum nunberof filesto compae
Encaling max_conpari sons agairst, with equalmaximalmatching | 10, 1,5

features

m n_features.r

atio

What fraction of featues mustmatch
to compue adelta?

0-1 (cumdative
distribution)

i mprovement _
t hreshol d

Whatis the maximunm sizeof a delta,
relative to simple conpression for it
to beused?

25%,50%, 75%,
100%

Table 3: Parametergvaluated Boldfacerepresentslefaults,anditalics represengvaluatedcasesiot reportedhere.

Matches Files Size(Mbytes) BestDelta(%) AvgDdta (%) Compressed%)
0 230 4.37 65 65 65
1 2634 9509 64 65 65
2 338 6387 58 58 60
3 3977 3086 39 40 45
4 4284 3253 31 32 39
5 4710 22386 35 36 46
27 294 2.85 4 4 46
28 227 3.09 2 2 44
29 174 9.39 0 0 43
30 224 9138 0 0 48
All 870 56569 34 34 54

Table 4: Delta-encodingandcompressin resultsfor the MH directory Percentagearerelative to original size,e.g. 34% means
deltassare abouttwo-thirds of the original size. Boldfacednumbersare explainedin the text. This table correspods to the

graphicalresultsin Figurel.

not be typical of all datasets.) Second,the files with
0-2 out of 30 featues matchirg have a dramdically
worse compessionratio than the other data. We be-
lieve theseare attributable to typesof datathat neither
matchotherfiles to a greatextent nor exhihit particu
larly goodcompressibility from interrally repeatedext
strings. MIME-encodé compesseddatawould have
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this attribute, whenthe samecompessedile doesnot
appeain multiple messages.

To analyz the benefitsof unzigping files, encaling
them,andzipping the results,we take two appoaches.
Zip files cancontainentiredirectay hierarches, while
gzip files compessjust onefile. Therebre, for zi p
files, we createa specialZIPDIR directory into which



thecontentsareunzigpedbeforefeaturesarecalculated
We assuméhereareno additicnal benefitsto compes-
sion,sincezip hasalreadytakencareof that. For deltas,
we delta-erode eachfile in this directay, storingthe
resultsin asecondempaary director, andthenzip the
results. For gzi p files, we gunzipthe files, compue
thefeatues,anddiscardtheuncanpresseautpu. Each
time we delta-ewodea gzippedfile, eitherastherefer
enceor the version, we unconpressit on the fly (the
most recentuncanpressedversionfile is then cachel
andreusedor eachencaling). Section5.4discusseshe
addedbenefitof thesetwo appoaches.

In somecasesthefeaturedfor all thefilesin asingle
datasetwith otherruntime state,resultedin a virtual
memoy imagethatexcee@ddthe512Mbytesof physical
memoy on the machineperformingthe compaisons—
this is an artifact of our Perl-baed pratotype, and not
inherant to the methalology, asevidened by the scale
of the searchenginesthat useresemblace detectionto
suppessduplicateg6]. Fortheusr andvHdatasetsye
prepocessedhe datato separatéheminto managedke
subdiretories,thenmerged the results. This would re-
sultin files in differentpartitions not being compared:
for exanple, a file in Mai | / conf er ences would
not be compaed aganst a file in Mai | / proj ect s.
In general,spatiallocality would suggesthat the best
matchedor afile in Mai | / conf er ences would be
found in Mai | / conf erences. (We subsequety
validatedthis theoly by rerunning the script on all MH
directofes at onae, usinga morecapablenachinewith
no significantdifferencein the overall benefits.) Also,
sincepartitiors werebasedn subdirectaesof asingle
rootsuchas/ usr , it alsowouldresultin somepartitions
having toofew filesto performmeanngful compaisons;
we skippal any subdirectoeswith fewerthan100files,
resultingin asmallfractionof files beingomitted(listed
in Table2).

5 Results

Herewe presehouranalysesWe startwith overallben-
efitsfor differen typesof data,thendescribehow vary-
ing certainparanetersimpactstheresults.

5.1 Overall Benefis

Our overall goal is to reducefile sizesandto evaluate
how sensitve this rediction is to different datatypes,
theamount of effort expendedandotherconsicrations.
Table 4 gives a senseof theseresults,in takbular form,
for a datasetthat is particularly condicive to this ap-
proad; Figurel shawvs the samedatagraphically. Fig-
urel(a)plotscompessedizesanddelta-encdedsizes,
aswell asthe original total file sizes,againstthe num-
ber of matchirg featues. For eachpossiblenumbe of
matchirg featuresfrom 0—-3Q we plot the total dataof
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files having that number of matchng featues as their
maximun match. As we expected the more features
match, the smallerthe delta size. The cumuative ef-
fectis shavn in Figure 1(b). In this gragh (aswell as
several subsequet oneswith the samelabel on the X-
axis), a point (X,Y) shaws that the total datasize ob-
tainedusinga particuar techniqe suchascompession
or delta-enodingis Y if all files with atleastX maxi-
mal matchirg featuresareencaled. For instancethe Y-
valueof thepointontheCompessedurvwe with X-value
15is thepercen of thetotal datasizeobtairedif all files
matchirg atleastoneotherfile in atleastl5feature are
compessed.Figure 1(b) shavs thatthe mostbenefitis
derived from including all files, evenwith zeromatches,
althoudh in thosecaseghesebenefitscomefrom com-
pressiorratherthandeltas—recalthatthesizeof adelta
is never larger thandelta-emodingit agairst the empty
file, i.e.,compessingt.

Figure 2(a) showns the cumulative benefitsof deltas
andcompessiorfor two of thestaticdatasetsusr , and
the VH data. Figure 2(b) doesthe samefor two of the
web datasetslBM andYahoo Both grapls arelimited
to two datasetdn orderto avoid cluttering them with
mary overlappinglines, but the bottan-line savings for
the otherdatasetsvererepatedin Table2 andTablel,
respectiely. In eachthedifferentdatasetshow differ-
entbenefits dueto the amouwnt of databeingcompared
andthe natureof the contents.Specifically the grapghs
have very different shapedecase mary more files in
thewebdataset$ave high degreesof overlap.

5.2 Contributions of Lar geFiles

Thegraplspresentethusfarhave emptasizedheeffect

of statisticssuchasthe numter of featuesthat match.
Anothe consideation is the skew in the savings: do a

small numberof files contribute mostof the benefitsof

delta-ercoding? In the caseof the VH datasetsucha

skew was suggestedby the statisticsin Table 4, which

shaved91 of the566Mbytesmatchingn all 30features
anddelta-erodingto virtually nothirg.

We visualizean answerto this questionby conside-
ing everyfile in a particulardatasetsortingby the most
bytessavedfor ary deltaobtainedor it, andplottingthe
cumuative distribution of the savings as a function of
the original files. Figure3(a) plots the cunulative sav-
ingsof the MH datasefasa fractionof the original data)
agairst the fraction of files usedto prodice thosesar-
ings or the fraction of bytesin thosefiles. In eachcase
the savings for DERD andstrict compresionareshavn
asseparateunes. Finally, points are plottedon a log-
log scaleto emphasizehe differencesat small values,
andnotethatthe Conp by byt e%curve startsat just
over 2% onthe X -axis.

The resultsfor this datasetclearly shav significant
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percen, of compressingr deltaencodng eachfile. A pointon
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matchat leastthat mary featues.

Figure 1: Effect of matchingfeaturesfor the MH data. Thesefiguresgraphicallydepictthe the datain Table4.
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Figure 2: Effect of matchingfeaturescumulatize, for several datasets.

skew. For exanmple, for deltas,1% of the files account

for 38% of the total 65% saved; encodng 25% of the

byteswill save 22%o0f thedata.Compessioralsoshavs

someskew, sincesomefiles areextremelycompessible.
If onecompessedhe bestfiles containng 25% of the

bytes,onewould save 17% of the data. This degree of

skew suggestghat heuristicsfor intelligently selecting
a subsebdf potential delta-erwodedpairs,or compessed
files, couldbe quite beneficial.

5.3 Effectsof File Blocking

Section2.2referedto animpacton sizeredudion from
rourding to fixed block sizes.In someworkloads,such
asfile backups,this is a nonrissue,but in othersit can
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have a mocerateimpactfor smallblocks anda substan-
tial impactfor largeones.

Figure 3(b) shavs how varying the blocksizeaffects
overall savings for the VH dataset.Like Figure 3(a), it
plotsthe cumuative savings sortedby contibution, but
it accouts for block rourding effects. A 1-Kbyte min-
imum blocksize,typical for mary UNIX systemswith
fragmentedfile blocks, redicesthe total possibleben-
efit of delta-ercoding from arourd 66% (assumingno
rourding) to 61%, but a 4-Kbyte blocksizebrings the
benefitdonnto 40%sincesomary messagearesmaller
than4 Kbytes.
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Figure 3: Cumulative savingsfrom M files, sortedin orderof contribution to total savings.

5.4 Handling Compressed and Tarred
Files

Section2.2 provided a justification for compaing the
uncanpressedersiors of zip andgzip files, aswell as
a hypothesigthattar files would not needspecialtreat-
ment. For someworkloads this is irrelevant, sincefor
exampe the MH repacsitory storedall messagewith full

bodies, uncanpressed. An attachnent might cortain
MIME-encodedcompeessedfiles, but thesewould be
part of the single file beingexamired, and one would
have to be moresophisticatecbou extractingtheseat-
tachmets. In fact,therewasno singleworkloadin our
studywith large numbes of bothzip andgzip files, and
overall benefitsfrom including this featue wereonly 1-
2% of the original datasizein ary datasetFor exampe,
theUser 4_At t ach workload, which hadthe mostzip
files, only saved anadditicnal 2% over the casewithout
specialhanding. Even thoud the zip files themseles
wereredwedby abou athird, overall storagevasdom

inatedby otherfile types.

We expected directly delta-emoding one tar file
agairst a similar tar file to geneate a small deltaif in-
dividual files had much ovedap, but this was not the
casein somelimited expeiments. Vcdiff generateda
deltaabou the size of the original gzippedtar file, and
two otherdelta programsusedwithin IBM perfamed
similarly. We tried a sampletest, usingtwo email tar
file attachmets unpacledinto two directoies,andthen
using DERD to encoe all files in the two directaies.
We selectedhe delta-encdedandcompessedsizesof
the individual files in the smallerof the tar files, and
found delta-erodingsaved 85% of the bytes,compared
to 71% for simple compessionof individual files and
79%whentheentiretar file wascompessedsawhole.
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Dependhg on how this extends to an entire workload,
just aswith zip andgzip, thesesavzings may not justify
theaddedeffort.

5.5 DeltasversusCompression

By default, our expaimentsassumedhatif a deltais
at all smallerthanjust usingcompresion,the deltais
used. Thereare reasonswhy this might not be desir
able,suchasa web sener usinga cacheél compessed
versionratherthancomputing a specializeddeltafor a
givenrequest. As anotherexanple, considera file sys-
tem backyp that would require both a basefile anda
deltato be retrieved before producing a saved file: if
the compessedversionwere25% larger thanthe delta,
it would consune thatextrastoragebut restoringthefile
would involve retrieving 125%of the deltas sizerather
thanthedeltaanda baseversionthatwould uncoubtedy
bemuchlargerthanthat25%.

We variedthe thresholdfor using a deltato be 25—
100% of the compessedsize, in increnents of 25%.
Figure4 shaws the resultof this expeiiment on the VH
dataset.Thee is a dramaticincreasen therelative size
of the delta-encodeddataat higher numbes of match-
ing features, becauseén somecasesthereis nolongera
usablematchat a givenlevel. The mostinterestingmet-
ric is the overall savings if all files areincluded, since
thatnolonger suffersfrom this shift; therelative sizein-
crease$rom about35%to about45%asthethreshdd is
redued.

5.6 ShingleSize

Unlike someof the otherparanetersthechoiceof shin-
gle size—withinreasor—seemdo have minimal effect
onoverall perfamance As anexamge, Figure5 shavs
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30 bytes,for the VH dataset.

how the sizereductim varieswhenusingshinde sizes
of 20 versus30 bytes. If all files areencoekd, even for

minimal matchs, the total size redwtion is aboutthe
same.If ahighervalueof mi nfeaturesratiois

usedthe20-byteshinglegprodice smallerdeltasfor the
samethreshdd within a reasonhle range(10-15 of 30

features matchng).

5.7 Number of Features

Thenumber of features usedfor comparisongrepresents
a tradedf betweenaccurag of resemblace detectim
andcompuationandstorageoverheads.In the extrenme
case,one could use Manker’s apprach of computing
andcompaing every featue, andhave an excellentes-
timate of the overdap betweenary two files. The other
extreme is to useno resemblace detectioratall or have
just a handul of features. Sincewe have found a fair
amount of discriminationusing our default of 30 fea-
tures,we have not corsideredfewer featuesthanthat,
but we did compute the savings for the VH datasefrom
using100featurednsteadof 30. Theresultswerevirtu-
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ally indistinguishale in the two cases—leadingp the
conclwsion that 30 features are preferable,due to the
lower costsof storing and comparing a given numter
of features.

Broderhasdescriled a way to storethe featueseven
morecompatly, suchas48bytesperfile, by treatingthe
features asaggegatesof multiple featurescompuedin
the “traditional” methal [6]. For onesuchmeta-featte
to match,all of somesubsebf theregularfeatures must
match exactly, suggestinga higher degree of overlap
thanwe felt would be apprriatefor DERD.

6 ResourceUsage

A systemusing our technigiesto efficiently deltaen-
codefiles and web docunents could compute features
for objects whenit first becanesaware of them. The
cost for determiing featuresis not that high, and it
couldbeamortizedovertime. The systemcouldalsobe
tunedto perfam delta-encding whenspacses thecriti-
calresourcendto storethingsin acornventioral manrer
whenCPUresoucesarethebottleneck

Using 30 featuresof 4 bytesapiece the spaceover-
headperfile is around 120 bytes. For largefiles, this is
insignificart. Oncethe featuesfor afile have beende-
termined it requres O(n) operatios to determire the
maximun number of matchingfeatues with existing
files wheren is the total nurber of files. However, to
getareasonaly goodnumker of matchingfeatures,it
is notalwaysnecessaryo examire featuredor all of the
existingfiles. A reasonale numkberof matchirg features
canoftenbedeterninedby only examiring a fractionof
the objectswhenthe numter of objects is large. That
way, the number of compaisonsneead for perfoming
efficientdelta-eicodingcanbebourded.

Delta-encding itself hasbeenmadeextrenely effi-
cient[1], andit shouldnotusuallybeabottlereckexcept
in extremely high-bandwidh ervironmens. Early work
demanstratedits feasibility on wirelessnetworks [11]
and shaved that proessorsan ordea of magnitue
slower thancurrentmachines could suppat deltasover
HTTP over network speedsip to abou T3 speedg16].
Morerecentsystemdik ersync[26] andLBFS[17], and
theinclusionof the Ajtai delta-ewodingwork in acom-
mercial backip system,alsosuppot the argumentthat
DERD will not be limited by the delta-ewoding band
width.

7 RelatedWork

Mogu, etal.,analyedthepoterial benefitoof compes-
sion and delta-enoding in the context of HTTP [16].
They found that delta-encding could dranmatically re-
ducenetwork traffic in caseswherea client andsener
shareda pastversio of a web page,termeda “delta-
eligible” respmse. When a deltawas available, it re-
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ducednetwork bandvidth requrementsby abou anor-
der of magntude. However, in the tracesevaluatedin
that study respomseswere delta-eligibleonly a small
fraction of the time: 10% in onetraceand30% in the
other but the onewith 30% excludedbinary datasuch
asimages. Ontheotherhand mostresouceswerecom-
pressibleandthey estimatedhatcompessingthosere-
sourceslynamcally wouldstill offer significantsaszings
in bandwidh andend-teendtransfertimes—factorsof
2-3improvementin sizeweretypical.

Later, ChanandWoo devisedamethodo increasehe
frequeng of delta-eligibe responsedy comgaring re-
sourceso othercachedesouiceswith similarURLs([7].
Their assumptiorwasthat resoures“near’ eachother
on a sener would have piecesin common somethiig
they thenvalidatel expetimentally They alsodescribe
an algoiithm for compaing a file againstseveral other
files, ratherthan the one-am-ore compaison typically
perfamedin this context. However, they did not ex-
plain how a sener would selectthe particdar related
resoucesin practice,assumingthat it hasno specific
knowledgeof aclient’scache We believe thereis anim-
plicit assumptiorthatthis appoachis in factlimited to
“persoral proxies” with exactknowledgeof the client’s
cachg11, 2], in which caseit haslimited apgicability.

Ouyary, et al., similarly clusteredrelatedweb pages
by URL, andtried to selectthe bestbaseversionfor
a given clusterby compuing deltasfrom a small sam-
ple [18]. While they were not focusedon a cachirg
contet, andaremoresimilar to thegenerhapplicatios
describecherein,they did notinitially usethe moreef-
ficient resembance detectionmethod of Manbe and
Broderto bestselectthe baseversions. Subsequetly,
they appliedresemblanceletectian techniqiesto scale
the techniqe to larger collections[19]. This work,
rouchly concurentwith our own, is similar in its gen-
eral appoach. However, the largest datasetthey ana-
lyzedwasjust over 20,0® web pagesandthey did not
considemthertypesof datasuchasemail. Anotherpos-
sibly significantdistinctionis thatthey usedshinglesizes
of only 4 bytes,whereasve used20-3 bytes. (We did
not obtainthis paperin time to repeatur analysewith
sucha smallshinglesize.)

Spring and Weatherall[24] essentiallygeneralizd
Chanand Woo'’s work by applying it to all datasent
over a specificcomnunicationchamel, and using re-
semblancealetectionto detectdugicate sequenesin a
collectionof data. This wasdoneby computing finger
prints of shingles selectingthosewith a predetemined
numter of zeroesn thelow-order bits (deterninistically
selectingafractionof features)andscanningyeforeand
afterthe matchingshingleto find the longestdugicate
datasequence.Like Chanand Woo’s work, this sys-
temworked only with a closecouging betweerclients
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andseners, so both sideswould know what redurdant
dataexistedin theclient. In addition,the commuica-
tion chanrel appoachrequresaseparateacheof pack
etsexchargedin the past,which may competewith the
browsercacheandotherapplicatiosfor resources.

In somecasesthe suppressiomnf redindang is ata
very coarselevel, for instanceidentifying whenan en-
tire payload is identicd to an earlier payloal [12], or
whenaparticularegionof afile hasnotchangd. Exant
plesof systemtakingthis apprachincludersync[26], a
popuar pratocol for remotefile copying, andthe Low-
bandvidth File System(LBFS)[17]. However, thereare
applications for which identifying an appopriatebase
versionis difficult andthe available redindang is ig-
nored For instance . BFS exploits similaritiesnot only
betweendifferent versions of the samefile but acress
files. To identify similar files, it hasheshe contents
of blocks of data, where a block bowndary is (usu-
ally) definedby a subsebf features—lile the Spring&
Wetherallapprach, except that the features determire
block boundariesratherthanindices for the databeirg
compmred. Variableblodk boundariesallow a chang
within oneblock notto affed neightoring blocks. (The
Ventiarchval system[20] andthe Pastichepeerto-peer
backip system[8] aretwo more recentexampges of the
useof conten-definedblocksto identify dugdicate con-
tent; we useLBFS hereasthe “canmical” exampe of
thetechnige.)

Similarly, it is notalwayspossibleto ensureghatboth
sidesof a network conrection sharea single commam
baseversion. Rsyncallows the two commuicatingpar
tiesto ascertairdynanically which blocksof a file are
alreadycontainedn aversionof thefile onthereceving
side.

LBFS andrsyncarewell suitedto complessinglarge
files with long sequenesof unchangedbytes, but if the
grandarity of charge is finer than their block bound-
aries, they get no benefit. Most delta-eroding algo-
rithmsremaove redundarey if it is large enaughto amor
tizetheoverheadof thepointersandothermeta-dtathat
identify the redurdang. A resemblace detectionpro-
cedue shouldtherebre be suitedto the delta-erwoding
algorithm, andthe size and contens of the data. Our
work demastrateghatfine-graineddeltaswork well in
a variety of ervironmerts, but a head-teheadcompai-
sonwith LBFSandrsyncin theseernvironmentswill help
determire which apprachis bestin which context.

8 Conclusionsand Future Work

Delta-encding hasbeenusedin a nurmber of appica-
tions,but it hasheenimited to two geneal contets: en-
codirg afile againstainearlierversionof thesamefile, or
encodng againstotherfiles (or datablocks) whereboth
sidesof acommunicationchanrel have aconsistenview
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of thecachedlata.We have gereralizedthisapprog&hin
the web contet to usefeaturesof web contert to iden-
tify appiopriatebaseversiors, andquantified the poten
tial redictionsin transfersizesof sucha system. We
have alsoextenced Manker’s useof this technigieon a
singlesener[14], andquariified potenial benefitsin a
geneal file systemandspecificto email.

For web conten, we have found substantialverlap
amory pageson a single site. This is consistentwith
ChanandWoo [7], Ouyary, etal. [19], andrecentwork
on automaticdetectionof comnon fragments within
pages[23]. For the five web datasetsve corsidered,
deltasreducel thetotal size of the dataseto 8—1% of
the original data,compaed to 29—-3%% usingcompes-
sion. For files andemail, therewasmuchmorevariabl-
ity, andthe overall berefitsarenot asdramatic but they
are significant: two of the largestdatasetseducedthe
overall storageneedsby 10—-20% beyond compression.
Therewassignifican skew in at leastonedatasetwith
asmallfractionof files accounting for alarge portionof
thesavings. Factos suchasshinglesizeandthenumter
of featuescompareddo notdramaticallyaffect thesere-
sults. Givena particdar numbe of maximalmatchirg
features, thereis notawide variationacrosshasefilesin
thesizeof theresultingdeltas.

A new file will often be createdby making a small
numter of chargesto an older file; the new file may
evenhave the samenameastheold file. In thesecases,
thenew file canoftenbe delta-erwodedfrom the old file
with minimal overhead. For the mostpart, our datasets
did not considr thesescenarios.For situationswhere
this type of updateis prevalent, the berefits from delta-
encodhng arelikely to be higher.

Now thatwe have denonstratedhe potertial saszings
of DERD, in the abstractwe would like to implement
undelying systemausingthis techrology. The smaller
deltasfor web datasuggst thatan obvious appioachis
to integrate DERD into a web sener and/a cache,and
thenusea live systemover time. However, suppeting
resemblaoe-basedleltasin HTTP involvesextra over-
headsandprotacol supprt [10] thatdo not affect other
applicatims suchasbaclups. We arealsointerestedn
method to redice storageand network costsin email
systemsand hopeto implemen our appoachin com-
monly usedmail platforms. As the systemscalesto
larger datasetswe canaddheuistics for moreefficient
resemblaoe detectionand feature compuation. We
can also evaluateadditioral apgication-specificmeth-
ods, suchas encaling individual elementsof tar files,
andcomparethevariows delta-basedppr@achesagainst
othersystemsuchasLBFS andrsyncin greatedepth
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