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Problem#1
Given a graph:

» which node to market-to /
defend / immunize first?

* Arethere un-natural sub-
graphs? (criminals’ rings or
terrorist cells)?

* How do P2P networks
evolve?
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Problem #1 - network and
graph mining
How does the Internet look like?

How does the web look like?

What constitutes a‘normal’ social
network?

What isthe ‘ market value' of a

customer?
 which gene/species affects the others
the most?
NIPSO3 C. Faloutsos 4
School of Computer Science
Carnegie Mellon
Solution#1.
e Al: Power law in the degree distribution
[SIGCOMM99]
internet domains
. att.com
log(degree) / oo NTERGO i ogzee s =
ibm.com 0.8
og(rank)
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Solution#1’: Eigen Exponent E

Eigenvalue
100

PaOragor -
exp(4.3031) “X™(-0.47734) ——

Exponent = slope
E=-048

May 2001

1 10 100

Rank of decreasing eigenvalue

» power law in the eigenvalues of the adjacency
matrix
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The Node Neighbor hood

* Q: average degree = 3 - how many
neighbors should | expect within 1,2,... h
hops?

* Potential answer:

1 hop -> 3 neighbors
2hops->3* 3

h hops -> 3"
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Solution#1'’": Hop Exponent H

 neighborhood function N(h) = number of pairs within
h hops or less - power law, too!

log(#pairs) internet N(h) = h28
o i ) : . instead of
N(h) = ¢ch

- 2.8 ‘hop’ expohent
Moreover: hislike
the‘intrinsic’
dimensionality:

log(hops)
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The Node Neighbor hood

* N(h) = # of pairs of nodes within h hops
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The Node Neighbor hood

* Q: average degree = 3 - how many
neighbors should | expect within 1,2,... h
hops?

)
« Potential answer [1[}{
1 hop -> 3 neighb
2hops->3*3

H”hops-> 3 WE HAVE DUPLICATES!
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Solution#1'’": Hop Exponent H
 neighborhood function N(h) = number of pairs within
h hops or less - power law, too!
log(#pairs) inter net H:op e<p:. =1 —C
- 28 ‘hop exponent | Hopexp.=2
log(hops)
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But:

* Q1: How about graphs from other domains?
» Q2: How about temporal evolution?
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More power laws:
» web hit counts [w/ A. Montgomery] o
Web Site Traffi
log(¢ount)
i1 \zipf o
[ )
i users .
\ sites
fee Iqg(freq)
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epinions.com
count * who-trusts-whom
. [Richardson +
ol R Domingos, KDD
wl 2001]
(out) degree
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More power laws:

citation counts: (citeseer.nj.nec.com 6/2001)

log(count)
Uliman
= * log(#citations)
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The Peer-to-Peer Topology

= 0 w
{a) Grutella snapshot from Dec. 28, 2000 (1|-0.94)

[Jovanovic+]

"

 Frequency versus degree
* Number of adjacent peers follows a power-law
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More Power laws
* Also hold for other web graphs [Barabasi+],

[Tomkinst], with additional ‘rules’ (bi-
partite cores follow power laws)
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Time evolution

» Do these laws hold over time?
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Hop Exponent H

 neighborhood function N(h) = number of pairs within
h hops or less - power law, too!

H . =1
log(#pairs) internet :op e<p: - -
am Hop exp. =2

A28 ‘hop’ exponent

log(hops)
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log(degregie:-===

ibm.com

TimeEvolution: rank R - o]

-0.5

— 200 400 600 800 .
= Y Domain
£ level
eV
Q07T+ -————— ===
é W
IV kR
c
So9t+-—------——- - ——
-1
Instances in time: Nov'97 - now
The rank exponent has not changed!
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Problem #2: Scalability

» How to handle huge graphs (>>10**5 nodes)?
 Specific example:
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More on the hop exponent
* naively it needs >O(N**2) (terrible for

large graphs)
* What to do?
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Solution:

o Approximation: ‘ANF’ (approx.
neighborhood function [KDDO02, w/ C.
Palmer and P. Gibbong] - response time:
from day to minutes

» ANF aso gives bounds on the error

* Subtle point: Sampling (hode- or edge-):
doesn’'t work
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Our Data: Scan+Lucent Data
Set

« Two projects used traceroute like probes:

— SCAN: Multiple robots collect linkage information.

— Lucent: Single source probes network over time.
o Carefully merged to form best picture of Internet.
¢ Datawas current as of late 1999.

#Nodes | #Edges | Average Max.
Degree Degree

285K 430K 3.15 1,978
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Effective Radius

« Effective Radius( x ): radius that covers 90% of
total nodes, starting from node ‘ x’

100000 —

12 79 11 13 15 17 19 21
Effective ‘radius’
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Wecan learn a
#otnodes lot by looking at
with this 000 the different
rdus parts of this
flog scale] m histogram
1
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Scalability of ANF
Running time (mins)
2 ANF
80 . 0,
. Sampling (0.15%) ANF-C
NIPSO3 ' i c F;;]utsos 15I\/IilliOI’]S (;; edges 2
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(Approx.) neighborhood
function
» Useful for estimating the diameter of a
graph;
). the Aleffectiveradius’ of anode (distance
to 90%-tile of the other nodes)

* the connectivity under failures
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Tiny radius???

100000 —

10000

1000

709 11 13 15 17 19 21
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Identify Outliers/ Data Errors

100000 =

Actual Subgraph

16000 of these nodes

iiiiii%

@ 25258338
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Identify “Important” Nodes

100000

10000
1000

100

10
1

12 VB 11 13 15 17 19 21

¢ Topologically important nodes: very well connected.
e Conjecture: These are “ core” routersin the Internet..
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“Poor” Nodes ?
100000 —
10000
1000
100
10 ’_’_‘
1
12 7 9 11 13 15 17 19 21,
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“Poor” Nodes?
] Pty
10000
100
"1
112 T 5 i1 13 15 17 1\ 21

Who and what are these nodes? Data collection error?
Poorly connected countries? Other?
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(Approx.) neighborhood
function
» Useful for estimating the diameter of a
graph;
« the Aeffective radius’ of anode (distance
to 90%-tile of the other nodes)

)« the connectivity under failures
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Link Failures

Experiment: Pick an edge at random, delete it
and measure network disruption.

£ ger10
# connected P S5k detet
. £ be+10 > ons
pairs 8 ser10 for big change
o der10
2 3e+10
i 2e+10
Z1ert0
g 50K 100K 150K 200K 250K 300K 350K 400K
# of edges deleted (out of 430K edges)
Internet very resilient to link failures
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Effect of node deletions

¢ Robust to random failures, focused failures are a
problem

¢ ALL theserunswould take >100x times longer
without ANF!

# connected
pairs
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Problems:

#1: What tests/plots should we do on ared
graph?
#1': How can we check the “realism” of samples
from a graph?
#2: How to generate redlistic graphs?
[joint work with Deepay Chakrabarti and
Yiping Zhang]
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Scenario #1: Patterns
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Outline

Introduction - motivation

 Power laws in the internet topology
Fast algorithms

* Generators

* Virus propagation

 Conclusions
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Scenario #1; Patterns
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Scenario #1: Patterns

Count vs Indegree Count vs Outdegree Hop-plot
Scree plot “Network values” Stress
NIPS03 C. Faloutsos »
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Scenario #1': Checking Sample
Realism
Q1: Which sampling method is best?

Q2: How can we evaluate the “ goodness’ of a
sample?

A: NetMine and its “ checkpoints”
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Scenario #2: Graph generation

Q: How can we generate “realistic’
graphs, using as few parameters as
possible?

A:"R-MAT” ==> 3 parameters!
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Conclusions

The NetMine tool can:
— Find patternsin large real-world graphs
— Modéd graphs using very few parameters
— Check the realism of samples from agraph
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Scenario #1': Checking Sample
Realism

Effective
Diameter

Count vs Indegree Count vs Outdegree Hop-plot

Eigenvalue vs Rank “Network value’
NIPSO3 C. Faloutsos m
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Scenario #2: Graph generation

Effective Diamete]

Count vs Indegree Count vs Outdegree Hop-plot
Eigenvalue vs Rank “Network value’ Stress
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e Introduction - motivation

» Problem #1: Patterns in the internet
topology

* Problem #2: Scale-up

 Problem #3: Graph Generators

* Problem #4: Virus propagation

» Conclusions
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Problem definition

* Q1: How does a virus spread across an
arbitrary network?

* Q2: will it create an epidemic?
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Framework

b: prob. an infected neighbor attacks
d: prob. an infected node heals

Infected by neighbor

Susceptibl \)nfected

Cured
internally
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Epidemic threshold t

What should t depend on?

* avg. degree? and/or highest degree?
 and/or variance of degree?

« and/or determinant of the adjacency matrix?

o ©O
o o
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Framewor k

* Susceptible-Infected-Susceptible (SIS)
model
— Cured nodes immediately become susceptible

Infected by neighbor
SO -

“Cured

internally
e C. Faloutsos ©

g e
Epidemic threshold t
Defined as the value of t, such that
if b/d>t

an epidemic erupts
Thus,

» compute its epidemic threshold

NIPS03 C. Faloutsos 54

‘School of Computer Science
Carnegie Mellon

Epidemic threshold t

What should t depend on?

* avg. degree? and/or highest degree?
 and/or variance of degree?

« and/or determinant of the adjacency matrix?

Actualy, it depends on just a single value of
the adjacency matrix!
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Epidemic threshold

* [Theorem] We have no epidemic, if
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Epidemic threshold

* [Theorem] We have no epidemic, if

epidemic threshold
recovery prob. 'ﬁ\ /

/ <!:1/r1,A

T
largest eigenvalue
of adj. matrix A

7
attack prob./
Proof: [Wang+03]
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A e
Epidemic threshold for various
networks

* sanity checks/ older results:
» Homogeneous networks
- 1A= <k>: = 1l<k>
—where<k> = average degree
— Thisisthe same result as of Kephart & White!
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Epidemic threshold for various
networks

* sanity checks/ older results:
* Star networks
- 1= SOrt(d); = VY sqrt(d)
—where d = the degree of the central node
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Epidemic threshold for various
networks

* sanity checks/ older results:
* Infinite, power-law networks

— 1A= ; = non-existent; this concurs with
previous results [Barabas et al]

* Finite power-law networks
- =1/ 1A
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Experiments (Star)

L [ Sar
450 X - - - - - - -
3
$e />
2 37 (above threshold)
Sk s
3
£
5 20 | =
85y A NN o~ (at the threshold
E 10
Z 5 /| <
0 (below threshold)
0 50 100 150 200
Time
: ==-0.04 — 0.08 =&~ 0.12 =« 0.16 ——0.20
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Our prediction vs. previous
L3 predicti

Our
Our

Number of
infected nodes

/ /
Oregon Star

* our predictions are more accurate
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Experiments (Oregon)
500 4

5 400 4 | />
2 (above threshold)
g K
72 2004 K-~~~ - S~
g /| =
§ 100 - (at the threshold)

0 : ::H”’:H AAAAA A

0 250 500 750‘\1&1& | <
Time (below threshold)
=8~ 0.05 —-0.06 - 0.07
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Conclusions
We found an epidemic threshold
that applies to any network topology
and it depends only on one parameter of
the graph
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Overall Conclusions

» Real graphs/networks obey multiple ‘ power
laws’

» scalable algorithms (like ANF) are vital, for
large graphs

» NetMine: realistic graph generator

» Epidemic threshold ~ 1/eigenvalue, for any
graph!
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Thank you!
Contact info:

christos@cs.cmu.edu
deepay@cs.cmu.edu
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