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Jalapeño is a virtual machine for JavaTM servers
written in the Java language. To be able to
address the requirements of servers
(performance and scalability in particular),
Jalapeño was designed “from scratch” to be as
self-sufficient as possible. Jalapeño’s unique
object model and memory layout allows a
hardware null-pointer check as well as fast
access to array elements, fields, and methods.
Run-time services conventionally provided in
native code are implemented primarily in Java.
Java threads are multiplexed by virtual
processors (implemented as operating system
threads). A family of concurrent object allocators
and parallel type-accurate garbage collectors is
supported. Jalapeño’s interoperable compilers
enable quasi-preemptive thread switching and
precise location of object references. Jalapeño’s
dynamic optimizing compiler is designed to
obtain high quality code for methods that are
observed to be frequently executed or
computationally intensive.

Jalapeño is a Java** virtual machine (Jvm) for
servers. The memory constraints on a server are

not as tight as they are on other platforms. On the
other hand, a Jvm for servers must satisfy require-
ments such as the following that are not as stringent
for client, personal, or embedded Jvms:

1. Exploitation of high-performance processors—Cur-
rent just-in-time (JIT) compilers do not perform
the extensive optimizations for exploiting mod-
ern hardware features (memory hierarchy, in-
struction-level parallelism, multiprocessor paral-
lelism, etc.) that are necessary to obtain
performance comparable with statically compiled
languages.

2. SMP scalability—Shared-memory multiprocessor
(SMP) configurations are very popular for server
machines. Some Jvms map Java threads directly
onto heavyweight operating system threads. This
leads to poor scalability of multithreaded Java
programs on an SMP as the numbers of Java
threads increases.

3. Thread limits—Many server applications need to
create new threads for each incoming request.
However, due to operating system constraints,
some Jvms are unable to create a large number
of threads and hence can only deal with a limited
number of simultaneous requests. These con-
straints are severely limiting for applications that
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need to support thousands of users simulta-
neously.

4. Continuous availability—Server applications must
be able to satisfy incoming requests while running
continuously for long durations (e.g., several
months). This does not appear to be a priority
for current Jvms.

5. Rapid response—Most server applications have
stringent response-time requirements (e.g., at
least 90 percent of requests must be served in less
than a second). However, many current Jvms per-
form nonincremental garbage collection leading
to severe response-time failures.

6. Library usage—Server applications written in Java
code are typically based on existing libraries
(beans, frameworks, components, etc.) rather
than being written “from scratch.” However, since
these libraries are written to handle generic cases,
they often perform poorly on current Jvms.

7. Graceful degradation—As the requests made on
a server oversaturate its capacity to fulfill them,
it is acceptable for the performance of the server
to degrade. It is not acceptable for the server to
crash.

In Jalapeño, Requirement 1 is addressed by a dy-
namic optimizing compiler; lighter-weight compil-
ers are provided for code that has not been shown
to be a performance bottleneck. Requirements 2 and
3 are addressed by the implementation of lightweight
threads in Jalapeño. Implementing Jalapeño in the
Java language addressed Requirement 4: Java type
safety aids in producing correct code, and the Java
automatic storage management prevents “dangling
pointers” and reduces “storage leaks.” We expect
Requirement 5 to be satisfied by the concurrent and
incremental memory management algorithms cur-
rently being investigated. Requirement 6 will be sat-
isfied by specialization transformations in the Jala-
peño optimizing compiler that tailor the dynamically
compiled code for a library (for example) to the call-
ing context of the server application. Although we
know of no programmatic way to guarantee satis-
faction of Requirement 7, we try not to lose sight of
it.

The paper is organized as follows. The next section
considers implementation issues. The following sec-
tion presents the Jalapeño Jvm, including its object
model and memory layout and its run-time, thread
and synchronization, memory management, and
compilation subsystems. Following sections exam-
ine Jalapeño’s optimizing compiler, describe Jala-
peño’s current functional status and give some pre-

liminary performance results, and discuss related
work. The final section presents our conclusions. Two
appendices are included to explain how Jalapeño’s
run-time services evade some Java restrictions
while preserving the integrity of the language for
Jalapeño’s users, and to detail the process of boot-
strapping Jalapeño.

Design and implementation issues

The goal of the Jalapeño project is to produce a
world-class server Jvm “from scratch.” Our approach
is to create a flexible test bed where novel virtual
machine ideas can be explored, measured, and eval-
uated. Our development methodology avoids pre-
mature optimization: simple mechanisms are initially
implemented and are refined only when they are ob-
served to be performance bottlenecks.

Portability is not a design goal: where an obvious per-
formance advantage can be achieved by exploiting
the peculiarities of Jalapeño’s target architecture—
PowerPC* architecture1 SMPs (symmetrical multi-
processors) running AIX* (Advanced Interactive
Executive)2—we feel obliged to take it. Thus,
Jalapeño’s object layout and locking mechanisms are
quite architecture-specific. On the other hand, we
are aware that we may want to port Jalapeño to some
other platform in the future. Thus, where perfor-
mance is not an issue, we endeavor to make Jala-
peño as portable as possible. For performance as well
as portability, we strive to minimize Jalapeño’s de-
pendence on its host operating system.

The original impetus for building Jalapeño in the
Java language was to see if it could be done.3 The
development payoffs of using a modern, object-ori-
ented, type-safe programming language with auto-
matic memory management have been considerable.
(For instance, we have encountered no dangling
pointer bugs, except for those introduced by early
versions of our copying garbage collectors which, of
necessity, circumvented the Java memory model.)
We expect to achieve performance benefits from Java
development as well: first, no code need be executed
to bridge an interlinguistic gap between user code
and run-time services; and second, because of this
seamless operation, the optimizing compiler can
simultaneously optimize user and run-time code, and
even compile frequently executed run-time services
in line within user code.

The Jalapeño implementation must sometimes evade
the restrictions of the Java language. At the same
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time, Jalapeño must enforce these restrictions on its
users. Jalapeño’s mechanism for performing such
controlled evasions is presented in Appendix A.

Very little of Jalapeño is not written in the Java lan-
guage. The Jalapeño virtual machine is designed to
run as a user-level AIX process. As such, it must use
the host operating system to access the underlying
file system, network, and processor resources. To ac-
cess these resources, we were faced with a choice:
the AIX kernel could be called directly using low-level
system calling conventions, or it could be accessed
through the standard C library. We chose the latter
path to isolate ourselves from release-specific oper-
ating system kernel dependencies. This required that
a small portion of Jalapeño be written in C rather
than Java code.

To date, the amount of C code required has been
small (about 1000 lines). About half of this code con-
sists of simple “glue” functions that relay calls be-
tween Java methods and the C library. The only pur-
pose of this code is to convert parameters and return
values between Java format and C format. The other
half of the C code consists of a “boot” loader and
two signal handlers. The boot loader allocates mem-
ory for the virtual machine image, reads the image
from disk into memory, and branches to the image
startup code (see Appendix B). The first signal han-
dler captures hardware traps (generated by null
pointer dereferences) and trap instructions (gener-
ated for array bounds and divide-by-zero checks),
and relays these into the virtual machine, along with
a snapshot of the register state. The other signal han-
dler passes timer interrupts (generated every 100 mil-
liseconds) to the running Jalapeño system.

Jvm organization

Following subsections describe Jalapeño’s object
model, run-time subsystem, thread and synchroni-
zation subsystem, memory management subsystem,
and compiler subsystem.

Java objects are laid out to allow fast access to field
and array elements, to achieve hardware null pointer
checks, to provide a four-instruction virtual-method
dispatch, and to enable less frequent operations such
as synchronization, type-accurate garbage collection,
and hashing. Fast access to static objects and meth-
ods is also supported.

In conventional Jvms, run-time services—exception
handling, dynamic type checking, dynamic class load-

ing, interface invocation, input and output, reflec-
tion, etc.—are implemented by native methods writ-
ten in C, C11, or assembler. In Jalapeño these
services are implemented primarily in Java code.

Rather than implement Java threads as operating
system threads, Jalapeño multiplexes Java threads
on virtual processors, implemented as AIX pthreads.4

Jalapeño’s locking mechanisms are implemented
without operating system support.

Jalapeño supports a family of memory managers,
each consisting of an object allocator and a garbage
collector. All allocators are concurrent. Currently,
all collectors are stop-the-world, parallel, and type-
accurate collectors. Generational and nongenera-
tional, copying and noncopying managers are sup-
ported. Incremental collectors are being investigated.

Jalapeño does not interpret bytecodes. Instead these
are compiled to machine code before execution. Jala-
peño supports three interoperable compilers that ad-
dress different trade-offs between development time,
compile time, and run time. These compilers are in-
tegral to Jalapeño’s design: they enable thread sched-
uling, synchronization, type-accurate garbage collec-
tion, exception handling, and dynamic class loading.

Object model and memory layout. Values in the Java
language are either primitive (e.g., int, double, etc.)
or they are references (that is, pointers) to objects.
Objects are either arrays having components or sca-
lars having fields. Jalapeño’s object model is gov-
erned by four criteria:

● Field and array accesses should be fast.
● Virtual method dispatch should be fast.
● Null pointer checks should be performed by the

hardware.
● Other (less frequent) Java operations should not

be prohibitively slow.

Assuming the reference to an object is in a register,
the object’s fields can be accessed at a fixed displace-
ment in a single instruction. To facilitate array ac-
cess, the reference to an array points to the first (ze-
roth) component of an array and the remaining
components are laid out in ascending order. The
number of components in an array, its length, is kept
just before its first component.

The Java language requires that an attempt to ac-
cess an object through a null object reference gen-
erate a NullPointerException. In Jalapeño, refer-
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ences are machine addresses, and null is represented
by Address 0. The AIX operating system permits loads
from low memory, but accesses to very high mem-
ory, at small negative offsets from a null pointer, nor-
mally cause hardware interrupts.5 Thus, attempts to
index off a null Jalapeño array reference are trapped
by the hardware, because array accesses require load-
ing the array length, which is 24 bytes off the array
reference. A hardware null-pointer check for field
accesses is effected by locating fields at negative off-
sets from the object reference.

In summary, in Jalapeño, arrays grow up from the
object reference (with the array length at a fixed neg-
ative offset), while scalar objects grow down from the
object reference with all fields at a negative offset
(see Figure 1). A field access is accomplished with
a single instruction using base-displacement address-
ing. Most array accesses require three instructions.
A single trap instruction verifies that the index is
within the bounds of the array. Except for byte (and
boolean) arrays, the component index must then be
shifted to get a byte index. The access itself is ac-
complished using base-index addressing.

Object headers. A two-word object header is asso-
ciated with each object. This header supports virtual
method dispatch, dynamic type checking, memory
management, synchronization, and hashing. It is lo-
cated 12 bytes below the value of a reference to the
object. (This leaves room for the length field in case
the object is an array, see Figure 1.)

One word of the header is a status word. The status
word is divided into three bit fields. The first bit field
is used for locking (described later). The second bit
field holds the default hash value of hashed objects.
The third bit field is used by the memory manage-
ment subsystem. (The size of these bit fields is de-
termined by build-time constants.)

The other word of an object header is a reference
to the Type Information Block (TIB) for the object’s
class. A TIB is an array of Java object references. Its
first component describes the object’s class (including
its superclass, the interfaces it implements, offsets
of any object reference fields, etc.). The remaining
components are compiled method bodies (execut-
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