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Clocking considerations and the design of clocked storage
elements are discussed in this paper. We present a systematic
approach for deriving a clocked storage element suitable for
“time borrowing” and absorption of clock uncertainties. We
explain how to compare different clocked storage elements with
each other, and discuss issues related to power consumption
and low-power designs. Finally, results of comparisons among

representative designs are presented.

Introduction
Deciding on the clocking strategy is one of the single most
important decisions when designing a digital system. If
the wrong strategy is employed, system bring-up and
diagnostics can be very costly, and system operation will
remain unreliable throughout its lifetime. The importance
of clocking is gaining recognition as clock speeds rapidly
increase, traditionally doubling every three years—and
lately, every two years.

As clock speeds increase, the number of logic levels
in the critical path diminishes. In today’s high-speed
processors, instructions are executed in one cycle, driven
by a single-phase clock. In addition, the number of
pipeline stages has increased to 15 or 20 to accommodate
the increase in clock speed. Today, ten levels of logic in
the critical path are common, and, as shown in Figure 1
[1], this number is expected to decrease further. The
diminishing amount of logic placed between two pipeline
stages is responsible in large part for the recent and rapid
increase in clock frequency, an increase that has surpassed
the traditional trend in technology scaling. This decrease
in the amount of logic between two pipeline stages is
occurring at about half the rate at which clock frequency
is increasing, bringing the number of pipeline stages to
roughly one half every six years. However, this trend
cannot be expected to continue much longer because a
minimal amount of logic (at least two stages) is necessary
to make the pipeline stage meaningful. With deeper

pipelines, any overhead associated with the clock system
and clocking mechanism that directly and adversely affects
machine performance is critically important.

At today’s frequencies, the ability to absorb clock skew
and use faster clocked storage elements (CSEs) results in
a direct performance improvement comparable to those
obtained through difficult implementations of architectural
or microarchitectural techniques.

As the clock frequency reaches 5-10 GHz, traditional
clocking techniques will be stretched to their limits, because
three to five gates per stage would be barely useful.
Beyond that frequency, traditional CSEs would be using
as much logic as the pipeline stage. With power continuing
to grow, requirements for low power would necessitate
more efficient clocking solutions. Thus, new ideas and
new ways of designing digital systems are required.

Clocking considerations in sequential systems

Clock distribution
The two most important timing parameters that affect the
clock signal are clock skew and clock jitter.

Clock skew is a spatial variation of the clock signal as
distributed through the system. It is caused by the various
resistive/capacitive (RC) characteristics of the clock paths
to the various points in the system and the different
loading of the clock signal at different points on the chip.
Further, we can distinguish global clock skew and local

©Copyright 2003 by International Business Machines Corporation. Copying in printed form for private use is permitted without payment of royalty provided that (1) each

reproduction is done without alteration and (2) the Journal reference and IBM copyright notice are included on the first page. The title and abstract, but no other portions, of this

paper may be copied or distributed royalty free without further permission by computer-based and other information-service systems. Permission to republish any other portion of
this paper must be obtained from the Editor.

0018-8646/03/$5.00 © 2003 IBM

IBM J. RES. & DEV. VOL. 47 NO. 5/6 SEPTEMBER/NOVEMBER 2003

V. G. OKLOBDZIJA

567



568

10,000 g 100
3 Processor frequency

scales 2X per technology'
generation =

1,000 | 212648

MHz

100 |

; *
L
=
Gate delays per clock period

z

4
10 386 1 1 1 1 1 1 1 1 1 1
>~ 9 = 0 v o~ o o n
0 [~ N N [N [N (=N (=3 (=3 (=3
2 & & & & & & S S S
— — — — — — — [l N N
aid s*k
—— Intel —e— DEC

-=~ IBM PowerPC™ processor o Gate delays per clock period

Increase in the clock frequency and decrease in the number of
logic levels in the pipeline. Reprinted from [1] with permission;
© 1999 IEEE.

clock skew, which are equally important in the design of
high-performance systems.

Clock jitter is a temporal variation of the clock signal
with regard to the reference transition (reference edge)
of the clock signal. Clock jitter represents edge-to-edge
variation of the clock signal in time. As such, clock jitter
can also be classified as either of two types: long-term jitter
or edge-to-edge clock jitter, which is defined as clock-signal
variation between two consecutive clock edges. In high-
speed logic design, we are more concerned about the
edge-to-edge clock jitter, because it affects the time
available for the logic operation.

Typically, the clock signal has to be distributed to
several hundreds of thousands of the CSEs. Therefore,
the clock signal has the largest fanout of any node in the
design and requires several levels of amplification. As a
consequence, the clock system by itself can consume up
to 40-50% of the power of the entire VLSI chip [2]. We
must also ensure that every CSE receives the clock signal
precisely at the same moment in time.

There are several methods of distributing the on-chip
clock signal while minimizing clock skew and limiting the
power dissipated by the clock system [3, 4]. Two typical
cases are an RC-matched tree and a grid [5].

If given superior computer-aided design tools, a perfect
and uniform process, and the ability to route wires and
balance loads with a high degree of flexibility, an RC-
matched delay clock distribution tree would be preferable
to a grid. However, we do not have a perfect and uniform
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process and a high degree of flexibility in routing and
balancing loads. As a result, a grid is used when clock
distribution on the chip has to be controlled very precisely,
as is the case with high-performance systems. However,
because the clock consumes more power when using a
grid arrangement, and because local variations in device
geometry and supply voltage are important components
of the clock skew, it is necessary to use more sophisticated
clock distribution than simple RC-matched or grid-based
schemes. Active schemes with adaptive digital de-skewing
typically reduce the clock skew of simple passive clock
networks by an order of magnitude, allowing tighter
control of the clock period and higher clock rates [6].

Synchronous systems

A traditional view of the finite state machine is
represented by the Huffman model, which consists of
a combinational logic element and CSE. In this model,
the next state, which is determined by the present state
and the input, is stored into the CSE by the triggering
mechanism of the clock (edge or level). Following this
model, we are used to thinking that the purpose of the
CSE is to “hold” or “memorize” the state. This view

is further supported by the level-sensitive scan design
(LSSD) methodology, which uses storage elements to
“scan out” the state of the machine during the test and
debug mode.

In this paper, however, we offer a different view. In
order to ensure proper operation, the purpose of the CSE
is to prevent the corruption of the next state [Figure 2(a)].
Though memorizing the state is a needed function for the
architected registers, it is not a necessary function for
every CSE in the machine.

This view is broader and can represent wave pipelining
[7], for example. In the case of wave pipelining, the signal
is blocked from corrupting the present state, S , by the
sheer delay of the wire. The signal simply cannot arrive
in time; therefore, no blocking is necessary. However,
this model also reveals the problems of wave pipelining.
Ideally, all signals should arrive at the same moment in
time, which is not possible. Therefore, the fast-path
problem becomes more difficult to control, and it is
necessary to impose much more stringent requirements on
the fast-paths. Because this too is not possible, the system
runs the danger of corrupting the state in the course of
several cycles. The case of skew-tolerant domino logic
[8, 9], shown in Figure 2(b), conforms to the model
presented in Figure 2(a).

Blocking of the signal is accomplished by the pre-charge
phase of the clock. For example, while Clock @, is low
(pre-charge), data from Stage 1 cannot be passed to Stage
2. Only after the pre-charge phase has elapsed and Clock
®, has returned to its high value can data from Stage 1 be
passed to Stage 2. This transfer has to be completed while
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Clock @, is high. Obviously, the speed of this logic is
determined by the precise matching of the clocks. This is
accomplished by having the clock signal travel along the
datapath, while the local clocks are generated by delaying
the clock for the amount of time needed in the logic
stage. In a way, this is similar to the clocking used in
early mainframe computers [10]. In general, the overlap
between negative phases of the Clock ®—®, , is not
necessary; however, this overlap is needed if we are to
eliminate the bottom (“footer”) transistors, as shown in
Figure 2(b). The need for an overlap results from the
requirement that all paths-to-ground be deactivated before
the gate begins pre-charge. When footer transistors are
removed, it is necessary to ensure that at least one
transistor in the series stack be off during pre-charge

to avoid contention [9].

Asynchronous systems

With the increase in clock frequency, synchronous systems
are facing serious problems—the inability to precisely
control the clock, nonscaling clock uncertainties, wire
delays, and the simple fact that the signal may require
one or more clock cycles to reach its destination. Thus,
asynchronous system design has been revisited.

The overhead imposed on the synchronous system by
clock uncertainties and CSE properties is simply traded
for the overhead imposed by the handshake signaling
in the asynchronous system (Figure 3). Thus, the
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question really is this: Which system—synchronous or
asynchronous—can be designed so that it imposes lesser
penalties on the data transfer as the speed of the logic
continues to rapidly increase? Today, it makes logical sense
to use synchronous design in local domains, which can be
clocked synchronously without considerable difficulties.
Data transfers lasting several clock cycles could be
accomplished using asynchronous communication. This
opinion is supported by the fact that at 10 GHz or more,
it would take several clock cycles to cross from one chip
edge to another, as well as the fact that an entire
processor in a one-billion-transistor chip would occupy
only a small portion of the chip.

Clocked storage elements

The function of a CSE, flip-flop, or latch is to block
the signal path, thus preventing it from corrupting the
present state. In addition, it may be used to capture
the state information and preserve it as long as it is
needed by the digital system. It is not possible to define
a storage element without defining its relationship

to the clock.

Master-slave latch

To avoid the transparency of a single latch, two latches

are clocked back-to-back with two non-overlapping phases

of the clock. In such an arrangement, the first latch serves

as the master by receiving the values from the data input 569
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and passing them to the slave latch, which simply follows
the master. This is known as a master—slave (M-S) or
L1-L2 latch, as shown in Figure 4(a). This configuration
should not be confused with the flip-flop [Figure 4(b)]. In
this paper, we stress the fundamental differences between
the flip-flop and M-S latches.
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Master—slave latch with LSSD capability as used in the IBM
PowerPC 603 processor. Reprinted from [12] with permission;
© 1994 IEEE.

In an M-S latch, the slave latch can have two or more
masters acting as an internal multiplexer with storage
capabilities. The first master is used to capture the data
input, while the second master can be used as scan-input
for testing and is generally clocked with a separate clock,
as it is done in IBM LSSD [11]. M-S latch design provides
robustness and low-power characteristics when data activity
is low. One example of an LSSD-compatible M-S latch, as
used in the IBM PowerPC 603* processor, is shown in
Figure 5 [12].

Flip-flop

Flip-flops and latches operate on different principles.
While a latch is level-sensitive, meaning that it is acting

on the level (logical value) of the clock signal, a flip-flop
is edge-sensitive, which means that the mechanism of
capturing the data value on its input is related to the
changes of the clock. The two are designed for a different
set of requirements and thus consist of inherently different
circuit topology.

The general structure of the flip-flop is shown in
Figure 4(b). Notice the difference between the flip-flop
and the M-S latch. A flip-flop consists of two stages:

a pulse generator (PG) and a pulse-capturing latch
(PCL). The PG generates a negative pulse on either
S or R lines, which are normally held at logic 1 level.
This pulse is a function of data (D) and clock signals
and should be of sufficient duration to be captured in
the PCL. The duration of that pulse can be as long
as half of the clock period, or it can be as short as
one inverter delay. On the contrary, the M-S latch
generally consists of two identical clocked latches,
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