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ABSTRACT

Process algebras are proposed as a foundation for pro-
gramming by separation of concerns. A particular pro-
cess algebra is described, and programs illustrating its
use are given. It is argued that process algebra clarifies
notions such as the correctness of the weaving algorithm
used to recombine concerns.

1 Introduction

In programming by separation of concerns, the role of
the designers and programmers is to separate the con-
cerns and code them. The role of the compiler, in part,
is to “weave” these concerns together again into a single
code body. But how can we tell, or even define, whether
the concern weaving that a compiler does is “correct”?
One answer is to simply define a given concern-weaving
algorithm as such; but this leaves open questions about
how to consistently change or enhance the algorithm,
or what the “intended meanings” of concern-separated
and woven programs are.

To answer questions such as these, it is necessary to
build some mathematical foundation to use as a refer-
ence point. Nelson et al. [NCA99] and Skipper [Ski00]
have approached foundational questions by defining the
notion of concern, associating with a concern sequences
of actions in execution traces, and giving operators
which recombine concerns by recombining traces. Here,
we show how process algebra [Mil80, Hoa85] tailored to
the purpose can provide an alternative formal founda-
tion consistent with this action-sequence view of sepa-
ration of concerns.

This paper is an adaptation of a paper submitted to
Reflection 2001 [And01], which contains technical de-
tails. In this paper, we first discuss the relationship be-
tween process algebras and separation of concerns, then
present in section 3 the specific process algebra language
we propose. In section 4, we present two extended ex-
amples. In section 5, we discuss the consequences of the
process-algebra view for the weaving algorithm, and in
section 6 we present some conclusions.

2 Process Algebras and Separation of Concerns
A process algebra consists of a definition of the syntax
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Figure 1: The central metaphor mapping separation-of-
concerns notions to process-algebra notions.

of a process term, together with rules for how a partic-
ular process term can evolve into another, performing
an action. A computation by a process is a sequence of
these evolution steps.

We take the view here that processes of a process alge-
bra can be used to stand for concerns, and that combi-
nations of processes can be used to stand for the re-
combination of separated concerns’. There are two
main advantages to this view. First, concerns, pro-
grams, and expected behaviour can be represented using
a relatively small number of operators and simple rules.
Second, when we link concerns to process algebras, we
can tap into a rich literature of well-studied notions in
process algebra in order to study issues like equivalence
of programs and correctness of weaving algorithms.

The central metaphor of this view of separation-of-

INote that this view should not be confused with representing
concerns by operating-system-level processes or threads. Indeed,
what we ultimately want in most cases is to get a single, mono-
lithic program out of the separated and recombined concerns.



concerns programming is tabulated in Figure 1. A pro-
cess represents a concern (or “aspect” or “hyperslice”),
and a set of process definitions (associations of process
names with processes) represents a program. The main
function of a concern-separated program is represented
by some “root” process made up of processes combined
with a synchronization operator. Actions in the pro-
cesses can represent variously sections of code, cutpoints
at which concerns synchronize, or communication be-
tween concerns via free variables in the action terms.
Finally, in this metaphor, the activity of weaving con-
cerns into a finished program corresponds to an algo-
rithm which systematically removes all synchronization
operators from the program, resulting in an equivalent
program without synchronization.

3 Proposed Language

The language we propose is based on the subset of the
CSP process algebra [Hoa85] with prefixing, synchro-
nization on a set, and external choice. (Terms in the
language are just first order terms, built up from vari-
ables and constants in the usual manner using function
symbols of given arities.) In this section, we describe
the syntax and behaviour of the process algebra we will
consider.

Syntax and Behaviour
The syntax and informal meanings of processes is as
follows.

o nil is the process which can do nothing.

e pt1,...,ty], where p is a process identifier and the
t;s are terms, is a reference to a defined process (see
below; analogous to a function call with its actual
parameters).

e t—>P, where ? is a term (standing for an action)
and P is a process, is the process which can perform
a t action and then act like the process P.

e PO, where P and () are processes, is the process
which can (nondeterministically) behave either like
P or like ). Two or more nondeterministic pro-
cesses combined with the synchronization operator
can effectively become deterministic.

e Jx.P, where P is a process, is the equivalent of
the infinite sum Pz := t;]0P[z := t3]OP[z :=
t3]- -, where t1,t5,13, ... is the enumeration of all
the ground terms.

o if (c) then P else @ is the process that can act like
P if the condition ¢ is true, and otherwise act like
@. c here is a constraint of the form s = ¢, s € .5,
or ¢/, where s and ¢ are terms, S is a set of terms,
and ¢’ is a constraint.

Definitions:

button[] = lock(door)—>turn(on)—>button[ O
turn(off )—=>unlock(door)—>button| ]
seq| ] = turn(on)—=>turn(off )—=>seq( ]

Root: button[] [{turn(-)}| seq[]

Figure 2: The microwave oven program, MWAVE.

e P |S| @, where P and @ are processes and S is a
set of terms, is the process which can do the actions
of P and () interleaved, except that any action in
the set S must be taken jointly at the same time
by the two processes. Here S is referred to as the
synchronization set or sync set. We assume that |S]|
associates to the right; that is, that P |S| Q |T| R
is parsed as P |S| (@ |T| R).

A process definition (defining p) is an expression of the
form plz1,...,z,] = P, where p is a process identifier,
the ;s are distinct variables (formal parameters), and
P is a process having no free variables not in z1, ..., z,.
A program is a collection of process definitions defining
distinct process names.

The formal operational semantics of processes can be
given by rules for the — relation, which is a relation

between two processes and a term. Intuitively, P L p
if process P can do an action ¢ and evolve into process
P’. The rules are similar to those given in standard
presentations of process algebras.

4 Examples

In this section, we give two examples of separation-of-
concerns programming with process algebras: a small
task involving two concerns, and a larger task with four
concerns. The examples suggest that process algebra
can act as a basis for more expressive and easy-to-use
programming languages.

Microwave Example

Consider the program in Figure 2, part of a hypotheti-
cal program for controlling a microwave oven. The pro-
cess button[ ] defines the behaviour of the on/off button,
which either locks the door and turns the oven on, or
turns the oven off and unlocks the door. This definition
encapsulates the concern saying that the button can do
one of two things, while abstracting away the concern
about the sequence in which those things can be done.
According to the formal rules of process evolution, the
process button[ ] can evolve as follows:



button| | fock(door) (turn(on)—>button[ ])
furn(on) button| |
turn(of) (unlock(door)—>button] ])
unlock(door) button[ ]

We therefore say that button[ ] can generate the “trace”
(lock(door), turn(on), turn(off), unlock(door)). Tt
can also generate the trace (lock(door), turn(on),
lock(door), turn(on)), and the trace (turn(off),
unlock(door), lock(door), turn(on)). The process seq] |
encapsulates the concern about the permissible se-
quence of turning the oven on and off. The only traces
it can generate are prefixes of the sequence (turn(on),

turn(off ), turn(on), turn(off), ...)

The root process (the “main program”, as far as we are
concerned) combines the two processes, insisting on syn-
chronization on all actions of the form turn(_). Because
of the synchronization, the only infinite trace that the
entire program can generate is a repetition of the se-
quence lock(door), turn(on), turn(off), unlock(door).
(It can also generate some “dead end” traces such as

lock(door), turn(on), lock(door).)

Option Processing

Figure 3 shows HW and HWR, two versions of a
more complex program, corresponding to the option-
processing task cited by Carver as a model task for sep-
aration of concerns [Car00]. The two programs have
identical process definitions but different root processes.
The program HW takes no options; it prints the mes-
sage “hello world”. The program HWR takes one op-
tion, “rev” (for “reverse”); it prints the message “hello
world” if the option is not set, and “world hello” if it is.
Both versions print a usage message and terminate if an
invalid option is specified by the user. The actions and
their corresponding intended meanings are described in
Figure 4; in an actual programming language, the ac-
tions would be associated with code fragments.

The HW Program in More Detail

The choice[ | process can generate traces made up of
the sequence (opt(t), valid(t)) for any term ¢, repeated
indefinitely for the same or different ts, followed by one
of the following sequences:

o opt(t), invalid(t), usage, end

e endopt, mode(reg), write(hello), write(world),
end

e endopt, mode(alt), end

This indicates that choice[ | has the capability of ac-
cepting options as either valid or invalid, and operat-
ing either in “regular” mode, in which it writes “hello
world” itself, or an unspecified “alternative” mode in

which it leaves its functionality up to other concerns.
Which course of action is actually taken is up to the
processes it synchronizes with.

The invalidOpt[ | process simply rejects every option as
invalid, generating any prefix of the trace invalid(t,),
invalid(tz), ..., for any sequence of #;s. Similarly,
reqularMode[ ] repeatedly insists that the program is
in regular mode, generating any prefix of the trace
mode(reg), mode(reg), .... The program HW puts
choice[ ] together with invalidOpt[] and regular M ode|
and synchronizes on all terms of the forms invalid(.),
valid(-), and mode(-). HW therefore can generate pre-
fixes of only two classes of traces:

o opt(t), invalid(t), usage, end (where ¢ is any term)

e endopt, mode(reg), write(hello), write(world),
end

In other words, given the intended meanings of the ac-
tions, HW rejects all options as invalid but allows itself
to be run without options, in which case it writes “hello
world”.

The HWR Program in More Detail

The only differences between HW and HWR are that
the revopt process has been added to HWR and that
a larger sync set is used to synchronize the choice pro-
cess with the rest of the processes. However, the revopt
process effects both additive and substitutive changes
to the program.

Because revopt is synchronized with invalidOpt
and regularMode on the actions {invalid(rev),
mode(reg)}, revopt must be in agreement before ei-
ther of those actions are taken. But because revopt can
never take the action invalid(rev), it effectively blocks
tnvalidOpt from doing so; since revopt can itself take
the action valid(rev), it effectively substitutes the claim
that rev is an invalid option by the information that it
is valid. Similarly, revopt[val] permits regular Mode] |
to claim that the program is running in regular mode
only when it itself agrees that this is the case (when
val # no), and otherwise substitutes the information
that the program is running in alternative mode.

The choice process in HWR therefore gets different in-
formation from the revopt - invalidOpt - reqular M ode
process than choice gets in HW from invalidOpt -
regularMode; its behaviour is altered accordingly.
revopt also adds the behaviour of writing revV alidOpt
(standing for “rev is a valid option”) to the usage be-
haviour of choice, and handles the behaviour of writing
the alternate message “world hello” when the system is
in alt mode.



Definitions:
choice| | = Jx.opt(x)—=invalid(z)—=>usage—>end—>nil
O Jz.opt(x)—=>valid(z)—>choice| |
O  endopt—>mode(reg)—>write(hello)—>write(world)—>end—>nil
O  endopt—>mode(alt)—>end—>nil

invalidOpt| | = Jx.invalid(x)—=>invalidOpt]| ]
regularMode[] = mode(reg)—>regularMode| ]
revopt[val] = valid(rev)—>revopt[yes]

O  usage—>write(revValidOpt)—>end—>nil
O  if (val = yes) then
(mode(alt)—>write(world)—>write( hello)—=>end—>nil)
else (mode(reg)—>end—>nil

HW Root:

choice] |

[{valid(-), invalid(_), mode(_)}|
invalidOpt| |

[}
regularMode] ]

HWR Root:

choice] |
[{valid(-), invalid(.), mode(_), usage, end}|
revopt[no]
[{invalid(rev), mode(reg)}|
invalidOpt| |
I{}
regular Mode[ |

Figure 3: HW and HWR, two versions of the hello-world program.

Action Intended meaning

opt(z) Read option z from the command line
endopt Reach the end of the option list

end Reach the end of program execution

valid(x) Decide internally that z is a valid option
invalid(z) | Decide internally that z is an invalid option

mode(z) Decide internally on the program mode (reg or alt)
usage Print a usage message
write(x) Write a constant

Figure 4: The intended meanings of the actions in the HW and HWR programs.



Definitions:

Root001[] = lock(door)—>turn(on)—>Sync002[ ]
Sync002[] = lock(door)—>nilO

turn(of f)—>Sync003[ ]
Sync003[] = wunlock(door)—>Root001] ]

Root: Root001] ]

Figure 5: The result of the weaving algorithm applied
to MWAVE.

HWR can therefore generate the following traces:
o opt(t), invalid(t), usage, write(revValidOpt), end
(where ¢t is any term other than rev)

o endopt, mode(reg), write(hello), write(world),
end

o opt(rev), valid(rev), endopt,
write(world), write(hello), end

mode(alt),

Comparison these traces with those of HW reveals that
the behaviour of the program has been altered in ways
that, in conventional programming languages, would in-
volve invasive changes to code.

5 Equivalences and Weaving Algorithm

The notion of equivalence is at the basis of any for-
mal analysis of correctness of weaving algorithms. The
notion of equivalence that we propose to use is the stan-
dard notion of trace equivalence.

We define two processes as trace equivalent if they have
exactly the same sets of traces; the definition can be
extended straightforwardly to programs with root pro-
cesses. Given a weaving algorithm (algorithm for trans-
forming a program to one without synchronization), we
can say that the algorithm is correct if it always trans-
forms a program into an equivalent program.

We have developed a weaving algorithm, and proven
that it is correct and that it terminates for programs
with terms which are only variables and constants. This
weaving algorithm can be proven not to terminate for
some programs with function symbols, but it is not yet
clear if this fact has any practical consequences.

The algorithm operates by repeatedly creating new def-
initions corresponding to sync processes, expanding the
syncs, and pushing the sync operator down through the
other operators to the lowest possible level (“reducing”
the syncs). The algorithm terminates when all remain-
ing irreducible syncs correspond to processes which have
already been defined. The output of the algorithm on
the microwave program is given in Figure 5.

Note that the result program is also able to perform
the dead-end traces referred to above. We might want

to define further transformations which eliminate such
traces as being not consistent with the intended mean-
ing of the program. This would involve adjusting our
notion of equivalence.

6 Conclusions

We believe that giving a process-algebraic foundation
for separation-of-concerns programming has several ad-
vantages, the chief one being the clarification of the
notions of equivalence of processes and correctness of
concern-weaving algorithms. Future work includes more
in-depth study of the properties of, and alternatives to,
the weaving algorithm; construction of a separation-of-
concerns programming language more practical than the
simple syntax given here; and studying the relationships
of process algebras to existing separation-of-concerns
languages.
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