
Use case 1: Stopped-meters 
 
Problem definition: 
A stopped-meter is a meter that reports zero during a predefined period of time. The 
zero report can occur for two reasons: either the meter is faulty or else there is 
legitimate zero-consumption in the property. The usual solution is to send a technician 
after a predefined period of time, but the problem is how to determine the optimum 
period of time. If the period is too short, then in most cases, the technician will go for 
nothing. If the period is too long a customer may consume a lot of water without 
paying, so we have a situation of non revenue water for a long time. 
 
The goal:  
Distinguish between stopped-meters due to technical reason and those due to 
legitimate zero-consumption. 
 
The analytics solution: 
We use a random-forest classifier to distinguish between meters that are faulty and 
unused meters. The classifier works in two stages, as follows.   
The first stage is the training stage, which uses historical data to create activity 
profiles. It comprises two steps. In the first step, we find cases in the historical data 
where the meters report zero during a predefined period of time and each case gets a 
label (faulty or unused). The labels are set as follow: if the meter was replaced or 
cleaned by a technician, it is labeled faulty, otherwise it is labeled unused. The second 
step in the learning stage is to calculate features for each case. These features include 

� The behavior during the days prior to the beginning of the event of zero 
consumption (e.g. average, variance, slope of the consumption) 

� Consumption features (e.g. average, entropy of the daily consumption) 
� Features that describes the history of the meter (e.g., number of zero reports in 

the past) 
� Meter's and property's features (e.g., age, usage type)  
� Features of the event (e.g., difference in the common consumption of a 

building before and during the event).  
In the second stage, the classifier uses this learning model to classify the stopped-
meters according to the duration of the event. It applies the learning model on current 
cases and provides for every new case, the probability that the meter is faulty. 
 
Validation: 
We have historical consumption data from a city in Israel with around 100,000 
residents, from 2009. The data comprises daily consumption of around 31,000 meters. 
The historical data included around 2000 labeled cases of meters that had stopped for 
a period of 30 days.  15% of these cases were faulty meters. We used this data to train 
the classifier. We then tested its performance on 230 new cases by verifying the 
results of the classifier against an actual check of the meters by technicians who gave 
us their correct labels.  The previous practice was to have technicians inspect all 
stopped meters. The goal of the meter company was to reduce the number of meters 
that were inspected, while capturing most, e.g., 80%, of the faulty meters. Our 
solution predicted that to cover 80% of the meters that were actually faulty, it would 
be sufficient to inspect only 100 out of the 230 stopped meters, which are 45% of the 
suspicious meters.  
 



The algorithm's output is a sorted decreasing list representing the probability that a 
meter is faulty. The figure below shows the predicted proportion of faulty meters 
among all stopped-meters as a function of the proportion of the sample that is 
inspected by a technician. 

 
 
Use case 2: Water Loss in Buildings  
 
Problem definition: 
Common consumption in buildings is defined as the consumption in the common area 
of a building. It is computed by subtracting the amount of water used by the 
individual apartments from the total amount of water that passes through the main 
meter. The calculation of the common consumption is not necessarily as 
straightforward as it may appear, because of several reasons, including: there is much 
missing data; the consumption is quantized; and the meters do not all report at the 
same time. In addition, the common consumption is composed of several elements: 
legitimate consumption (e.g., cleaning the stairs, watering the garden), malfunctions 
in individual apartments (e.g., stopped meters, sabotage or fraud), inherent measuring 
problems of the meters and loss of water which may be due to leaks or theft of water. 
The usual method used to detect water loss is to define a threshold, for example – if 
the common consumption is 10% more than the measurements of the main meter, we 
suspect a problem. Threshold setting in advance is problematic because there are 
inherent differences between buildings; the consumption is very dynamic and may be 
affected by many factors.  
 
The goal:  
Identifying leaks and theft of water in common area of buildings. 
 
The analytics solution: 
We use an unsupervised anomaly detection method to detect irregular behavior in the 
common area of the buildings. Before using the algorithm, the data is cleaned 
(preprocessing), the common consumption is calculated and the features are created. 



In the preprocessing, unreasonable and problematic readings are removed, missing 
data is completed and the discrepancy in the reporting times is corrected. For this 
purpose we offer several methods including linear interpolation, weighted polynomial 
regression and completion by using hourly resolution, when that kind of data is 
available.  
After the preprocessing, the common consumption is calculated by subtracting the 
water measurements of the apartments from the amount of water measured by the 
main meter. Once we have computed the common consumption, the features can be 
created. 
The features are created for each building and for each day and comprise the current 
day of the week, the current month, the daily common consumption, the weekly 
common consumption calculated by moving windows of seven days each on the daily 
consumption. The following distance measures are used for the various features: 
for consumption – the arithmetic difference; for the day in the week – delta function 
(namely 1 if the elements are identical and 0 otherwise); for the month – the gap 
between two months. The total distance is a weighted average.  
We use a KNN-based (k-nearest neighbor) anomaly detection algorithm to check the 
common consumption for each building on a given day. It should be noted that we can 
only detect malfunctions that started recently relative to the historical data. If there is 
enough data (more than a predefined threshold, e.g., one year), we calculate the 
average of the distances of the k representations that are closest to the given day. We 
normalize the distance by dividing by the average of all distances between pairs of 
representations of this building. If the historical data is from a short period of time, we 
use a simple statistical model to represent the history and use Grubb's test to decide 
how the current day is different from the previous days. 
When we have the results for each building, we create a ranked list (in descending 
order) of building IDs + scores, indicating the level of anomalous consumption in the 
common area. In addition, the function returns a status for each building including 
information such as if there is enough historical data or if the common consumption is 
high only on the given day. 
 
Validation: 
We have historical consumption data of a medium-sized city in Israel from 2009. In 
this data we have structural representation of each building. We checked our 
algorithm on 590 buildings and compared our solution with an existing solution used 
by a meter company. 
 The first 25 cases were checked by technicians and the results are: 
 
Description The analytics 

solution (number 
of cases) 

A meter company 
solution (the set of cases 
found here is a subset of 
the set of cases in the 
left column) 

Leak 9 7 

Other 
malfunction 

3 2 

Not possible 
to examine 

3 0 

False alarm 1 1 



Unchecked 
(technical 
problem) 

9 7 

Total 25 17 

  
The unchecked cases are examined by a domain expert and his classification is: 
 
Description Domain expert’s 

label (number of 
cases) 

A meter company 
solution (number of 
cases from the 
previous column) 

Malfunction 5 4 
Unknown  3 2 
False alarm 1 1 

 
Obviously, our solution exposes more cases than the solution of the meter company. 
 
In addition, the expert classified 42 cases that their system classified as a leak and our 
solution gave them low priority. 
 
Description Expert’s label (number 

of cases) 
Proper 15 
Malfunction 
(prolonged) 

10 (9) 

Unknown  17 

Total 42 
 
It's possible to see that most of the cases the expert could classify were proper and the 
malfunction cases were almost all prolonged which our solution does not claim to 
reveal. 
 
To summarize the results, our solution detects faulty cases that the current solution of 
the meter company did not reveal. Even more importantly, it gives low priority to 
many cases that were incorrectly classified as a malfunction by the solution of the 
meter company.  


