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ABSTRACT 
The CSCW conference is celebrating its 20th birthday. This is a 
perfect time to analyze the coherence of the field, to examine 
whether it has a solid core or sub-communities, and to identify 
various patterns of its development. In this paper we analyze the 
structure of the CSCW conference using structural analysis of the 
citation graph of CSCW and related publications. We identify the 
conference’s core and most prominent clusters. We also define a 
measure to identify chasm-papers, namely papers cited 
significantly more outside the conference than within, and 
analyze such papers.  

Categories and Subject Descriptors 
K.4.3 [Computers and Society]: Organizational Impacts – 
Computer-supported collaborative work. H.5.3 [Information 
Interfaces and Presentation]: Group and Organization Interfaces 
– Computer-supported cooperative work 

General Terms: Measurement, Theory 

Keywords: Citation analysis, collaboration, computer-
supported cooperative work, scientometrics 

1. INTRODUCTION 
Sitting at one of the CSCW related conferences last year one of 
our friends found himself wondering about the coherence of the 
field. It was during a presentation of a pure social science paper 
about an ethnographic study in some institution. No computers 
were involved in the studied process; no computers were about to 
be introduced in the institution for the process; and the conclusion 
only somewhat weakly related the findings to the CSCW field. 
While it was very clear why this paper was accepted to that 
specific conference (it was a fine social science paper after all), it 
seemed that as a computer scientist, our friend found the paper 
rather boring, and so paid little attention. A similar reaction may 
be expected of a social scientist attending a session on a 
collaborative editing architecture for synchronous messaging 

servers’ interoperability (and these conferences tend to have such 
papers too). The CSCW conference series is celebrating its 20th 
birthday – thus entering into its maturity years, hence self 
reflection regarding the coherence of the field is very timely. 

CSCW, as an idea, started more than 20 years ago when Irene 
Greif and Paul Cashman defined a new field of cooperative work 
that is supported by computer technology [2]. Since then, many 
technological revolutions have occurred. The scope of the field 
ranges from enhancing the work of small groups [25] to 
supporting large groups of people [24], from dealing with 
collocated meetings [41] to redefining the way people work 
across time and space boundaries [39]. Along the way it has 
always been a field where computer scientists and social scientists 
meet. While such meetings of people from two very different 
worlds have a high potential to yield new opportunities to 
explore; the chances for misunderstandings or underestimations of 
promising work from both fields have always been high. 

After 20 years of CSCW research, the field is likely to have 
become mature and contain a coherent core – a collection of 
papers that should be represented in a CSCW ontology as the 
typical CSCW papers [14]. The field is also expected to have a 
small collection of groundbreaking papers that may be published 
as the CSCW conference handbook. Some of the papers published 
throughout the years may never have been cited by anyone and 
left unnoticed. Some of these papers may have been overlooked 
for being less significant or for being somewhat similar to other 
work. However, it is our belief that due to the interdisciplinary 
character of the CSCW community, at least some of the 
overlooked papers may actually carry great potential, and that 
they may have been overlooked because of a gap (chasm) 
between the different CSCW disciplines. We call these papers 
chasm-papers and suggest the CSCW community pay special 
attention to them.  

Our aim in this paper is to understand the structure and evolution 
of the CSCW conference, as well as identify its potential chasms. 
We base our exploration on the ACM CSCW conference 
proceedings and related citations. We use the edge-betweenness 
algorithm [12] to analyze the undirected graph of all citations in 
the CSCW. We identify the conference core and major clusters as 
well as analyze their content and development over time. We 
identify the chasm-papers, using a chasmism measure that 
indicates whether the paper was cited outside the CSCW 
conference more than within it. We find the leading chasm-papers 
and try to identify characteristics that made them chasmistic. 
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The rest of this paper is organized as follows. First we describe 
related work in scientific field analysis and network analysis of 
paper citations. Then we define our method of analysis and 
present the findings for the measures described. We also define 
the concept of chasmism and a method for measuring it, and 
present the chasm papers found using this method. We conclude 
by discussing the findings. 

2. RELATED WORK  
Scientometrics is the science of measuring and analyzing 
scientific communication [27, 30]. Scientometric tools can be 
used to study sociological phenomena associated with scientific 
communities, to evaluate the impact of research, to map scientific 
networks and to monitor the evolution of scientific fields. In 
practice, this is often done via network and citation analysis. 
Whitley [43] made a distinction between the content of scientific 
investigation (e.g., models and theories of how a part of reality is 
structured) and "the social organization of the sciences" – that is 
how disciplines are organized in superstructures and sub-
disciplines. Our work is concerned with the social organization of 
the CSCW conference. 
The study of networks of scientific papers started in the 1960s 
[31]. Citation analysis has a long tradition in information-science 
[10]. An article’s citations can be seen as an indicator of its level 
of intellectual impact; much work has been done to use citation 
analysis as a heuristic to assess the quality and impact of papers, 
authors, and journals. 

Finding the subfields of a research area is another use of citation 
analysis: Geographers use maps to describe the physical 
boundaries of land masses; Information-scientists use maps to 
portray semantic boundaries between and within areas of 
research. The structure of the field is revealed using techniques 
such as co-citation clustering [36, 37] and Expectation 
Maximization (EM) clustering [7]. Using co-citation, articles can 
be clustered according to their association strengths by using 
graph-theoretical algorithms such as minimum spanning tree and 
by algorithms derived from the betweenness centrality [4]. EM 
clustering uses the expectation maximization algorithm, which is 
a statistic algorithm for probabilistic models where the model 
depends on unobserved latent variables. EM is frequently used for 
data clustering in machine learning and computer vision.  

For our purposes we chose to use the betweenness centrality 
metric provided by the edge-betweenness algorithm. The 
betweenness centrality measures the extent to which an actor is in 
all available shortest paths in a network. The betweenness 
centrality metric favors links that lie between communities and 
disfavors those that lie inside communities. Simply put, this 
algorithm breaks the entire citation graph into strongly connected 
communities. Every node (e.g. a paper) in such a community is 
more strongly connected to its peers in the community than it is 
connected to nodes outside the community. Modified definitions 
of this metric have been used for clustering algorithms for social 
networks [9, 12, 32].  

Analysis of citations can be performed for a focused research 
topic like autoimmune diseases [20], a wide research field such as 
Chemistry [11], or even the entire scientific literature [35]. For 
CSCW, network analysis of HCI publications was used by Horn 
et al. [21] to answer a number of questions about the evolution 

and structure of the CSCW research community. They examined 
three issues: the extent to which CSCW researchers have 
maintained ties to the larger HCI community over time, the 
stability of the CSCW community composition over time, and the 
influence of CSCW researchers within the HCI community. Their 
research is based mainly on social network analysis of 
coauthorship data, which was used to construct a network of 
people. This provides a basis for analyzing the social structure 
and relationships within the community. 

Our research has different goals, and uses different methods. We 
aim to find intellectual gaps in CSCW and use citation analysis as 
the main tool of research since citations are better indicators of 
intellectual rather than social ties [42]. Our main goals are to 
uncover the intellectual structure of CSCW and study its 
development as a field, rather than position it in or compare it to 
another field. We adopt the approach of network analysis to 
understand the development of the CSCW conference. 

Citations can also be used to analyze the development of a field 
across time. For example, Small [37] tracked the changes in a 
series of co-citation maps of major research fields over a period of 
seven years. Small suggests that knowledge evolves in pulses. 
There are periods of discovery where small clusters emerge – 
isolated from the larger established research disciplines. This is 
followed by periods of integration, where the new clusters 
become heavily linked to established disciplines, and even may 
merge into them. We also track and portray the evolution of 
clusters in the CSCW conference across time.  

Another interesting phenomenon that can be discovered through 
citation analysis is the delayed recognition of important papers, an 
infrequent phenomenon, but one which does occur [13]. A famous 
example is Gregor Mendel’s work on plant hybridization, whose 
significance was recognized more than 30 years after its 
publication. Citation analysis cannot predict which so-called 
“sleeping beauties” might awaken, but it can detect those which 
have awoken after a prolonged period of sleep [40]. 

It is difficult to detect sleeping papers which are “potential 
beauties” as there is no evidence (citations) which can point us to 
them. However, it may be possible to deduce from citations in one 
community something about the potential of a paper in another 
community. We explore this idea by searching for CSCW papers 
which were frequently cited outside the CSCW community, yet 
infrequently within. Such papers may be potential dormant 
beauties from the perspective of the CSCW community. 

3. RESEARCH HYPOTHESES 
Most real world networks are constructed and developed 
according to the Power Law [3]. The Power Law determines 
among other things that a network has a strongly connected core. 
A good example of such a core is the analysis of the World Wide 
Web graph by Broder et al. [5]. Since the nature of the linking 
process on the Web and the nature of citation process in 
conferences is expected to be similar, we suggest that there should 
be a strongly connected component that constitutes the core of 
CSCW conference papers. Our first hypothesis is: 

H1: There is a strongly connected core of the CSCW 
conference. 
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Our friend in the example above would hardly cite a social 
science paper that he barely listened to. We therefore expect that: 

H2a: The CSCW conference is divided into several thematic 
clusters 
As CSCW brings together specialists in computer science and 
social science, one of the big disconnects we expect to find is 
between the social science and computer science communities. 
Our next hypothesis is: 

H2b: Social science and computer science papers will reside in 
different clusters. 
Continuing the same line of thought, one could easily expect that 
some papers will be overlooked by all the sub-communities of 
CSCW. These papers may be of a different nature. Some of them 
may be less interesting, others may be a minor addition to existing 
findings. But it also may be that some of these papers are unjustly 
left behind and deserve special attention by the CSCW 
community. We argue that these overlooked papers should be 
carefully examined. Our last hypothesis then is: 

H3: There are chasm-papers in the CSCW conference that are 
cited outside the conference significantly more than within it.  
We aim not only to verify our hypotheses but to also analyze the 
data and provide insights on the evolution of CSCW and on 
potentially overlooked directions of the field. Following sections 
describe our methods and findings in more detail. 

4. METHOD  
4.1 Research Population 
CSCW as a field is represented in multiple conference, journals 
and books. Finding all related publications in the field and 
analyzing all of them manually is a tedious and lengthy task, if at 
all possible. Additional difficulty in this regard is the fact that 
there are conferences that are not solely dedicated to CSCW, but 
sometimes host CSCW papers. Such conferences include the 
ACM Conference on Computer Human Interaction (CHI), the 
World Wide Web (WWW) Conference and others. Any heuristic 
chosen to identify which venue or publication belongs to CSCW 
field is error prone and will be subject to criticism and arguments. 

We decided to choose only publications accepted to the ACM 
Conference on Computer Supported Collaborative Work (CSCW) 
as our corpus of study. While this is an obvious limitation of the 
research, there are several reasons why this choice may be 
acceptable. For one, this conference is regarded as a flagship 
conference of the field. As such, one may expect that it provides a 
representative sample of the work in the field. Another reason is 
that all papers from this conference and their citation data are 
available online and thus may be automatically processed. 
Finally, the only part of this research that requires a clear 
distinction between CSCW and other fields is the chasm 
identification and analysis: our analysis identifies chasms of the 
CSCW conference, rather than the whole field. We take this into 
consideration in our chasm analysis and manually discard papers 
poorly cited in the CSCW conference, but heavily cited in 
CSCW-related venues. 

Our data consists of the papers accepted to the CSCW conference 
in all years – 1986-2004. Conveniently, these papers can all be 
accessed electronically on the ACM portal site. We crawled the 
site to retrieve meta-information on these papers, automatically 

filtering out papers which included only abstracts, video 
presentations, etc. We stored data per paper (such as title, authors, 
year of publication) and data about citations. In the citations data, 
we distinguished between: 

• Internal citations: the paper was cited by others in later 
CSCW conferences. 

• External citations: the paper was cited by publications 
outside the CSCW conference. This data was gathered by 
crawling Google Scholar citations data. 

It should be noted that this method is not without problems, both 
in the data collection phase and in the interpretation of the data. 
To mention some of the problems: 

• Differences in author names or paper titles, even due to 
typos, may cause errors and incompleteness of the data 

• Self-citations may blur the significance of the citation data 

• Short papers, which do not include extensive references 
data, are treated in the same manner as long papers 

• Citing a paper can have diverse reasons, not all of which 
may be considered important for the citation analysis. 

Notwithstanding these problems, which are inherent in the use of 
automatic data collection methods, we feel that there is value to 
be gained by this analysis. 

Once all the metadata was collected and stored in an XML file, 
we used various methods to analyze it: we ran the data through 
different graph analysis algorithms, used several visualizations to 
get familiar with the data, compared papers by their citation 
patterns, and re-read several of the papers which had interesting 
citation patterns, to try and understand what caused them to be 
heavily cited or not. 

For our initial exploration of the data, we implemented a 
visualizer (see Figure 3) that shows the CSCW papers by 
conference year. Each year's papers are shown on a column, 
sorted by ascending number of external citations. Each paper is 
represented by a circle, the size of which is proportional to the 
number of CSCW conference internal citations. The different 
circles may be colored, for example to show the distribution of 
papers over the different clusters. 

4.2 CSCW Core and Handbook Definition 
In order to define the “CSCW handbook”, we examined the 
papers most quoted in the CSCW conference, choosing papers 
that were cited more than one standard deviation above the mean. 
To find the “CSCW core papers”, we suggest two definitions, 
based on the significant clusters revealed when running the 
algorithm on incremental windows. Clusters are considered 
significant if their size is more than half a standard deviation 
above the mean. One metric we defined considers a paper in the 
core if it consistently appears in significant clusters from the time 
it was published. A somewhat looser metric considers a paper in 
the core if it appears in more than one significant cluster. 

4.3 Clustering 
To divide the CSCW conference corpus into sub-communities we 
ran the betweenness centrality algorithm [12] (implemented in the 
JUNG (http://jung.sourceforge.net/doc/index.html) graph analysis 
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framework). This algorithm works by iteratively removing edges 
from the citation graph, revealing strongly connected 
communities. Unlike other algorithms (such as hierarchical 
clustering [22]) this algorithm identifies all connected 
communities and not only core communities. The JUNG 
implementation of the algorithm supplies a visualizer (see Figure 
1) that visually shows the state of the graph after each iteration. 

 
Figure 1. JUNG visualizer of the partition of 1986-2004 

Each iteration of the algorithm creates a new division into 
clusters. In order to find the ideal division, Newman and Girvan 
propose the concept of modularity [29]. We refer the readers to 
the original work for the exact mathematical details. We only 
state here that the modularity metric measures the ratio of the 
edges within the sub-communities and the edges between the sub-
communities in comparison to the expected value in a network 
with the same community division but random connection 
between the vertices. This value when normalized approaches 0 
for random networks and 1 for strongly connected networks. 
Calculating the maximal value of modularity between all 
algorithm iterations identifies the correct number of edges to 
remove for the ideal clustering. Figure 2 shows the modularity 
measure of all iterations on the full graph, the optimal iteration is 
marked by an asterisk (at 148). 

 
Figure 2. Modularity measure of 1986-2004 

Once the graph was partitioned into several communities 
(clusters), we attempted to characterize these clusters by 
examining papers in each cluster, to see whether they could be 
succinctly described. 

In addition to partitioning the full graph of all ten CSCW 
conferences to sub-communities, we decided to examine the 
evolution of these sub-communities over the years. To do so, we 
ran the same algorithms on expanding windows of the data, 
starting from the first five conferences (window 1986-1994), and 
expanding the window by one conference on each iteration. The 
result is a set of six partitionings into sub-communities. We 
examined these results as we have examined the partitioning of 
the full data. In addition, we searched for trends, in order to 
identify the evolution of sub-communities over the years. 

4.4 Chasm Definition 
When searching for potential chasm-papers – valuable papers that 
were overlooked by the CSCW conference– we chose a heuristic 
that uses the number of external citations of the papers as 
indicative of their value, or impact. Papers that are heavily cited 
are considered more “valuable”. If they happen to be minimally 
cited inside the CSCW conference, we define them as potential 
chasms, and examine them manually to see whether they should 
indeed be of interest to the CSCW conference. 
To identify potential chasm-papers, we defined a 'chasm-potential' 
measure that ranks the papers according to their external-internal 
citation ratios. We then picked papers with significantly high 
values of this measure. Intuitively the 'chasm-potential' measure 
of a paper can be thought of as the gap between its external 
success and its internal success, while both types of success are 
gained in comparison to all the other papers.  
We started by quantifying internal and external success of each 
paper. A paper’s internal success is based on the number of 
citations within the CSCW conference. A paper’s external success 
is based on all of its citations excluding those within the CSCW 
conference. Success is represented by a value in the range of  
[-1,1], where 1 represents the most cited papers in the conference, 
-1 represents the least cited papers, and 0 represents papers cited 
an average number of times. The mapping is operated by a 
success function S, described below:  
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)V -  V )/(V -(V

V V 
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where V is the citation numbers vector and its average, minimal, 
and maximal values are denoted V , VMIN and VMAX respectively. 

After S was calculated for both vectors (that of external citations 
E and that of internal citations I), we defined the 'chasm-potential' 
of the papers vector P as the difference between these two values: 

)()()( iii ISESPtialChasmPoten −=  

We then detected the papers with significant chasm-potential by 
using the Z-score metric. Z-score is the deviation from the mean 
(μ), normalized by the standard deviation (σ). Or in short it is a 
normalized measure of a distance of any given value from the 
mean value of the distribution.  

( )
σ

avgi tialChasmPotenPtialChasmPoten
PiZ

−
=

)(
)(  

where ChasmPotenialavg is the mean and σ is the standard 
deviation of all observed chasm potential scores. We chose the 
chasm papers to be those with the high Z-score value. 
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We use the Z-score cut-off as a threshold of statistical confidence 
for chasm detection. Since all the papers are scaled according to 
their dispersed distribution of chasm potential, their partition to 
chasms and non-chasms is soft and the value for the threshold is 
optional. We chose a threshold of 2 under the assumption that 
values which are more than two standard deviations above the 
mean are significant. 

5. RESULTS AND DISCUSSION 
We found 465 papers in the online repository of CSCW 
conference papers (after automatically filtering out most abstracts 
of panels, workshops and tutorials). Of these, 110 are "islands" –
papers that were never cited in the CSCW conference (we exclude 
here the 97 non-cited papers from 2002 and 2004, as these had 
little or no chance to be cited yet). It would be interesting to see 
how this proportion of non-cited papers compares to the 
proportion in other conferences, and to examine whether some of 
these papers could suggest topics which should be further 
explored. This is beyond the scope of this paper. 
Looking at the column visualization (see Figure 3), several 
general attributes are apparent. Surprisingly, the papers from the 
first CSCW conference in 1986, which had the most chance to be 
quoted extensively, are not. This is contrary to the expectation 
that the first conference sets the agenda for future research in the 
field, and suggests that at the time of the first conference, the 
CSCW field was still in the process of defining itself. However 
papers from the 1988-1994 conferences are massively quoted. 

5.1 The CSCW Handbook and Core 
The “CSCW handbook” papers were chosen as the overall most 
cited within the CSCW conference. With a mean of 2.07 and a 
standard deviation of 3.39, we chose only the papers that had six 
citations or more (i.e. more that 1 standard deviation above the 
mean). It led to a list of 47 papers, corresponding to about 11% of 
all papers. We setup a Web site where the full list can be found 
(http://www.geocities.com/nm.misc/CSCWchasms.html). Figure 
3 shows the handbook papers, indicated by asterisks. Interestingly 
enough, the first three papers on the list (largest circles: lowest 
cluster in the 1992 column, and two clusters on the 1990 column) 
represent the three big clusters in the partition to clusters 
(described in section 5.2). 
The most cited paper was Dourish and Belloti’s “Awareness and 
coordination of shared workspaces” [8] seen at the bottom of the 
1992 column. This paper is not only the most cited in the CSCW 
conference, but it is also highly cited outside, with 801 citations 
according to Google Scholar. This paper represents the big 
computer science cluster. The second paper is Grudin’s “Why 
CSCW applications fail: problems in the design and evaluation of 
organizational interfaces” [15] seen penultimate in the 1990 
column. This paper is from the big ethnography and social science 
cluster. Finally, the third paper is Root’s “Design of a multi-
media vehicle for social browsing” [34] as a representative of the 
third biggest cluster – shared media spaces, seen fifth from the 
bottom on the 1990 column. 
In order to examine our hypothesis H1, we compiled a list of the 
core CSCW papers.  
H1: There is a strongly connected core of the CSCW 
conference. 

We identified 123 clusters of sizes 1-114 in all the windows we 
explored. With a mean size of 10.3 papers per cluster and a 
standard deviation of 21.4, we defined “significant” the clusters of 
size 20 papers or more (i.e. more that 0.5 standard deviation 
above the mean). Using the metric that requires core papers to 
consistently belong to a significant cluster from the time it was 
published, we identified 99 core papers. These represent 25% of 
all papers. When using a looser definition, requiring only that a 
paper belong to more than one significant cluster, of the six 
different windows, the list increases to 180 papers which are 39% 
of all papers. The full lists of CSCW core papers may also be 
found at the Web site we set up. 

 
Figure 3. Yearly column visualization 

Papers appear as circles with size proportional to the number 
of CSCW conference citations; Column circles sorted by 

ascending number of external citations; CSCW handbook 
papers are marked with asterisks; Chasm potential papers are 

marked with thick circles 
The fact that about 40% of the papers are found to belong to the 
core brings to mind the famous work on the ‘Bow Tie’ structure 
of the Web [5], where about 40% of Web pages construct the 
highly connected component. While our core papers do not 
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construct a single strongly connected component, it is of interest 
that a similar percentage is comprised in the core. Looking at the 
clusters revealed in the 1986-2004 window, we can see that the 
three large strongly connected components (83, 82, and 43 
papers) constitute 45% of all papers, this number, again, falls in 
the same range. 
We conclude that our H1 hypothesis is only partially supported, 
but find this relation interesting and will continue to research it. 

5.2 Cluster Analysis 
Another dimension we explored is the clustering of the papers 
into sub-fields of CSCW. We tested the following hypotheses: 

H2a: The CSCW conference is divided into several thematic 
clusters 
H2b: Social science and computer science papers will reside in 
different clusters. 

5.2.1 Clusters of the 1986-2004 window 
The full set of CSCW conference papers correspond to the 1986-
2004 window. As previously explained, and visualized in Figure 
1, the betweenness algorithm partitioned these papers into several 
clusters, eight of which contain more than three papers. These 
eight clusters may be seen on our column visualization (Figure 3), 
where we have colored the papers from the different clusters in 
different colors (visible also in grayscale). The clusters are sorted 
by size. The two largest clusters (numbers 1 and 2, with 83 and 82 
papers respectively), are clearly spread over the years. Some of 
the smaller clusters are either of older papers on older topics (e.g., 
clusters 5 and 7) or rather new topics (e.g., clusters 4, 6 and 8). 
We explored the papers in these eight clusters, and identified the 
main topics discussed in each. The results are summarized in 
Table 1. 
We were fascinated to discover the themes of the two largest 
clusters. One of our goals in this research was to examine the 
coherence of the CSCW field which is made up of both social 
scientists and computer scientists. It was very interesting to 
discover that these themes are indeed reflected in the two largest 
clusters, and that they carry the same weight within the set of 
papers. 
The large social-science-oriented cluster includes papers such as 
“A language/action perspective on the design of cooperative 
work” [44], “Documents and professional practice: ‘bad’ 
organizational reasons for ‘good’ clinical records” [18], and 
“Empirical development of a heuristic evaluation methodology 
for shared workspace groupware” [1]. The large computer science 
oriented cluster includes papers like “A concurrency control 
framework for collaborative systems” [26], “COCA: collaborative 
objects coordination architecture” [23] and “Designing and 
deploying an information awareness interface” [6]. The third 
largest cluster contains papers on media spaces and audio/video 
conferencing. For example, it includes a classic paper on the 
Cruiser system [34]. The fourth largest cluster includes papers on 
IM, presence and social spaces. As would be expected, papers 
such as “Interaction and outeraction: instant messaging in action” 
[28] and “What is chat doing in the workplace?” [17] can be 
found there. 
 
 

# cluster size main topic or trend 

1 83 
papers 

theories and models, ethnography, user 
studies 

2 82 computer science papers 

3 43 meeting/decision support, shared media 
spaces, conferencing 

4 12 IM, social spaces, presence 

5 7 use of computer tools e.g. email in the 
workplace 

6 5 groupware design and workspace 
awareness 

7 5 management of computing and information 
systems 

8 5 video-mediated communication, shared 
visual space 

Table 1. Main clusters and topics of the conference papers 

5.2.2 Cluster Evolution – Overview 
Analysis of the clusters across the different incremental data 
windows reveals how some of the clusters join and decompose 
over time. Figure 4 is an interesting visualization of the evolution 
of clusters. The columns of bubbles refer to the incremental data 
windows. The bubbles represent clusters, proportional in size to 
the number of papers they contain. The edges between the 
bubbles indicate a relation between clusters – showing that the 
cluster remained the same in the next window (line overlaid with 
a = symbol), remained and even gained more papers (line overlaid 
with a ⊂ symbol), lost some papers (line overlaid with a ⊃ 
symbol), or has a significant overlap with a cluster in the next 
window (plain line). The labels on the bubbles indicate cluster ID 
(for discussion purposes) and the size of the cluster (in brackets). 
The most obvious observation from this figure is the set of large 
bubbles close to the top. These bubbles show the evolution of the 
computer science cluster marked 2(82). While the relations 
between the clusters along this string of large bubbles do not 
indicate subsets, they do have significant overlaps and show a 
stable presence of a computer science cluster throughout the 
years. This evolution is clearly very different from the evolution 
of the social science cluster 1(83) which was granular until 2000, 
united in 2002 into three clusters 24(35), 25(34), and 26(21) that 
united into one cluster in 2004. This very different evolution of 
the two subfields of CSCW is interesting. The difference may 
indicate that social science has more sub-topics than computer 
science, but since our clustering is based on the citation graph it 
may actually imply a different citation culture in the two 
disciplines. Understanding why there is such a difference is 
beyond the scope of this paper. 
The columns of the 1994-1998 and the 1994-2000 incremental 
windows are rather similar. While clusters 67(110) and 68(37) 
break into 44(95), 45(39) and three additional small clusters; the 
general picture of CSCW granularity is rather similar in these two 
windows. Convergence is seen in 2002 and even more in 2004, 
where a single social science-cluster is formed. The symmetry 
seen in 2004 is a good sign of the maturity of the field, and is 
expected to be maintained in the next conferences. 
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Figure 4. Cluster evolution thumbnail 
(full image may be found on web site) 

5.2.3 Cluster Evolution – by Topic 
Theories and models, ethnography, user studies 1(83):  
This cluster was granular until 2002. It was united to three 
clusters: 24(35), 25(34), 26(21) in 2002; and to a single cluster: 
1(83) in 2004. Examination of these three sub-structures reveals 
three branches of the social cluster – collocated teams, 
organizational memory, mobility; theory and adoption (how 
ethnography should be used for correct design, how to make 
CSCW succeed); and media spaces, multimedia and awareness. 
Cluster 26(21) is not a pure social science cluster, and indeed in 
2004 it was split: the social science papers were absorbed in 
1(83), while other papers helped the creation of cluster 3(43). 

Computer science 2(82):  
This cluster evolution is very consistent from the beginning. It 
grouped papers related to architecture of computer systems or 
other subjects close to computer science. It has pulled into itself 
different subjects that used to form independent clusters. For 
example, in 2002 cluster 48(9) (top bubble in the image) dealing 
with toolkits for collaborative tools. This growth can be observed 
from the first window we examined.  
In 2004 the CS cluster lost 34 papers to cluster 3(43), when media 
spaces and multimedia tools became a more coherent topic. 

Meeting, media spaces, conferencing 3(43):  
The evolution of this cluster started in 2002, with cluster 26(21), 
which is one of the social clusters as described above, dealing 
with ethnography of media spaces and multimedia tools. In 2002, 
26(21) pulled five papers from 44(95) – the computer science 
cluster of 2000. In 2004, 3(43) continued this direction by 
'grabbing' 34(!) papers from the huge computer science cluster 
23(114), creating a sizable cluster that is in the intersection of 
computer science and social science. 

IM, social spaces, presence 4(12):  
This cluster formed in 2002 when five papers, accepted that 
particular year, dragged seven other papers from four different 
(little) clusters. 

Computer tools and workplace 5(7): 
This cluster is a survivor, generated in 1996. It looks at issues 
related to using computer technology to achieve work tasks in the 
workplace. It is cited by some early CSCW papers and then 
completely forgotten in the conference. This can be partially 
explained by the evolution of the tools (that became more 
collaboration oriented) and partially by the fact that most of it is 
design work, hence closer to general HCI than CSCW in 
particular. 

Workspace awareness 6(5): 
This cluster was created in 2004, due to two new papers that 
unified it. This cluster shows clearly that each conference, with 
papers in new trends, can change the landscape of subjects.  

Management of computing and information systems 7(5): 
This cluster is another survivor. In 1994, its papers belonged to a 
larger cluster of 13 papers, eight of which disconnected from it in 
the 1986-1996 window and joined other clusters. The remaining 
five papers did not break apart or join other papers over time. This 
may be explained by the evolution of the CSCW field that 
progressed beyond the topic of management of computing and IS. 

Video-mediated communication, Shared visual space 8(5): 
This cluster broke off from the computer science cluster in 2002 
and survived (though lost one paper) in 2004. It is another 
example of minor shifts in the subject terrain due to a specific 
paper or papers accepted in a specific year.  

5.2.4 Discussion of Hypotheses 
We posed two hypotheses at the beginning of this section: 

H2a: The CSCW conference is divided into several thematic 
clusters 
H2b: Social science and computer science papers will reside in 
different clusters. 
The results reported in this section prove both hypotheses correct. 
We have discovered that the CSCW conference papers are 
divided into several clusters, and identified common themes to the 
papers in each cluster. We have also shown that the computer 
science papers reside in different clusters than the social science 
ones, and further examined their evolution over the years.  
Clusters 6(5) and 8(5) clearly show that the division into clusters 
is not something permanent that will never change. Indeed, some 
subjects get abandoned or stand alone as an early work (see for 
example 5(7)). But new subjects emerge or get emphasized by 
later work. There seems to be a trend, by which computer science 
papers generally stay around other CS papers and social science 
papers generally stay together with other social science papers. 
In the last window (the full data 1986-2004) we see a deviation 
from this tradition. Cluster 3(43) is a first big example of a 
combined cluster – where computer science papers on multimedia 
are combined with social science papers on the same topic. We 
will have to wait and see whether it indicates that CSCW matures 
as a field and the cooperation between different disciplines 
comprising it becomes more and more prominent. Hopefully 
similar trends will continue to emerge as the CSCW conferences 
continue. 
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5.3 Chasm Analysis 
External citations data from Google Scholar made it possible to 
test our last hypothesis: 

H3: There are chasm-papers in the CSCW conference that are 
cited outside the CSCW conference significantly more than 
within it. These papers identify different trends of overlooked 
directions in CSCW. 
After calculating the Z-scores of external-internal differences for 
all papers, we identified the potential chasm-papers as those with 
a Z-score larger than 2. We found 17 such papers; they are 
marked in thick circles in Figure 3. Table 2 summarizes the 
distribution of potential chasm-papers over the years. 

Year 88 90 92 94 96 98 00 02 

#Chasms 3 1 2 2 3 2 3 1 

Table 2. Chasm distribution over the years 
As can be seen in Figure 3, most chasms are represented by very 
small circles. In fact, these were indeed never cited inside the 
conference, though their low location on the columns (sorted by 
external citation numbers) indicates their popularity outside the 
conference. However, as seen at the bottom of the 1994 column, 
one of the potential chasm-papers’ circles is not so small. This is 
the famous GroupLens paper [33] that has seven citations in the 
CSCW conference. The reason why this paper was still identified 
as a potential chasm is that it was cited around 900 (!) times 
outside the conference. Our chasmism metric (see section 4.4) 
takes into consideration the ratio of citations inside the conference 
and external citations. The GroupLens paper, while cited in the 
conference above the average was cited outside way above the 
average (nine standard deviations) thus it was included in the list. 

We manually analyzed every citation of a potential chasm-paper, 
to identify the content space it belongs to (see Table 3). We 
identified content spaces based on the names of the venues the 
papers were published in. Several content spaces were identified, 
including: Managing Information Systems (MIS); Computer 
Science and Software (CS); Human Computer Interaction (HCI); 
World Wide Web and Information Retrieval (WWW/IR); 
Artificial Intelligence (AI); CSCW; and Social Sciences. We also 
introduced a category titled Misc for papers prominently cited in 
more than three different content spaces. The results of this 
manual analysis may be seen in Table 3 (detailed results may be 
viewed on our web site). 
As mentioned in section 4.1, we did not include the CHI 
conference as part of the CSCW community, as it is a superset of 
CSCW and not all HCI papers deal with CSCW topics [21]. 
However, as can be seen from our analysis, four of our potential 
chasms are cited in the HCI community and most of these 
citations are related to CSCW. Thus these papers are not real 
chasms – they are not overlooked by the community. 
Some of the potential chasms we identified were papers that 
clearly belong to another field which is related to CSCW. Two 
prominent examples are the WWW and MIS fields. An example 
of such a potential chasm is the WebSplitter paper [16], which is 
strongly related to the World Wide Web research community and 
mostly cited there.  
The two papers that were classified as miscellaneous are another 
type of potential chasm. These papers were cited across multiple 

fields and it is difficult to relate them to a single significant field. 
The clearest example of this trend is all the chasm-papers that 
deal with collaborative filtering (see [19]). Collaborative filtering 
became such a popular subject of research that it was cited across 
multiple domains. In this particular case, the CSCW community 
definitely paid enough attention to the topic, but it was extremely 
popular outside too. 
To summarize, four of 17 papers were related to CSCW directly; 
five define a “guest paper” trend, which should be more closely 
examined by CSCW researchers while seeking new directions for 
the field; and the remaining eight were related to the HCI field – 
they are visible to the CSCW people at the CHI conferences, but 
are less processed in the CSCW conference. Our hypothesis H3 is 
only partially supported.  
 

Paper title (# external cites) Year Qualifiers 
Guided tours and tabletops: tools for 
communicating in a hypertext environment 
(156) 

1988 MIS, 
WWW/IR 

Replicated document management in a group 
communication system (91) 1988 CS, MIS, 

Mobile 

Video conferencing as a technology to support 
group work: a review of its failures (57) 1988 HCI, 

Multimedia 

Knowledge-domain interoperability and an 
open hyperdocument system (57) 1990 CS, HCI, 

WWW/IR 

Identifying potential CSCW applications by 
means of activity theory concepts: a case 
example (65) 

1992 HCI, 
CSCW, SS 

“Lazy” consistency: a basis for cooperative 
software development (50) 1992 CS, MIS 

Duplex: a distributed collaborative editing 
environment in large scale (48) 1994 CS 

GroupLens: an open architecture for 
collaborative filtering of netnews (893) 1994 Misc 

Shared spaces: transportation, artificiality, and 
spatiality (76) 1996 Multimedia, 

HCI 

Groupware implementation: reinvention in the 
sociotechnical frame (50) 1996 CSCW, MIS 

CLUES: dynamic personalized message 
filtering (49) 1996 HCI, MIS 

Designing for the dynamics of cooperative 
work activities (99) 1998 

CSCW, 
MIS, Mobile 

MusicFX: an arbiter of group preferences for 
computer supported collaborative workouts 
(47) 1998 

Mobile, HCI 

Explaining collaborative filtering 
recommendations (183) 2000 Misc. 

WebSplitter: a unified XML framework for 
multi-device collaborative Web browsing (68) 2000 

Mobile, 
WWW 

The effects of filtered video on awareness and 
privacy (58) 2000 

HCI, 
Multimedia 

Making web sites be places for social 
interaction (46) 2002 HCI, CSCW 

Table 3. Chasm papers 
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6. CONCLUSIONS AND FUTURE WORK 
In this paper we attempted to analyze the trends in CSCW research 
over the past 20 years, by studying the CSCW conference as a 
representative sample. The main trend found was that while 
technical and social papers cite each other, there is a clear division 
of the field into these respective parts. This division could 
potentially be the biggest chasm in the CSCW research. This pattern 
of two strongly connected clusters suggests that we as CSCW 
researchers should do our best to bridge these two communities and 
ensure they interact much more in the future. 
An additional finding of this research was the “handbook” and 
“core” papers of CSCW. The most cited papers are not surprising 
and they are very central in the community. The interesting thing 
though is that the biggest clusters are equally represented in the 
upper part of the chart. The core papers constitute around 40% of 
the conference papers, which is consistent with previous findings in 
other real life networks.  
We also analyzed the development of connected clusters and 
observed that the Computer Science and Social Science clusters had 
a very different evolution. While CS papers were grouped together 
from the beginning, SS papers were divided into thematic sub-
clusters and emerged as one big cluster only recently. 
Though we did not find many real overlooked papers in our study 
(around 30% of the potential chasms by our definition), the ones we 
did find were mostly technical. This suggests that heavy technical 
papers are less likely to “stick” in the CSCW community today as it 
rightfully gives a slight emphasis to the social side of technology, 
which identifies the CSCW conference.  
This research also has its limitations. We mostly used automatic 
means of research for analyzing papers. A more labor-intensive 
method, reading and classifying the papers, could bring much more 
accurate results. In addition we did not study the islands – namely, 
papers published in the conference but that were never cited 
anywhere. These papers can potentially be “sleeping beauties” or 
yet another type of chasm in the CSCW community. 
As time goes by, we as CSCW researchers need to work on bridging 
the gaps between the technical and the social sub-communities in 
our field and make sure that good ideas from either side of the 
audience don’t go unnoticed. 
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