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ABSTRACT 
In this paper we describe a novel UI and system for 
providing users with recommendations of people to invite 
into their explicit enterprise social network. The 
recommendations are based on aggregated information 
collected from various sources across the organization and 
are displayed in a widget, which is part of a popular 
enhanced employee directory. Recommended people are 
presented one by one, with detailed reasoning as for why 
they were recommended. Usage results are presented for a 
period of four months that indicate an extremely significant 
impact on the number of connections created in the system. 
Responses in the organization’s blogging system, a survey 
with over 200 participants, and a set of interviews we 
conducted shed more light on the way the widget is used 
and implications of the design choices made.  

ACM Classification 
H.5.3 Information Interfaces and Presentation (e.g., HCI): 
Group and Organization Interfaces. 

Keywords 
Recommender systems, people recommendations, social 
networks, SNS 

INTRODUCTION 
Social Network Sites (SNSs , also commonly referred to as 
Social Networking Services) are springing up like 
mushrooms – sites like MySpace, Facebook, Orkut, Bebo, 
LinkedIn, Dopplr ({myspace, facebook, orkut, bebo, 
linkedin, dopplr}.com), and many others have been gaining 
a tremendous amount of attention and users in recent years 
[2]. These SNSs have different objectives: some are used 
mostly for socializing and keeping in touch with friends; 
others are used for exchanging media like music, photos, or 
videos; and others are used for professional purposes like 
finding a job. The most salient common characteristic of all 
these SNSs is that they allow users to explicitly define their 
social network, i.e., the list of people to whom they are 
connected (friends, colleagues, family members, etc.). In 
most systems, a connection between two users is reciprocal 

and is created by one user inviting the other to connect with 
the other side acknowledging the invitation. Following 
SNSs on the web, enterprise social networks, especially in 
large organizations, have recently emerged [6,8]. Similarly 
to their “web twins”, these SNSs are also based on building 
an explicit social network between employees.  

SNSs are exploiting their explicit network for various 
features, such as Facebook’s News Feed, LinkedIn’s 
recommendations, or Dopplr’s Fellow Travelers. 
Therefore, it is typically highly important for an SNS to 
encourage its users to connect to more people and reach a 
more comprehensive social network. Provoking users to 
connect to each other is also a key part of the viral effect of 
SNSs and their ability to proliferate.  

To this end, many of the SNSs added import wizards, 
which allow fetching contacts from email and instant 
messaging (IM) clients as well as other SNS systems. 
These wizards have quite a few weaknesses though: first, 
they require the user’s password for the applications from 
which contacts are imported, which might discourage using 
them; second, as email, IM, and SNS applications are 
becoming more and more numerous, one’s contacts are 
likely to be scattered around many applications, which 
might make the whole import process tedious; and third, 
these wizards are mostly designed for one time use and do 
not notify users once new contacts to whom they are not 
connected yet show up. Some sites employ other methods 
to encourage users to send more connection invitations 
including presenting members from the user’s jobs or 
schools; letting users suggest people their friends may 
know; and indicating to what degree the user’s network is 
“complete”. 

Lately, a few SNSs have added widgets that recommend 
potential connections. Facebook’s “People You May 
Know” widget [19] is located prominently on the Facebook 
homepage and suggests members to connect to. These are 
mainly people with whom the user shares common 
connections. LinkedIn has recently added a very similar 
widget, which carries the exact same title and is also 
principally based on mutual connections [18]. Not much 
has been revealed yet about the effectiveness of these 
widgets and their impact on the overall network. 
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Recommending people connections poses a different set of 
challenges w.r.t traditional recommendation methods, such 
as those for movies, books, or restaurants. On the one hand, 
accepting a recommendation to connect is less time 
consuming than following a recommendation to watch a 
movie and may thus be easier to attract to. On the other 
hand, it requires sending an invitation to another person 
whose reaction is unknown in advance. Some people do 
not feel comfortable sending such invitations. In addition, 
the fact that the connection is typically exposed to the 
public or at least to the networks of the connecting users 
may have social implications and an effect on the broader 
network. 

In this work we propose a novel UI and method for 
recommending people to connect to. We implemented and 
evaluated our system within an enterprise SNS. As SNS 
users tend to add to their explicit social network mostly 
people whom they already know [2], we focus on making 
recommendations of people with whom the user possibly 
has an existing relationship. Our recommendation engine is 
based on aggregated information about people 
relationships, retrieved using SONAR [10, 11], a system 
for collecting and aggregating social network information 
across the organization. As discussed extensively in [10], 
the user is typically familiar with almost all people 
SONAR provides – starting from strong ties and continuing 
to the user’s broader network. These findings lay the 
foundation for the quality of provided recommendations in 
this work.  

Our UI widget allows scrolling through recommended 
people one by one, while for each recommended person it 
shows the different “relationship evidences” with the user. 
The main difference from the Facebook and LinkedIn 
recommendation widgets is that our recommendations are 
not solely based on information originating from within the 
SNS itself, but also from other applications. This allows us 
to provide a much richer set of people and evidences and 
also to generate recommendations to brand new users of 
the system, whose profile and network are still blank. 

We present the results of deploying the people 
recommendation feature for a period of four months. Our 
findings show a highly significant impact on the number of 
connections on the site as well as on the number of users 
who invite others to connect. Additionally, we analyze user 
behavior patterns (such as usage of the widget over time) 
and implications of the widget’s UI design. We also 
describe the results of a qualitative user study, including a 
survey of over 200 participants and 20 interviewees. 

The next section discusses related work, followed by a 
detailed description of the people recommender widget. 
The main section of the paper describes an extensive 
evaluation of the widget through usage statistics, a survey, 
interviews, and responses in our corporate blogs. The final 
section discusses conclusions and future work. 

RELATED WORK 
The literature is rich with works about recommender 
systems. One of the most common techniques is 
collaborative filtering [13], which suggests 
recommendations of items, such as movies or books, based 
on user preference similarity. The latter is calculated based 
on input users are required to provide, usually by rating a 
set of items. Other methods include content-based, 
knowledge-based, demographic, and hybrid 
recommendations, which combine two or more of the other 
methods (see [4] for more details).  

In this paper we recommend people based on articulated 
social network information. Previous recommender system 
research has taken into account direct relationships 
between people: ReferralWeb [15] suggests a system to 
enhance searching for documents and people by combining 
collaborative filtering and social networks. The social 
network is built based on co-occurrences of names on 
documents, such as papers, homepages, and org charts. 
Sinha and Swearingen [20] compare online recommender 
systems for movies and books with recommendations from 
friends and find the latter is preferable. Friends’ emails are 
manually provided by the study’s participants. Bonhard et 
al. [1] explore movie recommendations and also find that 
users prefer recommendations from familiar people. 
Familiarity relationships are simulated through repeated 
exposure to profiles.  

In recent years, with the proliferation of SNSs, more 
research has been conducted around recommendations 
within an SNS environment, using the SNS’s explicit 
network: Spertus et al. [21] suggest online community 
recommendations to users of the Orkut SNS, based on 
community co-membership and Orkut’s social graph. Groh 
and Ehmig [12] examine club recommendations within a 
large German social network and discover that using 
explicit network information improves regular 
collaborative filtering techniques. Geyer et al. [9] compare 
methods of recommending self-description topics within an 
enterprise SNS. They show that a social network-based 
recommender outperforms a content-based one.    

As opposed to the methods above that consider 
relationships as means to providing better item 
recommendations (be that item a movie, a book, or a club), 
our people recommender uses relationships to recommend 
the related people themselves. Expertise location systems 
may be viewed as people recommender systems w.r.t a 
specific context. Various expertise locator systems take 
into account social network information. For example, 
McDonald [16] uses social network structures, constructed 
through interviews, participant observation, and artifact 
collection, to recommend individuals for possible 
collaboration within the workplace. ReferralWeb [15] 
allows searching social networks on the web. Ehrlich et al. 
[7] describe a search engine for people, which includes 
social network information mined from email and instant 
messaging. Users’ goals, however, in such expertise 
location systems, are often different from those in SNSs – 
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they look for someone to help them solve a specific 
problem, not necessarily someone to connect with.  

Terveen and McDonald [23] set a framework for social 
matching systems, which aims to bring people together on 
both physical and online spaces. As social matching 
systems desire to recommend people to people, they face 
some of the challenges mentioned in this work. Yet, their 
main goal is to suggest new people who may be interesting 
for the user to get to know, while we focus on people the 
user is already familiar with.  

A key element of our people recommender is the 
presentation of detailed reasoning for each recommended 
person. The importance of providing explanations in the 
context of expert systems is expressed by Buchanan and 
Shortliffe [3], who state that explanations assure users that 
the reasoning is logical and thus increase the user’s 
acceptance of the system and that explanations may also 
persuade users that unexpected advice is appropriate. 
Swartout and Smoliar [22] suggest the Explainable Expert 
Systems project, which tries to provide appropriate 
reasoning for expertise locators. Herlocker et al. [13] 
emphasize the fact that most recommender systems are 
black boxes providing no transparency into the working of 
the recommendation. They state that users will be more 
likely to trust a recommendation when they know the 
reasons behind it. Surveys of explanations in recommender 
systems are provided by McSherry [17] and by Tintarev 
and Masthoff [24]. 

THE ”DO YOU KNOW?” WIDGET  
 
User Interface 
The “Do You Know?” (DYK) widget is a new addition to 
the homepage of IBM’s next-generation employee 
directory, Fringe [8]. While the main use of Fringe is 
viewing other people’s profiles, upon logging in users are 
first directed to their own homepage. Here they can see 
their existing connections, view and manage incoming and 
outgoing invitations to connect, manage self tags and 
attributes, edit a personal statement, and see activity within 
their network.  

The “friending” feature, which allows users to connect with 
other employees, was added to Fringe in December 2006, 
as noted in [8].  A connection was defined as a reciprocal 
action and an invitation was sent through another person’s 
profile and yielded an email message, as typically done in 
most SNSs. The addition of the DYK widget to the Fringe 
homepage provided an alternative way of inviting another 
person to connect. Rather than visiting people’s profile 
pages in order to invite them, users could now invite 
colleagues to connect through the DYK widget in their own 
homepage. The widget was added in January 2008, after its 
announcement in a broad organizational event. We report 
its usage during the first four months, from January 22nd to 
May 21st, 2008.  

Figure 1 shows a screenshot of the DYK widget. It enables 

the user to scroll though a list of recommended people one 
at a time. The list of people is retrieved by requesting the 
top 100 recommendations from the recommendation 
engine which is described in more detail in the next 
subsection. The recommended people are presented in 
decreasing order of relationship score. Hence, the first 
recommendations are those with whom the user has the 
strongest familiarity level and is not connected to yet. For 
each recommendation the widget presents a picture, the 
person's name as a link to her or his Fringe profile, and a 
summarized list of all available evidences of the 

relationship to the user. These evidences are retrieved from 
the recommendation engine as well. The summary would 
state, for example, that the recommended person and the 
user wrote two papers together, commented on each other’s 
blogs three times, tagged each other in the people tagging 
application, share a manager, have 10 mutual connections 
in Fringe, and so forth. While hovering over each 
summarized evidence item, a popup appears which 
includes a detailed list of evidences with relevant links. In                 
Figure 1 the popup shows the two wikis the users share. 
After viewing a recommended person, the user can decide 
to scroll to the next or previous person, to invite the current 
person to connect, or to remove the current 
recommendation. The user invites the recommended person 
by clicking on a connect button below the name of the 
person. This will bring up a default invitation text which 
users can edit according to their wishes. The invitation is 
then sent out to the recommended person through email 
and the DYK proceeds to the next recommended person.  

By clicking on the “No thanks” link, the user can remove a 
recommended person from the list of recommendations. 
Thus, if users are not interested in inviting a recommended 

                Figure 1: DYK widget screenshot 
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person, they can remove that person forever from the set of 
recommended people. It should be noted that the “No 
thanks” link does not include any explanation on what its 
exact outcome is. Next to the picture of the viewed person, 
smaller pictures of the next and previous recommended 
individuals, if exist, are displayed. This may encourage the 
user to click on the next or previous arrow to view more 
recommendation details.               

People Recommendation Engine 
The DYK widget recommends people whom the user may 
be familiar with, but is not yet connected to in Fringe. The 
list of recommendations is retrieved using SONAR, which 
is described in detail in [11] and [10]. SONAR extracts an 
employee’s social network by aggregating information 
about relationships between people as reflected in different 
sources within the organization’s intranet. The sources and 
relationships include:  

(1) organizational chart relationships, (2) paper co-
authorship through an IBM publications database, (3)  
patent co-authorship through an IBM patents database, (4) 
direct connection in Beehive [6] – another SNS within 
IBM, (5) mutual connections in Beehive, (6) mutual 
connections in Fringe, (7) tagging of each other in Fringe, 
(8) co-authorship in IBM’s projects-wiki [5], and (9) 
commenting on each other’s blog in Blog Central [14] – 
IBM’s enterprise blogging system. 

SONAR assigns an aggregated score to each relationship 
based on the overall activity within the different sources. 
For a given user, relationship scores are used to produce a 
weighted recommendation list. Details on how the 
relationship scores are computed are given in [10]. The 
user’s weighted list is the basis for the people 
recommendations produced by the DYK widget – it simply 
removes all people the user is already connected to in order 
to create the final ranked list of recommendations. This 
ranked list, therefore, includes people that may be familiar 
to the user based on common activities in the intranet, but 
whom the user has not connected to before. In addition to 
the weighted list of recommended people, SONAR also 
provides evidences for each connection, which are 
exploited by the widget to provide explanations as 
described above. 

EVALUATION 
 
Method 
Our evaluation consists of two parts. The first is a 
quantitative field study, where we analyze the widget’s 
usage statistics within Fringe along a period of four 
months. The second is a qualitative user study that includes 
a survey, interviews, and responses in our corporate blogs.  

Our survey included 18 multiple choice questions and a 
sample screenshot of the DYK widget at its top. It was 
distributed by email to 592 Fringe frequent users (see 
definition of Fringe frequent users later in this section). 
221 users responded, of whom 199 used the DYK widget. 

Respondents originated from 25 countries, and spanned 
Sales, Marketing, Development, Services, Research, 
Communications and IT divisions within IBM. The 
questions covered general usage of the widget, effects on 
users’ networks, usage patterns over time, impact of 
evidence, “no thanks” aspects, and design alternatives. 
Each question had space for free text comments. 

In addition to the survey, we interviewed 20 Fringe users 
for half an hour by phone. While the interviewees we 
selected are not a statistical sample of the Fringe user 
population, we included frequent Fringe users as well as 
infrequent users spanning different levels of DYK usage, 
from none to heavy. Our interviewees originated from five 
continents, 12 countries, and six different divisions within 
IBM. The interview followed a semi-structured format: we 
asked the interviewees about their interaction with the 
widget and its value to them; their usage of the widget on 
the first time compared to subsequent times, if any 
occurred; and their view on the role of the evidence, “no 
thanks”, and other design alternatives. 

As part of our qualitative results, we also present a few 
citations from Blog Central [14], IBM’s enterprise 
blogging system, which contains over 13,500 blogs, 
117,000 entries, and 52,000 users (as of July 2008). Among 
other things, the response to a new application or feature by 
bloggers within the organization, usually gives a good 
sense of its success within the early adopters’ community. 
The release of the DYK widget in Fringe created a great 
amount of “buzz” within the organizational blogsphere. We 
chose a few prominent examples written by bloggers with 
whom we are not personally familiar. All of the 
corresponding posts included a screenshot of the DYK 
widget, demonstrating a personal recommendation the 
writer had received.   

System Level Evaluation 
We first explore how the DYK widget influenced the 
number of invitations, connections, and users who sent 
invitations within Fringe. Before deploying the DYK 
widget, a total of 31,707 invitations were sent by 4048 
users. This number of invitations is rather low for a system 
running for more than a year with over 20,000 users. This 
was part of our initial motivation for the DYK feature.  

Figure 2 compares the usage of the DYK widget with the 
usage of the regular mechanism of inviting through people 
profiles during the four month period. First, it shows the 
number of invitations sent from the DYK widget compared 
to the number of invitations sent from others’ profiles. 
Results exceeded our highest expectations – 73,088 
invitations were sent through the DYK widget, while only 
10,548 were sent through profiles. Acceptance rate was 
exactly 60% both for invitations sent from DYK and for 
invitations sent from profiles. The identical acceptance rate 
indicates that while the DYK widget provoked much more 
invitations, their quality in terms of acceptance rate 
remained equal to that of the usual profile-based 
mechanism. Figure 2 also shows that while 6287 users 
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initiated invitations though the DYK widget, only 2048 
sent invitations through profiles. These high differences 
between DYK invitations and profile invitations stand in 
contrast to the fact that the homepage was accessed 79,108 
times, while profile pages were accessed 91,964 times. The 
overall increase in the number of invitations in Fringe was 
278%, which resulted in an overall increase of 230% in 
confirmed connections. The increase in people who sent at 
least one invitation was 150%. We note that this sharp 
increase took place within a period of four months and 
after the Fringe friending feature had been available for 15 
months without recommendations.  

The intense usage of the DYK widget was also expressed 
in our interviews and survey comments: Out of the 221 
survey participants, 217 indicated they saw the widget on 
the Fringe homepage and 209 said they scrolled through it 
at least once. As aforesaid, 199 used it to send at least one 
invitation. One interviewee stated “The widget attracted me 
immediately and intrigued me – how do you know all this? 
Found it most amazing. If you wanted me to list only one 
strength of Fringe – the visualization of the DYK would be 
it” and another pictured “It’s like a party host that shows 
you around with people you want to meet”.  

User Level Evaluation 
We next examine usage patterns of Fringe and the DYK 
widget on the user level. 15,422 users accessed Fringe 
during the inspected four month period. To measure the 
number of accesses per user, we opted to use a day level 
granularity, i.e., for each user we considered the number of 

days s/he accessed Fringe during the four months. Figure 3 
shows the number of users who accessed Fringe for at least 
k days during the four months for k=1,2,…,20. More than 
half of the users, 7939, accessed Fringe for only one day 
during the period. 4490 accessed it for at least 3 days and 
only 1474 accessed it for more than 5 days. The average 
number of login days to Fringe was 2.7 (stdev 4.3, median 
1, max 81). The high number of users who accessed Fringe 
for only very few days can be explained by the fact that 
Fringe is a research project aimed especially for early 
adopters, and thus many of its users just come to try it out 
for once or twice and do not continue to use it on a regular 
basis. As we wish to also explore the behavior of users who 
use Fringe more regularly, we examine the users who 
logged in to Fringe for at least 10 days during the four 
month period. We refer to this group of 592 as Fringe 
frequent users. 492 out of the 592 (83.1%) have used the 
DYK widget to invite at least one person to connect 
(compared to 6287 out of all 15422 Fringe users, which is 
40.8%). The average number of login days to Fringe for 
these 592 users is 18.76 (stdev 12.07, median 14, max 81).  

Figure 4 presents the substantial change in the average 
number of connections per user after the DYK was 
introduced. The frequent users had 11.6 connections on 
average before the DYK (stdev 22.7, median 4, max 198), 
and ended up with 39.1 connections on average (stdev 
37.2, median 30, max 389).  All Fringe users together had 
2.0 on average at the beginning of the period (stdev 6.3, 
median 1, max 198) and 6.6 on average after the period 
(stdev 12.2, median 2, max 389). 

Indeed, 70% of the survey participants indicated that they 
connected to more people than before due to the DYK 
recommendations. “Before you had to search for people 
and go to their profile, which is tedious. Prompting you 
with people makes it easier and saves you time” explained 
one interviewee. Another stated that “there are people I 
invited to connect [through the widget], which I wouldn’t 
have had otherwise as it would have been too much of a 
hassle or I wouldn’t think of looking them up specifically 
[…] this tool helps lowering the cost of entry.” 

As noted above, out of 15,422 users who accessed Fringe 
during the four months, 6287 used the DYK widget to 
invite at least one person. 5076 of these DYK users 
(80.7%) had sent no invitations at all before using the 
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DYK. This high percentage implies that the easiness of 
inviting others through the DYK widget relative to 
traditional methods broke the entry barrier for many users 
and caused them to start playing the “social game” of 
connecting to others. This assumption was reinforced in 
blog posts that referred to the DYK widget: one blogger 
wrote “I must say I am a lazy social networker, but Fringe 
was the first application motivating me to go ahead and 
send out some invitations to others to connect”. In a post 
titled “Fringe... I'm out of control! Somebody stop me!” 
another enthusiastic blogger said “I've NEVER seen such 
an easy way to invite someone.  I mean, that rollover 
thingie to invite people to connect with you is addictive. In 
a matter of seconds, I sent invitations to 28 people. Me! 
The oh, I'm choosy, I don't send to anyone and everyone 
social networker”. The fact that many of the DYK 
invitations were sent by “newbies”, rules out the possibility 
that recommendations only inflated connection lists of 
users who had connections before.  

As for the quality of recommendations, as noted in the 
previous section, we exploited the SONAR system’s 
capabilities to provide people whom the user is familiar 
with. Indeed, when we asked survey participants if they 
were surprised by the recommended people. 16% said “not 
at all”, 47% chose “no, besides a few exceptions”, 35% 
chose “by some I was surprised, by other I was not”, 1% 
“yes, by many of them”, and 1% “yes, by most of them”. 
Our interviewees also indicated they were familiar with 
almost all recommended people, e.g., “Mostly strong ties in 
the beginning […] A few distant names further down the 
list”. 
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Figure 5: Fringe and DYK accesses by week during 
the period 

Usage Over Time 
Figure 5 shows the overall usage of the DYK widget during 
each week along the four month period together with the 
overall usage of Fringe during that period. Similarly to the 
Fringe usage, we define a usage of the DYK widget as a 
day in which a user was using the widget to invite at least 
one other person.  It can be seen that the overall DYK 
usage is very much dependant on the overall usage of 
Fringe. This dependency is quite expected as the widget is 
located at a salient spot within the Fringe homepage, which 
is displayed immediately after the user logs in. The 

percentage of users who used the DYK out of those who 
logged into Fringe mildly decreases along the period – 
from about 25% during the first month to around 20% 
along the second and third months and around 17% during 
the fourth month. The decrease in the overall usage of 
Fringe along the period is related to various factors, such as 
performance issues and the appearance of other profiling 
systems within the IBM intranet. Both graphs have a sharp 
peak in the second week, after the broad IBM event in 
which the DYK widget was introduced. The second peak, 
in week 10, is due to another IBM internal event in which 
Fringe and the DYK widget were demonstrated. 
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Figure 6: Number of users who used DYK for at 
least k days during the period 
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Figure 7: Average number of invitations sent in 
each day of DYK usage during the period 

We next set to explore the first usage of the widget, 
compared to its second usage, and so forth. To this end, we 
first examine the number of usage days for each DYK user. 
Figure 6 shows the number of users who used the DYK 
widget for at least k days during the four month period 
(k∈[1,10]), both for all 6287 DYK users and for the 492 
frequent users. It contains a table of values below the 
graph, as it is hard to discern the values for higher k. We 
first observe that 73% of the 6287 DYK users have only 
used it for one day during the time period. This high 
percentage is surely affected by the fact that many of these 
users, as mentioned above, have only accessed Fringe for a 
day or two. In this context, it is more interesting to examine 
the behavior of the 492 frequent users, which is indeed 
quite different: 364 (74%) used it for more than one day, a 
much higher percentage than for the entire DYK user 
population. 252 out of the 492 (51.2%) used it for 3 days or 
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more, compared to less than 10% for all DYK users. Still, 
it is quite evident that even for frequent users the widget is 
mostly useful for a few days along the inspected four 
months: only 67 frequent users used the widget for more 
than 5 days (13.6%), and only 7 used it for more than 10 
days. We note that our criterion for the DYK usefulness is 
quite strict - it considers actual invitations sent to others to 
connect, rather than just scrolling through the widget.  
We next examine the number of invitations sent each day 
the DYK widget was used. In other words, for the k-th day, 
k∈[1,10], we considered only those users who used the 
widget at least k days, and calculated the average number 
of invitations these users sent on the k-th day of use. As the 
widget was mostly useful for very few days, we expected 
the average number of invitations to quickly decrease 
towards 1 for higher values of k. Results, depicted in Figure 
7 are quite surprising: the decrease in average number of 
invitations is quite mild, and those users who did use the 
widget for more days sent quite a few invitations on each 
such day. For example, for the 261 users who used the 
widget for the fourth day, the average number of 
invitations is 5.5; The 82 users who used the DYK for the 
sixth day, sent on average 5.8 invitations that day. Starting 
the seventh day, the average number of invitations is even 
increasing mildly, until the tenth day. These results indicate 
that while we could have expected that people would invite 
only one or two individuals in later usages of the widget, 
this is not the case. For those who continued to use the 
widget, results were quite rewarding. Still, we should keep 
in mind that the results for later days are based on a small 
number of users. This may also be a case of a “chicken and 
the egg”, where the reason for these particular users to 
continue using the widget for more days was that they still 
had quite a few valuable recommendations. In any case, it 
is rather clear that the DYK widget is mostly valuable for 
the first few days of use, until new recommendations can 
be provided.  

We asked our survey participants how many times they 
browsed the widget. The most common answer was 5-10 
(37%), while 2-4 (25%) and 10-20 (20%) were also 
popular. About 6% browsed it 20-50 times, and 3% only 
once. Results are somewhat higher than the usage statistics 
shown above, as obviously in some cases users browsed 
the widget without issuing invitations. Nevertheless, they 
support the conclusion that the widget is mostly useful for 
the first few times, and then becomes less effective. But 
would users still want to see the DYK widget on their 
homepage even though it is not as useful as before? Most 
of our interviewees indicated they want it permanently: “It 
is good as a reference […] we all know a lot of people and 
it’s worth reminding you that connecting to them would 
add value”; “I think the widget continues to be useful as 
your network changes over time, especially as long as it 
keeps giving me new people, like people joining the 
company”; and even “It serves as a dynamic list of my 
related people and in fact can be shown at my profile page 
too”. 

 

We are considering a few alternatives to make the widget 
continuously more attractive. One option is to show it only 
periodically, when new evidence comes up or new 
relationships appear. An extension to this idea can be made 
by turning the widget into a “social network management 
tool”, which not only suggests new connections, but also, 
for example, alarms on existing connections with whom no 
interaction has been inspected for a while. Another 
alternative is that once recommendations for people to 
connect to have been exhausted, the widget recommends 
similar people who may be of interest for the user. This can 
be done by considering common tags, common bookmarks, 
common communities or forums, and so on. Indeed, one of 
the interviewees said that “at the moment, it keeps you 
limited to whom you already know, but can be useful to 
recommend similar people to extend your reach”. In this 
case, the action button should not be ‘connect’, but rather 
‘view profile’ (or even subscribe to blog, bookmarks, or 
twitter messages), since as noted before, people tend to 
connect only after they know a person to some degree [2]. 

Evidence 
As aforesaid, providing explanations for each 
recommended person is an important element of the DYK 
widget. It could be claimed, that since we focus on 
recommending people the user is already supposed to 
know, evidence is redundant. Yet, when we asked the 
survey participants whether the evidence summary was 
useful, 31% answered ‘very much’ and additional 47% 
answered ‘yes’. Only 13% were not sure, 6% chose ‘no’, 
and 3% ‘not at all’. In our interviews, various benefits of 
the evidence were indicated. 

Granting more confidence for sending the invitation was 
mentioned by quite a few interviewees: “Psychologically it 
provides you more confidence to connect to people you 
know less […] You feel more comfortable when you have 
an ‘excuse’”, said one interviewee and another added “If I 
see more direct connections I’m more likely to add them 
[…] I know they are not recommended by accident”. 
Another interviewee even mentioned that “I feel more 
closely connected to the people with whom I have more 
evidence”. 

A second important contribution of the evidence, 
mentioned by many of the interviewees, was building trust 
with the system: “You start to trust it more […] as you see 
the sense behind it” said one interviewee and another 
stated that “it’s important to say why – helps me 
understand how its mind works. Then even if I don’t want 
to connect I understand the reason for it and don’t lose 
trust”. 

“This evidence is just like a memory trigger”, said one of 
our interviewees, indicating a third benefit of the evidence 
presentation. Another added that “Sometimes, you ask ‘how 
are they connected to me?’ as you may have worked 
together long ago and then you see what connects you and 
remember”. Another interviewee explained that 
“Sometimes I see a [recommended] person and can’t 
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remember the context of our last interaction. The 
[evidence] list can help me remember and suggest more 
context for the invitation message I will send”. 

Other mentioned benefits of the evidence list included 
curiosity stimulation: “it just makes you desire to see more 
and more”, aggregation of different connection points in 
one place: “I wouldn’t have time to check how I know them 
and whether I should invite them, but having it summarized 
makes it easier”, and even community awareness 
expanding: “it gives you more sense of how you belong to 
the community and how you fit in within the organization”.  

We also asked our survey participants whether the links 
provided for specific evidences were useful. Answers were 
less decisive in this case, though still clearly inclining 
towards the positive direction: 16% said ‘very much’, 36% 
‘yes’, 32% chose ‘not sure’, 12% ‘no’, and 4% ‘not at all’. 
From the responses we got in blogs and interviews, it 
appears that the actual links are not used very often, but the 
fact that the widget provides them supports the reliability 
of the whole recommendation system: one interviewee said 
“I remember wondering about a recommended person with 
whom I was indicated to have a  blog comment. The fact 
that the system could point me to the exact comment really 
made me feel I can trust the system more than I can trust 
my own memory”. In a blog post titled “Social Computing - 
It's All Coming Together”, the writer says “[…] it was only 
when I hovered over the reasons for the links that I realized 
how well the Connections system is integrated. It recorded 
the connection as a result of me posting a comment to a 
blog, then the pop-up even included the actual blog entry 
and when I'd contributed. You can see it also noted that we 
shared a mutual colleague […] Fantastic”.  

No thanks 
Only 896 out of the 6287 DYK users (14.3%) used the “no 
thanks” option on at least one recommended person. The 
average number of people on whom these 896 users clicked 
“no thanks” is rather high – 17.2 (std 32.1, median 3, range 
1-409), compared to an average of 23.6 for which these 
896 clicked “connect”. As for frequent users, 155 of 492  
(31.5%) used “no thanks” with an average of 32 times (std 
54.4, median 8, range 1-409), comparing to 64.9 times they 
clicked “connect”.  

We asked survey participants who did not use the “no 
thanks” at all for the main reason. 30% said they were not 
aware of this option, 22% chose ‘Privacy - I hesitate to 
explicitly indicate who I do not like to connect to’, 16% 
indicated they didn’t need to use it on any of the 
recommended people, 15% did not find this option useful, 
and 17% chose ‘other’. Among the other reasons 
mentioned, two were most common: lack of information 
about the consequences of clicking on “no thanks” and 
unwillingness to rule out someone forever. One of our 
interviewees said that “since I can browse, I don’t think I 
would use this. Maybe right now I don’t want to connect, 
but later I will – so I don’t want to miss the opportunity”. 

The survey’s results reveal there is a lot more that can be 
done to make the “no thanks” feature more useful: quite a 
few people were not even aware of it, indicating it should 
be presented more prominently. 22% have explicitly 
pointed out a privacy concern, which needs to be 
addressed. It is very likely to be related to the lack of 
knowledge about the “no thanks” action’s results. One of 
our interviewees stated that he would use it “only if I’m 
sure people are not going to get a message saying I clicked 
‘no thanks’ on them. This is not crystal clear in the widget. 
As an example, there is a senior manager whom by no 
means I’d want to know I clicked ‘no thanks’ on”. 

In our current implementation we only provide the option 
to remove people from the DYK widget permanently by 
clicking on the “no thanks” link. In the survey we asked the 
participants how they would like people on whom they 
clicked “no thanks” to be handled. Results indicate a rather 
balanced split among manually managing this list of people 
(29%), not recommending for a fixed time period (34%), 
and not recommending ever again (24%). In our interviews 
we got reasons against each of these options: for permanent 
removal it was indicated that “it’s too final to say no 
thanks. Come back to me in one, two, or three months”; for 
temporary removal some said “it might be annoying if they 
re-appear after a month or three months”; and for self 
management it was clear that not everybody will bother to 
do so: “if they were not interesting enough to connect with, 
I will definitely not have the time to manage them”.  

Based on this feedback, it is clear that some changes would 
benefit users of the “no thanks” feature. At the very least, 
an explanation should be added stating clearly what 
clicking on the link would result in. Wording can also be 
made more reassuring, for instance, “remind me later”. A 
more complex alternative is to show a popup with a few 
options upon clicking the remove link, such as 
“permanently remove this person”, “remove for three 
months”, and so on. Another compelling option our 
interviewees suggested is to show removed people again 
when new evidence is calculated. This way, individuals 
will return to the recommendation list only if there is an 
indication that they have become more relevant.  

Other Design Choices 
The DYK widget allows scrolling through up to 100 
recommended people. Our survey results, though, indicate 
that users typically scrolled through the first few people (up 
to 10), and quite rarely over 20. When we asked what 
factor mostly affected their decision to stop scrolling, 12% 
mentioned they had to go through the whole list (“it was 
too addictive to stop”), while others indicated that they 
went through a fixed number of people (16%), got satisfied 
with the number of invitations sent (17%), felt the quality 
of recommendation was not high enough for their needs 
(23%), or simply ran out of time (23%). Our interviews 
reveal that while users usually examine only a few people, 
they may very well go through the whole list in one or two 
occasions, e.g.: “Sometimes, not too often, I go through all 
of it. But I’m more likely to look into the first few people”. 
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When we suggested to limit the number of presented 
people to a smaller number, like 10, most survey 
participants (three quarters) indicated they would not like 
it. The survey comments and interviews suggest an 
alternative: quite a few indicated that a smaller number of 
people could be nicer, provided the order of people would 
be shuffled from time to time to allow exposure to more 
recommendations. Currently, we present recommended 
people ordered by SONAR score and replacements can 
occur only due to changes in the score. In addition, some 
suggested an approach similar to Facebook and LinkedIn, 
where just a few recommendations are presented in the 
original widget, but expanding the widget allows browsing 
through all.  

The DYK widget currently allows connecting to one 
person at a time. About two thirds of the participants 
indicated they preferred an option to connect to multiple 
people at once, e.g., through checkboxes. In interviews, 
many suggested such an option for the first few interactions 
with the widget, while the user’s network is still quite 
empty. About half the interviewees said they liked the 
current method: “As a batch, it’s less personal”, “Love it 
right now and it makes me want to click [...] It is 
digestible”, “Often I like to modify the message so would 
like to do it individually”, and “I like to focus on each 
person’s evidence list”. Showing multiple people with one 
connect button and checkboxes, while evidence is 
presented through popups, can be an alternative design, 
especially for newcomers who may want to quickly build 
their network. Yet, and in spite of the desire expressed by 
many users, we believe making connections on individual 
basis would keep a level of “class” for the connection 
action and prevent spamming. 

Discussion 
Our evaluation shows that people recommendations can be 
highly effective in increasing the number of connections 
and the number of users who engage by connecting to 
others within an SNS. The simple and intuitive way to 
connect through the recommender widget lead users to 
invite others whom they would not have invited through 
the regular profile-based mechanism. The method we used 
presents an important enhancement to state-of-the-art 
mechanisms used in SNSs like Facebook and LinkedIn. 
First, it relies on a much richer information basis than 
common friends and groups. Second, many of the 
information sources used more strongly imply a potential 
connection: co-authorship of a paper or a wiki page is 
typically a stronger indication of familiarity than a 
common friend. And third, while current methods are 
based on internal information only, we use external data as 
well. Thus, it is possible to provide high-quality 
recommendations during early stages of the site’s evolution 
and for brand new users. This is especially important as our 
findings show that the effect of recommendations is most 
significant during the early stages of SNS usage.  

While examining different aspects of usage over time, we 
consistently observed a decrease in the widget’s usage 

during later stages compared to earlier stages. That is to 
say, users find the widget most beneficial during their 
initial use of the system, when they are building their 
network. Afterwards, the widget may remain a “point of 
interest”, but is used more sparsely. These findings suggest 
that in the longer term of usage, the widget may be omitted, 
or only presented periodically. Alternatively, the widget 
can be generalized to provide more functionality than 
recommendations of people to invite, such as management 
of the user’s network and recommendations of people 
whom the user does not already know. 

Other than utilization over time, we also recognize the 
following items as potential design enhancements to the 
DYK widget: (1) elaborate the “no thanks” option by 
providing more information about its results and by adding 
back people to the list in case significant new evidence 
appears (2) randomize the order of recommended people to 
allow exposure to more individuals, even if they have 
lower relationship score (3) allow connection to multiple 
people at once during the first interactions with the widget. 

The DYK widget presents an interesting tie between 
implicit and explicit relationships: it recommends users to 
explicitly acknowledge relationships that were mined from 
different sources. Some of the participants in our study 
pointed out that the list of mined relationships can itself 
serve as the user’s network, sparing the need to invite and 
confirm. Clearly, it requires the mined list to be highly 
accurate, as users would not like wrong people as part of 
their social network. Yet, such an approach can be highly 
valuable, especially as so many social sites require from 
their users to build yet another network by sending more 
invitations. Our experiments in this paper and in past work 
[10] imply that SONAR achieves a very high level of 
accuracy in terms of identifying people with whom the user 
is familiar. Further validation of such an approach is 
required, and may lead to an important transformation in 
the way SNSs and other Web 2.0 sites operate today.  

CONCLUSIONS AND FUTURE WORK 
We presented the “Do You Know?” (DYK) widget, which 
recommends people to invite into one’s enterprise social 
network. Recommendations are based on aggregated social 
network information from various sources across the 
organization. The widget presents each recommended 
person individually with a set of evidences that show the 
different connection points of the user with this person.  

Usage statistics from the first four months of the widget’s 
deployment show a dramatic effect on the number of 
invitations sent, connections created, and users involved. 
Responses in our corporate blogs, interviews, and a survey 
also demonstrate the high impact of the widget, as well as 
the positive effect of showing explanations, even when 
users are familiar with most of the people they see. We 
suggest a few enhancements for the design of the widget, 
especially regarding removal of people from the 
recommendation list and usage of the widget over time.  
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We believe the DYK widget has potential to inspire the 
design of an analogous widget outside a corporate firewall. 
Most data sources, as well as alternative ones, are available 
on the web and can be used to enrich current 
recommendations that are based solely on information 
originating from the SNS itself. We plan to experiment 
with such a widget on the web in future work, handling the 
challenge of multiple identities per person.  

We note that in this paper we started out from the 
assumption that more connections within the SNS are 
desirable. This is of course arguable, and many question 
the value of having numerous connections. Moreover, 
some feel being spammed by too many invitations to 
connect from too many SNSs. Our future plans include 
exploring how to minimize “social spam”.  
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