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ABSTRACT 
The goal of this research is to facilitate the design of 
systems which will mine and use sociocentric social 
networks without infringing privacy. We describe an 
extensive experiment we conducted within our organization 
comparing social network information gathered from 
various intranet public sources with social network 
information gathered from a private source – the 
organizational email system. We also report the conclusions 
of a series of interviews we conducted based on our 
experiment. The results shed light on the richness of public 
social network information, its characteristics, and added 
value over email network information. 
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INTRODUCTION 
The value of social networks (SNs) has been widely 
recognized (e.g., [8,18,19]) and is even more evident in 
recent years, with the social evolution of the web 
(commonly referred to as Web 2.0 [35]). Social Network 
Analysis (SNA) [41] leverages social network information 
both at the personal and at the community (or 
organizational) level using techniques like clustering, 
centrality measures, shortest path algorithms, and more.  

SNA is typically conducted using one of two approaches – 
egocentric (personal) or sociocentric (global). Egocentric 
network analysis focuses on the personal network of a root 
individual (called ego). In contrast, sociocentric network 
analysis considers all the relationships among the members 
of a certain group from a global viewpoint.  

Traditionally, social network information, i.e., information 
about interpersonal relationships, was collected through 
social science methods such as interviews and surveys. 
With the evolution of the internet, automatic collection of 
social network information became much more feasible, as 
people leave traces of relationships online. 

Email is the most popular source for automatic collection of 
social network information. Many studies mine network 
data from email for various purposes, such as visualization 
[16,39], clustering [4,9,38], or identifying central 
individuals [33,38]. The records of email allow creating a 
weighted social network, where normally the more emails 
two individuals exchange, the higher is the weight of the 
connection between them. In this work, we refer to social 
network information extracted from email as email social 
network information. 
Email is an example of a private source of social network 
information. Like other private sources, such as instant 
messaging or phone calls, it is abundant with everyday 
communication data and hence well reflects one’s social 
network. However, this benefit is in fact also its drawback, 
as collecting it for useful purposes is a sensitive issue: 
typically, email users have access to their own mailbox 
only, making it more troublesome to create a socicentric 
view of the network without infringing privacy. Thus, while 
private sources like email are suitable for egocentric 
network analysis [4,6,9], they often present a challenge 
when used for sociocentric analysis  [5,24].  

The evolution of the web in recent years made people more 
involved in online activities. In the Web 2.0 era people tag, 
vote, recommend, leave comments, and contribute content 
everywhere, and in many cases the information is publicly 
available for everyone to see. Systems like blogs, wikis, 
forums, social bookmarking, or social networking services, 
expose a lot of social network information, which is public 
in its nature. For example, in many blog systems, everyone 
may see who makes comments to whom; in many wiki 
systems, everyone can see who edits the same pages; in 
many social bookmarking systems, everyone can see who 
bookmarks the same web pages or uses the same tags; and 
in many social networking sites, everyone can see by 
default who is friends with whom. Thus, social applications 
such as those mentioned above provide a wide range of 
public sources for social network information. 
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Following its prosperousness on the web, social software 
started emerging in organizations as well. Many 
organizations today have blogging systems [23], wikis, 
forums, and even social bookmarking [31] and social 
networking services [12]  behind the firewall. Similarly to 
their “twins” on the internet, many of these intranet social 
applications expose a lot of social network information, 
which is public in its nature. Moreover, as opposed to 
multiple identities often used in different systems on the 
web, there is typically one identity for each employee 
behind the firewall of an organization, for accountability. 

Having more and more valuable public sources for social 
network information, both on  the internet and on the 
intranet, presents an opportunity to collect social network 
information in a way that is less sensitive privacy-wise. 
This may be most valuable in case of sociocentric network 
analysis. For example, consider the following scenario: 
Alice seeks a social path to Cindy, whom she does not 
know. The social path passes through Bob, as a sociocentric 
network would reveal. If email had been used as the sole 
source of information, Alice would have needed access to 
Bob’s (and/or Cindy’s) mailbox, in order to learn about the 
Bob-Cindy relationship. However, this relationship may 
also be exposed in public sources, for example by the fact 
that Bob and Cindy co-authored a paper or a wiki page, or 
that they have tagged each other.  

In this work, we try to assess the level of approximation of 
email social network information that may be achieved 
from different aggregations of information from public 
sources, and study the public social network information 
that is not represented in the email network. We made our 
experiments within the IBM intranet, which is quite rich 
with public sources for social network information. We use 
a sample of eight such sources, which we believe well 
represent a range of sources that become increasingly 
available in many other organizations. While we evaluate 
ranked buddylists in our experiments, these can then be 
composed to a whole sociocentric network.  

For our experiments, we use the SONAR (Social Networks 
Architecture) technology, which was presented in [21]. 
SONAR allows sharing and aggregating social network 
information across the organization, both from private and 
public sources. SONAR has recently been enhanced with 
more data sources such as an enterprise social networking 
site, a wiki, and papers and patents databases that further 
enrich the social network information it can provide.  

In order to extract email social network information, we 
built a SONAR-based agent for our organizational email 
client application. This agent extracted the weighted social 
network as reflected in the user's mailbox. The agent 
presented the network information to the user across four 
different periods of time, and requested the user's approval 
to share the information with us for research purposes. We 

sent the experiment agent to 1500 users and got a response 
from 343 of them. 

We also used SONAR to extract public social network 
information for each of the 343 users who contributed their 
email social network information. SONAR collected the 
data from eight public sources within IBM which reflect 
familiarity relationships and aggregated them in different 
manners (i.e., across different periods of time and with 
different weight configurations for the data sources). In our 
experiments we made comparisons between email social 
networks and the corresponding networks as can be 
retrieved from different aggregations of public sources.  

Following the experiment, we interviewed 20 of the 343 
participants, asking for their observations about the 
comparisons, as well as aiming at understanding their 
relationships with the people who appear in their public 
social network but not in their private one (and the other 
way around). 

Our main goal in this paper was to explore the value of the 
public network. While we examined how well it can 
approximate the email network, we also observed an 
intriguing classification of the public sources into two 
types: collaboration sources and socializing sources. This 
distinction was reinforced in the interviews we conducted. 

The rest of the paper is organized as follows. The next 
section reviews related work. We then describe our research 
methods, followed by a section that describes our 
experimental results. The last section presents conclusions 
and future work. 

RELATED WORK 

Mining Email for Egocentric and Sociocentric Analysis 
Tools such as ContactMap [32] and Personal Map [16] 
analyze emails to extract the user’s egocentric SN. In [6], 
egocentric network analysis was done based on the user’s 
mailbox data to identify potential spam communities. C-
Rank is an algorithm used for ranking clusters in one’s 
mailbox [4]. There has also been work on mining the 
sociocentric SN from email, despite privacy concerns. 
Extraction of the sociocentric SN from email logs has been 
demonstrated in [38] in order to automatically identify 
communities and leaders inside them. Users of the 
SmallBlue system [27] opt-in to permit the collecting of 
aggregated information about their email with others to 
construct a sociocentric SN. 

Sociocentric network approaches may encounter difficulties 
using private data sources due to privacy concerns. For 
example, mining email, even when results are displayed in 
aggregated forms, might expose private information [24]. 
Mining only public sources can be a solution: an early 
version of ReferralWeb derived its network from email 
archives. The shift to using public data sources was 
motivated by “concerns of privacy and security that are 
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hard to allay” [24]. Aleman-Meza et al. [3] note that social 
networking sites could have been useful for detecting 
Conflict of Interest (COI) relationships among potential 
reviewers and authors of scientific papers, however, privacy 
concerns prevent these sites from sharing their data. 
Publicly available sources were used in order to extract SN 
data and detect COI.  

Grippa et al. [20] find numerous ways in which the email 
social network is significantly biased; indeed, our research 
does not treat the email network as the “correct” or “ideal” 
network. However, the comparisons conducted by Grippa et 
al., of the social networks implied by four different media 
(e-mail, face-to-face, chat, and phone), found that the e-
mail network alone covered 72% of the edges of the 
complete social network – more than any of the other 
media. These findings, together with the complexity of 
gathering private information from all four sources of a 
large group of people, and the prevalent use of email as a 
source for automatic mining of social networks, led us to 
focus on email as a benchmark of private SN. 

Mining Public Sources for Social Network Analysis 
In some cases, email correspondence is publicly exposed, 
for example, mailing lists for some Open-source software 
development sites are archived and made publicly available. 
Such email becomes a public source and can easily be 
mined for SN [5]. Adamic et al. [1] describe techniques for 
mining links and text of public web homepages to predict 
social relationships. The strength of a connection between 
two people can be estimated by querying a search engine 
with the names of two people and checking for web pages 
where the names co-occur [29]. Since various data sources 
such as papers, organizational charts, and net-news archives 
are available on the internet or intranet, they too could be 
mined by web searching [24]. Additional public sources 
which have been used for SN extraction include Usenet [37] 
collaborative filtering systems [13], bibliographic databases 
[34] and FOAF files [30].  

Aggregating Social Networks Information 
This paper includes comparisons of SN information 
aggregated from several public sources, with email SN. The 
motivation for aggregation is that aggregating SN data from 
several sources may improve the completeness of 
constructed SNs [21]. Several tools aggregate different 
sources to generate better SNs. ConatctMap developers plan 
to extend their email mining tool to use other sources, such 
as voice mail and phone logs [32]. In [9], an email database 
is used to extract people names and email addresses – these 
are then searched on the Web, to extract keywords and to 
find additional related people for which the search is 
recursively applied. Web mining, face-to-face 
communication, and manually entering one’s SN, are 
combined in [22] to construct the SN in a Japanese 
conference. 

Social Network Comparison 
A simplistic solution to compare connection values from 
different networks is to normalize the scores. For example, 
Waber et al. [40] compare social networks obtained from 
email interaction and face to face communication by 
normalizing the scores such that they are on a similar scale. 

Comparing entire SNs can be done by comparing the set of 
edges and nodes in each network; for example, in [21] it is 
shown that the egocentric networks mined from different 
sources had a small number of overlapping nodes. Another 
common approach is to evaluate various network 
properties, such as density and betweenness centrality on 
each network and compare them [20].   

In our work, we reduce the issue of SN comparison to the 
comparison of ranked lists, by focusing on the first level of 
one's social network. In order to compare the results 
obtained from private and public sources we need a method 
to compare the lists of results obtained from each source. 
This can be done either by computing a measure on each 
list and comparing the obtained values, or by a measure 
which directly compares two lists. We opted for the latter. 

The field of Information Retrieval requires measures to 
evaluate the quality of search engines by using direct list 
comparison. Recent methods include Search Engine 
Ranking Efficiency Evaluation Tool (SEREET) [2], 
Average Search Length (ASL), and Expected Search 
Length (ESL) [28]. Kendall’s Tau distance and Spearman’s 
footrule distance are popular methods for comparing two 
permutations of a list [25]. However, we need to compare 
lists that may have distinct items. Adaptations of these and 
other list comparison measures for lists which are not 
permutations has been done in [15] for comparing “top k 
lists”. The adaptations give great importance to the order of 
items in the list, whereas we desire a comparison which 
mainly takes into account the amount of overlapping items 
in the lists. 

Earlier criteria, such as Precision and Recall are listed by 
Lancaster and Fayen for assessing the performance of 
information retrieval systems [26]. These measures ignore 
the order of items in the lists.  Precison@k and recall@k are 
parametrized variations of precision and recall that do 
consider the order of the results to some extent by 
considering the first k results for different values of k. In 
this work we adopt the precision@k measure and apply it 
symmetrically on both types of networks. 

RESEARCH METHOD 
We conducted an experiment in which we compared the 
public and email social networks of employees in our 
organization. The social network information was extracted 
using SONAR, both over email and public sources. 
SONAR is described in detail in [21], but has been 
extended with additional public sources. We used the 
following eight sources in our organization’s intranet, all 

395



 

reflecting familiarity relationships: (1) organizational chart, 
(2) papers database, (3) patents database, (4) Beehive [12] – 
a social networking site (SNS), (5) Fringe [17] – a friending 
system, (6) Fringe Contacts [17] – a people tagging system, 
(7) projects-wiki [10], and (8) Blog Central [23] – a 
blogging system. 

Out of each source we extracted a weighted buddylist. A 
weight expresses the relative strength of a relationship 
between two people. SONAR assigns strengths in the range 
[0,1] to a relationship, where 0 expresses no relationship 
and 1 expresses the strongest relationship. 

Public Data Extraction 
In order to extract the strength of each relationship in the 
different sources, SONAR applies a uniform scoring 
algorithm. Some of the sources are group based, i.e. express 
a relationship between people based on their common 
membership in a group. These sources include projects-
wiki, paper, and patent co-authorship and belonging to the 
same group in the organizational chart. Our group-based 
strength computation follows the two principles below: 

1) The more groups two people share, the stronger is their 
relationship. 
2) The larger a group, the weaker is the relationship 
between its members. 

The computation for the group based sources was done the 
following way: the strength of the relationship between two 
people is computed by summing over all the groups they 
share such that for each group of size s the amount of 
1/ln(s) is added to the total sum. Another option would have 
been to divide by s, but the division by ln creates a more 
coarse grained partition into group sizes, thus the strength is 
less affected by the difference between small size changes 
in the groups. All computed weights of relationships of a 
person were then normalized according to the strength of 
the strongest relationship. It can be verified that this 
formula adheres to the two principles stated above. 

For the blogging system we computed the strength of a 
relationship between two people by summing up the 
number of comments they left on each others’ blogs, and 
normalizing by the strongest relationship. For both the 
friending system and SNS we assigned strength of 1 if two 
people were connected on the network and 0 otherwise. For 
the people tagging system we assigned the strength of 1 if 
both tagged each other and 0.5 if only one person tagged 
the other. 

The various public buddylists are then aggregated by 
computing a linear combination. This results in an 
aggregated weighted public buddylist of a person. As was 
shown in [21], aggregation of buddylists produces a richer 
social network, but no optimal weight configuration 
between the sources could be identified. We therefore 
assigned equal weighting factors to each source in the 

experiment’s aggregation. The aggregated buddylist of a 
person was computed for four different periods of time: one 
month, six months, 12 months, and five years. For the 
following we ignored the actual weights of the buddylists 
and considered the rank of each person in the list. 

In order to decide on the set of experiment participants we 
created a list of the top users of the eight public sources in 
the organization. For each source we set a threshold above 
which the user was defined as an active user of that source. 
The top active users of each source were merged and sorted 
by number of available sources for each user. All 
experiment participants were active users of at least four 
sources. While these users are not a statistical sample of our 
organization’s employees, we refer to them as early 
adopters, as done in [21], and believe their figures reflect 
the potential of SN information that can be extracted from 
public sources as organization’s environment become more 
social. Out of the top 1500 active users, 343 eventually 
chose to participate in the experiment. The participants 
originated from 24 countries, about 25% of them were Sales 
and Global Services representatives, 16% researchers,  15% 
managers, 14% architects and 10% IT specialists. 

Email Data Extraction 
In order to extract the email buddylist of the experiment 
participants we asked them to execute an agent which 
analyzed their email messages on the organizational email 
system and computed a weighted buddylist over the four 
time periods described before. The agent ran on the 
participants’ computer to maintain privacy and allow them 
to review the results before opting to share with us.  

The agent crawled all email messages available in the 
participant’s mailbox including email archives, if found. 
The mailbox included both incoming and outgoing emails. 
For each email message, the group of all the addressees was 
extracted. An email message which resulted in a group of 
over 150 members (Dunbar’s number [14]) was ignored, 
assuming this to be a mass mail and thus not relevant for 
the extraction of a personal buddylist. Administrative 
emails, newsletters, automatically generated email 
messages and similar were filtered out as well. We then 
applied strength computation for group-based sources.  

For each of the four time periods, the list of the top 100 
email contacts was extracted and presented to the 
participant in a merged, alphabetical list of people with the 
associated strength values for each period. Our tool also 
visualized the strength of a relationship by highlighting the 
stronger connection values with darker shades of green. See 
Figure 1 for a screen shot of such visualization.  

Additionally, the number of email messages available each 
month during the last 5 years was extracted. This enabled us 
to get an idea of the richness of a person’s data. As people 
tend to delete or retire old emails and our email client sets 
an expiration date for each message, it was important for us 
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to identify the period of time before which the email data 
was too sparse. Once the participant approved saving the 
data on our server, it became visible to us. No other person 
could see the data.  

 
Figure 1. Participant view of top email contacts 

Public and Email Network Comparison 
We used three measures to compare the ranked public 
buddylist with the ranked email buddylist of a certain 
participant in the experiment.  

(1) Match@k – considers the percentage of overlapping 
people between the top k results in each buddylist (we used 
k=5,10,…,50 and k=10,20,…,100). The match@k measure 
captures the similarity between the buddylists for prefixes 
of varying lengths. It reflects how well the public list can 
approximate the email list up to a certain length. 

(2) Precision@k – considers the percentage of the top k 
people in the public buddylist that appear among the top 
100 results of the email list (we used k=5,10,…,50). This 
common IR measure [7] reflects the accuracy of the top k 
results in the public list w.r.t the top 100 results in email.  

(3) Coverage@k – considers the percentage of the top k 
people in the email buddylist that appear among the top 100 
results of the public list (we used k=5,10,…,50). In fact, this 
measure applies precision@k of email w.r.t the top 100 
results in the public list. It reflects how many of the top k 
results of the email list are covered by the top 100 results of 
the public list. 

 Interviews 
In addition to the email and public data comparison, we 
conducted interviews with 20 of the participants of the 
experiment. The people we chose are not a statistical 
sample of the participants; however we included people 
who have high, low and average matches between email 
and public data. They span four continents and six divisions 
within our organization. Our main goal in the interviews 
was learning about the differences between the public 
network and the email network by trying to characterize the 
people who appear only on the email list vs. the people who 
appear only on the public list. 

RESULTS 
We first inspect the mean of our three comparison measures 
over all 343 participants across the four time periods. 
Figure 2 shows the match@k for k=10,20,…,100.  

The first immediate observation is that the farther back the 
data goes the higher is the overlap between the email and 
public network. This behavior is consistent across all our 
findings. Thus, from now on we focus on the period of five 
years. 
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Figure 2. Match@k means for all sources and all participants 
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Figure 3. Means of all 3 measures over 5 years for all sources 

and all participants 

Figure 3 shows the values of the three measures for the 
period of five years. The mean of the match@k measure is 
quite constant for all k values (29.3%-32.7%), while for k’s 
between 20 and 50 it is constant around 32%. Precision@k 
starts high at 77% for k=5 and decreases to 45% for k=50. 
Coverage@k starts at 73% for k=5 and decreases in a 
similar manner to the precision down to 41%. The 
constancy of the match measure and the closeness of the 
precision and coverage measures indicate that the matching 
contacts are scattered quite uniformly across the public and 
email lists. Note that for the top 25 contacts precision is 
over 58% and coverage is over 52%, indicating that on 
average, almost 15 out of the first 25 people in the public 
list appear among the top 100 of the email list (even if in 
lower positions) and that 13 out of the first 25 people on the 
email list appear somewhere among the top 100 in the 
public list. However, while going further down the lists, the 
people who appear on them become more and more 
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distinctive. We noted a very high diversity of results for 
different participants. The standard deviation for the match 
measure moves from 23.92 (k=10) to 14.14 (k=100), for 
precision it moves from 26.08 (k=5) to 14.29 (k=50), and 
for coverage it moves from 27.43 (k=5) to 15.09 (k=50). 

We next examine the contribution of each of the eight 
public data sources to the overall comparison of the 
aggregated public list with email. To this end, we compared 
the separate buddylist retrieved using each source, with the 
email buddylist, for all 343 participants. Figure 4 shows the 
mean of match@k (for k=10,20,…,100) for each of the data 
sources. The legend includes for each source the number of 
participants who had any data for it. 

Results are quite diverse for the different data sources, 
while the match level does not exceed 20% (except for 
organizational chart at k=10). Half of the sources are even 
below 10% match throughout most of the scale. As the 
match level of the aggregated buddylist is over 30%, these 
findings are in line with the main conclusion of the work 
that shows the value of aggregating social network 
information [21]. Sources which have data for more 
participants obtain better matching results than sources 
which are less commonly used. This is quite expected, as 
for each participant who has no data for a certain source, 
the corresponding match@k results are 0 for all k’s. We 
therefore want to examine the results only for those 
participants who had enough data. To this end, we 
examined the match@k only for the participants who had at 
least k contacts for the specific source (k=10,20,…,100). 
This resulted in the chart depicted in Figure 5. 

The legend includes, for each source, the number of 
participants who were taken into account for k=10 and for 
k=100. Note that some of the graphs are not continuous for 
all values of k as at some point no participants with data 
remained. These results are quite different from those 
depicted in Figure 4. The projects-wiki, which was one of 
the lowest over all participants, turns out to quite highly 
match email for low values of k (10-40), after which it 
simply provides no data. Papers and patents results are also 
becoming much higher for low values of k. Their results 
sharply decrease for higher values of k. On the other hand, 
the results of the friending, tagging, and SNS sources are 
increasing constantly as k grows. The results for blogs 
behave similarly, but are much lower, probably as blogs 
mostly express interest rather than familiarity. The org chart 
results for higher k values are high, but this is based on very 
few participants who belong to large organizational groups.  
 
We conclude that the public sources we used naturally fall 
in two categories, which have quite different characteristics: 
Collaboration sources – projects-wiki, papers, and patents, 
which reflect mutual work to achieve a certain goal. These 
are closer to the email list for lower values of k hence they 
better match the stronger ties as reflected in email. 

Socializing sources – friending, tagging, SNS, and blogs are 
social software tools, which reflect social interactions. They 
are closer to the email list for higher values of k hence they 
better match the weak ties as reflected in email. We may 
conclude that collaboration sources are more suitable for 
scenarios where the closer network of the user is required, 
while socializing sources are more suitable for scenarios 
where the broader network of the user is needed.  
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Figure 4. Match@k means over 5 years for separate sources for 

all participants  
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Figure 5. Match@k means over 5 years for separate sources for 

participants with data of size ≥ k  

 
One of the responses we got through the discussion in the 
organizational blogs around our experiment included a 
distinction between sources that reflect “working together” 
and sources that reflect “thinking together”. This comment 
corresponds well with the distinction between collaboration 
and socializing sources, as noted above.  

The distinction between collaboration and socializing 
sources intrigued us; we therefore set to explore the 
differences further, by comparing the results of only those 
participants who are active in all three collaboration sources 
(68 people) with only those participants who are active in 
all four socializing sources (94 people). Figure 6 shows the 
resulting graphs for matching@k, precision@k, and 
coverage@k (k=5,10,…,50). It turns out that focusing on 
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the people who have data for all collaboration sources 
yields much closer approximation results than for all 343 
participants, or for the 94 who use all socializing sources: 
for k=10, match is as high as 52%, precision is 90% and 
coverage is 80%. These findings indicate that for people 
with rich collaboration sources data, the overall aggregated 
public list is much closer to the email list.  
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Figure 6. Comparing means of all three measures over 5 years 

for all sources; collab results are for participants with 
collaboration sources data; soc results are for participants 

with socializing sources data  

It can be seen that while the match@k graph for all 
participants mildly increases up to k=50, it decreases for the 
68 collaboration sources participants. In addition, the 
precision@k and coverage@k graphs decrease much more 
sharply for these participants. This again demonstrates the 
closer approximation collaboration sources may obtain for 
strong email connections, and their fainter reflection of 
weak ties. On the other hand, for the 94 socializing sources 
participants, the match@k graph increases, while the 
precision@k and coverage@k graphs decrease more mildly. 
Thus, for k=10 the differences for match, precision, and 
coverage between collaboration sources participants and 
socializing sources participants are notable, while for 
k=100 they are much smaller (the narrowing gap is most 
dramatic for the match@k graphs). This again implies that 
collaboration sources reveal more of the stronger ties while 
socializing sources reveal more of the weaker connections. 
Interestingly, when we aggregated data of collaboration 
sources only (rather than all sources) for the 68 
collaboration sources participants, we found that the results 
of all three measures were much lower (by roughly 5% for 
k=5 and roughly 10% for k=50 for each of the measures). 
This suggests that even though the collaboration sources 
approximated the email well, the addition of the 
information of the socializing sources was of additional 
value, especially for revealing the weaker relationships. We 
thus conclude that collaboration sources and socializing 
sources are complementary, and combining both of them 
(for users who have data from both) can provide a rich list 

with many of the stronger and weaker ties as they also 
appear in email. These findings were reinforced by the 
interviews we conduced as detailed in the next section. 

Interviews 
From our experiment, we learned that while there is some 
overlap between the public network and the email network, 
they are also quite distinguishable. To further explore the 
differences between the two networks we conducted 
interviews with 20 people who participated in our 
experiment. For each person we interviewed we presented a 
personal report in which we included: (a) the email social 
network (already seen by the person in the experiment), (b) 
a list of the people who appear on the email list but not on 
the public list, (c) the public list (new to the person), (d) a 
list of the people who appear on the public list but not on 
the email one. We additionally presented to the interviewee 
two sorted lists retrieved out of the collaboration and the 
socializing data sources respectively.    

We started the interview by inspecting list (b). We went 
over the top 10 people on the list and asked to characterize 
the relationship with each person. We then referred to the 
list as a whole and asked the interviewees to find a general 
characterization of the people on the list. Quite a few of our 
interviewees mentioned that it represents temporary 
relationships, which reflect the projects they have recently 
worked on. This was especially salient for people who 
mentioned they work on projects that change quite often 
(typically people who work with customers): “most, or in 
fact, all people in the list represent transient relationships, 
which come and go over time”. Yet, many did recognize 
this list as a valuable part of their social network: one 
participant mentioned these are “technical connections I 
collaborate with” and another said these reflect people with 
whom he “worked on projects, to get stuff done for 
customers”. For some of the interviewees, quite a few of the 
people on list (b) were business operations people. One 
interviewee described them as “service providers from 
whom I get help with my everyday work […] such as 
technical support people, human resources employees, or 
legal department representatives“ and another mentioned 
“managers and assistants whom I copied on many of the 
message […] they do not well represent my social 
network”. Six out of the 20 interviewees had four 
administration people or more in their top 10 people on list 
(b). One had eight out of 10. Another observation about list 
(b) was that it often consists of older people than the 
average social network: “quite old people, only one is in his 
twenties […] they are not using social software”. 

Next, we inspected list (d) of people on the public sources 
and not the email list. We asked the interviewees to answer 
the following questions regarding each person in the top 10: 
(1) Do you know that person? (2) Does that person know 
you? (3) Have you ever met face to face? (4) Would you 
feel comfortable to introduce someone to that person? We 
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also asked the interviewees to try and characterize the 
people in the public only list in general.  

Table 1 presents the answers to the four questions. We note 
that the interviewees are not a statistical sample of the 
experiment’s participants, yet the results give some sense 
about the nature of the top people who appear on public 
sources, but not in email: the vast majority (close to 90%) 
were familiar to the interviewees; a bit less were indicated 
to know the interviewees; about half met face to face with 
the interviewees; and the interviewees would have 
introduced someone to about 75% of them. As for the 
fourth question about introduction, the most popular 
reasons mentioned for a positive answer were “I would 
introduce to them someone if I feel that they know who I 
am” (which indicates a correlation with the second question 
we asked) and “even though I don’t know personal details 
about them, I know their business interest, so I would feel 
comfortable introducing someone else to them”. The 
answers to this question indicate that many of the 
connections that appear on public sources but not on email, 
can be valuable for supporting the scenario of finding a 
person to introduce users to someone they do not know. 

While observing the people in list (d), interviewees 
described them as long term relationships, not the strongest 
ones usually, with whom they like to keep in touch. One 
interviewee said the “list is mildly diverse […] friends 
outside of work, but no strong ties […] order is ok, but not 
extremely accurate”. Another said he sees the list “as my 
extended social network […] people I have professional 
interest in or hidden business links I’d like to keep track 
of”. Another mentioned that the “first top 5 are long term 
strong relationships and the rest are people with whom I 
have social interactions”, and another interviewee 
described the people in the list as “people with whom I’m in 
a little touch […] they are in my heart, but I don’t work 
with them all the time”. Three interviewees mentioned the 
fact that their emails were deleted – either manually or due 
to expiration date – which caused some of the longer term 
relationships to appear only on public data. Several 
interviewees mentioned the fact that they do communicate 
with the people on the list by phone or instant messaging, 
which are less formal than email: “my friends would be 
offended if I used email to keep in touch.” 

We then asked the interviewees to compare between lists 
(b) and (d) and try to evaluate which one is more valuable. 
We did not elaborate on how we capture “valuable” and left 
it open for the interviewees to define. We also tried to 
understand what characterizes their use of email and public 
sources.  Quite a few interviewees referred to the broadness 

of the public network. One interviewee mentioned that 
“Email is very impersonal, used for pure work […] public 
network represents my ‘reach’ in the company, which spans 
across very different roles” and another said that “in public 
sources there is more diversity, breadth, many people from 
other departments, while email is more narrow, people 
from my own department mostly […] I feel I’m better 
utilized for the company by my broader inter-departmental 
relationships as expressed in my public network”. Another 
interviewee observed that “in terms of ways to make a 
point, influence people, and discuss topics of interest, the 
public network is much better.” A few interviewees 
mentioned that list (d) is more valuable than list (b). A few 
others said they would prefer a mixture of both lists. One 
interviewee said list (b) is more valuable. A concise 
summary of the different nature of the two networks was 
given by an interviewee who said that “email people are for 
day to day work, while public people are for beer”. Another 
one stated that “Email represents the work I do, and public 
represents the work I'd like to do”. 

Toward the end of the interview, we presented to the 
interviewees two more lists, both from public sources: (e) 
the list of people derived from collaboration data sources, 
and (f) the list of people derived from socializing data 
sources. We asked them to compare the two lists. Most 
interviewees pointed out that the top of list (e) is a very 
good representation of their social network, while list (f) 
contains many weak ties, not necessarily in the right order. 
Observing list (e) yielded reactions such as: “very reliable, 
don't see anybody out of place here”, “many of the people I 
work with closely, especially at the top”, “real close 
connection with top 10”. Responses to list (f) included “lots 
of people I'd like to keep in touch with”, “less accurate list 
[than the list based on collaboration sources], many weak 
ties”, “huge variance of how well I know people on the list”, 
and “much more social [than the collaboration list] […] 
includes my virtual team of designers, who are the people 
I’m interested in [as a designer]”. These responses support 
our conclusion from the previous section that collaboration 
sources well reflect a short list of strong relationships, while 
socializing sources mostly reflect the “long tail” of one’s 
social network. 

CONCLUSIONS AND FUTURE WORK 
In this work we compared public social network 
information, extracted from eight different data sources 
across our organizational intranet, with private social 
network information extracted from email. We used 
SONAR, a system for gathering and aggregating social 
network information, in order to collect the email network 
information as well as for collecting and aggregating the 
public network information. We quantitatively compared 
the top 100 people in each network for 343 participants 
within our organization. Results show average overlap of 
over 30% for the two networks, and almost 70% coverage 

Knows Known-by Met f2f Introduce
8.85 , 1.565 8.37 , 1.862 5.05 , 2.723 7.57 , 1.975 

Table 1. Mean, standard deviation of answers about top 10 
people in list (d) 
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of the top 10 email contacts by the public network. We 
observed that the public sources we used consist of two 
main types – some sources are used mostly for 
collaboration while others are used mostly for socializing. 
The overlap of the public and email networks for people 
who are active in collaboration data sources is higher (over 
50%). We also observed that collaboration data sources 
contain narrower, yet more accurate information (reflecting 
one’s strong connections), while socializing data sources 
contain broader information, which better reflects one’s 
weak ties. Combining both types of sources is likely to 
provide a richer social network picture, which reflects both 
stronger and weaker ties. Our interviews revealed that the 
social network information embedded in public sources, but 
not in email, is usually most valuable, reflecting important 
ties such as hidden business links, old connections being 
kept on “low fire”, or friends from work with whom no 
everyday tasks are being performed.  

Our results suggest that in today’s rich and social 
organizational network, a valuable social network can be 
built based on public data only, sparing the need to mine 
private data, such as email. This can be especially valuable 
for sociocentric (global) network analysis – either for an 
organizational goal (organizational network analysis) or for 
a personal goal (tapping into your extended network). This 
conclusion may also apply for the internet as a whole, as 
most of the public sources we used (blog, wikis, paper DBs, 
etc) also exist on the web. Social behavior on the web is 
likely to be different from social behavior inside an 
organization, yet we believe that our results may at least 
serve as a seed for a similar study on the web, by using 
appropriate mechanisms for mapping multiple identities of 
the same user (e.g. OpenID [36]). As our future plans 
include implementing SONAR for sources on the web, it 
could be interesting to make an analogous experiment 
outside the firewall.  

Other plans for future work include comparing the public 
network with other private sources, such as IM and phone 
logs. From our interviews, it appears that for some people 
these sources may have bigger overlap with the socializing 
sources, as they contain less formal communication data. 
We also want to further explore the different types of social 
network sources: in addition to the distinctions made in this 
work, we would like to define a more formal hierarchy of 
social network types and compare them. 

The set of eight public sources we used in this work can be 
further extended to create a better network that may have 
even greater overlap with the email network. Some of the 
interviewees pointed at some sources that are not yet 
aggregated by SONAR and could have contained more 
valuable data. Our plans include further extension of 
SONAR with more sources across IBM. 

We may also want to wonder about the culture change that 
public mapping of social networks may install – if public 

sources can be used for approximating one's network, 
anyone can then use them to tap into our social capital. 
Would this lead to new paradigms of information diffusion? 
Would it make us more careful with our public interactions? 
How far before we reach social-network information 
overload and need to devise more fine grained algorithms 
for ranking and weighing relationships? All these questions 
are at the core of our future research plans.  
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