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The tremendous popularity of the Internet has brought about the notion of peer-to-peer computing,
whose reliance on a central authority (let alone a central server) is absolutely minimal. It seems fair to
say that one of the Great Promises of the Internet is that such unmoderated direct interaction between
users will reduce much of the traditional overhead due to the “man in middle” taking his share: either
financially (in the context of e-commerce) or conceptually (in the context of opinion shaping, say).
The flip side of this prospect, of course, is the danger that the system will deteriorate into a lawless
jungle: some users in a peer-to-peer system, possibly coordinated, might exploit honest users to their
advantage, since it appears that there is no effective way to enforce the rules of the game.

Consider eBay for example, where users can buy and sell stuff. The immense success of this
application of peer-to-peer computing is quite surprising for people who are used consider worst-case
scenarios, since eBay is “ripe with the possibility of large scale fraud and deceit” [5]. The answer,
according to most experts, lies in eBay’s closely watched reputation system [8]: after every transaction,
the system invites each party to rate the behavior of the other party (the grades are “positive,”
“negative” and “neutral”). The system maintains a public billboard that records all feedbacks received
for each user. It is common knowledge that consulting the billboard is a key step before making a
transaction. A user with more than a few negative feedbacks has very little chance of getting any
business in eBay. While empirical evidence show that the system is successful, many questions are
unanswered. For starters, one annoying problem today is that new users with little or no feedback will
find it quite difficult to attract any interest (either as buyers or sellers). Another clear weakness of the
system is that it allows, at least theoretically, for a clique of players to accumulate a lot of positive
reputation by praising each other, and then defraud naive users. Most important, it is not clear how
to interpret the raw data on the billboard, or, in other words, what algorithm should an honest user
follow?

A different example of relying on reputation is recommendation systems. These are systems that
provide the users with recommendations about new products (books and movies are a prime example,
because of their relatively fast publishing rate). In this case the difficulty is that users have differing
tastes. Obviously, not all users can expect to get good recommendations (if I am the only one who likes
a certain book, who can recommend it to me?). Rather, recommendation systems try to help users who
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share their taste with others. Recommendation systems are usually based on professional critics (like
book reviews in newspapers) or on public opinion (like best-seller lists). More sophisticated systems
cluster users [7] or products [9], and try to predict the response of a user to a new object based on the
responses of similar users, or based on previous responses of that user to similar objects. However,
these systems can be easily fooled by malicious users (see, e.g., [6]). Another disadvantage of current
methods is that they are self-perpetuating: by definition, they highlight—and thus promote—popular
products; in other words, this approach sets a high “entry barrier” a new product must overcome to
reach the users.

These examples demonstrate a central problem in peer-to-peer systems: how to use the “good”
information that exists in the system without being exploited by the potentially bad information out
there? Using reputation, i.e., making judgments based on reports of interactions by others, seems to
be the way to go. We seek to explore the question of how exactly to make these judgments, what types
of guarantees are possible, and what are the reasonable models to be considered and implemented in
the context of reputation systems. In other words, our goal is to study an algorithmic approach to
reputation systems. Our approach is based on a few surprisingly powerful theoretical results we have
obtained recently [2, 4, 3, 1]. These results lead us to the somewhat counter-intuitive conclusion that
peer-to-peer systems can enjoy effective collaboration without elaborate notions of trust, even when
any portion of the peers exhibit arbitrarily malicious (Byzantine) behavior. Moreover, our goal is
that algorithms will incur only a relatively modest overhead to the honest players, when compared to
algorithms for the case where all players are honest.
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