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Our research group works on management problems of enterprise application server 

middleware.  Such middleware provides scalability, security, and fault-tolerance within and 
across administrative domains to business logic written against a J2EE superset API.  We 
have embarked on a program of introducing P2P technologies to improve the scalability, 
fault-tolerance, and simplicity of this middleware.  We have implemented an unstructured 
overlay, have done some prototype-based studies of it, and are in the process of changing 
certain services of this middleware to leverage that overlay.  We envision changing others 
later.  We have an interest in generic problems in this environment, such as leader election, 
publish-subscribe messaging, data aggregation (both size-reducing and not), and storage.  We 
are interested in both state-based and messaging-based techniques. 

Enterprise middleware can support a sophisticated and demanding organization.  An 
enterprise may organize its IT assets into multiple administrative domains, perhaps 
geographically dispersed.  An enterprise can interact with other enterprises.  An enterprise can 
run several different kinds of middleware, e.g., WebSphere application servers, DB2 database 
software, and Tivoli management software, just to name a few from our favorite vendor.  An 
enterprise can run a mix of application server products from various vendors.  Application 
server processes can be grouped into process clusters.  Those clusters can be spread across 
nodes in general, partially-overlapping ways.  A node could be a simple workstation-class 
machine, or a machine slice created by a mix of virtualization/isolation technologies.  An 
enterprise can have service level agreements (SLAs) with the users of its IT assets, and ask 
the middleware to optimize its operations taking those SLAs into account along with the 
current offered service load and its computational costs. 

We are in the process of changing certain services of some existing middleware to use P2P 
technologies.  One such service provides awareness of the active nodes and processes and 
their basic characteristics (including the CPU power and the memory capacity of a node).  
Another provides basic resource consumption data, such as CPU and memory usage, about 
the processes.  The previous way of making these data available is layered on a distributed 
shared memory service, which in turn is layered on a group communication service with 
virtual synchrony.  The group communication service has inherent scalability limits; an entire 
administrative domain might not fit within one group.  The distributed shared memory service 
copes with this by allowing multiple groups to be tied together, exposing this tying to its 
clients and requiring administrators to configure the groups and their ties.  This exposes 
significant complexity.  In order to add support for additional kinds of processes that do not 
already play this game we are adding an overlay network (instead of a set of tied-together 
virtual synchrony groups) to communicate the node and process data into the regular 
infrastructure.  The scalability challenge is timely collection this data from a large number of 
the new kinds of processes without a large number of messages/second to/from any one 
process.  We solve this with a data aggregation operation, which addresses the 
message/second problem but still has a (higher) scalability limit due to bytes/second limits. 



Another middleware service we are moving to P2P provides awareness of certain 
configuration and state information.  It is based on a simple generic graph data structure, with 
each vertex annotated with a property list.  There are vertices for processes, nodes, endpoints, 
administrative domains, installed applications, and all the other important configured entities.  
Some of the properties hold state that is updated every few seconds, others are updated much 
less frequently or not at all.  The old implementation of this service is layered on another 
group communication service, which in turn is implemented by tunneling unicast messages 
through the distributed shared memory service.  We are making a new implementation of that 
group communication service that uses the overlay network, including its native broadcast 
ability.  We are considering a more radical change that would implement the configuration 
and state awareness directly in terms of the distributed shared memory. 

Another middleware service we are changing is the fundamental configuration repository.  
The graph mentioned above is a higher-level service, which echoes only some of the 
information stored in the fundamental repository.  The old implementation of this repository 
is centralized.  A central configuration server process manages a set of directories and files 
that hold the current configuration, while every other process occasionally communicates with 
the central configuration server process to obtain relevant updates.  We are making a new 
implementation in which the configuration service is provided by a small cohort of peer 
processes and updates propagate through a content distribution network. 

We envision further changes to improve scalability, fault-tolerance, and simplicity.  The 
distributed shared memory service is an obvious target.  Its usage patterns could include both 
highly popular (i.e., many readers) memory locations and many low-popularity memory 
locations.  The scalability solution may involve some kind of “channelization”: grouping 
together --- for purposes of update propagation --- memory locations that have similar sets of 
readers.  This middleware also has services that provide leader elections and services that 
provide data storage for migratable objects (such as HTTP session state); these are also 
inviting targets.  This middleware also has feedback control loops with centralized controllers 
to solve certain operational optimization problems, such as process placement/activation and 
load shaping and balancing; we have begun investigating decentralized alternatives.  This 
middleware specializes each node into one of three roles (server, reverse proxy, manager), 
and we envision eliminating this specialization.  The change to the fundamental configuration 
repository is part of this program.  Another part is making every node able to perform the 
reverse proxy function; P2P technologies enable efficient distribution of this function across 
all nodes. 

Implementing and (in some cases) redesigning middleware services for scalability and 
simplicity often involves generic problems and issues.  We have already listed the generic 
problems we have found relevant.  One generic issue is whether to pursue state-based or 
messaging-based solutions.  A messaging-based solution is layered on top of (i.e., uses the 
services of) a group communication service.  In a state-based solution, the primary 
communication is problem/solution-specific, state-based, and only between neighbors.  A 
messaging-based implementation of the distributed shared memory might involve 
broadcasting a message to convey an update.  A state-based implementation might involve 
gossip between neighbors. 


