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Overview

e The benefits of multidimensional clustering (MDC)
e Review of how MDC works
e Performance results - examples

e Customer examples

e Customer benchmarks & tests

¢ IBM analysis of MDC in a customer workload
e Customer feedback on MDC issues
e Performance tuning tips
e Considerations when choosing dimensions
e DB2 Design Advisor e
e Summary Introducing...

MDC! =
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Multidimensional clustering (MDC)

e Benefits:
e One can physically cluster data in multiple (n) dimensions
e It improves the performance of queries and prefetching on n separate indexes
e Clustering is automatically and dynamically maintained over time
e Reorg is not necessary for re-clustering
e The data organization provides the benefits of partition elimination
e Indexes on dimensions are BLOCK based

e Block indexes are much smaller than rid indexes and have much less overhead for
logging and maintenance

e MDC tables are created using simple, flexible syntax

e The result is a powerful method of improving performance of many different
queries, i/u/d operations and rollin/rollout
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Background

DB2 has two types of tablespaces: System Managed Space (SMS) and Database
Managed Space (DMS)

In both SMS and DMS tablespaces, a table is logically made up of a set of extents,
each of which is a set of consecutive pages on disk

Logical Physical
page #s page #s (DMS)
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MDC - How It Works

¢ In multidimensional clustered (MDC) tables, data is organized along extent
boundaries according to dimension (clustering) values
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MDC Performance - Quotes

“We utilize DB2 Universal Database for many of our key applications, including SAP,
mySAP Business Intelligence, our WestMart data warehouse and our award-winning
online legal research service, WestLaw. The scalability DB2 provides, as well as its
support for multiple data types, led us to select DB2—and what we’re seeing in Version
8.1 reaffirms our decision.

DB2 Version 8.1 offers a number of key enhancements that will be beneficial for our
organization. The new multidimensional data clustering capability has improved
performance of our most complex queries by up to 30 times while removing the need
for additional reorganization. The new Type 4 driver provides easier administration for a
variety of platforms by eliminating the need to distribute client code. And the new
in-place online index and table reorganization features will allow us to support
dramatically higher levels of availability.”

—Ken Ross, Senior Vice President and CTO, Thomson West
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MDC Performance - Quotes

“What is the exception? Multidimensional Clustering tables. A conceptual discontinuity.
It automatically clusters data on the disk in multiple data field dimensions. IBM claims
big improvements in query speeds, especially for complex queries. IBM is bragging! But
they certainly seem entitled to do so. Oracle 9 and MySql appear to have nonesuch
comparable feature. ”

P Wes Boudeville, online customer review of DB2 V8: The Official Guide on
amazon.com

"With the MDC function of the DB2 database,

. Compared to other database solution,
that represents an acceleration of 20 to 70 percent for such complex queries.
Furthermore, MDC makes the DB2 database and as well. Since
there are no design restrictions or limitations, [we] can design the database to fit [our]
needs without sacrificing the high performance standards of DB2 Technology."

b Customer reference, Herzberg Institute of Astrophysics / Canadian Astonomy Data
Centre
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Customers with MDC in Production:
The Canadian Astronomy Data Centre

e Live June 2003
e Customer

e The Canadian Astronomy Data Centre (CADC) is one of 3 worldwide distribution
centres for data from the Hubble Space Telescope, and archives data from the
Canada/France/Hawaii telescopes

e The "Canadian Virtual Observatory" stores information about astronomical
objects so they can be accessed and manipulated for research purposes,
sharing data and results with other virtual observatories worldwide

e DW & MDC design:

e Started with a billion objects, and will grow by a billion objects per year for 5 years

e 8 xSeries 345 servers with the partitioning option in a RedHat Linux 8.0

e Star schemas around fact tables organized by

e Used generated columns with complex functions to distribute values evenly

e The complex functions are on continuous real values (with 10 orders of magnitude
of variation and extremely nonuniform distribution of values) and generated
columns are integers to facilitate grouping data

e Query performance:

e "With the MDC function of the DB2 database, the customer can run queries on the
more than one billion row database in less than a minute. Compared to other
database solutions, that represents for such
complex queries"
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MDC Performance - Customer Experiences

e Another customer converted a 60 million row fact table to MDC

e They saw up to a 11X performance improvement on queries, with an average of 3-4X
improvement

e This was seen once they found an optimal set of dimensions and picked an
appropriate block size

Run Time
B mpc L nonMDC

250

20}
0
00} f
50f 4 |-~ -

el o I B

O IBM Corporation 2004

IBM DB2 Information Management Technical Conference

Customer Benchmarks
The Diamond Benchmark

e DARS represented a unique and challenging database problem

e One of the largest databases ever built
e 32 TB raw data for the Short-Term Archive (15 days worth of data)
¢ 330 TB raw data for the Long-Term Archive (2 years worth of data)
e Long-term goal of 1.5 Petabytes of raw data
e Up to 4 trillion rows of data

e Extremely high rates of simultaneous data ingest, delete and query required
e Peak ingest rate of 1.63 million objects/second, at 90 MB/second
e Data must be query-able within 15 minutes (STA)
e Delete rate similar to ingest
e Up to 800 queries per hour
¢ 19 billion rows ingested per day

e Queries have the potential to scan through and request massive amounts of data
e Also subjected to surprise query runs
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Customer Benchmarks
The Diamond Benchmark - MDC Design

e MDC was key to IBM® success with the Diamond benchmark

e MDC was critical to meeting the query performance targets

e MDC was instrumental in handling concurrent ingest, purge and queries within the
imposed time constraints
e Factors leading to MDC use and design

needed to be kept to a minimum

e MDC Design used

e To reduce the impact of inserts on performance, the number of RID-based indexes

e Most predefined queries involved ranges of time, ranges of latitude and/or ranges
of longitude

[ ]

using generated columns to group data into blocks
e Block indexes on these dimensions balanced the need for fast data access and
the requirement for low ingest and purge (insert & delete) overhead
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Customer Benchmarks

The Diamond Benchmark - MDC Design Impact

e Block index access provided fast, targeted data retrieval

e Significantly reduced the volume of records retrieved and reduced execution time
e Without block indexes, table scans would often have been done

e Data accessed was clustered, regardless of dimension involved in query
e Exploitation of MDC block indexes for queries
index

o Predefined queries expoited the block index on time and the composite block
e Some surprise queries involved other 2 dimensions, exploited block index ANDing

the qualifying rows

e A series of 6 surprise queries involved exponentially increasing time ranges from 1
to 1,000,000 seconds, and took advantage of the block index on time

e Another series of 5 surprise queries contained a geometrically increasing box size
and was able to use the block indexes on the other dimensions to quickly target

e Concurrent insert and purge along with the query workload
through block elimination

e Ingest and purge were affecting separate blocks from those involved in queries,
e Performance of ingest and purge
access to the data

e The use of block indexes instead of RID-based indexes meant very few index

updates or logging during insert and delete, while still providing highly efficient
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Customer Benchmarks
The Diamond Benchmark - Results

e Successfully completed the 1,600 query stream in 3 hours 29 minutes

e Successfully ingested 4 hours of data during the 4 hour elapsed time
e Very high percentage of objects inserted within 900 seconds

e Successfully purged 4 hours of data during the 4 hour elapsed time

e Additional system tuning could have improved results more

e "MDC [was] proven to be an excellent fit for the DARS workload"
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Customer Benchmarks - Bank One

e Bank One recently did a 1TB Benchmark with DB2 ESE DPF (beta-5)
e DW and MDC design

e Server: pSeries P690-12way, AIX 5, SMP , SMS, ESS800 (shark disk subsystem)
e Converted a regular fact table to MDC
e 450GB Fact Table; 238 million rows on 32K pages
e 3rd normal form star schema OLAP+ cube views + MDC
® 80% of queries satisfied in OLAP; 16% by cube views; 4%by MDC
° : year and month
e MDC Benefits
e 15-20% improvement on Incremental Refresh of MQTs
e Improved hybrid queries and drill-through report for DB2 OLAP Server

e Extraction performance to load OLAP Cubes was 4 minutes compared to 1.5
hours due improvements provided by MQTs and MDCs.
e MDC inserts exceeded their expectation
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Customer Benchmarks - BrasilTelecom

e BrasilTelecom is one of the top 3 telcom companies in Brasil
e Recently did an 80GB benchmark with MDC
e DW and MDC design
e Converted a regular 80GB fact table to MDC
e pSeries S85-12way, AlX 4, SMP , DMS
e 15 Business Objects Queries
e MDC Definition
° Time, Product, Type of Access
e Query Performance - Without MDC
e 14 queries running between 7 and 30 Minutes
e 1 query the customer was unable to execute
e Using too many resources from DB2
e Taking too many hours to execute
e Query Performance - With MDC
e 15 queries running between 1 and 2 Minutes
e Customer Satisfaction
e “By using MDCs, we were able to run (in less then 2 minutes) one very important
report that will allow our company be more competitive. Such report was

impossible to run in our environment because it was requiring too many resources
from the system”
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Customer Benchmarks & Tests

e Another customer recently completed a 10 TB benchmark
e DW & MDC design:

e 14.4 TB across two fact tables

e UDB V8 ESE FP3, on 4 P655 8-way nodes, each node having 8 UDB partitions

e 2 fact tables, 14 TB across both, insert & query workload only

e Daily volumes: ~90M rows for first; ~70M rows for second

e Benchmarked 30 days worth of data (1/6 entire data)

e Each fact made up of 3 tables, 10 days per table, union all views + DPF

. used, including date

e Performance and results:

e "Based on our sample of 4 complex queries, block indexes are used in 50% of
them and their usage does help for a faster execution of the queries."

e "MDC is much more practical to use than the original CLUSTERING since we can
choose multiple dimensions and each dimension is always clustered without the
need to REORG"

e "The overhead (space and time) for maintaining MDC in our case is very
reasonable. Definitely worth investing in it."
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Customer Benchmarks & Tests
Customer Environments

e Currently gathering data on how customers are using MDC, and their results
e In a sample of 13 customers, the following was reported:
e Data warehouse size - most in TBs; up to 1.5 PB

Billions of rows

Under 1 TB
14.3%
1-2 PB ’ 21.4% M uUnder 1 TB
7.1% [ 11078
M 11-407B
100s of TB
i ] 100s of TB
M 1-2pPB
11':2;;8 1-10 TB ] Billions of rows
35.7%
e 54% have Large insert requirements (7)
e 31% have large delete requirements (4)
e 31% of customers are using DPF and MDC (4)
e 15% of Customers are testing OLTP + MDC (2)

=5 O IBM Corporation 2004 IBM DB2 Information Management Technical Conference
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Customer Benchmarks & Tests
MDC Implementations

e Number of dimensions - 75% with multiple dimensions

multiple dims

16.7% 1 dimension

25.0%

B 1 dimension
I 2 dimensions
B 3 dimensions

3 dimensions . .
[ multiple dims

25.0%

2 dimensions
33.3%

e All but one of these customers have a date-based dimension
e 25% of customers are using generated columns (3)
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Customer Benchmarks & Tests
MDC Results

e Query performance results:

e Most averaged around or just above 3X query performance improvement
e Maximum speedup included: 10X, 30X, 100X, 2000+X

Average query speedup - # of X

14

Maximum query speedup

12

10 2000x
20.0%

5X
20.0%

M 5x

M 10x

H 30x

o O 92x
7 M 2000x

92x
20.0%

20.0%

Cust 1 Cust 3 Cust 5 Cust 7
Cust 2 Cust 4 Cust 6
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MDC Performance - IBM Detailed Example

e Up to 4x improvement was observed in a real-world customer workload

¢ In order too maximize the performance gains, dimension granularity was chosen so
that blocks were densely filled

Customer
] Store
*Custkey Daily_Sales I
.n/
Period \ * Prodkey
* Promokey
"Perkey * Custkey
[ hatkey Product
_ * Storekey
Promotion "
*Prodkey
*Promokey -.\

[|Ll
®
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Example - Object Size Comparisons
e MDC

storekey block index size 71 pages & 2 levels
e nonMDC storekey index size 222054 pages & 4 levels
e MDC

perkey block index size 72 pages & 2 levels
e nonMDC perkey index size 222054 pages & 4 levels
e MDC

prodkey index size 222086 pages & 4 levels
e nonMDC prodkey index size 222086 pages & 4 levels
e MDC

daily sales table size 689264 pages
e nonMDC daily sales table size 681903 pages
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Example - Point Query on Block Index

e Select a multi-dimensional slice using a block index

seconds
70
select sum(handling_charges)
from daily sales where storekey = 1 60
50
40
30
Store
Key

20

10
Perkey

MDC
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e Select all rows in a range of dates

Example - Range Query on a Block Index

select sum(handling_charge) from daily_sales
where perkey between 1996050 and 1996090

seconds
50
40
30
Store
Key

20

10

Perkey

MDC
O IBM Corporation 2004

nonMDC
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Store
Key

Example - Range Query on Two Dimensions

e Two dimensions qualify (store and date range)

select sum(handling_charge) from daily_sales

20
where perkey between 1996010 and 1996050
and storekey =2

seconds

18.8

Perkey

MDC

O IBM Corporation 2004
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Example - Query on a Cell
e Scan a cell® worth of data

e Small benefit derived from smaller index tree

seconds
6
select sum(handling_charge) from daily_sales
where perkey = 1996030 and storekey =1
Store
Key u _—__—‘“.L'
Perkey

MDC
O IBM Corporation 2004

nonMDC
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Example - Full Table Scan

e Scan entire table

e Little to no advantage from MDC

seconds
250
select storekey, sum(handling_charge)
from daily_sales
group by storekey 200
150
100
Store
Key

50
0
Perkey MDC nonMDC
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Example - Table Scan with Block Predicate

e Scan entire table, skip 3 slices

e Where clause applied once per block not once per record ;
seconds

140

select sum(float(handling_charge))
from daily_sales

where perkey not in (1996000, 1996020, 1996180) 120

100

80

60

Store
Key 40

20

Perkey MDC nonMDC
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Example - Index ANDing of Block and RID Indexes

e Result is only those rows belonging to qualifying

blocks
¢ Index ANDing can combine multiple block and/or seconds
rid indexes 12
select sum(quantity_sold) from daily_sales 10

where perkey between 1996032 and 1996038
and prodkey between 12000 and 12600

8
Key from 6
dimension Rids from Resulting
block index rid index rids to fetch
+ BT T - L7 4
°) °)
[e) o
%o 9 IR 2

0

MDC nonMDC
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Example - Index ORing of Block and RID Indexes

e Result is all records in qualifying blocks, plus additional

rids outside of those blocks seconds
e Index ORing can combine multiple block and/or rid 25
indexes

select sum(quantity_sold) from daily_sales 20
where perkey between 1996052 and 1996054
or prodkey between 12000 and 12050

15
Key fro_m Resulting
dlmen5|on Rids from blocks and 10
block index rid index rids to fetch
, oV ray.avy 679 v
+ ° f = >
oo o9 9
0
MDC  nonMDC
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Example - Nested Loop Join

select sum(quantity_sold),sum(shelf_cost),count(*)
from store, daily_sales

where store.storekey=daily_sales.storekey seconds
and store_number="10' 400
370
Daily_Sales
300
—* Prodkey ||
HEE; il
T Promokey il 200
HH* Custkey  Hi
~*Perkey
*Storekey —* Storekey ]

100

0

MDC nonMDC
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Example - Multi-Table Join Query

select sum(quantity_sold), sum(total_display_cost)
from period, store, product, daily_sales
where period.perkey = daily_sales.perkey

and store.storekey = daily_sales.storekey seconds

and product.prodkey = daily_sales.prodkey 35
and store_number=1o© [T 007

and product.categary=42 30

and calendar_date between ©1/01/1996€and @1

25

DIFoOau 20

= 15

period
: 10
daily sales
DIre 5

MDC nonMDC
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Example - Nested Loop Join with RID Index

select sum(quantity_sold),sum(shelf_cost),count(*)
from product, daily_sales
where product.prodkey=daily_sales.prodkey

and product.category=42 seconds
70
Daily_Sales 60

50

* Prodkey
* Promokey

= 40
-* Custkey

* Perkey 30

* Storekey

20

10

0

MDC nonMDC
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Example - Point Query on Promotion RID Index

e Predicate on 1 key value

select sum(handling_charges) from daily sales

where promokey =2

Daily_Sales
Rid Index — " Prodkey |
on - * Promokey |||
PromokKey ——* Custkey
cperkey |
* Storekey
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100
90
80
70
60
50
40
30
20
10

0

MDC nonMDC
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Example - Range Query with RID Index

¢ Predicate on a set of key values

select sum(handling_charge)
from daily_sales

where custkey between 900000 and
900500

Daily Sales

71N\

* Prodkey

* Promokey
* Custkey

* Perkey

* Storekey

Rid Index on
Custkey
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Summary - MDC Elapsed Times

70 400
— B wmbc L nonMDC B mpc L] nonMDC ——
60 -J--------------------—-—--|  [TTTTTTTTTToooooooo l
300 f------------------ 1 ]
50 -QW-----------------------
40 - --gg-------------------
200 ' | |
O == N |
20 100 3 B 1
10 I i |
0
0 FullTable NL Join
Point 2D Range ANDing MultiJoin TableBPred
1D Range Cell ORing
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Summary - MDC Query Speedup

75%

Point 2D Range  ANDing FullTable NL Join
1D Range Cell ORing TableBPred MultiJoin

Example: "2 Dimensions range query is 45% faster with
MDC"

O IBM Corporation 2004 IBM DB2 Information Management Technical Conference




Summary - RID Index Scans

¢ Rid performance remained the same
e less than 2% difference --margin of error in testing procedures

100

93.96
90 B mpc [ nonMDC
80

70+

o 60+ 5764 56.54
©
S 50
[S]
3]
0 40—

30

20 18.51 18.77

Point Scan Range Scan Nested Loop
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MDC Value - Performance, Reduction in Maintenance

o Clustering optimizes /O for index-based queries
e Single Dim clustering index limits benefits to 1 index; degrades over time
e MDC allows multiple @lustering indexes@optimizing I/O for more queries
e MDC® clustering is automatically maintained over time

e Data access is clustered whenever BID access is used (index ANDing, ORing,
joins, etc)

e Block indexes reduce disk consumption and index I/O
e Block indexes drastically smaller than regular indexes
e Block indexes over 3000x smaller in cust benchmark, from 3M leaf nodes to 1000
o @ndex Mostly@allows the use of a small index for a set of index only queries
e ®@artitionCElimination important for query performance and concurrency
e MDC enables drastically finer-grained @artition elimination©aka block elimination

o All the benefits of partition elimination, only further narrowing scope to more
precise (and smaller) data sets

e Block indexes allow block elimination plans for more types of data access (index
ANDing, ORing, nested loop joins, etc)

e Dynamic and limitless number of fine partitions
e Reduction in maintenance operations necessary
e MDC eliminates the need to REORG for re-clustering
e MDC drastically reduces index maintenance and logging with block indexes
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Customer Feedback on MDC Issues - Challenges

o Difficulty choosing appropriate dimensions vis a vis cell density
e Most important design factor

e Inappropriate choices (number, cardinality of dimensions, block size) can result in
wasted space

e This can also impact load, insert and query performance

e Once found choices appropriate to workload and data, significant performance
gains were achieved

e Insert and/or load performance degradation
e Results of causal analysis:

e Poor dimension choices by far the number one cause
e Followed by having unsorted data and/or poor tuning
e Then by having large cells and/or high data skew

e Also unsure when to use, and how to tune, insert and load for best performance
e Difficulty converting a non-MDC table to MDC, or changing MDC dimensions
o Need to re-create table, no ALTER table support

O IBM Corporation 2004

IBM DB2 Information Management Technical Conference

Customer Feedback on MDC Issues - Requests
e Tools to help analyze and determine best MDC design

e Taking into consideration queries as well as how data is loaded.

¢ "To make MDC more appealing to our customer base we need a MDC

performance advisor...An MDC advisor would show the customer the performance
advantage of MDC without having to make large investments in time and
equipment.” -

e Also make Cube Views Advisor MDC aware
[ ]
[ ]

e Easier way to migrate to MDC from normal tables

e E.g., alter of table that requires in-place reorg to take effect would be very cool -

e "Most of my customers have multi-billion row fact tables, so implementing is a
challenge.”

o

e Load and Insert Performance Improvements
[ ]
[ ]

e Improve roll-out performance
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Performance and Tuning - Load

e Input data can be sorted or unsorted
e If unsorted
e Increase UTIL_HEAP size - this will affect all Loads in the system.

e Increase DATA BUFFER - this will only affect one Load job. When DATA
BUFFER is specified, one must make sure the UTIL_HEAP size is set large
enough to accommodate multiple concurrent Load jobs.

e Make sure the buffer pool for the temp tablespace with the biggest page size is large
enough to keep the cell table and index in memory.

e During Load, updates to the block map are logged. Again, impact to performance is
minor but should be kept in mind.

e Load from cursor is usually faster than insert with subselect

e EEE insert from subselect can perform better than load from cursor due to collocation

e Remember that load always starts at a block boundary, so best used for data
belonging to new cells (or initial table population)
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Performance and Tuning - I/U/D

e Insert

e There are fewer index updates and associated logging if one or more indexes are
dimensions vs RID indexes

e Having parallel insert streams into separate cells reduces page contention vs a
regular non-clustered table

e The search for space in cells is limited to a set of extents which qualify, so there®
potentially a smaller part of table to check than a regular table with a clustering
index that has become non-optimally clustered

e Group inserts sorted along cell boundaries can take advantage of cell-level cache
to reduce insert overhead

o Note: for SMS tablespaces, always turn on multi-page file allocation to allocate
extents of pages at a time

e Delete

e There are fewer index updates and associated logging if one or more indexes are
dimensions vs RID indexes

o If the delete query has dimension predicates only, reduced locking is possible
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Considerations for Dimension Selection
MDC design

e The choice of appropriate dimensions and extent size are of critical importance to

e These factors determine the table’s expected cell density
e This is important because an extent will be allocated for every existing cell,
regardless of number of records in that cell

e The right choices will take full advantage of block based indexing and
multidimensional clustering, and result in significant performance gains
size are important

e For maximum performance gains, the choice of appropriate dimensions and extent

e |deally one should strive to have densely filled blocks for best leverage of MDC,
and for optimal space utilization

O IBM Corporation 2004
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Design Factors for Dimensions
density

e There are a number of design factors that can be manipulated for optimal cell

e Varying the number of dimensions

e Varying the granularity of one or more dimensions

e Varying the block (extent) size and page size of the tablespace

O IBM Corporation 2004
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Step 1 - Identify Candidate Dimensions

e Determine which queries will benefit from block-level clustering
e Examine potential workload for columns involved in the following:

e Range, equality of IN-list predicates

e Roll-in or roll-out of data

e Group-by and order-by clauses

e Join clauses (esp. in star schema environments)
e Combinations of the above

e Usually a workload will have several candidates, in which case it is important to
rank them
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Step 2 - Estimate Number of Cells

e Identify how many potential cells are possible in a table organized along a set of
candidate dimensions

e Find the number of unique combinations of the dimension values that occur in the
data

e Exact: (if table exists)
Select distinct dimcoll, dimcol2, ... dimcolN from Table
e Approximate: (if statistics available)

Multiply column cardinalities for the dimension candidates
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Space Occupancy Estimates

as N/C is smaller

e Solutions:

e Reduce block size so partially filled blocks take up less space

of cells with a generated column

Example: use dimension col1/100 instead of dimension coll

O IBM Corporation 2004

e For simplicity, note that on average, each cell will have one partially filled block
where only a few records are stored

e If C = number of cells, N = number of records, there are more partially filled blocks

e Reduce C by reducing the number of dimensions, or by increasing the granularity

IBM DB2 Information Management Technical Conference

Detailed Example

o Let® look at an example more closely. Consider a table with the following
characteristics:

e Each row is 40 bytes, so with 4K pages, 100 rows would fit per page
e There are 1000 transactions per day, and the table stores a year® worth of data

e And let® assume that the workload has the following characteristics

e Data is queried on a daily, weekly, and monthly basis
e Data is rolled in and out month by month

e Usually data is examined on a regional basis, or grouped by region
e [tems are sorted by colour

O IBM Corporation 2004
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Detailed Example

e Let® take an even closer look at our made-up example, and assume that we can
determine the exact distribution of data from an existing table

e Assume that we have the following skew of data per day:

e Nation: W M
50% 40% 10%
40% 20% 15% 15% 10%

e This gives us the following skew of records for nation and colour per day:

USA Canada Mexico
Red 200 160 40
Blue 100 80 20
Yellow 75 60 15
Green 75 60 15
White 50 40 10
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Detailed Example

e Based on analysis of this workload, the following columns are considered potential
dimensions, in this order

e Date - 365 values
e Nation - 3 values
e Colour - 5 values

o If we take these three dimensions, we can do a rough estimate of how much space
will be occupied in a table using the rough calculation:

e C=365*5*3=5475

e N=365*1000=365,000

e N/C=67 records per cell

e On average, we@ have less than 1 page filled per cell!

e Another way to estimate quickly is to recognize that on average, a half of a block
will be wasted per cell in the table

e So about 5475 *extentsize/2 will be wasted
e With 32 page extents, it® 87,600 pages! With 2 page extents, it® 5475
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Detailed Example: All 3 Dimensions

e With this information, we can determine the minimum, maximum and average
population of cells, and space utilization for a 32 page extent:

e Min:
(IEEEEEEEEEENEEEEEEEEEEEEEEEEEEEE
* Max:
( IEEEEESENEEEEEEEEEEEEEEEEEEEEER
e AvgQ:

e Using the space waste estimate, we see that on average 5475*16
=87600 pages will be wasted in the table!

e Because we know the actual data distribution, we can determine that
the table will actually take up 175,200 pages. But a non-MDC table
would take up only 3650 pages. So the MDC table is 48 times larger!!
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What can be done?

e Let® first consider changing the extent size
e With an extent size of 2, we have

Min Max Avg

) . O

e Using the space waste estimate, we see that on average 5475*1 = 5475 pages
will be wasted in the table, which is still half the table

e Because we know the actual data distribution, we can determine that the table will
actually take up 10,950 pages. Because a non-MDC table would take up 3650
pages, the MDC table is still 3 times larger

e And ideally wed like to use a larger extent size, to take advantage of smaller

block indexes, better prefetch sizes, and in general better leverage the benefits of
MDC
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follows:

Alternative 1: Time Dimension Only

e Nation

e If we determine the relative priority of each of the potential dimensions to be as
e Date
e Colour

e Let® consider just the date dimension first.

e We know that in our example, there are 1000 records per day, or 10 pages of data
¢ Although the space waste estimate shows that on average, there will be 365*5 =
1825 pages wasted, in our example, we have an exact number of records per day
e So, if we choose an extent size of 10 pages, there will actually be no space

wastage, and our table will be 3650 pages - the same size as a non-MDC table
e However, wed ideally like to include more dimensions if possible
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Alternative 2: Date and Nation Dimensions

USA
# recs/day

o | et® see what happens when we add the Nation dimension to the mix

Canada
500

Mexico

400

100
e With this information, we can determine that USA will have the max, and Mexico
the min, size cells, and that a page size of 5 would be appropriate:

Mexico (min) USA (max) Canada
NEREN R ]

e Using the space waste estimate, we see the calculation would give an average
of 365*3*2.5 =2737.5 pages wasted in the table

e But because we know the actual data distribution, we can determine that the
table will actually take up 5475 pages. A non-MDC table would take up only
3650 pages, so the MDC table is 1.5 times larger
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Alternative 3: Nation, Colour + Generated Column on
Date

o |[f we add Colour as a dimension, we@ back to less than a page/cell of datal

e To get the Colour dimension, we consider rolling up Date to Month by using a
generated expression such as INTEGER(Date)/100

e A dimension can then be created on the result of this expression, Month, by creating a
GENERATED column in the table, and then using that new column in the ORGANIZE
BY clause as follows:

CREATE TABLE MDCTABLE
( Date DATE,
Nation CHAR(25),
Colour VARCHAR(10),
Month generated always as ((INTEGER(Date)/100),

)
ORGANIZE BY( Month, Nation, Colour )
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Alternative 3: Nation, Colour + Generated Column on
Date

e We then have the following data distribution in the MDC table:

e 7 months have the following (31 days worth of records)

USA Canada Mexico
Red 6200 4960 1240
Blue 3100 2480 620
Yellow 2325 1860 465
Green 2325 1860 465
White 1550 1240 310

e 5 months have the following (30 days worth of records)

USA Canada Mexico
Red 6000 4800 1200
Blue 3000 2400 600
Yellow 2250 1800 450
Green 2250 1800 450
White 1500 1200 300

e And let® assume that February has 28 days

USA Canada Mexico
Red 5600 4480 1120
Blue 2800 2240 560
Yellow 2100 1680 420
Green 2100 1680 420
White 1400 1120 280
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Alternative 3: Nation, Colour + Generated Column on
Date

¢ With this information, we can determine the minimum, maximum and average
population of cells, and space utilization for a 32 page extent:
o Min:

NN /EEEERENEREERENREERRRERREEREEE
o Max:

G B R BB R BB S BB R BB S BB BB
R R e | |
® AvQ:

e Using the space waste estimate, we see that on average 195*16 =
3120 pages will be wasted in the table

e Because we know the actual data distribution, we can determine that

the table will actually take up 221 cells *32 pages = 7072 pages . But a

non-MDC table would take up only 3650 pages. So the MDC table is
1.9 times larger
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Alternative 4: Nation, Colour + Generated Column on
Date

size of 16 pages we get:

e If space is an issue, we can consider adjusting the extent size too. With an extent
e Min:

N\N/NENEEEREEREED

INEENEENEEEEN
e Using the space waste estimate, we see that on average 195*8 = 1560
pages will be wasted in the table

e Because we know the actual data distribution, we can determine that
the table will actually take up 319 cells * 16 pages = 5104 pages .
Since a non-MDC table would take up only 3650 pages, the MDC table
is only 1.4 times larger

®
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Alternative 5: Nation, Colour + Generated Column on
Date

e For even more space conservation, one could consider 8 page extents, although
we@e already at a good size/blocking factor at 16 pages

e Min:
SN [T ]

e Max:

s St
R RBEI33B3 BRBRE585) BRI |
e Avg:

e Using the space waste estimate, we see that on average 195*4 = 780

pages will be wasted in the table

e Because we know the actual data distribution, we can determine that
the table will actually take up 572 cells * 8 pages = 4576 pages . Since

a non-MDC table would take up only 3650 pages, the MDC table is
only 1.25 times larger

O IBM Corporation 2004 IBM DB2 Information Management Technical Conference

Tools to Help Choose Dimensions

e The Redbook ®&p and Running with DB2 UDB ESE: Partitioning for Performance in
an e-Business Intelligence World@rovides a script that can be used to determine
the expected size of an MDC table. It takes the following input:

e dimensions

e generated expressions if desired

e extent size

e page size

e an existing non-MDC or MDC table

and returns the resulting size of an MDC table having those characteristics

e The DB2 Design Advisor tool, available in the Stinger release and similar to today®

Index Advisor tool, can take a workload and a sample of table data, and suggest
recommended MDC dimensions for the table

e Various coarsifications using generated expressions will be considered

e A blocksize equal to the input table® extent size will be assumed - different
block sizes won®be considered by the advisor

e If the recommendations are selected for implementation, the input table will
have to be dropped in order to create an MDC version of it
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DB2 Design Advisor - TPC-H Workload Example

e DB2 Design Advisor Recommendation summary:
e 20 new indexes

e 6 new MDC dimensions
e 4 new partitioning keys
e 2 new MQTs
Performance improvement
120%
g 100% %
<
2
5 8%
[
(7]
b %
= 60% . 34.54 ]
g time
= reduction
S 4%
[
=
S 20% v
) [ ]
0% T
Baseline New design
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DB2 Design Advisor - MDC Dimensions

e Distribution of MDC dimension candidates for TPC-H example
e Orders Table - 3 candidate dimensions
e Lineitem Table - 7 candidate dimensions

Orders Table Lineitem Table
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DB2 Design Advisor vs MDC Experts

e Workload benefit: Advisor +11.12%, Expert 1 +13.35%, Expert 3 +14.20%, Advisor
1 +14.54%, and Expert 2 +18.08%

TPCH performance with various clustering designs

5400

5200

5000 -

4800

4600

4400 -

4200 —

Workload execution time

4000
Baseline: | Advisor 2 Expert 1 Expert 3 | Advisor 1 Expert 2

O Seriesl 5227 4646 4529 4485 4467 4282
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Summary

e MDC provides a unique and powerful solution for large database performance
e MDC benefits include:

e It extends the performance advantages of clustering to multiple dimensions

e Clustering is automatically and dynamically maintained over time

e Reorganization is reduced to space reclamation only

e Data organization provides the benefits of partition elimination

e Block based indexes provide additional high performance access plans and block
elimination in queries

¢ Block index size results in faster scans and much less overhead for logging and
maintenance

e Simple, flexible syntax makes it easy to setup and maintain

e Customers have validated the enormous performance potential of MDC, in various
environments and with various workloads

e It is important to choose appropriate dimensions and block size in order to best
leverage the benefits MDC provides and optimize the table size
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