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Abstract: A key concern in utilit y computing is managing capacity so that Application
Service Providers (ASPs) and Computing Utilities (CUs) address their service
level agreements. We observe that many of the capacity management prob-
lems faced by ASPs and CUs are similar to inventory problems addressed by
retailers and warehouses,an area where inventory control is widely used. Ap-
plying inventory control to capacity management has appeal since inventory
control has a rich set of analysis techniques and is widely used in practice.
This paper prop oses a framework for applying inventory control to capacity
management for utilit y computing. The framework consists of: conceptual
foundations (e.g., establishing connections between concepts in utilit y com-
puting and those in inventory control); problem formulations (e.g., what fac-
tors should be considered and how they a®ect computational complexit y); and
QoS forecasting, which is predicting the future e®ect on QoS of ASP and CU
actions tak en in the current period (a critical consideration in searching the
space of possible solutions).

1. In tro duction

Utilit y computing providesa pay-as-you-goapproach to information systemsin
which hostedapplications or Application ServiceProviders (ASPs) deliver ser-
vicesto their customersusing hardware and software provided by a Computing
Utilit y (CU) that chargesbasedon the resourcesconsumed. This has appeal
to ASPs sincecapacity can be added in responseto increaseddemandssoas to
avoid penalties for violating servicelevel agreements, and capacity can be shed
when it is no longer neededsoas to reducecosts. Thus, ASPs must have a way
to determinewhen it is bene¯cial to them to add or removeresources.Similarly,
the CU must be able to determine how to allocate resourcesamongASPs. This
paper develops a framework for making these decisionsusing well-established
conceptsand techniques from inventory control.

Figure 1 depicts our architecture for utilit y computing. A CU may support
several ASPs. Each ASP receives requests(e.g., \bro wsea catalogue", \v erify
a credit card") from its customersand employs resourcesprovided by the CU
(e.g., servers, networks, software licenses,databases)to processtheserequests.
Resourcesmay have di®erent characteristics, which are indicated by the cir-

1



CU

Requests
Application K

Resource

Application 

Execution 

System 1

Application
Controller 1

Application
Controller K

Application 

Execution 

System K

CU
Controller

Requests
Application 1

Pool

Computing Utility (CU)

= flow for resource requests

Application Service Provider 1

Application Service Provider K

Figure 1. Arc hitecture of a Computing Utilit y. ASPs request and release resources (the
solid circles) basedon resource characteristics so as to minimize total cost. The CU Controller
handles the request/release proto col and arbitrates between competing requests.

cles of di®erent size and shading in the ¯gure. Each ASP has an Application
Execution Systemthat usesresourcesto processcustomer requests,and it has
an Application Controller that determines the number and type of resources
to request from the CU. The CU Controller receives requestsfor and accepts
releasesof resourcesfrom ASPs and other utilities. The CU ResourcePool
managesthe resourcesowned by the CU.

Our focus is on the resource actions taken by the ASP and CU. The ASP
requestsand releasesresources.The CU may allocate one or more resourcein
responseto ASP requests.The CU may also reclaim allocated resourcesbefore
they are releasedby an ASP.

Resourcesactions are taken to achieve a desiredquality of service(QoS). QoS
goals are described in Service Level Agreements (SLAs) that consistsof con-
straints placed on service related metrics (e.g., \Av erageresponse time for a
browse request should be lessthan 2 seconds.") (e.g., [14], [24]). A variety of
metrics may be used in SLAs, including responsetime and customer-seconds
in system [9]. We usethe term ASP SLA to refer to an agreement betweenan
ASP and an ASP customer. There may alsobeCU SLAs, which are agreements
between an ASP and a CU. An example of this is having the CU guarantee
that the ASP will have a minimum number of servers of a speci¯ed type, if the
ASP requeststhem. Failure to meet this condition may result in a penalty paid
by the CU. On the other hand, there may be feespaid by the ASP (and hence
revenue to the CU) for servers it acquiresbeyond its guaranteed minimum.

2



0
 20
 40
 60


- 20


0


20


40


60


80


100


__ SLA contract

_ _ Expo approx


Hours of Downtime


S
LA

 C
os

t i
n 

%

Figure 2. Staircase function of costs in a service level agreement as reported in [24]. The
staircase is approximated by b(1 ¡ e¡ 0:1x ) ¡ C, where b + C is the maxim um QoS penalty
and x is downtime.

The ASP tries to minimize the CU resourcesconsumedwhile still satisfying the
QoSrequirements of its customers. This is doneby reducing two typesof costs.
The ¯rst is the cost of consumingCU resources.Such holding costs depend
on the type and quality of the resource(e.g., a faster server costsmore). The
secondtype of cost is the penalty paid by the ASP if poor quality of service
is delivered to its customers(e.g., long responsetimes). We refer to these as
QoS costs. Typically, QoS costs have a staircasekind of appearancewith a
decreasingmarginal e®ect.This is illustrated in Figure 2, which is an example
that is cited in [24], in which there is a penalty for excessive downtime (with
a reward, or negative cost, for greatly reducing downtime) that is expressedin
terms of the percent of the customer'smonthly servicecharge(e.g., 20 hours of
down time results in a rebate to the customer of 40% of their monthly service
charge).

In general,there is a trade-o®betweenASP holding costsand QoScosts. Specif-
ically, having more or better resourcesallows the ASP to decreaseQoS costs,
but this increasesholding costs. ASPs want to minimize total cost , the sum
of QoS and holding costs. A related trade-o® exists for the CU. The CU can
receive more revenue by allocating idle resourcesto ASPs that requestcapacity
in excessof that speci¯ed in the CU SLA. However, such a strategy can result
in the CU \over booking" its resourcesin that some CU SLAs may not be
satis¯ed and hencethe CU may incur penalties. Thus, the CU seeksto make
resourceallocation decisionsthat maximize its pro¯t, which is revenue received
from allocating its resourcesminus the cost of penalties incurred from SLA
violations.

Products and servicesfor utilit y computing arebeingmarketedby IBM [16], HP
[8], Sun Microsystems[25], and others. Technical articles are available on many
aspects of utilit y computing. The OceanoSystem provides a scalable infras-
tructure for multi-customer utilit y computing [1]. The HotRod project demon-
strates rapid provisioning and de-provisioning in responseto \°ash events" that
causeabrupt changesin workloads[17]. [18] describea utilit y that handlesboth
transactional and streaming workloads. [6] details how to create and manage
servicesfor computing utilities. [7] addressesmonitoring of utilit y computing.
Unfortunately, none of these studies addresswhat resourceactions ASPs and

3



CUs should takeat what time in order to minimize costsor maximize pro¯ts. [5]
and [2] describe approachesto constructing and managingSLAs for computing
utilities, with the latter addressingpenalties for SLA violations. But neither
addressesASP and CU resourceactions that minimize costsor maximize prof-
its. Most similar to our work is [20] who addressthe dynamic allocation of
resourcesin hosted environments. While the results provide much insight, the
work doesnot take into account several considerationsthat we think are critical
to successfulcapacity management for utilit y computing, such as: (a) the inclu-
sion of SLA penalties, (b) allowing for both centralized and distributed decision
making, and (c) inaccuraciesin demand forecasts. All of these considerations
create substantial changesin the structure of the problem being solved.

The problem of capacity management for utilit y computing is quite similar to
the management of physical goods in networks of retailers and warehouses,an
area where inventory control has developed a rich set of analysis techniques
over the last two to three decades.(e.g., [22], [21], [23]). There is considerable
appeal in applying inventory control to utilit y computing. Foremost, inventory
control is a well-established area in which software exists for solving many
commonly encountered problems. Second,using inventory control to manage
utilit y computing may provide a more e®ective meansof communication with
business-oriented owners of ASPs and CUs.

The contribution of this paper is to establish a framework in which capacity
management for utilit y computing can be addressedby inventory control. The
framework has three parts: conceptual foundations that link concepts in in-
ventory control with those in capacity management; problem formulations that
describe how to translate capacity management for utilit y computing into in-
ventory control problems(e.g., the CU problem of allocating resourcesto ASPs
is a One-Warehouse-N-Retailerproblem in inventory control); and QoS fore-
casting that predicts the e®ectof resourceactions on QoSover multiple periods.
While the useof inventory control hasappeal, there are challengesas well. For
example, inventory in the retail world di®ersfrom resourcesin computing util-
ities in that inventory is sold whereasresourcesare rented; optimizing rentals
is a complex problem becauseof the possibility of di®erent leaseperiods.

The remainder of this paper is structured along the lines of the framework we
propose. Section 2 intro ducesthe conceptual foundations; Section 3 describes
some problem formulations; and Section 4 addressesQoS forecasting. Our
conclusionsare contained in Section 5.

2. Conceptual Foundations

This sectionsprovides a brief intro duction to inventory control and shows how
it can be applied to the capacity management for utilit y computing.

Figure 3(a) depicts the relationship betweenkey conceptsin inventory control.
Customers purchaseproducts at retailers. The products may be acquired by
the retailers or may be assembled by them, in which casethey have an assembly
plan for how this is done. Someretailers hold inventory. In addition, inventory
may be held in a warehouse. The warehousemanager determines how much
inventory for each product is held at the warehouse.
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Figure 3. Conceptual models of inventory control and computing utilities. Note the
correspondence between resources and inventory , application top ology and assembly plan,
application service provider and retailer, and computing utilit y and warehouse.

Retailers seekto maximize their pro¯ts by balancing two actions. On the one
hand, they want to maximize their inventory to gain revenue from customers
wishing to make purchases.On the other hand, they do not want to buy inven-
tory that will not be sold quickly. Inventory control provides a set of analysis
techniquesby which retailers determine the point at which their inventory must
be replenished. These techniques minimize total cost, the sum of the cost of
holding inventory and the cost due to lost opportunities asa result of inventory
shortages.

Figure 3 provides a way to relate key concepts in inventory control to those
in utilit y computing. Figure 3(b) addressesutilit y computing. Customers is-
suerequeststo ASPs who have an application topology that consistsof one or
more resources;the CU provides these resources,and can allocate more if the
appropriate SLA is in place with the ASP. Comparing this with Figure 3(a),
we seethat the ASP corresponds to the retailer, the application topology to
the assembly plan, resourcesrelate to inventory, and the CU to the warehouse.
Also, ASP SLAs correspond to delivery contracts between retailers and their
customers;CU SLAs correspond to agreements betweenwarehousesand retail-
ers.

There is potentially an even deeper connection between inventory control and
capacity management for utilit y computing. Commercial distribution networks
often have multiple warehouses,with goods shipped between them to serve
di®erent retailers. This correspondsto having multiple computing utilities that
may rent resourcesto one another in caseof spot shortages.Going further, we
can incorporate the concept of supply chains, such as considerations for how
a computing utilit y answers questionssuch as \Ho w much of each server type
should be purchasedto satisfy the expected demandsof the ASPs?"
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The foregoingnot withstanding, there are challengesin applying inventory con-
trol to capacity management for utilit y computing. Foremost is the fact that
inventory is sold whereasin utilit y computing, resourcesare rented. This turns
out to be a fundamental distinction that signi¯cantly impacts how to optimize
ASP and CU actions. For example,an ASP might requestan additional server,
but the CU may decidenot to grant the requestbecauseanother ASP that will
rent the server for a longer time is expected to make a requestsoon. A second
subtlety occurs if there are compatible resourceswith multiple performance
levels, such as faster and slower servers with the samehardware architecture.
Thus, ASPs must decidewhat resourcemix is most cost e®ective for its distri-
bution of customer requests.

3. Problem Form ulations

This section discusseshow to formulate capacity management for utilit y com-
puting as a set of inventory control problems. We describe somedimensionsof
problem formulation and then consider two cases:centralized and distributed
decisionmaking.

3.1 Problem Characteristics

This section discussesthe characteristics to consider in formulating capacity
management for utilit y computing as an inventory control problem.

We begin by focusingon the costs(e.g., holding costs,QoScosts), the revenues
(e.g., revenues the CU receives from ASP rentals), and the objective (e.g.,
maximize pro¯ts). For example, the CU problem is to maximize its pro¯ts,
which is the di®erencebetween revenues (e.g., rental income from the ASPs)
and costs (e.g., due to CU SLA penalties). To simplify, we consider a single
resourcetype. We formulate this as a single period inventory control problem
where the CU allocates its total inventory of I units to K di®erent ASPs so
as to maximize its pro¯t. Let sk be the amount allocated to ASP k. The CU
receives revenue of r from a unit rented. An idle resourcecosts CU h (e.g.,
°oor space) whereasa resourceallocated to an ASP costs an additional hk
(e.g., higher consumption of electricity). Let D k denote the demand of ASP k.
For this problem formulation, D k hasunits of servers. If the CU cannot satisfy
the D k , it pays a penalty of pk per unit of demand not met. If the CU chooses
to allocate s1; ¢¢¢; sK to ASPs 1; ¢¢¢; K , the CU's pro¯t is

f (s1; s2; :::; sK ) =
KX

k=1

[(r ¡ hk )sk ¡ pk maxf 0; D k ¡ sk g] + h(I ¡ s¤)

s.t. 0 · sk · D k 8k = 1; 2; :::K ; s¤ · I :

where s¤ =
P K

k=1 sk is the total number of resourcesallocated. The sk that
maximize pro¯ts is easyto seewhen we rewrite the pro¯t as follows:

f (s1; s2; :::; sK ) =
KX

k=1

[(r ¡ hk + pk )sk ¡ pk maxf sk ; D k g] + h(I ¡ s¤)
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=
KX

k=1

(r ¡ h ¡ hk + pk )sk ¡
KX

k=1

pk D k + hI :

A greedyallocation that allocatesresourcesto ASPs in the order of decreasing
valuesof (r ¡ h ¡ hk + pk ) is the optimal allocation.

When we consider multiple periods in which the allocation decision has to be
repeated, the solution to the problem becomescomplicated by the fact that
ASPs return someresources(or they are reclaimed by the CU). In this case,
the allocation in a period a®ectsthe returns in future periods and hencethe
available resource inventory that can be allocated. Therefore, CU will have
to make much more clever decisionsthan merely maximizing its pro¯t for the
current period. For example the CU may not want to rent to ASP k at period
t if it knows that this will only be a short term rental and ASP k0 is very likely
to request the resourceat period t + 1 and hold it for a long time. We address
these situations by having a recursive formulation that considersthe e®ectof
future periods.

Problem Characteristics and Complexit y
Lev el of Complexit y

Factors Lo w Medium High
Decision making Centralized Distributed
Ob jectiv e Min Cost Max Pro¯t Min Cost

s.t. QoS
Number of ASPs Single Multiple
Resource Types Single Multiple
QoS Cost Linear Non-linear
Resource Activ ation Instan taneous Finite Finite
Lead Time Deterministic Stochastic
Resource Inventory Instan taneous Finite Finite
Replenishment Lead Time Deterministic Stochastic
Demand Structure Stationary Non-Stationary
Demand Forecast High Accuracy Low Accuracy
Lease duration One period Fixed for each ASP Random

Figure 4. Factors a®ecting the complexit y of optimizing capacity management for utilit y
computing

Figure 4 shows various factors that play an important role in the formulation of
the capacity management problem for utilit y computing. A few of the factors
require some explanation. Decision making refers to whether the CU makes
decisionson ASPs behalf (centralized) or the ASPs operate separately from
the CU (distributed). Objective refers to the speci¯c function being optimized
(e.g., pro¯t, cost, constrained cost). Resource activation time is the delay
betweenstarting a resource(e.g., a server) and its being fully enabledto process
customer requests.Resource inventory replenishmentlead time refers to delays
between an ASP requesting a resourceand having that resourcebe available
to the ASP (although not necessarilyactive). Demand structure indicates if
customer (or ASP) requestsvary over time. Demand forecast indicates how
predictable these demandsare. Lease duration re°ects how long an ASP may
hold a resource.
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Figure 4 also shows the levels of complexity in relation to the assumptions
about the factors. For example, a problem where we have a single utilit y,
single ASP, linear cost with deterministic lead times and stationary demand is
relatively easyto solve. However, when we have multiple ASPs with non-linear
cost structure, random lead times and non-stationary demand, the problem
becomescomplex.

Somefactors are more important than others in terms of their impact on CU
cost and/or pro¯t. Perhapsone of the most important factors is the demand.
If one facesa non-stationary demand with poor forecast accuracy, this has a
strong negative impact on the CU's performancesincethe CU will be forced to
maintain high levels of resourceinventory to be able to accommodate large de-
mand °uctuations. Resourceactivation lead times and resourcereplenishment
lead times can also impact performancesigni¯cantly .

Below, we formulate two basic versionsof the problem of managing capacity
in utilit y computing. In the ¯rst, decisionmaking is distributed, which means
that the CU and ASPs operate independently . In the second,decisionmaking
is centralized in the CU.

3.2 Distributed Decision Making

In distributed decision making, the CU and ASPs operate independently . In
terms of inventory control, they operate as separate¯rms.

Assume that the CU serves K ASP's, there is one type of resource,and the
leaseduration is one period for all ASPs. Let D tk denote the demand from
ASP k for resourcesin period t. Here, this demand is in units of resources.
We useRtk to denote the resourcesreturned by ASP k in period t. Both D tk
and Rtk are nonnegative random variables. In each period the CU receivesthe
demands and takes resourceactions that with the imposed constraints (e.g.,
limited inventory). We use I t to denote the inventory available for allocation
at period t.

There are somemore details that further describe this problem. The CU re-
ceives revenue r t for each resourcerented to an ASP during period t. Also,
there is a carrying cost that the CU pays for having a resourcein its inventory
(e.g., °oor space,depreciation), which is denoted by ht , and there is a further
cost htk if the resourceis rented to ASP k (e.g., cost of electricity consumeddue
to operation and cooling). We assumethat the CU SLA requiresthe CU to pay
a penalty of ptk per unit demand un¯lled if the CU has insu±cient resources
or decidesnot to satisfy an ASP resourcerequest in period t. Last, we assume
that the CU has a ¯xed amount of resourceinventory I of the resource.

The CU's objective is to maximize its expectedpro¯t during a planning horizon
of T periods. This problem can be formulated as a Markov Decision Process
(MDP) (e.g., [19]). Critical elements of the MDP are as follows:

The resource actions in each period t, which is the allocation vector
(st 1; st 2; :::; stK )

The reward (pro¯t) function in period t is
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f t (st 1; st 2; :::; stK ) =
P K

k=1 [(r t ¡ htk )(mtk + stk )¡ ptk (D tk ¡ stk )+ ]+ ht (I t +
Rt ¤ ¡ st ¤)

where Rt ¤ =
P K

k=1 Rtk is the total returns, and x+ = max(x; 0).

The state in period t is (I t ; mt 1; :::; mtK ) which is the level of available
inventory at the CU and ASPs.

The state transition from period t to period t + 1 is
(I t +1 ; mt +1 ;1; :::; mt +1 ;K ) = (I t + Rt ¤ ¡ st ¤; mt 1 + st 1; :::; mtK + stK ), and
the initial state is given by (I 0; m01; :::; m0K ) = (I ; 0; :::; 0) without any
lossof generality.

Based on the foregoing, let Vt (:) denote the expected total pro¯t of following
optimal allocation policies in periods t through T. The MDP will be as follows:

Vt (I t ; mt 1; :::; mtK ) = max
st 1 ;s t 2 ;:::;s tK

f f t (st 1; st 2; :::; stK )

+ ®EVt +1 (I t + Rt ¤ ¡ st ¤; mt 1 + st 1; :::; mtK + stK )g
for t = 1; :::; T

s.t. 0 · stk · D tk ; 8k = 1; :::; K
st ¤ · I t + Rt ¤

where Vt = 0 when t = T + 1, and ® is the discount factor for time value
adjustment. Here both Rtk and D tk are discrete random variables.

This problem is a ¯nite horizon periodic review inventory management prob-
lem. However, standard inventory models do not ¯t well. This is becausein
the utilit y computing problem, inventory is leased;in contrast, in traditional
inventory control, inventory is sold. Leased inventory returns to the CU in
later periods, which increasesI t for this later state. Thus, the solution to the
MDP is di±cult to decomposeinto separateproblems, which greatly increases
computational complexity. In addition, becausedemand comesfrom multiple
sources(i.e., the K ASPs), there is a very large search space.

3.3 Cen tralized Decision Making

In centralized decisionmaking, all decisionsare made by the CU. In inventory
control, this is a casewhere retailers and the warehouseare part of the same
¯rm. Thus, ASPs and the CU make coordinated decisionsto optimize total
pro¯t even though individual ASPs or the CU may have suboptimal pro¯ts.

Before proceeding,we addressa few technical details. Pro¯t is optimized over
a ¯nite horizon T. We again consideronly a single resource. We assumethat
the CU reallocatesall the inventory in the system, including the inventory held
by ASPs, in each period. We use the same de¯nitions as before for I t , stk ,
mtk , ht and htk . Holding costs mtk is handled as before with cH (mtk ) being
proportional to the number of resourcesheld. Thus,

cH (mtk ) = htk mtk (1)
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To be more realistic about QoS costs, we change the problem formulation of
Section 3.2 so that demand D tk is in units of customer requestsper second,
not resources. D tk a®ectsQoS costs through its impact on the QoS metric,
which we denote by x (e.g., averagenumber-in-system). Clearly, x dependson
D tk and mtk , which we make explicit by writing x(D tk ; mtk ). The QoS cost
for ASP k at period t is cQ (mtk ). Its functional form is basedon Figure 2. We
use

cQ (mtk ) = bk (1 ¡ e¡ ak x (D tk ;m tk ) ) (2)

to approximate this curve. Here, bk is a scaling factor for the QoS costsof the
k-th ASP. ak is a constant that changesthe shape of the staircase function,
with a smaller ak causing the staircaseto rise more slowly. By assumingthat
periods are long enoughand/or demand (customer request rate) is su±ciently
low so that x(D tk ; mtk ) can be approximated by a steady state distribution
within each period, we can usestandard closedform queueingresults to obtain
x(D tk ; mtk ) (e.g., [15]).

Hence,the total cost ASP k will incur in period t is

c(mtk ) = cQ (mtk ) + cH (mtk ) (3)

In every period, the CU has to decidehow many of the available resourcesto
allocate to each ASP. The only cost incurred at the CU is the holding cost of
resourcesin stock at a rate of ht per unit in period t. Similar to the previous
MDP, we de¯ne the state of the systemas(I t ; mt 1; :::; mtK ) where I t is number
of resourcesof unallocated resources(in inventory) at the CU and m tk is the
number of resourcesat stock with ASP k. Let Vt (:) denote the expected total
cost of following optimal allocation policies in periods t through T. Because
this is an integrated system with only one ¯rm trying to minimize the total
cost of the CU and ASPs together, the MDP formulation will be as follows:

Vt (I t ; mt 1; :::; mtK ) = min
st 1 ;s t 2 ;:::;s tK

f
KX

k=1

c(mtk + stk ) + ht (I t ¡ st ¤)

+ ®EVt +1 (I t ¡ st ¤; mt 1 + st 1; :::; mtK + stK )g
s.t. stk ¸ ¡ mt 1 ; 8k = 1; :::; K

st ¤ · I t

where t = 1; :::; T ; st ¤ =
P K

k=1 stk ; Vt = 0 when t = T + 1; and ® is the
discount factor for time value adjustment. Note here that stk , the number
of resourcesallocated to ASP k in period t, can be negative which indicates
resourcesreturned from ASP k to the CU.

The solution to this problem is much easierthan the previous one. Becausethe
CU is the only decision maker and has the °exibilit y to reallocate the entire
resource inventory across the ASPs in each period, a greedy allocation that
minimizes the total cost of the current period is optimal.
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4. QoS Forecasting

The successfulapplication of inventory control dependsin part on the accuracy
of the QoS forecast, which is the predicted future e®ecton QoS of resource
actions taken in the current period. For example, if the forecast corresponds
exactly to the true impact, the CU can obtain an optimal resourceallocation by
computing the total cost of each permitted resourceaction (although it might
be necessaryto model the ASPs behavior as well in the caseof distributed
decision making). However, in practice, there are two types of inaccuracies
that arise in QoS forecasts. The ¯rst is forecast bias . By this, we mean that
expected true demand di®ers from expected predicted demand. The second
inaccuracy is forecast variance . This refers to how predicted demand varies
around true demand(even though the expectedvaluesmay be the same). This
sectionexaminesthe e®ectsof forecastbias and varianceon the abilit y of ASPs
to minimize their costs. We note in passingthat this analysiscan be applied to
CUs aswell, although it requireschanging someof the cost functions employed.

We begin by describing the components of a QoS forecast. The ¯rst is the
forecast of future customer demand, such as the rate of buy requests for a
particular product. Demand forecastsare typically done using regressionor
time seriesmodels. The secondcomponent is the prediction of the QoS impact
of a given demand (e.g., \What are queue lengths if the rate of buy requests
doubles?"). Here, queueingmodels are commonly used. In the sequel,we con-
sider inaccuraciesin the demand forecast. However, the sameanalysis applies
to QoS prediction.
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Figure 5. Scaled time-v arying demand from a production web server and optimal server
allocations estimated from the M =M =m=140=140 model with ¹ = 33 and the cost parameters
a = 0:001 = h.

To make the following discussionmore concrete,we focus on the HotRod sys-
tem [17], a product level eCommercetestbed that usesmultiple HTTP servers,
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application servers, and a database server to processtransactions similar to
those in the SPECJAppServer2002 benchmark [4]. In essence,HotRod is a
utilit y computing systemthat employs centralized decisionmaking for a homo-
geneousset of resourcesand a singleASP. Our studiesof HotRod revealedthat
the QoS metric customer-seconds(i.e., number in system) is well modelled by
an M =M =m=K=M queueingsystem in that over 90% of the variabilit y in ob-
served responsetimes is explained by the queueingmodel [10]. M =M =m=K=M
is a closedqueueingnetwork in which inter-arriv al times 1

¸ and servicetimes 1
¹

are exponentially distributed, there are m servers, a queuethat holds K ¡ m
customers,and a total of M customersmaking requeststo the system [15]. In
our case,¹ = 33=secand K = 140 = M (so no request is discarded). In the
studiesthat follow, we usethe time varying demandsdescribed in [11] and scale
them to the level of a modern web server [3], which meansmultiplying by a
factor of 90. Figure 5(a) displays the resulting demand D t by time of day in
units of pagehits per second.

As before, time is divided into equal length periods and indexed by t. Since
there is only oneASP, wedrop the subscript k in Equation (2) and Equation (1).
As in Section 3, the QoS metric is user-seconds,which is equivalent to number
of customerswaiting for or receiving service. We useh = ht so that per server
holding costs do not changewith time. In addition, we simplify Equation (2)
by dividing by b, which means that holding costs are scaled with respect to
QoS costs. Thesemanipulations give us

cH (mt ) = hm t (4)

cQ (mt ) = 1 ¡ e¡ ax (D t ;m t ) (5)

c(mt ) = cH (mt ) + cQ (mt ) (6)

Also, summed total cost, summed holding cost, and summed QoS cost are,
respectively, c =

P
t c(mt ) cH =

P
t cH (mt ), and cQ =

P
t cQ (mt ). In the

following, a = 0:001= h, which is consistent with the studies in [10].

We begin by studying total cost for time varying demands applied to the
M =M =m=140=140 model of the HotRod system. In these studies, D t is a
subset of the time varying demand in Figure 5(a), and the optimal number
of servers m¤

t is computed by a straight-forward search using Equation (6) as
the objective function. Figure 5(b) plots D t as vertical bars scaledto a second
y-axis that is not shown. Also plotted are c(m¤

t ) (solid line), cQ (m¤
t ) (dashed

line), and cH (m¤
t ) (dotted line). Not surprisingly, holding costs increasewith

demand since more servers are required to contain QoS costs. QoS costs also
increasewith demand becausewith a larger demand we obtain a lower total
cost if we allow QoS costs to rise slightly . Were this not done, then holding
costswould be much larger, making total costs larger than the optimal values
plotted in Figure 5(b).

Next, we consider the e®ectof forecast bias. Let D̂ t be the estimated demand
during period t, and let D t be the actual demand. Then, the forecast bias is
D̂ t ¡ D t

D t
. Note that a negative bias meansthat demand is underestimated, and
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Figure 6. E®ect on normalized allocation cost of bias and variabilit y of the demand
forecast.

a positive bias means that demand is over-estimated. The e®ectof forecast
bias is computed by ¯rst calculating the optimal number of servers for the
forecasted demand,and then computing the cost of using this number of servers
for the true demand. In the sequel,we use summed cost for the samesubset
of demands analyzed in Figure 5(b). Figure 6(a) plots summed cost versus
bias. Note that both negative and positive bias result in a larger total cost.
However, the reasonsdi®er. A negative bias results in a larger QoS cost and a
smaller holding cost sincedemand is under-estimated and so fewer servers are
used than are actually needed. Conversely, a positive bias results in a smaller
QoScost and a larger holding cost sincedemand is over-estimatedand somore
servers are usedthan is needed.

Last, we explore the e®ectof forecastvariance. That is, D̂ t is a random variable
with a mean of D t and di®erent standard deviations (the squareroot of vari-
ance). Wedivide standard deviation by D t to obtain the coe±cient of variation.
Figure 6(b) plots summed cost for the demands in Figure 5(b) versus coe±-
cient of variation. Observe that summedcost risesrapidly as the coe±cient of
variation increases,resulting in a 50% increaseover the range of the plot. We
seethat much of this is a result of QoS costsbecauseof the exponential e®ect
on cQ (mt ) of changesin D t .

We concludeby noting that several authors have described approachesto pre-
dicting demandsin computing system(e.g., [12] and [13]). The analysis in this
section suggeststhat thesealgorithms should be evaluated in the context of a
cost function that considersholding costs and QoS costs in order to properly
assessthe impact of the forecast bias and variance of thesealgorithms.

13



5. Conclusions

The pay-as-you-go approach of utilit y computing has considerable appeal.
However, realizing this in practice requires an abilit y for Application Service
Providers (ASPs) and Computing Utilities (CUs) to managetheir servicelevel
agreements. This paper proposesthat these problems be addressedby using
inventory control, a well established¯eld of operations research for managing
the distribution of physical goods in networks of retailers and warehouses.

The contribution of this paper is providing a framework in which to apply
inventory control to capacity management for utilit y computing. There are
three parts to our framework: conceptual foundations, problem formulations,
and QoS forecasting. The conceptual foundations establish a linkage between
the conceptsof inventory control and those in capacity management for utilit y
computing. Examples of these linkagesare the correspondencebetweenretail-
ers and ASPs as well as between warehousesand CUs. With this connection,
we can relate the theory developed by inventory control with the problems
posedby capacity management for utilit y computing. In particular, inventory
control addressesthe trade-o® between the cost of holding goods and the lost
opportunit y if customer demand is not met. An analogoustrade-o® in capac-
it y management for utilit y computing is that ASPs must managethe trade-o®
betweenholding costs for servers and the cost of violating service level agree-
ments (SLAs) with their customersif too few servers are employed to process
customer requests.

Problem formulations addresshow to translate capacity management for util-
it y computing into technical solutions for inventory control. There are many
problem characteristics that a®ecthow this translation is done(e.g., centralized
vs. distributed decision making, type of cost function, lead time for resource
activation). We consider in detail two cases{distributed and centralized deci-
sion making. Both are formulated asa Markov DecisionProcess,but the latter
has a more tractable solution becausehaving a single decision maker greatly
reducesthe sizeof the search space.

The third part of the framework is the quality of service(QoS) forecast,which
is the predicted future e®ecton QoS of resourceactions taken in the current
period. Included in the QoS forecastare the demand forecast (e.g., using time
series models) and QoS prediction (e.g., using queueing models). Studying
a simple computing utilit y, we show that having a biased forecast results in
suboptimal costs, with under-estimatesresulting in high costs for SLA penal-
ties and over-estimatesresulting in high costs for holding excessive resources.
Forecastvariance can impair the pro¯tabilit y of ASPs even more dramatically,
increasing costs by over 50% in our studies. Since all forecasting algorithms
have inaccuracies,the foregoinganalysisprovidesa context in which to evaluate
forecastingtechniquesin terms of their impact on the costsof utilit y computing.

Our future work will considerspeci¯c applications within the framework herein
presented. Addressed ¯rst will be centralized decision making with a single
ASP in which demand is stochastic. This problem has appeal since it most
closely matches the environment faced by early adopters of utilit y computing.
Our technical focus will be the development of good forecasting algorithms,
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where \good" is assessedin terms of minimizing the sum of holding costsand
QoS costs.
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