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1. Introduction

The advent of low cost computing platforms and the rapid evolution of software technology has resulted in an explosion of computing environments in the workplace. The cost of managing these systems is substantial, often many times the cost of the system itself. An important component of these costs are those related to performance management—ensuring that end-user service levels (e.g., response times) are at acceptable levels. This paper describes an agent architecture that provides automation to reduce the cost of ensuring end-user service levels. 

Why not solve performance problems by using more hardware, such as faster processors and more memory? Applying this approach in practice requires identifying resource bottlenecks, which requires some thought. Also, more hardware does not resolve logical bottlenecks, such as those due to locking or improper settings of task priorities.

Our interest is in a complementary approach. We seek automated techniques for improving the performance of heterogeneous, distributed systems by tuning—adjusting the way resources are allocated rather than increasing the number and/or capacities of those resources. Herein, we use the term target system to refer to the system, subsystem, or element that is being tuned to improve its performance.

Tuning controls are parameters that adjust resource allocations on the target system and hence change its performance characteristics. We give a few examples. Lotus Notes, an email system and application framework, has a large set of tuning controls. Among these are NSF_BufferPoolSize for managing memory, Server_MaxSessions for controlling admission to the server, and Server_SessionTimeout for regulating the number of idle users. In Web-based applications that support differentiated services, there are tuning controls that determine how requests are routed to back-end servers based on the origin of the request and the type of service requested. MQ Series, an IBM product that provides reliable transport of messages in distributed systems, has controls for the size and time between message transfers. Database products (e.g., IBM’s DB/2), expose controls for sort indicies and allocating buffer pool sizes. 

Determining appropriate settings of tuning controls requires having observations of the target.  Herein, there are three classes of metrics of interest: (1) configuration metrics that describe target capacities (e.g., line speeds, processor speeds, and memory sizes) and other performance related features that are not changed by adjusting tuning control; (2) workload metrics that characterize the load on the target, such as arrival rates and service times; and (3) service level metrics that characterize the performance delivered, such as response times, queue lengths, and throughputs. 

To determine the effect of tuning adjustments, there must be a model that relates configuration information, workload levels, and the settings of tuning controls to the service levels that are delivered. We refer to this as the target system model, or just system model. System models of computing environments are complex. They must deal with discrete events (e.g., arrival of work requests) and non-linearities (e.g., the exponential growth in response times as utilizations increase). As a result, it is difficult to acquire and maintain system models of computing environments, especially since the target tuning controls and metrics often change from release to release (even between patch levels). 

In current art, tuning typically involves the following:

1. Collect data.

2. Use the system model to determine how tuning controls should be adjusted.

3. Go to 1.

There are many challenges here. First, as noted previously, acquiring and maintaining the system model is difficult. Second, tuning controls are complex, interdependent, and often impact service levels in non-linear ways. This makes it challenging to select the tuning controls to adjust as well as to determine what the settings of these controls should be. Third, it may well be that by the time a tuning control adjustment takes effect, the workload will have changed. This situation arises due to factors such as delays in measurement collection and “dead time” in effecting control settings (e.g., controls that are effected by an asynchronous task that polls periodically for new settings). The presence of these delays in the feedback loop can lead to oscillations, even to instabilities.

Because the expertise required for manual tuning is scarce, many have pursued an automated approach. A variety of target-specific or customized automated tuning systems have been developed. Examples include: (1) [Abdelzaher and Shin] who control quality of service for the delivery of multimedia content using task priorities in the communications subsystem and (2) [Aman et al.] who provide a means by which administrators specify response time and throughput goals for the Multiple Virtual Storage (MVS) operating system using MVS-specific control mechanisms to achieve these goals. An interesting variation on target-specific automated tuning is described in [Baochun and Nahrstedt], who propose an architecture with application-specific configurators that map service objectives into application tuning adjustments.

Target-specific automated tuning requires that metrics and tuning controls be well understood so that mechanisms for their interpretation and adjustment can be incorporated into the automated tuning system. Thus, constructing and maintaining a target-specific automated tuning system still requires considerable expertise. With the advent of the Internet, software systems and their components evolve rapidly, as do the workloads that they process. Thus, it may well be that automated tuning systems must be updated at a rate approaching that at which tuning occurs. Under such circumstances, the value of automated tuning is severely diminished.

Since customized automated tuning systems are difficult to build and maintain, it is desirable to have a generic, automated tuning agent that learns the target system model and derives a controller from it, as is done in intelligent control [Antsaklis and Passino]. [Craven et al. ] apply intelligent control to autonomous underwater vehicle autopilot design; [Alessandri et al.] show how intelligent control can address discrete-time stochastic systems; and [Jagannathan et al.] discuss techniques for nonlinear, discrete-time systems. The latter is of particular importance to us since computer systems fall into this category. More specifically related to our interest is the work described in [Bigus] that applies neural networks to adjust operating system controls, specifically multi-programming levels and buffer pool sizes. The approach taken does not require any prior knowledge of these tuning controls.

This paper describes AutoTune, a generic agent for automated tuning. While others have explored the characteristics of generic controllers for automated tuning, there is a significant gap between this work and providing a deployable generic, automated tuning agent. For example, the AutoTune architecture addresses access to the target’s metrics and tuning controls. Further, agent construction requires the right tools. AutoTune was constructed by making use of the Agent Building and Learning Environment (ABLE), a tool that we describe in detail in this paper. 

Another area of contribution of this work is in the design of the controller itself. Prior work in automated tuning has not addressed changes in the target system, a consideration that is often referred to as adaptive control. We propose a controller architecture for adaptive control by detecting and modifying the system model if the target changes. Our architecture further supports the use of existing controllers based on verifiable properties of the target system.

In addition, previous work has not addressed delays in receiving measurement values and instituting tuning control adjustments. Such delays in the feedback loop can severely limit controllability. These difficulties can be mitigated if it is possible to forecast changes in workloads. Results such as in [Hellerstein, Zhang, and Shahabuddin] suggest that short-term forecasting of workloads is possible. Thus, our controller architecture includes components for constructing, exploiting and adapting a generic workload forecasting model. 

The remainder of this paper is organized as follows.  Section 2 discusses the architecture of AutoTune.  Section 3 describes ABLE, the agent building tool we used to develop the AutoTune agent. Section 4 discusses the implementation of AutoTune in ABLE and describes the operation of AutoTune to control a Lotus Notes mail server. Section 5 discusses how prior knowledge of the target system can be incorporated into AutoTune. Our conclusions are contained in Section 6.

2. AutoTune Architecture

This section presents an overview of the AutoTune architecture, including its interacting components and the methods employed by these components. Our AutoTune architecture is intended and designed to support a spectrum of approaches to generic automated tuning, which ranges from learning an effective controller for the target system (assuming no knowledge about the target) through employing a known effective controller based on verifiable properties about the target system.  We begin with a discussion of the AutoTune control loop.  Next, we discuss the elements of the AutoTune architecture and the methods employed by these elements across the spectrum of approaches of interest. 

In the AutoTune application, administrators specify the policies used by the AutoTune agent. There are two kinds of policies. Optimization policies indicate preferred values of resource-related metrics (e.g., CPU utilizations should be lower) and aggregate performance of the target (e.g., smaller queue lengths are preferred). Regulator policies choose settings of tuning controls that favor one class of work over another (e.g., as in Internet differentiated service), such as giving preferential treatment to buying merchandise at an eCommerce web site. Both kinds of policies can be expressed in terms of reference values that are specified by administrators. 
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Figure 1: AutoTune Control Loop

Figure 1 displays the control loop used in the AutoTune application. Users interact with the controlled target (e.g., mail servers) by issuing work requests (e.g., “find all messages sent by Jim”) and receiving service. The controlled target is enabled for AutoTune by providing interfaces to its tuning controls and metrics.  As noted in the introduction, three kinds of metrics are exposed. Configuration metrics describe performance related features of the target that are not changed by adjusting tuning controls, such as line speeds, processor speeds, and memory sizes. Workload metrics characterize the load on the target, such as arrival rates and service times. Service level metrics characterize the performance delivered, such as response times, queue lengths, and throughputs. The AutoTune agent inputs these metrics and, based on policies specified by administrators, AutoTune then determines new values of tuning control settings. 
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Figure 2: AutoTune Architecture

Figure 2 depicts the architecture of the AutoTune agent. Interfaces are provided to access metrics and manipulate controls. This information is recorded in the AutoTune repository. An administrative interface provides a means to specify policies and to report current status by extracting information from the repository. The generic controller is responsible for determining settings of tuning controls based on metric values and control history (including properties of the target system). 

The current implementation of the generic controller draws heavily from intelligent control. Our starting point is the target’s system model. As shown in Figure 3, the system model is an abstraction of the target that outputs service levels given inputs for workload, configuration, and settings of tuning controls.  This model can be constructed using various learning approaches that enable different control algorithms to be employed. In our current prototype, the system model is obtained by training a neural network based on measured values of the controlled target over a wide range of workloads and tuning controls. We envision that other machine learning approaches can be used to infer whether the system model falls into a known class of system models, e.g., a discrete-event system (DES) with monotone structure [Glasserman and Yao]. 
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Figure 3: AutoTune System Model

In concept, a controller can be constructed by inverting the system model. Such an inverted system model outputs tuning control settings based on inputs for desired service levels (or deviations from these values), workload, and configuration. Of course, most system models do not have a unique inverse since many combinations of tuning control settings can produce the same service levels. However, if we have a mechanism whereby an inverse can be computed, then we have a means of estimating tuning control settings given a system model. Furthermore, in certain cases when the appropriate conditions hold for the system model and its inputs (e.g., a DES with monotone structure), then a known controller can directly provide optimal tuning control settings, without necessarily inverting the system model. 

Actually, the situation is a bit more complex. First, there are numerous sources of delays in the feedback loop. Many tuning controls have “dead times” before they take effect (e.g., because an asynchronous process must sense that a setting has changed). Also, there are delays in measurement collection due to sampling times. Thus, it is highly desirable to have a means to forecast the target workloads so that control settings can be estimated appropriately. As with the system model, this workload forecasting model should be generic. For example, the work in [Hellerstein, Zhang, and Shahabuddin] models metric values in terms of time-of-day, day-of-week, and month. 

Still another consideration is that the target system itself may change. In the control theory literature, there is a broad range of adaptive control techniques that address this issue. Our vision is that changes in the target should be addressed by either constructing a new system model (if sufficient data are present), possibly incrementally, or by switching to a previously constructed system model. To detect such changes, the AutoTune architecture employs change point detection (e.g., [Basseville and Nikiforov]) to determine if the target is behaving in a manner inconsistent with its system model. 

The generic controller we envision takes into account the foregoing considerations. As depicted in Figure 4, the controller supervisor performs change point detection for the workload and system models. If these models have changed (or do not exist), the controller supervisor switches to a different model as described above. Then, the tuning control estimator is invoked. This component first does a workload forecast based on the delays in the feedback loop. After applying these forecasts to the system model, the tuning controls are estimated as described above. For example, in our current implementation, the system model is a neural network. Tuning control settings are estimated by using back propagation to determine those controls that most influence performance in the desired direction.
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Figure 4: Logical Flow in Generic Controller

3. The Agent Building and Learning Environment (ABLE)

The recent surge of interest in software agents has prompted a corresponding increase in toolkits for constructing them, including the CIAgent framework described in (Bigus and Bigus).   While many research projects use a “roll your own” approach where each agent is uniquely hand-coded, there are benefits to using a more component-based approach.  The Java language has several characteristics which make it an ideal platform for implementing agents:  the code portability due to its use of a standard virtual machine, its support for object-oriented programming techniques, and its native support for multi-threading.  In addition, the JavaBean software component specification allows the creation of reusable Java components with well-defined build-time and run-time interfaces and behaviors. 

The Agent Building and Learning Environment (ABLE) is a Java-based framework for developing and deploying hybrid intelligent agent applications.  Hybrid approaches synergistically draw on the strengths of multiple technologies while compensating for any corresponding weaknesses.  For example, rules have the advantage of explicitly-defined knowledge, but they can be brittle and inflexible, while neural networks can adapt but the learned knowledge is often difficult to make explicit.  The ABLE design philosophy is that by building a comprehensive suite of JavaBeans and a framework for easily combining those beans, we can more readily explore the applications of software agents and their behaviors in distributed multi-agent systems. 

One of the major decisions when creating an agent construction environment is the granularity of the agents.  Many projects consider Belief, Desire, and Intention (BDI) agents to be the baseline.  In ABLE, we chose a model where the basic building blocks are functional software components but not complete agents. By making this choice, we can create customized agents with functionality and complexity suitable for their intended use.  

The Foundation for Intelligent Physical Agents  (FIPA), an international standards body working for interoperability between agents and agent platforms, has defined specifications for agents, agent management services, agent communications languages, and human-agent interaction (see www.fipa.org).  The ABLE framework is intended to be a FIPA-compliant development and run-time environment.  

3.1 AbleBeans

AbleBeans are the standard JavaBean components used in the ABLE framework. The AbleBean Java interface defines a set of common attributes, (name, comment, state, etc.) and behavior (standard processing methods such as init(), reset(), process(), quit()). AbleBeans can be connected using three fundamentally different methods, data flow, events, and properties. Direct method calls are also an option for maximum performance. 

A default base implementation of the AbleBean interface, the AbleObject class, provides the standard behavior for all AbleBeans provided with the ABLE framework. The AbleObject class extends UnicastRemoteObject, and implements both the AbleBean and AbleEventListener remote interfaces.  An advantage of describing the AbleBean behavior as a Java interface is that any base class could implement the AbleBean interface.  For example, Enterprise JavaBeans could be created which are also AbleBeans.

AbleBeans are typically wired up using a data flow metaphor borrowed from the IBM Neural Network Utility. Each AbleBean can have an input buffer and an output buffer that are implemented as Java String[] or double[] arrays. A set of AbleBeans can be connected by buffer connections forming a directed acyclic graph. The set of AbleBeans are then processed in sequence starting at the root of the tree.   Each AbleBean takes the data from its input buffer, processes it, and places it in its output buffer.   This data flow mechanism is extremely fast and is very useful for applications such as neural networks that have a natural data-flow processing paradigm. 

AbleBeans support synchronous and asynchronous event processing using AbleEvents.Each AbleBean has an event queue that can be used to processes AbleEvents asynchronously.   Each AbleEvent contains a Boolean flag that indicates whether it should be handled immediately, that is synchronously on the caller’s thread, or whether it should be handled asynchronously, that is placed on an event queue and processed on a separate thread. Aside from how they are processed, AbleEvents can be either data notification events or action events (method-invocation with arguments). Data notification events hold data and allow AbleBeans to inform each other of complex state changes. Action events contain an action field that maps to a method name on the AbleBean. The AbleEvent argument object is passed to the method on the receiving AbleBean. Thus any method can be called on a listening AbleBean through this mechanism. This event processing adds some overhead but is more flexible than hard-coded method calls between AbleBeans.

AbleBean properties can be connected using JavaBean bound property connections.  When one AbleBean changes a property, the change can be propagated to another AbleBean’s property.  AbleBeans can also be connected by registering them as AbleEvent listeners on each other.  Thus a developer can choose direct method calls, data driven interactions, or event-based processing depending on the flexibility and performance requirements of the application.  

AbleBeans use Java serialization for persistence. All data flow, event, and property connections are preserved during the passivation and activation cycles.

The ABLE framework provides a standard set of core AbleBeans for use in constructing AbleAgents.   These beans include data access beans for reading data from text files, a data filter and translation bean for pre- and post- processing data from neural networks, back propagation and self-organizing feature map neural networks, and both boolean and fuzzy logic-based inferencing using if-then rules (Bigus and Bigus).    

The set of standard or core AbleBeans provided with the ABLE framework include: 

Data 

· AbleImport - reads data from flat text files 

· AbleFilter  - filters, transforms, and scales data using translate template specifications

· AbleExport - writes data to flat text files
Learning

· Back Propagation – implements enhanced back propagation algorithm with pattern and batch updates

· Self-Organizing Map - supports pattern and batch updates, Gaussian neighborhood function

· Hopfield-style Associative Memory  - stores and recalls data pairs in auto- and hetero-associative modes

Reasoning

· Boolean inference engine – processes if-then rules using forward and backward chaining

· Fuzzy inference engine – processes if-then rules containing fuzzy sets and supports multi-step chaining  

3.2 AbleAgents

In the ABLE framework, an agent is an autonomous software component.   It could be running on its own thread of control or could be called synchronously by another agent or process either through a direct method call or by sending an event.   By combining one or more AbleBeans, agents can be extremely lightweight (e.g. a few lines of Java code) or can be relatively heavy weight, using multiple forms of inferencing (e.g. fuzzy rule systems, forward and backward chaining) and learning (e.g. neural associative memories, classification, prediction, and clustering).  Note: there is no requirement that AbleAgents are BDI-type agents, although BDI-type agents can easily be constructed using Able components. 

A default base implementation of the AbleAgent interface, the AbleDefaultAgent class, provides the standard behavior for all AbleAgents provided with the ABLE framework.  The AbleDefaultAgent class extends UnicastRemoteObject and AbleObject, and implements both the AbleAgent and AbleBeanContainer remote interfaces.  

AbleAgents are AbleBeans that are also containers for other AbleBeans.  An AbleAgent has its own thread for processing asynchronously. AbleAgents provide a useful abstraction for packaging a set of AbleBeans wired up to perform a specific function. This function is then available to other AbleBeans or AbleAgents through synchronous process() calls or through asynchronous event processing. 

AbleAgents are situated in their environment through the use of sensors and effectors (Russell and Norvig).  In Able, sensors and effectors are named objects that map to method calls on Java objects. These methods usually make calls to application programming interfaces (APIs) to either obtain data (sensors) or take actions (effectors). AbleAgents are managers for sensors and effectors and any contained AbleBeans can invoke those sensors and effectors.  A common scenario is for an AbleAgent to contain either a Boolean or fuzzy rule AbleBean that contains sensors in antecedent clauses and effectors in consequent clauses.  Sensors and effectors take arbitrary argument lists and return Java Objects to the caller.
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Figure 5: Able Agents

In Figure 5, an example AbleAgent contains three AbleBeans and a single sensor and effector.   AbleBean A first calls the sensor and gets data from Application A.   It processes it and passes information to AbleBean B either through a direct method call, an event, or a property connection. AbleBean B processes this data and passes it on to AbleBean C, which invokes the Effector, resulting in a method call on Application B. 

The ABLE framework provides a set of function-specific AbleAgents.  Core AbleBeans are combined to create neural classification, neural clustering, and neural prediction agents that can be used for lightweight data mining tasks [Alessandri et al.].   The set of standard function-specific agents provided with the ABLE framework includes: 

· Genetic search agent  - manipulates a population of genetic objects which may include AbleBeans

· Neural classifier agent - uses back propagation to classify data

· Neural clustering agent - uses self-organizing maps to cluster or segment data

· Neural prediction agent - uses back propagation to build regression models 

The genetic search agent implements a general-purpose genetic search engine and supports binary chromosomes with population selection, genetic operator selection, and population replication (Davis).    This agent can be used to optimize specific problems by manipulating a population of Able genetic objects.   The genetic search agent can contain a single AbleAgent that, in turn, may contain a collection of AbleBeans.  Used in this manner, the Able genetic objects would map one-to-one to a set of AbleBeans, such as neural prediction agents.   For example, this mechanism can be used to optimize a set of agents with different neural architectures, learning algorithms, or learning parameters.

The core NeuralPredictionAgent is an example of a function-specific agent that can be created using the core AbleBeans.   The prediction agent uses an AbleImport to read training and test data from text files, uses two AbleFilters, one to pre-process the data and one to post-process the data, and a back propagation neural network to perform the regression function (see Figure 6).   The agent provides high-level functionality through its Customizer as it orchestrates the operation of the four AbleBeans contained in it.   The user need only specify the source data file (and a corresponding meta-data file).   The neural prediction agent then scans the source data and automatically generates the scaling and transformation templates used by the AbleFilters to pre- and post- process the data going into and out of the neural network.   Based on the number of inputs and output fields and their data representation, the neural network architecture is automatically configured.   The data flow connections between the AbleBeans are made so that data flows from the Import through the input Filter, through the neural network, and then through the output Filter.   The user also specifies target error rates and the maximum number of training epochs.  The asynchronous thread of the AbleAgent is used to automatically train the prediction model on a separate background thread and halts when the user defined stopping conditions are met. 

Once trained, the neural prediction agent is used as a standard AbleBean to process data synchronously.   As it is deployed, if the model becomes stale, the application agent could easily force a retraining of the agent. This function is used in the AutoTune controller example described in Section 2. The NeuralClassifierAgent and NeuralClusteringAgent are also constructed out of multiple AbleBeans in a manner similar to the prediction agent, but they provide classification and clustering functions respectively.  

3.3 Able Editor

The Able Editor is an interactive development environment for the construction and testing of AbleAgents.   It is a JavaBean builder with some specialized capabilities including the support of data flow connections between AbleBeans, and graphical visualization of bean states using Inspectors.  Agents can be loaded, edited, and save to external files using Java serialization. 

The Able Editor can be used to graphically construct AbleAgents using the library of standard AbleBeans and AbleAgents as building blocks.  Data flow, event, and property connections can be added using the GUI environment.   Agents can also be hand-coded and then tested in the Able Editor.  Each AbleBean must provide a customizer dialog or editor which is used to configure it and to set property values.   AbleAgents, which also are AbleBeans, must provide customizers for agent-level properties. Users can access these customizers through popup context menus.  Figure 6 shows the Able Editor with a single NeuralPredictionAgent bean loaded into a Default agent. The user has drilled-down into the NeuralPredictionAgent and is viewing the four AbleBeans contained in it. These are displayed in the right-hand side panel.  
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Figure 6: The Able Editor
When the Able Editor is started, it loads AbleBeans from any jar files specified.  These beans contain properties specifying the page on the icon palette where the bean should be placed.  Thus users can easily provide their own custom AbleBeans and AbleAgents for use with the Able Editor in combination with the standard AbleBeans. 

The Able Editor provides Inspector windows that use introspection to display bean data members and state information.   Inspectors provide text views as well as graphical views of the bean data.  Views such as bar charts, line plots and x-y plots are provided.  Users can select one or more bean properties to be displayed, or one or more indexed properties such as arrays or vectors of objects. In addition, Able Inspectors allow users to select up to 5 data items for use in time-series displays.  The Inspector caches the data points at each time step and displays the desired number of points.   This function is very useful for observing time-series predictions and agent controller behavior over time.  Data can be saved to text files for later examination or display using another graphing tool such as a spreadsheet.

In summary, the ABLE framework provides a flexible toolkit for constructing and deploying special-purpose agents such as the AutoTune agent described in the next section.

4. ABLE Implementation and AutoTune Operation

This section describes our ABLE-based implementation of AutoTune to control a Lotus Notes server. We begin by discussing relevant characteristics of Lotus Notes. Then, we describe the implementation of the interfaces that allow the AutoTune agent to observe and control the Notes server.  Finally, we illustrate the operation of the AutoTune agent.

Lotus Notes provides a database framework on top of which a variety of services are supported, such as email and access to the world wide web. One factor that influences the performance of a Notes Server is the number of connected clients. Each such connection (or session) contains state information that provides context for efficient access to Notes services. However, this context consumes internal resources and so can lead to contention under heavy leads. This trade-off can be controlled by dropping sessions that have been inactive for an excessive period. One way this is done is by specifying the maximum number of sessions with the tuning control Server_MaxSessions. This control can be manipulated dynamically through a remote console programming interface. Based on experiments we conducted, Server_MaxSessions has a non-linear effect on performance. 

Our current implementation is similar to that used in [Bigus] for tuning operating system performance. The AutoTuneAgent is an AbleAgent that consists of three AbleBeans:

1. an adaptor AbleBean that monitors workload and performance and sets configuration parameters on the Notes server, 

2. a neural prediction agent that learns the system model,

3. a neural prediction agent that is adapted on-line to determine the appropriate control settings.

The neural prediction agent in (2) is trained using a wide range of workloads and settings of tuning controls. Currently, this is done off-line, but on-line training would be possible as well if there is sufficient variability in the set of input data. The neural controller is adapted on-line by taking the difference between the desired and actual performance values, back propagating those values through the neural system model and using the control deltas as target values for the neural controller.  
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Figure 7: The AutoTune Agent

Figure 7 shows a diagram of the data flows and control flows within the AutoTune agent.  The data flows and bean parameters are set by the AutoTune agent code.  This complex agent was constructed in a few weeks by using the two NeuralPredictionAgents as components.   Most of the development effort was involved in creating the Notes adaptor bean and in the sequencing of data between the three AbleBeans. The Notes adaptor bean reads “server clock” metrics produced by Lotus Notes and translates these into arrival rates of remote procedure calls (RPCs) and internal queue lengths. The former are used as workload metrics; the latter are service level metrics. Additional details regarding these metrics are given below. Note that the Notes Adaptor  Bean is actually an enablement for the target. Other targets will require different enablements. 

We measured the series of interactions between the server and clients through Remote Procedure Calls (RPCs). An RPC is a low-level request issued by a client to the server to perform some unit of activity on a database such as OPEN_DB for opening a database, OPEN_NOTE to read some records within a database and REPLICATION to replicate a database. Typically each command issued by an end-user gets transformed to a sequence of RPC requests. Each RPC has associated information from which arrival and departure times can be calculated. We chose to concentrate on the queue length of RPC requests as an effective performance metric. This measure at any instant is defined to be the number of RPCs that have arrived before that instant but have still not departed; this quantity effectively measures the expansion factor of the server.
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For our experimental setup, we used a Notes server on a Windows NT platform and a Notes client on a Windows 95 platform. Our experiments were conducted with a tool called Server.Load that runs on the client side and generates load for the server through command scripts. The script that we used consisted of a series of commands on various databases such as opening/closing a database, reading a few notes, adding/deleting arbitrary number of notes and creating indexes of notes in a database. Random delays were introduced between commands to realistically capture user behaviour. An example of a script is shown in Figure 8. The tool was then used to run the script against the server. A feature in Server.Load allowed us to simulate varying number of users by effectively running multiple copies of the script simultaneously. To ensure that stationary behaviour was reached the script was enclosed in a loop that ran large enough number of times and only observations that corresponded to the stationary part were used.

In order to process the stream of RPCs received by the Notes server, we used a Perl script that summarized the RPC event log into 15-second intervals, a time interval chosen so as to provide a rapid response to system dynamics while not introducing excessive overheads. The summary information included the average number of RPCs of each type and average queue length. We trained the neural agent that corresponded to the system model by varying both the settings of Server_MaxSessions and the number of users. For each run, we collected the RPCs that were generated at the server. We observed that the range of values for Server_MaxSessions and for the number of users produced sufficient variation in the load and performance on the server. We then used a Perl script to summarize the data as described above and then trained the agent using the summarized data. The model converged to a steady state with negligible average RMS error in less than 5 passes over the data.

To evaluate the controller, we ran the script described above with a number of users lying within the range of that used in the training data (although the system model never encountered the number of users we employed in these tests). Figure 9 plots average queue length for 100 consecutive intervals after stationarity was reached, and Figure 10 shows the corresponding changes in Server_MaxSessions. To provide a basis for comparison, we ran the same simulation with the controller turned off. The results are shown in Fig 11. These results suggest that the AutoTune controller is able to decrease the variance of queue length without increasing its average value.
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Figure 9: The average queue length over time when the neural controller was active
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Figure 10: The change in Server_MaxSessions  when the controller was active
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Figure 11: The average queue length over time when no controller was present

5. Incorporating Prior Knowledge 

Our current AutoTune implementation focuses on one extreme for generic automated control—making no assumption about prior knowledge of the target system.  This section considers various kinds of prior knowledge that can be incorporated into the AutoTune architecture.

One way to incorporate prior knowledge is to infer properties that allow us to classify the target system. For example, can we associate a automaton that describes the structural properties of the system model? We propose to use a variety of learning approaches to study this problem. Using the example in context, we describe two prevalent techniques:


Computational learning [Kearns&Vazirani 95]: Fix the unknown automaton that generates workload patterns. Suppose that we are given a sequence of samples of the workload patterns labeled as being valid or invalid according to this unknown automaton and generated according to some unknown distribution. Can we then produce with high probability a close approximation of the structure of the automaton? Computational learning theory gives answers to such problems by giving efficient algorithms and also by giving limits on the learning capabilities.


In certain cases the above learning requirement may be too rigid in which case the theory gives pessimistic results regarding obtaining efficient learning algorithms. As an alternative and complimentary approach we can consider Bayesian learning approaches by imposing some sort of probabilistic structure on the automaton e.g., Hidden Markov Models [Jelinek 99]. Here one can apply known techniques for inferring  the structure of Hidden Markov Models that maximizes the likelihood of the observed data. 

There can be several benefits of using one of the above machine learning approaches to infer whether the target system model falls into a known class of system models.  One particular class of models that we have been exploring is based on discrete-event systems (DES).  A DES is a collection of elementary processes that evolve asynchronously and interact at irregular event epochs, where the components of the system are usually resources and customers [Glasserman&Yao].  Events are composed of the interactions among these components, including the arrival of a customer at a resource and its completion of service there.  The detailed mechanisms underlying the discrete-event system can be very complex, but the focus is instead on the discrete level of interaction among system components, and thus all such details are captured in the delays that reflect the time for a process to complete.  This unified framework makes it possible to identify key properties of the target system that can be exploited in the derivation of optimal controls for the system, as well as to establish structural properties for this optimal solution.

As a simple example, consider the general shared resource model in which there is a single resource at a server that can be accessed by k classes of customers but the server can accommodate at most N customers regardless of their type. Customers are admitted as long as there is room for them. Such a system can be described using a DES by associating a k-tuple <s(1), …, s(k)> with each state denoting the property that the number of users of class j is s(j) provided their sum is at most N. The events that describe the transitions between states are of type (j) denoting an arrival for a customer of type j and (j) denoting a departure of type (j). Such a model can be used for studying the effect of a tuning control which controls the amount of buffer usage. We can validate this model by using the above mentioned learning approaches to obtain the automaton that underlies this DES. Under certain conditions, the optimal policy for such a DES satisfies certain properties which describe how the server should service one class with respect to another. These results can be then used as a framework for deriving actual optimal controls.

When the target system and its inputs satisfy a unified system framework with the above properties (e.g., a DES with monotone structure), then we can directly derive optimal tuning control settings to be employed by the AutoTune controller.  Several approaches can be used for this derivation, including standard optimization methods, stochastic comparison, optimal control of fluid or diffusion models, and Markov decision processes.  One particular approach that we have been exploring is based on the optimal control of fluid models, sometimes coupled with standard optimization methods.  A fluid representation of a target system is its deterministic, continuous analog that models the asymptotic behavior of the system;  i.e., the underlying system is treated as a continuous fluid flow rather than as a discrete customer flow.  The use of fluid models as approximations for stochastic systems, within the context of optimal control, has received and continues to receive considerable attention in the research literature (e.g., [Chen & Yao, Avram, Bertsimas & Ricard]).  This approach focuses on two key aspects of the optimal control problem, namely the dynamic and combinatorial nature of the problem.  The stochastic aspect of the problem, while important, is assumed to not be needed to obtain the structure of the optimal control.  These stochastic characteristics, however, can be exploited in the mapping of the solution of the fluid control problem to the tuning control settings for the target system.

As a simple example, consider the problem of scheduling different classes of customers on a set of distributed, heterogeneous servers to globally minimize a linear function of the per-class mean response times.  A specific instance of this general problem arises in scalable Web server systems, supporting differentiated services, where incoming requests are immediately routed to one of a set of computer nodes by a high-speed router, and each node independently executes the customers assigned to it following a local sequencing algorithm [Dias et al].  A fluid-model formulation of the optimization problem is considered in [Sethuraman & Squillante]. This analysis establishes that the optimal sequencing strategy at each of the servers is a simple priority policy and that the globally optimal scheduling problem reduces to finding an optimal routing matrix [p(i,j)] under this sequencing policy, where p(i,j) denotes the fraction of class i fluid routed to server j.  The latter optimization problem is formulated as a nonlinear programming problem, which is shown to have at most one solution in the interior of the feasible domain; moreover, any local minimum in the interior is a global minimum.  These results significantly simplify the solution of the nonlinear programming problem using standard optimization methods.  The routing fractions p(i,j) of the optimal fluid control policy can then be used to set the tuning controls for the weighted round-robin scheme employed at the front-end router of scalable Web server systems.

6. Conclusions

Rapid changes in hardware and software technology have led to a wide diversity of computing systems and complex interconnections between them. As a result, it has become increasingly difficult to ensure end-user service levels, such as low response times. This paper describes AutoTune, an agent-based approach to automated tuning that does not require prior knowledge of the controlled system that is being tuned. An AutoTune enabled target system exposes metrics for workloads (e.g., RPC arrival rates), configuration (e.g., processor speeds), and service levels (e.g., response times) as well as a means to manipulate tuning controls (e.g., admission control parameters). Our approach is to construct a generic model of the target system (e.g., by training a neural network) and from this derive a controller. A prototype AutoTune agent has been implemented in the Agent Building and Learning Environment (ABLE), which is described as well. AutoTune’s operation is described for controlling Louts Notes, an email system. Further, we describe ways in which prior knowledge of the controlled system can be incorporated into the AutoTune architecture. 

One broad area of future work relates to the limits of generic, adaptive control.  Fundamentally, these limits relate to observability and controllability.  Observability pertains to the metrics exposed.  In particular, it concerns whether we have workload and configuration metrics that are sufficient to predict service levels. Controllability addresses tuning controls.  Specifically, do the tuning controls provide a way to move from an arbitrary state to a desired state? Clearly, there are limits to both observability and controllability in current systems.  Often key factors affecting service levels are not exposed as metrics (e.g., the absence of metrics for CPU and input/output service times).  Also, there are often gaps in the capabilities of tuning controls, such as the absence of admission controls or the inability to prioritize input/output accesses.  Even when the tuning controls are effective, adjusting them is often complex due to interdependencies and non-linearities.

The use of the ABLE framework to implement the Autotune system will allow us to explore hybrid approaches for generic adaptive control.   By implementing the modeling and control algorithms as AbleBeans, we can easily combine them as required.   One area of particular interest is to use a collection of co-operating, specialized agents to provide a comprehensive solution to the generic adaptive control problem.  We envision having agents capable of working with various levels of prior knowledge and using complementary techniques to form a multi-agent system where agents take on roles and responsibilities appropriate for the control situation.   This would allow incremental development of control solutions by introducing specialized agents to the Autotune control system.  For example, modeling agents of various types could be used to anticipate workload changes or to predict impacts of system configuration changes.  Similarly, control agents could cooperate and even negotiate to decide which one takes precedence, depending on the target system dynamics (and level of a priori knowledge) and the workload characteristics.  Our expectation is that when the target system or applications is distributed across multiple systems, the use of multi-agent systems will be required.
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* Pause a random interval so multiple processes are staggered well. 


pause 0-1min


* If an error occurs, wait 1-2 minutes before retrying. 


errordelay 1-2min


* Open a discussion database 


changeto "[MailServer]!![DiscussionDB]" discsw46.ntf -KeepOpen	


* Open the current view 


open 


getall			


entries 1 20	


* Wait 5-10 seconds to peruse the view 


pause 5-10sec	


* Page down the view 2 times spending 3-10 seconds to read each window 


entries 21 20	


pause 3-10sec


entries 41 20	


pause 3-10sec


* Set the unread list to a randomly selected 30 documents 


unread 30		


* Open next 3 unread documents and read each for 10-20 seconds 


navigate 1 next_unread	


pause 10-20sec	


* Navigate the next few documents 


navigate 1 next


pause 5-10sec


navigate 1 next


pause 5-10sec	


add [DiscDbAddDocRate] 5 


* on the way out of the db delete 2 very old documents *


ivdel 1 4	


* Close the view 


close			


* Pause before rewinding


pause 90-120sec





Figure � SEQ Figure \* ARABIC �8�: Script used in Server.Load
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