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ABSTRACT 
This paper provides a description of the properties of the 

symmetric sphericity measure between two Gaussian classes, and 
presents experimental results of its use in the context of text 
independent speaker verification, performed on cellular speech. 
A novel geometric interpretation of the sphericity measure is 
presented, emphasizing its robustness to variations in scaling in 
feature space compared to other distortion measures, along with 
an associated score normalization procedure. The experimental 
results clearly indicate the superiority of this method over the 
prevailing likelihood ratio approach, motivating further use of the 
sphericity measure in a multi-component modeling scheme. In 
addition, the direct use of this method with single Gaussian 
models is computationally extremely simple, and may provide 
acceptable performance in certain cases. 

1 INTRODUCTION 

Previous work [1, 2] suggested the use of the symmetric 
sphericity measure for text independent speaker verification in a 
telephony environment. This paper provides an analysis of this 
distortion measure’s properties, highlighting its robustness to 
scaling in feature space, and provides results of further 
experimentation using a cellular speech data set. In addition, a 
novel approach for performing utterance score normalization 
using environment specific parameters is described and 
evaluated. The sphericity -based systems were found to 
outperform the standard likelihood ratio system. The best system, 
using the sphericity measure and environment specific 
normalization, allows one to obtain a minimum Detection Cost 
Function (DCF) of 0.067 using single Gaussian models, while at 
the same time being computationally extremely simple. 

2 GEOMETRIC INTERPRETATION OF THE 
SPHERICITY MEASURE 

Suppose we have two covariance matrices aC  and bC , 

representing two classes (e.g. speaker and utterance, or utterance 
and world). Let 1

1
−= baCCC , and let ba CCC 1
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−= CC . If d

ii 1}{ =λ  are the eigenvalues of 1C , then the 

eigenvalues of 2C  are d
ii 1}/1{ =λ . Distortion measures may be 

used to evaluate the difference in the shape of the two Gaussian 
classes [3]. One non-symmetric measure, introduced by Gish, 
indicates the deviation of the eigenvalues from unity, and is 
given by [4]: 
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This distortion measure may also be used in a more robust 
way by using a subset of the eigenvalues. The non-symmetric 
sphericity measure, given in [5], is 
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which after symmetrization becomes 
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This measure is the focus of the paper. The product of sums 

in (3) can be expressed as a single sum involving ratios of 
eigenvalues. For example, in the two dimensional case, it would 
give: )/()/(2 1221 λλλλ ++ , whereas for the same case 1D  will 

produce 11 211 −+− λλ . The first expression would produce 

high distortion measures whenever the eigenvalues are dissimilar 
(oval-like distribution for 1C ), and low distortion for similar 

eigenvalues (i.e. a more “round” distribution over the principal 
axes), hence the term sphericity. On the other hand, in order to 
get low measure values using 1D , 1C  needs not only to 

represent a “round distribution”, but in fact one of a “unit circle” 
(i.e. unity eigenvalues). 

2.1 The Particular Case of Diagonal Covariance Matrices 

Let us first consider the particular case when the covariance 
matrices aC  and bC  are diagonal. In this case the elements on 

the diagonal of these matrices will be the sample variances, and 
the eigenvalues of 1C  will now be: 
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Figure 1. The 2-D Diagonal 
Covariance Case 



where 2
,iaσ  is the sample variance of the ith feature/dimension for 

class a , and the same applies for class b . In this particular case, 
a small distortion measure 1D  (i.e. 1D  close to zero) means 

having the same variance for the two classes. The two class 
distributions are now around the same principal axes, (since the 
two covariance matrices are diagonal), so geometric closeness in 
the 1D  sense means the same scaling. For a 2-D feature space, 

this is illustrated in figure 1. 
In the presence of channel and noise effects, where the value 

of class variances is expected to be affected, the accuracy of a 
classification system employing this dissimilarity measure is 
likely to be reduced. However, the sphericity definition of class 
dissimilarity will involve ratios of variances of the same class. 
For example, for two dimensions: 

 

1

2
1,

2
2,

2
2,

2
1,

2
1,

2
2,

2
2,

2
1,

2
1,

2
1,

2
2,

2
2,

2
2,

2
2,

2
1,

2
1,

1

2

2

111
3

)(2

2

2)()(

−

−−

⋅+⋅+=

=⋅+⋅+=

=++==

b

b

a

a

b

b

a

a

a

b

b

a

a

b

b

a

baba CCtrCCtrD

σ
σ

σ
σ

σ
σ

σ
σ

σ
σ

σ
σ

σ
σ

σ
σ

λ
λ

λ
λ

 

(5) 

 
And in the d  dimensional case: 
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Therefore, if the two classes are “round” (i.e. have close 

variance values for all dimensions), then the distortion measure 
will produce low values. Also, if the two classes’ “deviation from 
roundness” is the same (i.e. they have similar proportions of the 
variances of the different dimensions), the sphericity measure 
will produce low distortion values, regardless of the absolute 
variance values. For example, in figure 1 the two classes have 
different scaling, but th e variance proportion is the same. 
Therefore the sphericity measure will produce very low 
distortion, whereas 1D  would produce high distortion. 

2.2 Generalization for Non -Diagonal Covariance 
Matrices 

For the case when the covariance matrices are non-diagonal, 
the distortion measures also contain information on the rotation 
of the two classes with respect to one another. However, the 
important property of the sphericity measure still remains: it is 
not sensitive to feature scaling (i.e. invariant to diagonal linear 
transforms). Loosely speaking, we can say that it measures the 
difference in the oval -shape of the two class distributions, 
producing low dissimilarity measures not only in the case where 
the two classes are identical, but also when they have similar 
“shapes”. 
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Figure 2. Interpreting the Sphericity Measure using Simultaneous Diagonalization 



The geometric interpretation of the sphericity measure in the 
non-diagonal case can be easily explained in terms of 
simultaneous diagonalization [6]. By applying a linear 
transformation produced by extracting the eigenvectors  of 

1−
baCC , the distribution of the class b  in the transformed space 

will be “white” (i.e. of unity covariance), and the distribution of 
class a  will have a diagonal covariance, where the variance 

elements on the diagonal will be d
ii 1}{ =λ . This is illustrated in 

figure 2 (a). In a similar fashion, by applying a linear transform 
obtained by extracting the eigenvectors of 1−

abCC , the 

distribution of the class a  in the transformed space will be 
“white” (i.e. of unity covariance), and the distribution of class b  
will have a diagonal covariance, where the variance elements on 
the diagonal will be d

ii 1}/1{ =λ . This is illustrated in figure 2 (b). 

It is evident that in each of these new feature spaces, the only 
case where the two classes will have the same shape of 
distribution (i.e. elliptic/sphericity) is the case where the 
eigenvalues are the same. A particular case will be when all 
eigenvalues equal one, which is exactly minimizing 1D . The 

more the eigenvalues are close to each other, the more the non-
unity covariance matrix in the transformed space resembles the 
covariance matrix of the second class (i.e. unity covariance). 

3 ENVIRONMENT SPECIFIC SCORE 
NORMALIZATION 

Typically, state of the art systems would not use js , the raw 
verification score of the utterance with respect to the j th speaker 
model and a w orld model, as is. Further normalization is 
necessary to deal with the numerous environments from which 
testing data can come, particularly when training data from the 
same environment is not available. H-NORM and T-NORM [8] 
are two well-known schemes. Here, we present an extension to 
the score normalization technique known as the T-NORM, whose 
purpose is to normalize the score with respect to the particular 
test segment under consideration. For any given test segment, the 
mean and standard deviation of these T-NORM speaker scores is 
computed and later used to normalize the score of the claimant 
speaker. Let the set of TN  T-NORM speakers be 

TNi
i
TM ,...,1}{ = . 

Then, given an utterance, 
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The final score is given by TT
js σµ /)( − . A group of 

speakers can be collected in each of the training conditions that 
are to be used with the system. For example, electret and carbon 
microphones define two common environments in the case of 
landline telephony. For any test, the T -NORM speakers are 
matched to the claimant's training condition. Here, instead of 
collecting a large pool of speakers for each different 
environment, synthetic training data is created to simulate the 
different expected environments. For cellular data this may be 
performed by passing landline data through various cellular 
speech codecs. We have observed that after passing landline 
speech data through the codecs, the sample variances of 

individual MFCCs can vary significantly, which indicates that 
the covariance matrices will vary as well. Therefore, for a system 
using distortion measures based on covariance matrices, we 
expect the use of this type of score normalization to be 
beneficial. 

4 EXPERIMENTAL EVALUATION 

4.1 Preliminary Experiments 

Preliminary experiments were performed using the 2000 
NIST evaluation data [7], in order to compare different scoring 
methods when using single Gaussian full covariance models. All 
of the tested systems used 18th order Mel Frequency Cepstral 

Coefficients (MFCC) that were generated using 19 filters, over 
25 millisecond frames with 50% overlap. 

Five systems were compared: a likelihood system that 
computes utterance scores by averaging log likelihood ratio 
scores of individual frame s, and four systems employing a 
distortion measure between covariance matrices. The distortion 
measures that were used were the sphericity measure 3D , 1D  

with all of the eigenvalues and with a subset of the 2 nd-17th 
eigenvalues, and the Divergence Shape [2, 3]. The choice of the 
subset of eigenvalues was based on observing their values, as 
described in [4]. For these systems, we used the Utterance Level 
Scoring (ULS) approach described in [2] to obtain utterance 
scores in the following way:  ),(/),( wutt

j
sutt

j CCDCCDs −= , 

where uttC , j
sC , and wC  are the sample covariance matrices of 

the utterance, j th speaker, and world respectively, and D  is one 
of the distortion measures. For all systems four world models 
were used depending on gender and handset type (carbon vs. 
electret), trained on 1999 NIST evaluation data. The best scoring 
world model was used for each utterance. 

The results in terms of Equal Error Rate (EER) and DCF [7] 
are shown in table 1 for all of the 2000 NIST trials and for a 
subset of electret handset only trials, scored against speaker 
models that were created using electret handset conversations. 
The sphericity-based system outperforms all other systems in 
terms of both DCF and EER. Based on these results, and on the 
implied robustness properties of the sphericity measure 3D  as 

presented in section 2, we decided to evaluate its performance 
using cellular data, and compare it to a likelihood-based system. 

Table 1. Results of Preliminary Experiments  
2000 NIST Evaluation 

All trials Electret Only  
EER (%) DCF 310×  EER (%) DCF 310×  

1D (all) 29.65 96.38 27.92 92.96 

1D (2-17) 30.12 95.19 27.72 90.50 

3D  23.85 89.88 21.15 80.68 

Divergence 
Shape 

27.63 89.88 26.00 84.60 

Likelihood 
Ratio 

26.44 95.85 24.20 89.81 

 



4.2 Experiments With the 2001 NIST Cellular Evaluation 

For the cellular case, the speech signal was pre-emphasized 
and segmented into 25 milliseconds frames with 10 milliseconds 
overlap. An MFCC vector was extracted for each frame using a 
bank of 24 Mel filters followed by discrete cosine transform 
yielding 19 coefficients. Delta coefficients were calculated over a 
window of five frames and were appended to the MFCC vector, 
forming a 38-dimension feature vector, that was finally subject to 
feature warping [9]. 

Speaker modeling was identical to that in the preliminary 
experiments. In this case only three world models were used 
(male, female, global), trained on the development data for the 
2001 NIST cellular evaluation. As for the preliminary 
experiments, the best scoring model was used. 

4.2.1 Generating Codec Specific T-NORM Speakers 

For the cellular case, we pass landline telephony data through 
four well known cellular codecs to generate codec -specific 
training data for the T-NORM speakers. In this case the same 
speakers are used for all training conditions. The four codecs are 
GSM-06.06, GSM -06.10, ETS -300-724, and IS -641-A. In 
addition, for each codec, gender specific models are created. 
During testing, we match the gender to the claimant (whose 
gender is known) and the codec to the claimant speaker’s training 
data. The latter is accomplished by creating Gaussian mixture 
models for each codec, and choosing the one that matches the 
speaker data best. 

4.2.2 Experimental Results 

Results are presented on the 2001 NIST cellular evaluation 
for the “all trials” condition [7]. There are a total of 174 enrolled 
speakers, 100 female and 74 male. There are 20380 test segments 
ranging in duration from a few seconds to one minute with a ratio 
of about 1:10 target vs. imposter trials. Results are given in figure 
3 comparing the likelihood scoring, the sphericity based scoring, 
and the sphericity based scoring with T- NORM. The format is 
the NIST DET-curve with minimum value of the DCF indicated 
[7]. It is evident that for the case of one Gaussian component, the 
sphericity measure significantly outperforms the likelihood 
scoring, achieving 17.81% EER and 0.070 DCF comparing to the 
likelihood ratio system that obtains 35.42% EER and 0.099 DCF. 
Furthermore, the codec -dependent T-NORM reduced the 
minimum value of the DCF even further to 0.067, though EER 
was raised to 19.27%. The significant argument here is that the 
results obtained are reasonably close to the state of the art 
systems. The T-NORM sphericity system achieves 0.67 min 
DCF, whereas for the same dataset, a multi component GMM 
obtains about 0.040 DCF [10]). However, the difference in 
computational complexity and required storage is vast. 

5 CONCLUSIONS 

The properties of the sphericity measure were discussed and 
a geometric interpretation was presented, highlighting its 
robustness. Text Independent speaker verification experiments 
conducted on landline and cellular telephone speech show that 
the direct use of the sphericity measure with single Gaussian 
models provides superior performance to the prevailing 
likelihood ratio approach. In particular for the cellular data set, 
when used with environment specific TNORM, a 0.067 DCF is 
obtained comparing to about 0.04 achieved by today’s state of 

the art systems (e.g. [10]). The extreme computational simplicity 
of this method makes its use appropriate whenever verification 
accuracy and computational complexity need to be traded. In 
addition, since the sphericity-based system outperformed the 
likelihood ratio system, it may have a potential for outperforming 
current likelihood ratio GMM systems. Future work will 
therefore focus on the generalization of this method to use multi-
component models. 
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Figure 3. DET Plots for 2001 NIST Cellular Evaluation 
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