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Abstract

This paper presents a discriminative criterion applied to Gaus-
sian Mixture Models (GMMs) to reduce handset mismatch. The
criterion is related to the Log-Likelihood-Ratio (LLR) scoring
approach commonly used in GMMs for speaker recognition.
The algorithm attempts to perform a direct mapping of features
from one channel type to an assumed undistorted target channel
but with the goal of maximizing speaker discrimination using
the transform. The transform attempts to maximize the poste-
rior probability of a group of speaker models given their corre-
sponding speech observations recorded on a different channel.

1. Introduction

One of the largest challenges in telephony based speaker recog-
nition is effectively mitigating the degradation attributed to
handset and channel mismatch. There are a number of tech-
niques proposed to address this issue. These approaches reduce
mismatch through the modification of features, the adjustment
of models or score normalization®. The proposed approach ad-
dresses the channel mismatch issue through the direct transfor-
mation of features using a discriminative criterion.

Previous related work in the area of speaker recognition
is similar in that either the features or model parameters are
transformed according to some criterion. For example, one of
the first highly successful techniques was a model transforma-
tion technique called Speaker Model Synthesis (SMS) [1]. This
technique performed speaker model transformations according
to the parameter differences between Maximum A Posteriori
(MAP) adapted speaker background models of different hand-
set types. Some work in the area of speech recognition, al-
though not directly addressing the channel mismatch problem,
is also related. It examined constrained discriminative model
training and transformations to robustly estimate model param-
eters [2]. Using such constraints, speaker models could be
adapted to new environments. A successful approach, termed
factor analysis [3], models the speaker and channel variabil-
ity in a model parameter subspace. Followup work [4] showed
that modelling intersession variation alone provided significant
gains in speaker verification performance.

tThis work was partly supported by DARPA under contract
NBCHCO050097. Opinions, interpretations, conclusions and recommen-
dations are those of the authors and are not necessarily endorsed by the
US Government.
1Score normalization is outside the scope of this paper and will not
be addressed here.
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There are several schemes that address channel mismatch
from the perspective of feature transformation schemes. A
study [5] utilized a neural network to perform feature map-
ping on an incoming acoustic feature stream to minimize the ef-
fect of channel influences. There were no explicit channel spe-
cific mappings applied on this occasion. Another technique [6]
involved performing feature mapping based on detecting the
channel type and mapping the features to a neutral channel do-
main. This technique maps features in a similar manner that
SMS transforms model parameters. In a speech recognition pa-
per related to this work, a piecewise Feature space Maximum
Likelihood Linear Regression (fMLLR) transformation was ap-
plied to adapt to channel conditions [7]. No explicit channel
information was exploited.

This work performs a transformation dependent upon the
channel type of the test recording and the desired target channel
type that the features are to be mapped to. In contrast to previ-
ous work, a mapping optimization function is trained by maxi-
mizing a simplified version of the joint likelihood ratio scoring
metric using held out data from many speakers. The goal of the
mapping function is to obtain a transformation that maximizes
the joint log-likelihood-ratio of observing the utterances from
many speakers against their corresponding target speaker and
background speaker models.

Section 2 presents the general discriminative design frame-
work that is formulated by optimizing joint model probabilities.
Section 3 outlines the type of transformation used for the map-
ping framework and Section 4 presents the steepest descent al-
gorithm for optimizing the function. Section 5 identifies some
techniques to improve the speed of the optimization. This is fol-
lowed by experiments and results in Section 6 and conclusions
in Section 7.

2. Discriminative design framework

Let there be a speaker recognition system that, given a trans-
formed utterance Y for a speaker, performs the following eval-
uation to determine if the test utterance belongs to the target
speaker model A°. If the speaker score A° is above a specified
threshold, the speaker claim is accepted, otherwise the claim is
rejected.

A* = Pr(\°|Y) 1)
_ _P)p(Y]X°) @)
B %P(A”)p(Ylkh)



Here, P(\*) and P(\") are the prior probabilities of an ut-
terance being from speaker s and h correspondingly. The pos-
terior probability of speaker model A%, given the speaker’s ut-
terance Y, is indicated by Pr(A*|Y’). The likelihood of the
observations, Y, given the model, A, is given by p(Y|)\h).

Given that the model was trained using audio data from one
channel (say an electret type landline handset), while the test
utterance was recorded under different channel conditions (say
a carbon button type landline handset), it may prove useful to
transform the features of the test utterance to match the channel
conditions of the model training component.

In this work, it is proposed to use a feature transformation
function that maximizes Equation 1 but across many speakers.
Hence, the joint probability of the speakers given their corre-
sponding observations is maximized. The calculation of the Ja-
cobian matrix is not required as the optimization function may
be formulated as a ratio of densities.
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If all speaker models have an equal probability of occurring
then this equation may be simplified to the following.
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Here the denominator may be represented by a set of mod-
els, a single Universal Background Model (UBM) or a model
representative of all speaker classes. Note that in a similar man-
ner the most competitive impostor model for each speaker utter-
ance could also be substituted in place of the denominator. An
important point to consider is that depending on the functional
form of the numerator and denominator pair, the final optimiza-
tion function may become too complex or may not deliver an
optimization problem with a stationary point.

If it is assumed that the denominator will be represented as
a collection of speaker models then the optimization function
may become more computationally expensive. An alternative
to using many speaker models in the denominator is to consider
that these speaker models have parameters that follow a particu-
lar distribution, p(A). In this case, the Bayesian predictive esti-
mate [8] may be given for the denominator. With speaker class
prior probabilities being equal, this gives the following result.
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Let p(Y*|A°) be represented by a Gaussian Mixture
Model (GMM), comprised of N Gaussian components, with
the set of weights, means and diagonal covariances given as
{wi, pi, X3 }vi. 1f Y consists of T independent and identi-
cally distributed observations represented by {y3$, 3, ..., Y%}
then the joint likelihood of the D-dimensional observations may
be calculated.
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The notation (') represents the transpose operator.

Now the problem of specifying the distribution of the
speaker model parameters is addressed. Let all speaker mod-
els be the MAP adaptation [9, 10] representation of a Univer-
sal Background Model which is trained on a large quantity of
speech. In this work only the mixture component means are
adapted (with a number of articles [9, 11] indicating a minimal
degradation attributed to such constraints). In the work of Gau-
vain [10], the speaker model component mean parameters are
assumed to be independent and are governed by a Gaussian dis-
tribution with {m;, C;}. Note that the Gaussian assumption is
a parametric approximation and is more appropriate for small
quantities of adaptation data or speakers with similar mixture
component counts. Thus, the representation for p(\*) is estab-
lished. ie.

N
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The denominator may now be evaluated. Let the joint like-
lihood of the observations be approximated by considering only
the most significant Gaussian component contribution for each
frame. This approximation is most appropriate for sparse mix-
ture components [11].
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Given this assumption, the predictive likelihood may be cal-
culated [8]. The result is given by Equation 11. Note that the pa-
per [8] refers to a Viterbi approach for estimating the Bayesian
predictive density.
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Here, {y;,,m.,} represent the dth element within
their respective vectors {y;,m;}. Correspondingly,
{Xi44,Cigq, ®i,,} represent the element in the dth row
and dth column of the appropriate diagonal covariance matrices
{Eiz C;, Qf}

Now in the case where there is a single speaker being
scored, as in the numerator condition, the model distribution
becomes a point observation. This is achieved by setting C;,
to 0 and gives the following result which is equivalent (depend-
ing on the optimal mixture component selection criterion) to the
standard GMM likelihood scoring when only the top Gaussian
is scored.
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Given this derivation, let us calculate the log of the ratio of

idd
the target speaker joint likelihood and the likelihood of all other
speakers. ie.
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The maximization problem may be simplified further if it
is considered that the derivative of this function with respect to
the transformation variables is calculated. It is assumed that the
Gaussian mixture models are calculated through Bayesian adap-
tation of the mixture component means from a Universal Back-
ground GMM. All model parameters are coupled to the Uni-
versal Background Model; which includes the S target speaker
models and the denominator model representation. The most
significant mixture components are determined by using Equa-
tion 10 and extracting the Gaussian indexes by scoring on the
Universal Background GMM. These indexes are used to score
the corresponding Gaussian components in all other models.
With these constraints, the function to maximize is the follow-
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Alternatively, if criterion Q; from Equation 5 is to be op-
timized, the resulting function to maximize, given similar con-
straints and assumptions as the previous equation, is shown.

Optimization Function B:
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For simplicity, these equations are represented such that for
a single speaker model created from a single enrollment utter-
ance, there is a single test utterance to score it. Further richness
can be achieved in the optimization process if multiple models
and/or test utterances are trained for each speaker.

Depending on the viewpoint, the benefit/drawback of these
optimization functions is that the unique one-to-one mapping
required when the Jacobian matrix is factored in is not required
here [7]. This also allows for the situation where two modes
present under one channel condition may manifest themselves
as a single mode under another channel. Given this flexibility,
an appropriate transform for Y ¢ is selected in the next section.

3. Transform selection

Similar to past works [7, 12], the final transform is represented
as a combination of affine transforms according to the Gaussian
posterior probabilities. ie.
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where {&;, fi;, 33} is the set of mixture component
weights, means and covariances for a J component GMM. The
sole purpose of this GMM is to provide a smooth weighting
function of Gaussian kernels to weight the corresponding com-
bination of affine transforms.

Note also that throughout the optimization process the pos-
terior probabilities need only to be calculated once. The trans-
form weighting GMM could be made the same as the speaker
UBM or as a separate model altogether.

Here W(-) is selected to be of a form with a controllable
complexity similar to SPAM models [2].

Vj(xz) = Ajx +b; (23)

with the set of A; and b; being controllable in complexity
as follows:
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where R; is a mixture component specific transform ma-
trix, and 9;9 is the weighting factor applied to the kth transform
matrix V. In summary, the resulting transform matrix, A;, for
mixture component j is a linear combination of a small set of
linear transforms. The matrix R; is typically a zero matrix, or
a constrained matrix to enable some simplified transforms that
would not typically be available using the remaining transfor-
mation matrices. It may also be a preset mixture-component-
specific matrix that is known to be a reasonable solution to the
problem.

Conversely, the offset vector for mixture component j may
be determined in a similar manner with 7; being the mixture
component specific offset, and vy being the kth offset vector.
The vector 7; is typically a zero vector or a pre-selected, mix-
ture component specific, vector constant. In the case when the
vector is a preset constant, the remainder of the equation is typ-
ically designed to maximize the target function by optimizing
for the residual.

An alternative weighting function is proposed that consid-
ers only the top scoring mixture component.

U(x) = Yo (x) (26)
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4. Optimization

Equation 19 may be maximized with the transformation func-
tion used from Equation 21 using a number of techniques. Be-
tween iterations, if no transformed observations change which
significant Gaussian class they belong to in the original acous-
tic UBM, the problem is a matrix-quadratic optimization prob-
lem. In this work, due to the possibility of transformed vectors
changing their Gaussian class between iterations, a gradient as-
cent approach is taken. Consequently, an approximation to the
functional derivative must be determined.

For the purpose of the derivative estimate it is assumed that
ng is constant. If {A;} and {b;} are to be optimized directly,
the partial derivative with respect to one of the optimization
variables, Q, is presented.

Partial Derivative A:
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Similarly, the derivative for Equation 20 is provided. Note
that Equation 29 makes the assumption that each speaker class
is equally probable.
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For both Equations 27 and 28, the variable ( ay;f may be

substituted by any one of the following partial derivative results
in the equations following.
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Correspondingly, if a SPAM model equivalent is substituted
to reduce the number of parameters to optimize, the slope func-
tions become the following. Here the mixture component spe-
cific weightings are as follows. These weighting factors are es-
tablished for the reason of incorporating a strong initial estimate
by which the other transformation factors can improve upon.
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The derivative may be calculated for the subspace matrices
and vectors.
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Let © be the vector of variables that is to be optimized in
terms of maximizing Q4 or @ s. The gradient ascent algorithm
was then used accordingly given the parametric estimates of the
slopes. The equation is presented for optimizing Q4. Corre-
spondingly @ 4 may be replaced by @ 5 if the alternative opti-
mization function is applied.

0Q 4
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) (40)
Q=Q,.,

In this equation, # is the learning rate.



5. Efficient algorithmic implementation

Due to the nature of the optimization process a number of tech-
niques can be introduced to speed up the procedure. As al-
ready identified and derived in Section 2 the single top mix-
ture component for each audio frame is scored. This may also
be extended to the feature transformation mapping algorithm
in Section 3 such that only the mapping corresponding to the
top few scoring Gaussians in the transform weighting GMM is
applied rather than summing over the contributions of the map-
pings corresponding to all mixture components. In addition to
using the more significant mixture components throughout the
system, the target and background model representations can be
forced to be a function of the UBM; a coupled model system.
Consequently, the UBM can be used to determine which mix-
ture components are the largest contributors to the frame based
likelihood. Thus, once the Gaussian indexes are obtained from
the UBM they may be applied to the coupled target adapted
model and the background model representations. An implica-
tion of this assumption is that n} = n? = ... = n¥. These
two approximations introduced significant speedups. Each of
these items were included in the current system but it should be
noted that additional speed optimizations are available and are
mentioned briefly here.

One technique is to test if a particular Gaussian is the most
significant Gaussian for the current feature vector. Given that
this algorithm is iterative and applies small adjustments to the
mapping parameters, a Gaussian component that was dominant
on a previous iteration may also be relevant for the current iter-
ation. If the probability density of the vector for the Gaussian
is larger than the predetermined threshold for the appropriate
Gaussian component, then it is the most significant Gaussian for
the GMM. This technique operates more effectively for sparse
Gaussian mixture components.

Another method is to construct, for each Gaussian com-
ponent, a table of close Gaussians or Gaussian competitors.
Given that the mapping parameters are adjusted in an incremen-
tal manner, the Gaussian lookup table for the most significant
Gaussian of the previous iteration may be evaluated to rapidly
locate the most significant Gaussian for the next iteration. The
table length may be configured to trade off the search speed
against the accuracy of locating the most likely Gaussian com-
ponent.

6. Experiments
6.1. Evaluation and development data

To demonstrate the potential of the concept, the speaker recog-
nition system is evaluated on the NIST 2000 dataset [13]. This
particular dataset is comprised mostly of landline telephone
calls from carbon-button or electret based telephone handsets.
Given that there are two classes of audio data, the feature trans-
formation mechanism is designed to map from carbon-button
features to electret based models. In this database, for the pri-
mary condition, there are 4991 audio segments (including 2470
male and 2521 female audio test segments) tested against over
1003 speakers, of which 457 speakers are male and 546 speak-
ers are female. The audio training utterance durations are ap-
proximately two minutes with test utterance durations of 15-45
seconds.

The NIST 1999 speaker recognition database was included
as development data to train the UBM and the corresponding
carbon handset to electret handset transformation function. This
database was selected because of the significant quantity of car-

bon and electret handset data available. The same principle may
be applied to the more recent speaker recognition evaluations by
providing several channel mapping functions dependent upon
the channel type.

6.2. System description

As outlined earlier, the speaker recognition system developed
for this application is explained in previous works [9, 14]. There
are two main components to the speaker recognition system,
that is; feature extraction and speaker modelling.

For feature extraction, 19 Mel-Frequency Cepstral Coeffi-
cients (MFCCs) were extracted from 24 filterbanks. The cep-
stral features were extracted using 32ms frames at a 10ms frame
shift. The corresponding delta features were calculated after
cepstral mean subtraction was applied.

Speaker modelling was achieved through the MAP adapta-
tion of a UBM [9]. The UBM consisted of a GMM structure
with 2048 mixture components. Only the mixture component
mean parameters were adapted. In this work, a single iteration
of the EM-MAP algorithm was performed. In testing, only the
top mixture component from the UBM was scored and used to
reference the corresponding components in other models.

For the additional channel transform component of the sys-
tem, the optimization functions, Q4 and @ g, were maximized
given a transform function, ¥ (x), determined from a 2048 mix-
ture component transform weighting GMM (with reference to
Equations 21 and 22). In this experiment, the transform weight-
ing GMM was made identical to the speaker UBM. To aid com-
putational efficiency, only the top 5 scoring mixture components
for each speech frame, x, were considered.

6.3. Results

Figure 1 presents the results for the NIST 2000 speaker
recognition evaluation dataset. The Detection Error Tradeoff
(DET) [15] plot includes the results for the male All condition,
and for a subset of the trials.

The subset of trials was selected purposely to identify the
effect of the channel mapping from the carbon test utterance
type to the electret model type. Thus, only carbon tests against
electret models were evaluated in this subset. The first of these
plots with the data subset is the baseline GMM result. The
second DET curve is the result with a carbon-to-electret chan-
nel transformation applied according to equation related to Q 4.
Correspondingly, the third curve is the carbon test to electret
train mapping achieved using the equation for Q5.

The next set of three DET curves relate to the male All
condition. The baseline system is the standard expected frame-
based log-likelihood ratio result. The @ 4 equation result is sim-
ilar to the baseline result except that the mapped subset of scores
replaces the corresponding baseline scores. The Qg equation
result is determined in the same manner but with the Q g equa-
tion subset being substituted instead.

For both equations relating to @ 4 and @ s, the transforma-
tions selected were based on estimating the set of transforma-
tion parameters {A;, b; }. Each matrix A; is represented as a
diagonal matrix to reduce the number of free parameters. The
mapping variables, {A;} and {b;}, were estimated directly
(as in Equation 23) rather than as a matrix subspace similar
to SPAM models (as specified by Equations 24 and 25). The
representation presented similar to SPAM models was included
both for completeness and as a mechanism to address the over-
training issue as required for other mapping configurations.
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Figure 1: DET plot for the NIST 2000 Speaker Recognition
Evaluation.

Figure 1 shows that the handset transformation technique
improves the error rates for the electret handset training and the
carbon test data subset. For system Q4 the Equal Error Rate
(EER) was reduced by 8.6% relative from 15.1% to 13.8% over
the baseline system. Correspondingly, system Qg reduced the
EER by 14% relative to give an EER of 13.0%. The related min-
imum Detection Cost Function (DCF) 2 results were reduced
marginally by using this particular channel transformation con-
figuration.

The “All Tests” condition shows small but measured error
reductions attributed to using either of the two channel trans-
formation techniques. Here the EER was reduced by almost
1% absolute for the Q 4 mapping approach. This result is note-
worthy considering that the number of tests substituted was less
than 20% of the total.

It was also experimentally observed that mapping func-
tions optimized using a full matrix representation tended to pro-
vide degraded performance over the baseline system. This per-
formance degradation may be attributed to the relatively large
number of parameters required for tuning for a comparably
small quantity of channel training data.

7. Conclusions

This paper presented novel work on the transformation of fea-
tures between channel types according to maximizing joint pos-
terior probabilities. Discriminatively transforming features ac-
cording to handset types and channels represents a promising
approach. The discriminative criterion also avoids the require-
ment of calculating the Jacobian matrix in the transformation
function. Extensions of this work would typically involve ex-
tending the mapping algorithm to handle mapping several chan-
nel contexts. Examination of the SPAM style matrix represen-
tation for reducing model complexity may address the problem
of overtraining for the full matrix optimization problem.

2See[16] for information on the related minimum DCF specifi cation
and the NIST Speaker Recognition Evaluations.
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